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for motion discovery as most of the motions can be described by the few most important
MPs. This differs from the initial formulation which is used to finetune movement skills.
Note that depending on the application, this algorithm could be applied on the independent,
joint or n-correlated libraries.

3.4.4

Perceptual system coupling

We show here a preliminary work on how our library could also be combined with a perceptual
system. Specifically, we assemble a convolutional neural network (CNN) with our motion
library to plan a movement from an image (see Fig. 3.8). In this architecture, the movement

DM-Lib

S
Figure 3.8 Perception coupled to our library.
image is fed to a (pretrained) CNN, which can be seen as a perception module. The encoding
of the image input is then passed to a motion planning module (a multilayer perceptron)
which outputs the weights w for our motion library. Using the generated weights, a weighted
superposition of the MPs in the motion library is computed to produce the desired forcing
terms. These are then used in an open-loop fashion by implementing the DMP via (3.3),
which provides the position, velocity, and acceleration commands that are sent to the robot.
The training procedure consists to employ a pretrained CNN and an optimized motion
library. Let us denote E ∈ RN×De as the encoded input data, corresponding to the CNN
output before being vectorized. By appling SVD on the original data, we obtain:
X = UX ΣX V XT = WX V XT ,
where WX are the weights predicted by the network, which represents the contribution of
each movement primitive. Then, the training phase consists of minimizing the MSE loss:
WX − o(E
E ;W
WNN )||2 ,
L = ||W

3.5 Experiments

66

where o is the parametric function implemented by the MLP network. If there exists only
one linear layer between the CNN and the library as depicted in Fig. 3.8, the closed-form
solution is given by:
E TE )−1E TWX
WNN = (E
Otherwise, in the case of non-linear layers, the network can be trained using stochastic
gradient descent.
While a standard CNN could be alternatively trained in an end-to-end manner to generate
the forcing terms, it becomes hard to exactly identify which parts of the network is responsible
for the perception and the planning. In contrast, our modular approach combines two already
optimized components (i.e. perception and motion modules) and only optimizes the planning
module, which connects perception and motion generation. Note that our motion library was
obtained using a non-parametric approach in contrast to a parametric approach which yields
different solutions for different initialization of the network’s weights and/or different batches
being sampled during training. In addition, the fact that the neural network outputs weights
for the movement primitives instead of directly the forcing term makes a nice analogy to
its biological counterpart, where sites located in the spine chord are stimulated by signals
outputted by the brain.

3.5

Experiments

We tested the proposed framework on 2 different experiments. The first experiment focused
on a 2D handwritten dataset, which is an excellent benchmark as it contains various rich
movements highlighting the need to account for superposition. In contrast to handmade
libraries, we demonstrate that our library scales well with the data, and is able to capture the
correlations between the 2 DoFs on the plane. We further show how the proposed trajectorybased RL algorithms and perception coupling are exploited. In the second experiment, we
test our library on a 3D motion dataset, demonstrating its scalability for a higher number of
DoFs, as well as its modularity feature. In addition, we show how our trajectory-based RL
method can recover a motion that was not demonstrated previously. We further report that,
depending on the problem we face, the use of a proper library (which captures the relevant
correlations) can speed up and improve the obtained results.
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3.5.1

2D handwritten dataset

We demonstrate the construction and use of our library on the 2D handwritten data “UJI Pen
characters” [61]. This set includes various letters and digits, from which we only considered
single stroke movements, reducing the dataset size to 5921 samples with 79 different classes.
We applied our framework on this dataset (see section 3.4.1), and obtained a fully joint library.
We manually set T = 100 to capture enough variability while allowing for a compact library.
The distribution of the eigenvalues associated to our joint library (displayed in Fig. 3.9a)
shows that most movements lie on a submanifold of the weight space. Note that the 10
first eigenvalues already account for 95% of the total variance in the dataset. Figure 3.9b
shows the 2D projection of few samples with their corresponding classes on the 2 most
important axes. In Fig. 3.10, we display the first four most and least important eigenforces

(a)

(b)

Figure 3.9 (a) First fifty eigenvalues associated with our library. (b) 2D linear projection of
few samples with their corresponding classes.
included in our joint library, and the corresponding movements. Observe that the main
eigenforces correspond to low-frequency trajectories, while the least important ones show
higher frequencies. Using these primitives, we can perform movement recognition and
generation by using the superposition principle (3.11). This is depicted on a test sample in
Fig. 3.11, where we show that a suitable movement can be recognized and reproduced using
few weights.
A movement as depicted in Fig. 3.11 can also be reproduced using conventional DMPs
that uses a weighted sum of radial basis functions (RBFs, aka kernels) to describe the forcing
term. However, compared to our library which is learned over many demonstrations, a
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(a)

(b)

Figure 3.10 Four most (a) and least (b) important eigenforces with their corresponding
position trajectories generated using (3.3).
DMP is specific to the considered movement. Additionally, one eigenforce in our library
already represents a complete (non-linear) force trajectory, that would require several kernels
to accurately represent it. This is shown in Fig. 3.12 where we compare our library with
classical DMPs. For simplicity, we consider only one dimension and focus on the eigenforces
associated with the x-axis. It can be seen that depending on the shape and frequency of the
eigenforce, a consequent number of kernels might be required to approximate it accurately
enough. This is also true for a superposition of these eigenforces.
Using the motion library and inverse kinematics with the Coman humanoid robot [117],
we can draw the letter "a" shown in Fig. 3.11. The result is depicted in Fig. 3.13 when
considering different number of eigenforces.
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n

∑ wiv i
i=1

Figure 3.11 Movement recognition and generation on a test sample. Left graph shows the
weight distribution (the first hundred weights) and the true movement. Right graph displays
the generated movement when the n first eigenforces (with the corresponding optimized
weights) are superposed, and subsequently used to get the resulting position trajectory using
(3.3).

Figure 3.12 On the left, the 2nd most important eigenforce is approximated using 40 kernels
equally distributed in time. On the right, the 50th most important eigenforce is approximated
using 2000 kernels. The eigenforce to approximate is depicted by the blue line f ∗ , and the
force resulting by the weighted sum of basis functions is represented by the green line f . The
other curves represents the weighted RBFs.
Comparison with Fourier Basis
Our library could also have been constructed manually for each degree of freedom (DoF)
using Fourier basis functions. In Fourier analysis, any functions can be approximated as:
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Figure 3.13 Snapshots of Coman drawing the letter "a" with different number of eigenforces
using the motion library and inverse kinematics. From left to right, the first row shows the
trajectory drawn when using 4 number of eigenforces (n = 4), the second row shows with
n = 8, and the third row with n = 16.

N
1
f (x) ≈ gN (x) = a0 + ∑ {ak cos(kx) + bk sin(kx)}
2
k=1

(3.26)

with x ∈ [−π, π] and the set {1, cos(kx), sin(kx)}N
k=1 constitutes the basis functions. As with
PCA, these basis functions are orthogonal to each other. The coefficients (i.e. weights)
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{a0 , ak , bk }N
k=1 are given by:
ak =

2 N
∑ f (xi) cos(kxi),
N i=1

k = 0, 1, 2, · · ·

2 N
bk = ∑ f (xi ) sin(kxi ),
N i=1

k = 1, 2, · · ·

in the case of discrete functions where points are sampled from [−π, π] and equidistant to
each other. When using the set of Fourier basis functions as our library, each basis function
would be considered as an eigenforce. Using the same example with the letter A, we apply
the Fourier libraries (one for each DoF as Fourier analysis do not provide us any correlations
between the DoFs, and we do not know these a priori) instead of our joint dynamic motion
library. The results are depicted in Fig. 3.14.

Weights in x for 'a'

0.4

Weights in y for 'a'

0.7

0.2

0.6

0.0

0.5

wy

wx

−0.2
−0.4

0.4
0.3
0.2

−0.6

0.1
0.0

−0.8
0

20

40

60

nb(evecs)

80

100

−0.1

0

20

n

40

60

nb(evecs)

80

100

n

fx = ∑ wivx,i

fy = ∑ wivy,i

i=1

i=1

n=2

n=4

n=6

n=8

n=10

n=12

Figure 3.14 Movement recognition and generation on the same test sample as Fig. 3.11 using
Fourier analysis. Top graph shows the weight distribution (the first hundred weights) and the
true movement for each degree of freedom. Bottom graph displays the generated movement
when the n first eigenforces of each library (with the corresponding optimized weights) are
superposed, and subsequently used to get the resulting position trajectory using (3.3).
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The libraries built using Fourier analysis and our joint dynamic motion library share some
similarities, notably that the first most important eigenforces correspond to low frequency
functions while the least ones correspond to high frequency ones. However, using Fourier
results in non-data driven eigenforces (i.e. the Fourier basis functions), and does not capture
correlations between the various DoFs making it less interesting for our applications. A
library built using Fourier analysis might be interesting in the absence of data. Finally, note
that other basis functions (such as the Legendre polynomials, and Chebyshev polynomials)
could have been used as well. However, as the Fourier basis functions, they are not data-driven
and do not capture correlations.
RL with Independent /Joint Libraries
We now focus on the discovery of motions using RL, which highlights one way to exploit the
proposed library (see section 3.4.3). We first compare our library to conventional DMPs. We
applied the trajectory-based PoWER algorithm on the n most important eigenforces in our
library, and on the n kernels equally distributed in time. Because
PoWER

 only allows for
∗
2
positive rewards, we defined the reward function as r = exp −λ || f − fˆ||2 , where the norm
inside the exponential represents the mean squared error between the ground-truth forcing
term f ∗ and the predicted one fˆ, and λ is a scaling factor. For each different dimensionality of
w , we averaged over 100 random trajectories from the dataset with 10 different initializations
of the initial weight w 0 for each. We ran the algorithm for 500 iterations. As above, we
focused on the one dimensional case for simplicity and clarity. In Fig. 3.15, we observe
that applying PoWER on eigenforces leads to better results in few iterations compared to
applying it on kernels using classical DMPs. Note that the number of iterations for Fig. 3.15b
is 10 times greater than Fig. 3.15a.
We also applied PoWER on our joint and independent libraries. Figure 3.16 compares
the rewards obtained for different number of weights for each type of library. The weights
for the independent libraries were optimized separately under the constraint that the total
number of weights remained the same for the joint and independent libraries. That is, if we
optimized six weights for the joint library, three weights were optimized for each of the two
independent libraries. Notice that PoWER adapted to our library produced good results (high
reward) in just few iterations with different number of weights in both cases. As we increased
the number of weights, PoWER took longer to converge but resulted in solution with higher
accumulated reward. This shows that few weights are descriptive enough to retrieve high
reward movements. Not significant differences were identified when comparing the results
obtained on the joint and independent libraries for this 2D example.
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(a)

(b)

Figure 3.15 PoWER algorithm applied on the n most important eigenforces (a), and applied
on conventional DMPs using n kernels (b).

Figure 3.16 PoWER algorithm applied on the joint library (left plot) and the independent
libraries (right plot) with different number n of primitives.
Perceptual coupling
Finally, we turn our attention on the perceptual module which couples our library with a
CNN (see section 3.4.4). The network generates the weights from images representing the
trajectory, which are then combined with our library to produce the desired trajectory. We
used a pretrained VGG network on ImageNet, and removed the 3 fully-connected layers. We
split the data into training, validation, and test sets. The test set accounted for 5% of the
data, and another 5% was used as validation set. The network was fully-trained using the
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mean-squared error loss and the Adam optimizer. We used a batch size of 32, and trained our
network for 100 epochs. Figure 3.17 shows some predictions made by the trained network on
the training and test sets. We obtained a MSE loss of 0.0023 and 0.0229 for the training and
test sets, respectively. Observe that we obtained qualitatively good results on the training and

(a)

(b)

Figure 3.17 Training (a) and test (b) samples predicted by the CNN and our motion library.
Going from left to right, taking pairs of columns, the left part represents the ground truth and
the right part the predicted trajectory.
test sets. For few instances, the predicted shape is different from the expected one, leaving
some room for improvement, which may be achieved by modifying the CNN architecture,
and taking into account the temporal aspect of the demonstrated trajectories. Nevertheless,
we here provide a preliminary work to combine our library with a perceptual module built on
deep neural networks. Several improvements could be made with the network architecture,
and are discussed in Section 4.6.

3.5.2

3D motion dataset

We also validated our framework on the UTD-MHAD dataset [15]. This 3D dataset contains
human motion trajectories in task space making it suitable to transfer it to humanoid robots.
In addition, it allows us to demonstrate the adaptability of our library using RL. We solely
focus on position trajectories and do not take into account rotation of the end-effectors.
As in the previous experiment, we set T = 100 to capture enough variability, and considered only the four limbs of the skeleton resulting in 12 DoFs in total. Fig. 3.18 shows
the first most and least important movement primitives for the fully-joint, pair-joint and
independent libraries. The fully-joint library correlates all the limbs, while the pair-joint
libraries separately correlate the end-effectors of the upper and lower body. As for the independent libraries, each one is associated with a specific limb (i.e. right-arm (RA), left-arm
(LA), right-leg (RL), and left-leg (LL)). The primitives were scaled such that they could be
visible with the associated skeleton. Note that the eigenforces have a similar shape as the 2D

75

3.5 Experiments

(a)

(b)

(c)

Figure 3.18 (a) Most and least important movement primitives for our joint (full-body (FB))
library, (b) our both-arms (BA) and both-legs (BL) libraries, and (c) each independent (i.e.
right-arm (RA), left-arm (LA), right-leg (RL), and left-leg (LL)) libraries (c).
case, where the main eigenforces represent low-frequency trajectories in contrast to the least
important ones.
To demonstrate the importance of the modularity and adaptability of our library (see
section 3.4.2), we applied our modified PoWER algorithm on different libraries to discover a
new motion that combines the walking and clapping patterns from the data. This motion, as
a whole, was not observed during the construction of the library. In this experiment, we used
the same reward defined in the previous section. We averaged over 10 different initializations
of the weights, and carried out the RL algorithm for different numbers of the most important
primitives. Our results on Fig. 3.19 show that the type of library and the number of weights

Figure 3.19 PoWER applied on the full-body (FB), both arms + both legs (BA+BL), and
the right/left arm/leg ({R,L}+{A,L}) libraries for the “clapping while walking” motion for
different number of the most important primitives n.
have a direct impact on the RL performance. Observe that the pair-joint libraries perform
better than the rest when considering few primitives. The joint library initially performs better
than the independent libraries but it is outperformed as we account for more weights. This
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can be explained by the relative size of the libraries. As n increases, it takes longer for the
algorithm to converge, resulting in better performances, and decreasing the gap between the
various libraries. These results show the importance of capturing the appropriate correlations
when considering few primitives. As we consider more primitives, this significance decreases
because of the completeness property of our library. Note that because the movements are
described in the operational space, we can easily transpose the learned movements on a
humanoid robot, and use inverse kinematics to get the corresponding joint configurations.

3.6

Discussion and Future work

One of the main assumptions made throughout this chapter is that the time sampling T for
the forcing terms was the same for every movement. This sampling, specified by the user,
influences the number of motion primitives in the library. Using the sampling theorem [103],
we can verify the number of samples required to describe the trajectory signal without any
loss of information. This assumption would not hold however in the case we wish to model
fine-grained or highly nonlinear movements. Nevertheless, we believe that this could be
addressed using movement segmentation [68] and/or sequencing [75]. Note that our library
scales with respect to the number of DoFs. However, this number is fixed for a specific
system and of a much lower scale compared to the number of data points. Notably, our
library also has the useful property to be spatially scale-invariant with respect to the number
of data points.
Our current work focuses on task-space translational forcing terms. A natural extension
to our work is the inclusion of orientations. While we provided a preliminary work on
combining our motion library with a CNN, there is still room to improve the perceptual
system to obtain more robust results. Currently, the perceptual model does not capture the
temporal aspect of the data, and trajectories that are far from the dataset might not be well
fitted. In order to capture this temporal aspect, recurrent convolutional neural networks could
be used. However, as the complexity of the network model increases the number of data
samples also increases. More work is thus needed on the perception module and its coupling
to our library. Another shortcoming was that the resulting forcing terms were run in an
open-loop fashion. Thus, an interesting avenue to explore is the incorporation of feedbacks
such that the trajectory could be replanned based on the input state, perceived by the system,
at each time step.

3.7 Conclusion

3.7

77

Conclusion

Inspired by their biological counterparts, we proposed a compact data-driven motion library
that exploits the superposition principle, allowing to fight more effectively against the curse of
dimensionality. We built this last one using DMPs and the spectral theorem. Given the same
data, its non-parametric nature renders it universal and easily updatable. Its completeness
guarantees that any movements (up to a certain shape complexity) can be expressed as a
linear combination of the non-linear MPs stored in the library. Additionally, our library
is ordered by importance making it convenient for dimensionality reduction, attenuating
further the curse of dimensionality. Moreover, it can also capture correlations between the
various forcing terms. By working on its structure, we exposed the relationships between
the various joint and independent libraries highligthing its modularity and adaptability. This
property was further exploited using trajectory-based RL to discover a new motion. Finally,
we provided a first attempt to couple such library with a higher level perception module such
as a CNN. Supplementary materials such as videos are given in Section 1.4.

Chapter 4
Transfer Learning of Shared Latent
Spaces
Learning complex manipulation tasks often requires to collect a large training dataset to
obtain a model of a specific skill. This process may become laborious when dealing with highDoF robots, and even more tiresome if the skill needs to be learned by multiple robots. As
shown with the dynamic motion library, skills are mostly encoded on sub-lower dimensional
manifold. This is highlighted by the lower number of required primitives to represent diverse
motions of good quality. The question that we know ask ourselves is: can we share that prior
knowledge between different robotics platforms, and exploit it to accelerate the learning
process of a new robot by transferring that knowledge? Thus, in this chapter, we investigate
how this learning process can be accelerated by using shared latent variable models for
knowledge transfer among similar robots in an imitation setting. For this purpose, we take
advantage of a shared Gaussian process latent variable model to learn a common latent
representation of robot skills. Such representation is then reused as prior information to train
new robots by reducing the learning process to a latent-to-output mapping. We show that
our framework exhibits faster training convergence and similar performance when compared
to single- and multi-robot models. All experiments were conducted in simulation on three
different robotic platforms: WALK-MAN, COMAN and CENTAURO robots.

4.1

Introduction

Robot programming by demonstration (PbD) [6] is a compelling approach to teach robots
new skills in a natural and user-friendly way that has been successfully applied for learning a
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large diversity of tasks [81, 96]. Nevertheless, it presents two challenges when it comes to
teach both multiple and high DoF robots.
When the same set of skills needs to be learned by multiple robots it is necessary to
teach each robot separately, increasing significantly the total training time and rendering
the demonstration phase a tedious process. To alleviate this problem, the teacher can first
train one robot and the acquired knowledge can be further used to train others, accelerating
the overall training process. This scenario matches the paradigm of transfer learning, an
approach where prior (learned) information is exploited in subsequent learning phases [76].
Moreover, when PbD is used for teaching skills to complex robots, like humanoids, the
dimensionality of the training data can considerably increase, making both imitation and
transfer learning more complex processes. A common choice to cope with high dimensional
data is to first use dimensionality reduction techniques, and then, carry out the learning
process.
Therefore, if we are interested in teaching the same set of skills to multiple humanoid
robots from human demonstrations we have to address the two aforementioned problems.
In this chapter, we overcome the curse of dimensionality by assuming that both human and
robot data lie in a shared low dimensional latent space. In this context, we exploit a shared
Gaussian process latent variable model (GP-LVM) to learn this common representation
[105, 23].
Moreover, if we consider that the human demonstrations have to produce similar movements in multiple robots, then the latent representation of one robot (source domain) can be
used to learn a new shared GP-LVM for others (target domains). In other words, we propose
that teaching a set of skills can be carried out by first learning a latent representation of the
demonstrations, and then exploiting it for training other robots. By transferring this prior
latent knowledge from one robot to another, we expect to achieve a faster learning rate along
with good imitation performance (i.e., low reconstruction errors). Shared GP-LVM and the
proposed extension for transfer learning are described in Section 4.4.
The proposed approach was applied to imitate and reproduce bimanual movements of
a human on three simulated robots, WALK-MAN, COMAN and CENTAURO. The details
of the performed experiments and the analysis of their results are reported in Section 4.5.
Limitations and potential extensions of our framework to kinematic-based hierarchical
models and the application of reinforcement learning in the lower dimensional latent space
are discussed in Section 4.6.
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Related Work

Teaching humanoids to execute a task from human demonstrations is a quite challenging
task. This process is often carried out with many different sensory systems, such as RGBD
cameras, wearable sensors, motion capture setups, among others, which generate a huge
volume of data. One of the main problems when using these systems is to determine the
kinematics correspondence between teacher and robot. In the existing literature, one can
identify two prominent approaches to overcome this difficulty: based on kinematic analysis
or built on machine learning models.
With respect to the former, for example, Yamane et al. proposed a control framework for
simultaneous tracking and balancing of humanoids using human motion data [123]. A set of
marker trajectories in Cartesian space describing the human motion was recorded, scaled to
fit the robot size and, later, converted to joint trajectories through inverse kinematics. In [48],
the authors defined the human motion as a sequence of postures, which were represented by
Cartesian position of hands and feet measured with respect to the shoulder and hip frames.
By considering a reference posture for both the human and the robot, relative positions of the
limbs were translated to the robot using damped least-squares inverse kinematics.
A different approach based on virtual translational springs was introduced in [54]. The
proposed method virtually connected the markers (placed on the human body) with corresponding points on the humanoid by using springs. The robot motion was guided through
virtual spring forces, which were later used to generate motor torques on a simulated robot.
This approach avoided the computation of an expensive inverse kinematics algorithm. Despite
the foregoing works had significant results, they heavily depend on kinematic and humandesigned models, which are hard to be applied when the teaching needs to be performed on
multiple robots.
Machine learning approaches offer greater flexibility. For example, Stanton et al. proposed to learn a mapping between human and humanoid motions through feed-forward neural
networks (NNs) defined for each robot joint. These NNs were trained with demonstration
data obtained from a motion capture suit using particle swarm optimisation [108]. Although
NNs are powerful to approximate non-linear functions, they typically require large training
datasets, greatly prolonging the demonstration phase.
In [26], the authors proposed to learn a model of motion primitives for humanoid robots
using hidden Markov models (HMM) and a mixture of Factor Analyzers (MFA). The main
idea was to create a nonlinear low-dimensional mapping between human and robot using
MFA, and reproduce the trajectories using an HMM-based dynamical system. Our work
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is similar to this approach in the sense that we also find a shared demonstrator-robot low
dimensional manifold, but in our case the construction of the latent space and the mapping
are wrapped in the same model, and therefore, their parameters are learned at the same
time. Moreover, none of the aforementioned works addressed the problem of teaching skills
to multiple robots. So, we go one step further by exploiting shared GP-LVM to deal not
only with the curse of dimensionality and the human-robot mapping, but also with prior
knowledge transfer - embedded in a latent representation of the motions - to quickly learn
new mappings for multiple robots.
The use of dimensionality reduction techniques in transfer learning has also been proposed
in [77]. This approach finds a common low-dimensional latent space between source and
target domains (for input variables), and then learns a latent-to-output mapping in the source
domain. The transfer learning occurs when this mapping is applied to the target domain.
This approach differs from ours in that our latent space is not only between input and output
spaces, but also between source and target domains. Moreover, our approach learns a new
latent-to-output mapping in the target domain.
Transfer learning has also been applied to improve model learning in robotics. Nevertheless, these approaches do not make any distinction regarding the input and output variables of
the problem, but they carry out a dimensionality reduction over the whole dataspace instead.
By doing this, source and target low dimensional representations are different, and a linear
[11] or a non-linear [62] transformation between them is required. In contrast, our framework
does not group inputs and outputs together to perform the dimensionality reduction. In
addition, no transformation between the models is required because the source and target
inputs coincide, and therefore the same latent coordinates and the hyperparameters of the
human-to-latent mapping are assumed to be shared among the robots.
Shared GP-LVMs have been successfully applied in computer graphics and robotics.
Yamane et al. applied a shared GP-LVM to animate characters with different morphologies
[122]. In robotics, Shon et al. applied this model for imitation of human actions in a
small humanoid [105, 104]. Our approach extends on those works by considering multiple
similar robots while differing in a major point: the input-to-latent mapping. In [122], given
new inputs, the latent coordinates were determined using a nearest neighbor search and an
optimization process. The performance heavily depends on the number of nearest points to
be chosen, which may be considerably high, limiting the use of this approach for real-time
systems. To alleviate this problem, Shon et al. applied a Gaussian process regression for the
input-to-latent mapping once the model was trained. In our case, we impose back constraints
between the input and the latent space, allowing to jointly learn the input-to-latent mapping
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along with the latent coordinates during the optimization. We explain the advantages of
this decision in Section 4.4, and experimentally demonstrate the benefits of imposing back
constraints on the input in Section 4.5.2.

4.3

Background

We start describing the notation and model that will be used to introduce the shared GP-LVM
for transfer learning. First, let’s denote N as the number of data points in our training
set, H = [hh1 · · ·hhN ]T ∈ RN×DH as the human input data matrix with DH representing the
( j)
( j)
dimensionality of a human data point, and R ( j) = [rr 1 · · ·rr N ]T ∈ RN×DR( j) ; ∀ j ∈ {1, ..., J}
as the j-th robot output data matrix where J denotes the total number of robots and DR( j)
the dimensionality of a robot data point. Also, let us define X ∈ RN×DX as the latent matrix
(with dimension DX < min(DH , DR )), K ∈ RN×N as a kernel (a.k.a covariance) matrix, Φ as
H ,R
R} to represent the observed human or robot
the hyperparameters of the kernel, and Y ∈ {H
data.
Gaussian Processes (GP) define probability distributions over functions in which any finite
collection of the function values are assumed to be jointly Gaussian [93]. In addition to be nonparametric, their attractiveness is empowered by their computational tractability for inference
and learning. This general framework works by placing a Gaussian prior over functions:
H ∼ G P(00,K
K (H
H ,H
H ′ )), with zero mean and covariance matrix characterized by the kernel
f |H
K . The kernel allows us to encode our prior beliefs about the set of plausible functions.
A popular one is the Squared Exponential (SE) kernel1 which is infinitely differentiable
and appropriate for modelling smooth functions. Extended with Automatic Relevance
Determination (ARD) [93], each entry of the kernel matrix is given by
(xd − xd′ )2
k(xx,xx′ ) = α 2 exp − ∑
2ld
d=1
D

!
+ β δx ,xx′

(4.1)

in which the amplitude α, the lengthscales ld , and the variance β of the white noise term are
the kernel hyperparameters (denoted by Φ ) that will be optimized.
By observing some pairs of data points {(hhi ,rr i )}N
i=1 , we can update our beliefs about
R|F
F) =
the distribution of functions. Assuming the likelihood is also Gaussian, that is, p(R
N
2
2
T
∏n=1 N (rr n | f n , σ I ), where σ represents the noise variance and F = [ f 1 , ..., f N ] , the
1 also

known as Radial Basis Function (RBF) kernel or Gaussian kernel.
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marginal likelihood expressed as
R|H
H ;Φ
Φ) =
p(R

Z

R|F
F )p(F
F |H
H ;Φ
Φ)dF
F,
p(R

(4.2)

can then be computed analytically. The maximization of (4.2) permits to find the optimal set
of hyperparameters Φ ∗ for the GP, that is,
R|H
H ;Φ
Φ).
Φ ∗ = argmax p(R

(4.3)

Φ

While Gaussian process regression gives us a direct mapping from the input H to the output
R , it does not provide a model in which knowledge can be easily exploitable and transferable
to other robots (see Fig. 4.1a). To address this issue, we make use of shared latent spaces.
We first begin by reviewing how latent variable models can be represented using Gaussian
processes.
The Gaussian process latent variable model (GP-LVM) is a non-parametric probabilistic
model which performs a non-linear dimensionality reduction over observed data [51] (see
Fig. 4.1b). In this model, marginalization is carried out over the parameters instead of the
latent variables, which are optimized. Specifically, the marginal likelihood for Y given the
latent coordinates X is specified by:
DY

Y |X
X ;Φ
ΦY ) =
p(Y

∏ N (YY :,d |00,KKY )

d=1

1

=p
K Y |DY
(2π)NDY |K



1
−1
T
K Y YY )
exp − tr(K
2

where Y :,d denotes the d-th column of Y . The maximization of this term not only provides us
the optimal hyperparameters, but also the optimal set of latent points, that is,
Y |X
X ;Φ
ΦY ).
X ∗ ,Φ
ΦY∗ } = argmax p(Y
{X

(4.4)

ΦY
X ,Φ

While this unsupervised model provides us the latent coordinates, it does not account for the
human and the robot(s) data simultaneously.
To conform with the previous requirement, we make use of an extended version of the
GP-LVM, called shared GP-LVM (see Fig. 4.1c). In this setting, multiple observational
spaces share a common latent space [23] (see Figs. 4.2 and 4.3). With k observational spaces,
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the marginal likelihood to maximize is then given by
X ∗ , {Φ
ΦY∗ (i) }ki=1 } = argmax p({Y
Y (i) }ki=1 |X
X ; {Φ
ΦY (i) }ki=1 ),
{X

(4.5)

Φ (i) }ki=1
X ,{Φ
Y

where the hyperparameters Φ of each kernel, and the latent coordinates X are jointly optimized.
In order to preserve local distances and have a smooth mapping from one of the observational spaces to the latent space, back constraints are introduced (see Fig. 4.1d). This feature
is useful as in the teleoperation case we are seeking for similar inputs to be mapped to similar
outputs. With back constraints placed on one of the those spaces [53], the objective function
to maximize becomes
W ∗ , {Φ
ΦY∗ (i) }ki=1 } = argmax p({Y
Y (i) }ki=1 |W
W ; {Φ
ΦY (i) }ki=1 ),
{W

(4.6)

Φ (i) }ki=1
W ,{Φ
Y

Y (i) ;W
W ) where g is a function parametrized by weights W , which are learned
with X = g(Y
during the optimization process. By placing back constraints either on the input or the output,
this results in different performances and behaviors which will be further described in section
4.5.2.
Once the model has been trained, given new inputs Ĥ , predictions in the shared GP-LVM
are realized by first projecting the human input data to the latent space, and then projecting
it to the robot output space. In the case back constraints are placed on the input space,
W ).
the input-to-latent mapping is performed using the learned parametric function g(Ĥ ;W
Alternatively, this mapping might be achieved by carrying out a GP regression once the
model has been learned, as performed in [105]. While other approaches for this mapping are
available, they do not fulfill our real-time requirements in order to teleoperate the robot, in
the sense that they usually employ some optimization process for each prediction [23, 122].

(a)
(b)

(c)

(d)

Figure 4.1 The four different models: (a) GP, (b) GP-LVM, (c) Shared GP-LVM, (d) Shared
GP-LVM with back constraints. Observed variables are in a shaded grey color.
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Figure 4.2 A shared GP-LVM fully trained on one robot R (1) , that is, the hyperparameters Φ H ,
Φ R(1) , and the latent coordinates X (1) are jointly optimized. This model is then transferred
to another robot R (2) in which the latent coordinates and the hyperparameters Φ H are
maintained fixed while the hyperparameters Φ R(2) for the new latent-to-output mapping are
optimized. This process is carried out over all the other robots R ( j) , ∀ j ∈ {3, ..., J}. The
equivalent system of the whole process is depicted on the bottom half of the figure. Once the
optimization process is over, new human input data are given to the system which produce
the corresponding output data for each robot.
Exploiting the latent coordinates to transfer acquired knowledge to other robots is a
promising approach. This has the potential to lead to faster learning and similar reproduction
performance compared to their fully trained counter parts.
In this context, we define a shared GP-LVM which is first fully trained on a specific robot,
and then transferred to other robots with partial re-training, as shown in Fig. 4.2. Assuming
back constraints on the input, we first fully train a shared GP-LVM model on one particular
robot by maximizing the following marginal likelihood:
W ∗ ,Φ
Φ∗H ,Φ
Φ∗R(1) } = argmax p(H
H ,R
R(1) |W
W ;Φ
ΦH ,Φ
ΦR(1) ).
{W

(4.7)

ΦH ,Φ
Φ
W ,Φ

R(1)

H ;W
W ∗ ), and optimal hyperThis allows us to obtain the optimal latent coordinates X ∗ = h(H
parameters for the mappings. This pretrained model is then transferred to another robot
which involves its latent-to-output mapping to be optimized while the latent points and
input-to-latent mapping are maintained fixed. This optimization process is carried out for
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any other robot j ∈ {2, ..., J},
H ,R
R( j) |X
X ∗ ;Φ
Φ∗H ,Φ
ΦR( j) ).
Φ ∗R( j) = argmax p(H

(4.8)

Φ

R( j)

As only the latent-to-output mapping is optimized here, this naturally leads to a faster learning
process. This model is equivalent to a shared GP-LVM in which all the other robots have
been appended to the initial fully trained model (see Fig. 4.2 rightmost picture).

X

ƒh
H

H

(1)

R

(2)

R

R(1)

R(2)

(J)

R

R(J)

Figure 4.3 In this multi-robot learning model, the latent coordinates and the hyperparameters
of each robot are jointly optimized. This leads to a model which is less biased to a specific
initial selected robot, as it needs to compromise between all the robots.
In contrast to our approach built on transfer learning, we also define an alternative model
that will be employed in our experiments. This model describes a multi-robot system in
which all the human and robot spaces are generated by a common latent space (see Fig.
4.3). In this framework, all the hyperparameters as well as the latent coordinates are being
jointly optimized, in constrast to the model shown in Fig. 4.2, where prior information is
exploited. The optimization process has to make a tradeoff between the latent coordinates
and the hyperparameters of each kernel for the human and all the robots. This procedure is
specified by
(
)
Φ∗H ,
W ∗ ,Φ
Φ∗R(i) }J1
{Φ

H , {R
R(i) }J1 |W
W ;Φ
ΦH , {Φ
ΦR(i) }J1 ).
= argmax p(H

(4.9)

W ,Φ
ΦH ,{Φ
Φ (i) }J1
R

In order for the transfer to be successful, we impose a back-constraint on the input
motivated by four reasons. Firstly, we are interested in having a smooth input-to-output
mapping. While a GP-LVM already provides a smooth mapping from the latent space to the
observational spaces, the converse is not true [53]. Thus, in our case, we also seek to have a
smooth mapping from the input to the latent space. Secondly, constraining the latent space
(and thus the latent parameters) by any means would be beneficial as it would (at the expense
of an introduced bias) decrease the variance and thus make it more robust to overfitting.
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Thirdly, when transfering the model to another robot, the human input data is fixed while the
robot output data changes. Imposing back constraints on the input therefore renders it less
dependent on the output, and thus more stable and robust. Finally, we exploit the ability to
jointly optimize the input-to-latent mapping along with the model. The latent coordinates are
hence undirectly optimized while being still dependent on the back constraint function. This
is relevant as this mapping will be used later when predicting the latent coordinates given the
new input data.
As previously introduced, the function h (see Figs. 4.2 and 4.3) represents the inverse
mapping, which given the human input data outputs the latent coordinates. As described
in section 4.3, this function can be learned during optimization as it happens when back
constraints are imposed on the input (i.e. h ≡ g), or after by applying a GP regression from
the input to the latent space. In section 4.5.2, we will experimentally show that imposing
back constraints on the input does not only greatly improve the performances of the fully
trained model, but is indispensable for the transfer to be successful.

4.5
4.5.1

Experiments
Setup Description

The proposed framework was evaluated reproducing bimanual movements of a human in
three simulated robots WALK-MAN [118], COMAN [116] and CENTAURO [43], spawned
in Gazebo simulator. Bimanual skills are of high interest because they enrich the robot
dexterity, allowing it to perform a larger set of manipulation tasks [107].
The process used to collect the human and robots data began by defining a set of 16 key
bimanual poses for each robot, as depicted in Fig. 4.4. Then, robot trajectories between these
poses were generated using a quintic Hermite interpolator with zero initial and final velocities
and accelerations. Next, a human, wearing a Xsens MVN BIOMECH suit, mimicked the
robots’ motion. To collect variability in the data, the human went back and forth between
different poses three times. During this process, the joint values of the human and the desired
joint commands of the robot were recorded at 40 Hz.
Once the data was collected, all the trajectories starting from the neutral pose were
grouped as training set, and the trajectories between different poses excluding the neutral
pose as test set. Finally, we subsampled the trajectories categorized as training data with the
objective of reducing the number of data points. The data retrieved by the motion capture sys-
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(a) Robots’ Neutral Pose

(b) Robots’ Pose 1

(c) Robots’ Pose 3

Figure 4.4 Three of the sixteen robots’ poses defined for each robot. From left to right:
WALK-MAN, COMAN and CENTAURO.
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tem had 9 DoF for each arm, so the human data dimensionality DH = 18. On the other hand,
the three simulated robots have 7 revolute joints in each arm, thus DR(1) = DR(2) = DR(3) = 14.
The collected dataset were used in our experiments to (i) corroborate our hypothesis that
shared latent spaces can be exploited to transfer prior information, (ii) analyze the benefits
of applying back constraints in a shared GP-LVM between human and robot, (iii) compare
the multi-robot learning models described in Section 4.4 with independent shared GP-LVM
for each robot. These models were implemented, trained and tested by extending the GPy
framework [34].
Three shared GP-LVMs were modeled to analyze the benefits of back constraints. The
first model did not have back constraints and the second model presented back constraints
from the robot joints, R( j) , to the latent space, X. In both, the mapping from human data
H to X was carried out with a Gaussian process regression, once the shared model learned.
The third model had back constraints from H to X so the corresponding mapping was
performed by the learned parametric function g(Ĥ; W), which in our case was a RBF kernel
based mapping. The latent locations in the shared GP-LVM without back constraints were
initialized by averaging the PCA solutions of H and R( j) . This initialization was not required
in the models using back constraints where the latent locations are parametrized by W.
The shared GP-LVM shown in Fig. 4.2 was modeled by replacing the corresponding joint
angles of one robot by another, and training only the hyperparameters of the latent-to-output
mapping. On the other hand, the multi-robot model depicted in Fig. 4.3 was characterized
by a multi-output structure containing all the joint angles of the three robots. In all the
shared GP-LVMs, we set the dimension of the shared latent space to DX = 5, a value that
reduced the dimension of the latent space while still achieving a performance similar to a GP
regression representing a direct human-robot mapping. The SE kernel function with ARD
was used, and the hyperparameters along with the latent positions (in the case without back
constraints) were optimized with the L-BFGS-B algorithm.

4.5.2

Results

To corroborate our hypothesis that shared latent spaces can be exploited to transfer prior
knowledge, we first tested our proposed model (described in section 4.4 and depicted in Fig.
4.2) without back constraints. Results for each robot are reported in Fig. 4.5. The plots show
the reconstruction errors on a test dataset corresponding to the proposed shared GP-LVM
for transfer learning, a model fully trained on a single robot dataset (used as baseline), and
the alternative multi-robot model shown in Fig. 4.3. Both the baseline and multi-robot
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Figure 4.5 Mean squared error of the pretrained and fully trained models with no back
constraints for the three robots on the test dataset.
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Figure 4.6 Mean squared error of the pretrained and fully trained models with back constraints set on the input for the three robots on the test dataset.
models were averaged over 10 runs while the proposed model was averaged over 10 runs
for each run of the fully trained model, thus a total of 100 runs. By comparing the three
plots, we observe that the MSE achieved by the baseline model on one robot is similar to the
performance of our model pretrained on the same robot. This observation is consistent with
our expectation that the optimization of the latent-to-output mapping of our pretrained models
should not influence excessively the results, as the latent coordinates and input-to-latent
mapping remain unchanged. While we indeed observe faster convergence for our proposed
shared GP-LVM, because of the smaller amount of hyperparameters to optimize, a similar
test error is not observed between the different models. To address this issue, we incorporated
back constraints into our model.
For the various reasons mentioned in section 4.4, we apply back constraints on the input
in our model. Results of imposing such constraint for each robot and each model are reported
in Fig. 4.6. In contrast to the results shown in Fig. 4.5, the obtained results are significantly
better, and are similar between the different models. Moreover, we still observe a faster
convergence for our proposed model. This faster convergence rate is attractive especially in
the presence of larger datasets. To further confirm the benefits of using back constraints,
we performed an additional test. We compared the fully trained model on each robot with
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Figure 4.7 Mean squared error showing the performance without back constraints (red), with
back constraints placed on the input (blue) or on the output (green) for the three robots on
the test dataset.
back constraints on the input, output, and without back constraints (see Fig. 4.7). The plots
validate our assumption that back constraints in general are beneficial compared to the non
back constraints case. More importantly, they show that imposing back constraints on the
input results in the best performance corrobating our choice.
Having confirmed that placing back constraints on the input is beneficial for the transfer
to be successful, we now inspect a particular instance with the model trained on WALK-MAN
and then transferred to COMAN. We are mainly interested by the structure of the latent
space and the predictions made by our proposed model given new human input data. The
learned shared latent space for the WALK-MAN robot with back constraints on the input is
depicted in Fig. 4.8. The represented poses are the same as those shown in Fig. 4.4. The
lines represent the resulting latent trajectories for some of the human test data. While these
trajectories show clearly the forth and back movement, they are not smooth because of the
noisy human input data.
The predictions made by the model given the trajectories of the human arms when moving
back and forth between the pose 1 and 2 are reported in Fig. 4.9. This corresponds to the
blue trajectory in the latent space shown in Fig. 4.8. The pose 1 is depicted in Fig. 4.4b while
the pose 2 is similar to the former one but with the shoulders rotated 180° in the sagittal
plane. The model was first fully trained on WALK-MAN, then transferred to COMAN where
the latent-to-output mapping was learned. Snapshots of the movement performed by the
WALK-MAN in simulation, and the real COMAN robot are depicted in Fig. 4.10. It can
be seen that the predicted robot joint trajectories follow the desired pattern, are robust to a
certain extent to noisy input data, and can deal satisfactorily with the difference between the
human and robot kinematic structure.
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Figure 4.8 Trajectories in the shared latent space of a human and the WALK-MAN robot
with back constraints on the input space. The circles represent four of the predefined key
poses, while the crosses represent the positions during the training movements.
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Figure 4.9 Prediction plots for COMAN: Human left and right arm trajectories (left), and
corresponding predicted left and right robot arm trajectories (right). A shared GP-LVM is
trained on WALK-MAN with back constraints set on the input, then transferred and partially
trained on COMAN. The robot trajectories are the movements performed by COMAN which
result from this transfer learning. The human trajectories are part of the test dataset, and the
corresponding latent trajectories are depicted in blue in Fig. 4.8.
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Figure 4.10 From left to right, the top row shows snapshots of the motion performed by the
WALK-MAN robot in simulation, while the second row shows the corresponding motion
performed by COMAN after transferring and partially training the shared GP-LVM. The
corresponding trajectory plots are given in Fig. 4.9, and the corresponding latent trajectories
in Fig. 4.8.

4.6

Discussion

4.6.1

Challenges

We have experimentally shown that our proposed extension of shared GP-LVM for transfer
learning between similar robots is a promising approach. This model offers faster convergence
rates, and robot motions that replicate the input human poses. However, some challenges
need to be addressed to further exploit the potential of this work.
The first open issue concerns the latent space dimensionality, which is currently set
by the user. In our framework, the latent dimension was set to 5 motivated by our desire
to reduce as much as possible the dimensionality of the latent space while still achieving
good performances close to a GP regression. Choosing a specific dimensionality can be
cumbersome as it requires testing different latent dimensions to satisfy different criteria.
We may overcome this limitation by using variational bayesian techniques to automatically
estimate the dimensionality of the shared GP-LVM.
Our current framework focuses on robots which have similar kinematic structure, and
the model was experimentally tested using only bimanual gestures. Robots with significant
differences in their kinematics should be further investigated. However, in view of our
obtained results, we postulate that our proposed model with back constraints on the input
will still lead to low reconstruction errors even in the case of different kinematic structures.
The reason being that the latent coordinates will be constrained by the human input data
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which, in contrast to the robot output data, do not vary. This stronger dependence between
the human input and latent space makes it less sensible to the robot output data.
Additionally, we carried out some experiments to demonstrate that the proposed transfer
learning process also allows us to train the transferred shared GP-LVMs with less datapoints, and obtain better results than the models that were indepently trained for each robot.
Depending on the mapping function used for back constraints, there exists some evidence
suggesting this benefit, because of lower MSE in the pretrained models, but the results were
not conclusive and require more extensive experimentation.

4.6.2

Future work

As mentioned in [104], having separate shared GP-LVMs for each body part leads to better
results when independent movements need to be produced. Moreover, hierarchical formulations encode a tree-based model in the latent variables for each body part, allowing for more
complex hierarchies to transition or interpolate between basis behaviors [52]. In this context,
we may consider that a source shared latent graph can also be transferred to other robots in a
similar way than our approach.
The shared latent space can be further exploited to refine acquired skills through the use
of reinforcement learning, which can benefit from the lower dimensionality provided by this
model to obtain faster refinements. Policies learned and parametrized in the latent space may
potentially be shared with multiple robots.

4.7

Conclusion

In this chapter, we extended a shared GP-LVM to transfer knowledge between robots with
similar kinematic structure. We demonstrated that a latent space shared between a human and
a robot can be transferred to others for the reproduction of bimanual movements. As a result,
we obtained faster convergence in the training process compared to single models that were
independently trained for each robot. In our approach, transfer learning is possible because of
the application of back constraints between the human and the latent space when optimizing
the model. This results in smooth transitions from the input to the latent representation and
avoids the need to train these parameters for new robots. The proposed approach may be
nicely exploited to teach multiple similar robots a task from teleoperated demonstrations
using an unique model.

Chapter 5
Conclusion and Future Work
5.1

Summary

In the second chapter, we presented a first version of our generic Python framework for robot
learning practitioners. Design decisions made such as the consistent approach to abstract
each concept, the preference for composition over inheritance, and the minimization of
couplings, renders our library highly modular, flexible, generic and easily updatable. The
implementation of different paradigms, as well as the availability of different learning models,
algorithms, robots and interfaces, allows to prototype faster different ideas and compare them
with previous approaches. Using this framework, we started to investigate how to exploit
prior knowledge in robot learning, leading to the construction of a dynamic motion library.
In the third chapter, inspired by their biological counterparts, we proposed a compact
data-driven motion library that exploits the superposition principle, allowing to fight more
effectively against the curse of dimensionality. We built this last one using DMPs and
the spectral theorem. Given the same data, its non-parametric nature renders it universal
and easily updatable. Its completeness guarantees that any movements (up to a certain
shape complexity) can be expressed as a linear combination of the non-linear MPs stored
in the library. Additionally, our library is ordered by importance making it convenient for
dimensionality reduction, attenuating further the curse of dimensionality. Moreover, it can
also capture correlations between the various forcing terms. By working on its structure, we
exposed the relationships between the various joint and independent libraries highligthing its
modularity and adaptability. This property was further exploited using trajectory-based RL
to discover a new motion. Finally, we provided a first attempt to couple such library with a
higher level perception module such as a CNN.
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Once a library was built, we were interested on the problem on how to exploit and
transfer such knowledge to other robots. The use of the dynamic motion library revealed
that motion skills can effectively be represented on a lower dimensional manifold. However,
this model was not bayesian making it less safe to deploy on real robots. We thus turned our
attention on a non-linear, bayesian, and non-parametric dimensionality reduction technique,
namely shared GP-LVMs. In the previous chapter, we extended a shared GP-LVM to transfer
knowledge between robots with similar kinematic structure. We demonstrated that a latent
space shared between a human and a robot can be transferred to others for the reproduction
of bimanual movements. As a result, we obtained faster convergence in the training process
compared to single models that were independently trained for each robot. In our approach,
transfer learning was possible because of the application of back constraints between the
human and the latent space when optimizing the model. This resulted in smooth transitions
from the input to the latent representation and avoided the need to train these parameters
for new robots. The proposed approach could be nicely exploited to teach multiple similar
robots a task from teleoperated demonstrations using an unique model.

5.2

Future Work

Robot Learning Framework
Concerning the robot learning framework, work is still needed to incorporate other tools
such as state estimators and other controllers. Notably, we plan to include locomotion and
MPC controllers, as well as other concepts used in robotics and machine learning such as
synergies. Implementation of different robotic environments to test policies is currently
ongoing. Additionally, we plan to continue the integration of other simulators, and provides
other learning paradigms (e.g. model-based reinforcement learning, active learning, and
others), models (e.g. hidden markov models), and algorithms. Finally, we plan to reproduce
other state-of-the-art experiments, provide benchmarks, and present the obtained results on
an interactive centralized website.
Dynamic Motion Library
Concerning our motion library, our current work focused on task-space translational forcing
terms. A natural extension to our work is the inclusion of orientations. Depending on the
representation used (e.g. quaternions or rotation matrices), the geometry of the the orientation
space (which is not Euclidean) would need to be taken into account when building our library.
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As for the adaptation module in our proposed approach, while we successfully applied it
on a reinforcement learning problem, the libraries to consider were selected manually. Thus,
an interesting avenue consists to explore automatic adaptation methods that automatically
exploit some knowledge of the considered problem.
A more direct future work concerns the perception module. While we provided a
preliminary work on combining our motion library with a CNN, there is still room to improve
the perceptual system to obtain more robust results. Currently, the perceptual model does not
capture the temporal aspect of the data, and trajectories that are far from the dataset might
not be well fitted. Thus, more work is required on the perception module and its coupling to
our library. Using recurrent (convolutional) neural networks to capture the temporal aspect
of the data might yield better results, and would be interesting to investigate.
Finally, another shortcoming was that the resulting forcing terms were run in an open-loop
fashion. Thus, an natural avenue to explore is the incorporation of feedbacks such that the
trajectory could be replanned based on the input state, perceived by the system, at each time
step.
Transfer Learning of Shared Latent Spaces
As mentioned in [104], having separate shared GP-LVMs for each body part leads to better
results when independent movements need to be produced. Moreover, hierarchical formulations encode a tree-based model in the latent variables for each body part, allowing for more
complex hierarchies to transition or interpolate between basis behaviors [52]. In this context,
we may consider that a source shared latent graph can also be transferred to other robots in a
similar way than our approach. For this work, we might exploit what we learned with the
adaptation module of our motion library.
Another avenue to explore is the use of reinforcement learning in the shared latent space.
While we used reinforcement learning with our motion library, we did not try to apply it on
the shared latent space. In this scenario, the shared latent space could be further exploited to
refine acquired skills through the use of reinforcement learning, which could benefit from the
lower dimensionality provided by this model to obtain faster refinements. Policies learned
and parametrized in the latent space may potentially be shared between multiple robots.

List of Acronyms
AE
AL
BO
CEM
CFF
CMA-ES
CNN
CoM
CPG
CPU
DML
DMP
DNN
DRL
DoF
EM
FRI
GMM
GMR
GP
GPR
GP-LVM
GPU
HMM
ID
IK
IIT

Auto-Encoder
Active Learning
Bayesian Optimization
Cross-Entropy Method
Convergent Force Field
Covariance Matrix Adaptation Evolution Strategy
Convolutional Neural Network
Center of Mass
Central Pattern Generator
Central Processing Unit
Dynamic Motion Library
Dynamic Movement Primitive
Deep Neural Network
Deep Reinforcement Learning
Degree of Freedom
Expectation Maximization
Foot Rotation Indicator
Gaussian Mixture Model
Gaussian Mixture Regression
Gaussian Process
Gaussian Process Regression
Gaussian Process Latent Variable Model
Graphical Processing Unit
Hidden Markov Model
Inverse Dynamics
Inverse Kinematics
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5.2 Future Work
IL
KMP
LL
MDP
ML
MLP
MSE
NN
OOP
PCA
PD
pdf
PoWER
PPO
PRL
ProMP
PSD
QP
RL
ROS
RNN
SDF
SL
SVD
TL
UL
UML
URDF
ZMP

Imitation Learning
Kernel Movement Primitive
Lifelong Learning
Markov Decision Process
Machine Learning
Multi-Layer Perceptron
Mean Squared Error
Neural Network
Object-Oriented Programming
Principal Component Analysis
Positive Definite (matrix)
probability density function
Policy learning by Weighting Exploration with the Returns
Proximal Policy Optimization
PyRoboLearn
Probabilistic Movement Primitive
Positive Semi-Definite (matrix)
Quadratic Programming
Reinforcement Learning
Robot Operating System
Recurrent Neural Network
Simulation Description Format
Supervised Learning
Singular Value Decomposition
Transfer Learning
Unsupervised Learning
Unified Modeling Language
Unified Robot Description Format
Zero Moment Point

References
[1] M. Abadi, P. Barham, J. Chen, Z. Chen, A. Davis, J. Dean, M. Devin, S. Ghemawat,
G. Irving, M. Isard, et al. Tensorflow: A system for large-scale machine learning.
In 12th {USENIX} Symposium on Operating Systems Design and Implementation
({OSDI} 16), pages 265–283, 2016.
[2] A. R. A. G. at the Istituto Italiano di Tecnologia. Advr-superbuild. https://github.com/
ADVRHumanoids/advr-superbuild, 2014.
[3] T. G. authors. GPyOpt: A bayesian optimization framework in python. http://github.
com/SheffieldML/GPyOpt, 2016.
[4] E. Berger, H. B. Amor, D. Vogt, and B. Jung. Towards a simulator for imitation
learning with kinesthetic bootstrapping. In SIMPAR, pages 167–173, 2008.
[5] A. Billard, S. Calinon, R. Dillmann, and S. Schaal. Robot programming by demonstration. In Springer handbook of robotics, pages 1371–1394. Springer, 2008.
[6] A. Billard, S. Calinon, and R. Dillmann. Learning from humans. In B. Siciliano and
O. Khatib, editors, Handbook of Robotics, chapter 74, pages 1995–2014. Springer,
2016. 2nd Edition.
[7] A. G. Billard, S. Calinon, and R. Dillmann. Learning from humans. In Springer
handbook of robotics, pages 1995–2014. Springer, 2016.
[8] C. Bishop. Pattern Recognition and Machine Learning. Springer, 2006.
[9] E. Bizzi, F. A. Mussa-Ivaldi, and S. Giszter. Computations underlying the execution
of movement: a biological perspective. Science, 253(5017):287–291, 1991.
[10] E. Bizzi, S. F. Giszter, E. Loeb, F. A. Mussa-Ivaldi, and P. Saltiel. Modular organization
of motor behavior in the frog’s spinal cord. Trends in neurosciences, 18(10):442–446,
1995.
[11] B. Bócsi, L. Csató, and J. Peters. Alignment-based transfer learning for robot models.
In Intl. Joint Conf. on Neural Networks, pages 1–7, 2013.
[12] G. Brockman, V. Cheung, L. Pettersson, J. Schneider, J. Schulman, J. Tang, and
W. Zaremba. Openai gym. arXiv preprint arXiv:1606.01540, 2016.
[13] S. Calinon. Robot programming by demonstration: a probabilistic approach. EPFL
Press, 2009.

References

101

[14] S. Calinon. A tutorial on task-parameterized movement learning and retrieval. Intelligent Service Robotics, 9(1):1–29, 2016.
[15] C. Chen, R. Jafari, and N. Kehtarnavaz. Utd-mhad: A multimodal dataset for human
action recognition utilizing a depth camera and a wearable inertial sensor. In ICIP,
pages 168–172. IEEE, 2015.
[16] E. Coumans and Y. Bai. Pybullet, a python module for physics simulation for games,
robotics and machine learning. GitHub repository, 2016.
[17] E. Coumans et al. Bullet physics library. Open source: bulletphysics.org, 15(49):5,
2013.
[18] M. P. Deisenroth, G. Neumann, J. Peters, et al. A survey on policy search for robotics.
Foundations and Trends in Robotics, 2(1–2):1–142, 2013.
[19] B. Delhaisse and L. Rozo. Raisimpy: A python wrapper for raisim. https://github.
com/robotlearn/raisimpy, 2019.
[20] P. Dhariwal, C. Hesse, O. Klimov, A. Nichol, M. Plappert, A. Radford, J. Schulman,
S. Sidor, Y. Wu, and P. Zhokhov. Openai baselines. https://github.com/openai/
baselines, 2017.
[21] A. Dosovitskiy, G. Ros, F. Codevilla, A. Lopez, and V. Koltun. Carla: An open urban
driving simulator. arXiv preprint arXiv:1711.03938, 2017.
[22] Y. Duan, X. Chen, R. Houthooft, J. Schulman, and P. Abbeel. Benchmarking deep
reinforcement learning for continuous control. In ICML, pages 1329–1338, 2016.
[23] C. H. Ek. Shared Gaussian Process Latent Variables Models. PhD thesis, Oxford
Brookes University, 2009.
[24] B. Ellenberger. Pybullet gymperium. https://github.com/benelot/pybullet-gym, 2018.
[25] L. Fan, Y. Zhu, J. Zhu, Z. Liu, O. Zeng, A. Gupta, J. Creus-Costa, S. Savarese,
and L. Fei-Fei. Surreal: Open-source reinforcement learning framework and robot
manipulation benchmark. In Conference on Robot Learning, pages 767–782, 2018.
[26] M. Field, D. Stirling, Z. Pan, and F. Naghdy. Learning trajectories for robot programing
by demonstration using a coordinated mixture of factor analyzers. IEEE Trans. on
Cybernetics, 46(3):706–717, 2016.
[27] P. Fitzpatrick, G. Metta, and L. Natale. Towards long-lived robot genes. Robotics and
Autonomous systems, 56(1):29–45, 2008.
[28] T. Flash and B. Hochner. Motor primitives in vertebrates and invertebrates. Current
opinion in neurobiology, 15(6):660–666, 2005.
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Appendix A
Recursive PCA/SVD
Without loss of generality, let us assume two matrices A and B ∈ RN×T . The scalar product
of these two is given by:
N

A TB = ∑ a ib T
i

(A.1)

i=1

Computing PCA or SVD requires us to first center the data. This involves computing the
1 N
mean vectors µA = N1 ∑N
i=1 a i and µB = N ∑i=1 b i , and substracting them from the data. This
results in centered matrices denoted by Â and B̂ . The scalar product is then given by:

N

T
Â TB̂ = ∑ (aai − µA )(bbT
i −µB )
i=1
N

µA µ BT
= ∑ a ib T
i − Nµ
i=1

Given a new point to both matrices, i.e. a N+1 and b N+1 , the new mean with respect to the
old one is given by the following formula:
µ N+1 =

N
1
µN +
x N+1
N +1
N +1

(A.2)

where x N+1 = a N+1 in the case we are computing the mean for A , and respectively x N+1 =
b N+1 in the case of B .
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For clarity and in order to ease the mathematical notations, let’s rewrite µ̃ = µ N+1 ,
ã = a N+1 , and b̃ = b N+1 . The scalar product given these new data points then becomes:
ÃTB̃ =

N+1

∑ (aai − µ̃A )(bbTi − µ̃ BT)

i=1
N+1

=

∑ a ib Ti − (N + 1)µ̃A µ̃ BT

i=1
N+1

=

1

∑ a ib Ti − N + 1 (NµµA + ã )(Nµµ BT + b̃ T)

i=1

= Â TB̂ +

N
µA µ BT − µA b̃ T − ãµ BT + ãb̃ T )
(µ
N +1

The last equality shows how to update the previous scalar product given new points.
In the special case where A = B = F , the last equation is given by:
F̃ TF̃ = F̂ TF̂ +

N
µF µ FT − µF f˜T − f˜µ FT + f˜ f˜T )
(µ
N +1

(A.3)

This last expression is remarkable because it provides a recursive update of the covariance
matrix with a time complexity of O(T 2 ). Now, computing the eigendecomposition of this
covariance matrix, in order to obtain the updated library, has a time complexity of O(T 3 ),
and thus a total time of O(T 3 ).
Intuitively, this recursive update can be seen as a rotation of the previous basis with a
rescaling of each axis in order to accommodate to the new given data points.
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