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34
35

41

# create mouse - keyboard interface / bridge ( used to start / stop the
recording , and start the training )
interface = prl . interfaces . M o u s e K e y b o a r d I n t e r f a c e ( sim )
bridge = prl . bridges . B r i d g e M o u s e K e y b o a r d I m i t a t i o n T a s k ( world ,
interface = interface , verbose = True )

36
37
38

39

# create recorder
recording_state = prl . states . J oi nt Pos it io nSt at e ( robot , joint_ids =
joint_ids ) + prl . states . Joi nt Ve lo cit yS ta te ( robot , joint_ids =
joint_ids )
recorder = prl . recorders . StateRecorder ( recording_state , rate = rate )

40
41
42

# create imitation learning task
task = prl . tasks . ILTask ( env , policy , interface = bridge , recorders =
recorder )

43
44
45
46

# record demonstrations in simulation / reality
task . record ( s i g n a l _ f r o m _ i n t e r f a c e = True )
sim . dis ab le _mi dd le war e () # disable the middleware ( get / set info only
from / to simulation )

47
48
49

# train policy
task . train ( s i g n a l _ f r o m _ i n t e r f a c e = False )

50
51
52

# plot what the DMP policy has learned by performing a rollout
policy . plot_rollout ( nrows =3 , ncols =3 , suptitle = ’ DMP position
trajectories in joint space ’ , titles =[ ’q ’ + str ( i ) for i in range (
robot . n um _ ac t u at e d_ j o in t s ) ] , show = True )

53
54
55

# test policy in simulation
task . test ( num_steps = rate *100 , s i g n a l _ f r o m _ i n t e r f a c e = False )

56
57
58
59
60
61

# test policy on real robot
if use_real_robot :
sim . en able_midd leware () # enable the real robot
ros . switch_mode ( subscribe = False , publish = True , teleoperate = True )
task . test ( num_steps = rate *100 , s i g n a l _ f r o m _ i n t e r f a c e = False )

Listing 2.2 Imitation learning demonstration using DMPs and ROS with the Franka robot.
By providing the middleware to the simulator, it automatically tries to communicate with
the real platform. Based on the given parameters to the middleware, it can then be used to
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just read sensor values, write, and/or teleoperate the robot in simulation by moving the real
robot or vice-versa.

Figure 2.29 Snapshots in reality and simulation of the trajectory tracking task using the
Franka robot and the ROS middleware in PRL. From left to right, the first row shows pictures
of demonstrating a simple trajectory to the manipulator. This has for effect to move the
simulated robot in simulation as well as depicted in the second row, and record the trajectory
(see line 45 in Listing 2.2). Then, a DMP is fitted to this trajectory (see line 49 in Listing 2.2),
and the robot is resetted to its initial position. The robot then moved in the simulator (the
pictures were qualitatively similar to the ones in the second row) which has for effect to
move the real robot (see line 61 in Listing 2.2. The associated video can be watched on the
associated Youtube channel given in Section 1.4.

2.4.3

Reinforcement Learning Task: Locomotion

We now test our framework on an RL locomotion task with the Minitaur quadruped robot using central pattern generators (CPGs) where the hyperparameters are trained using Bayesian

2.4 Experiments

43

optimization [3] for 20 iterations (see Fig. 2.31 and associated Youtube channel). The training
plots are provided in Fig 2.30, and the associated pseudocode is given in Algorithm 3.

Figure 2.30 Training plots of the Bayesian optimization process applied on CPGs. The left
side depicts the distance between two consecutive set of parameters, and the right side shows
the loss value with respect to the number of iterations.

Figure 2.31 Snapshots of walking robot using central pattern generators and trained for few
iterations using Bayesian optimization (see training plots in Fig. 2.30). The policy is run in
an open-loop fashion.
Algorithm 3 shows that we can easily combine different rewards together. This feature
is also available for states, actions and other components in the framework. It is worth
noting that some states may depend on the considered robotic platform. For instance, a
CameraState can only be applied to a robot that has at least one onboard camera. If the
robot does not have any, this state will be empty but the code will still run smoothly given that
the policy and reward can take care of such situations. Nevertheless, our framework keeps its
simplicity and flexibility in this example. This modularity and generality also applies to other
components in the framework like RL algorithms where we can change the loss function.
These RL tasks can also be combined with previous IL tasks as shown in the next section.
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Algorithm 3 Locomotion RL task
1: sim = Simulator()
2: world = BasicWorld(sim)
3: robot = world.load(‘robot_name’)
4: states = PhaseState()
5: actions = JointPositionAction(robot)
6: rewards = a * Reward1(state) + b * Reward2(state)
7: env = Env(world, states, rewards)
8: policy = Policy(states, actions)
9: task = RLTask(env, policy)
10: algo = RLAlgo(task, policy, hyperparameters)
11: results = algo.train(num_steps, num_episodes)
12: final_reward = algo.test(num_steps)

Regarding the use of OpenAI-Gym within PRL, our wrapper avoids coding the lines 1 until 6 in the Algorithm 3, and line 7 can be replaced by env = wrapped_gym.make(’env_name’).
The states and actions given to the policy can then be accessed via env.state and env.action.

2.4.4

Imitation and Reinforcement Learning

In this example, we illustrate how we can combine different learning paradigms. Here, IL
is first used to initialize a policy, which is then fine-tuned by an RL approach. We test this
feature on the cartpole task where the goal is to lift up a pole, initially facing downwards,
by moving the cart left to right. We first provide few demonstrations using the mouse in
slow-motion mode, and then train the policy using the obtained dataset. The policy is then
refined using the PoWER reinforcement learning algorithm [46] where the initialization
plays an important role (see Fig. 2.32 and associated Youtube channel). Algorithm 4 shows
how an RL task can easily be defined after an IL task. In this pseudo-code, we assume that
the simulator, world, robot, states, actions, rewards, policy and environment were created
before, as done in Algorithm 3.

Figure 2.32 Cartpole task solved through imitation and reinforcement learning combined.
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Algorithm 4 IL task followed by a finetuning using RL
1:
2:
3:
4:
5:
6:
7:
8:

il_task = ILTask(env, policy, interface, recorder)
il_task.record(signal_from_interface=True)
il_task.train()
rl_task = RLTask(env, policy)
initial_reward = rl_task.run(num_steps)
algo = RLAlgo(rl_task, policy, hyperparameters)
results = algo.train(num_steps, num_episodes)
final_reward = algo.test(num_steps)

2.5

Discussion

The proposed framework suffers from few shortcomings for production development. The
first one is the programming language that makes it not suitable for real-time tasks. A
Python wrapper around the simulator has to be provided to be used with our framework
(by implementing the Simulator interface). Nevertheless, based on its fast-learning curve,
huge number of available libraries, its acceptance in the research community, its ability to
fast-prototype ideas, and its interactive mode, we think that this trade-off is worthy.
The second limitation is that PRL currently do not consider safety issues yet when
teleoperating the real robot from the simulator through the use of the middleware. It is
currently let to the user to make sure that the policy is working properly in simulation before
transferring it to the real hardware. However, even a policy working in simulation does not
guarantee that it would transfer well, as such it is let for the moment to the user to be cautious
when operating real platforms. We plan to think more deeply about this issue and propose
different solutions.

2.6

Conclusion

In this chapter, we presented a first version of our generic Python framework for robot
learning practitioners. Design decisions made such as the consistent approach to abstract
each concept, the preference for composition over inheritance, and the minimization of
couplings, renders our library highly modular, flexible, generic and easily updatable. The
implementation of different paradigms, as well as the availability of different learning models,
algorithms, robots and interfaces, allows to prototype faster different ideas and compare them
with previous approaches.
We hope that the proposed framework will be useful to researchers, scholars and students
in robot learning, and will be a step towards better benchmarks and reproducibility [35]. The
link to the Github repository, documentation, examples, and videos are available through the
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main website https://robotlearn.github.io/pyrobolearn/. PRL is currently released under the
GPLv3 license, and has been tested on Ubuntu 16.04 and 18.04 with Python 2.7, 3.5, and
3.69 . The current release has around 100k lines of Python code.
Future work will address the various aforementioned shortcomings. In addition, we plan
to continue to provide other simulator APIs, learning paradigms, algorithms, and robotic
tools such as state estimators and other controllers. Finally, we plan to reproduce other
state-of-the-art experiments, provide benchmarks, and present the obtained results on an
interactive centralized website.

9 While

the support for Python2.7 will end in 2020, some simulators such as Gazebo-ROS still have old
libraries that are dependent on Python 2.7. The framework was designed to account for this problem.

Chapter 3
A Dynamic Motion Library
Once a framework has been implemented, we can now dive in on how to represent prior
knowledge of diverse motions as well as their exploitation. In contrast to the biological
counterparts where few movement primitives can account for large variety of different
motions using the superposition principle, current robot motion libraries are often handmade
and hardly exploit this property. This results in poor scalability and hinders our fight against
the curse of dimensionality. Instead, we propose a data-driven motion library built on dynamic
movements primitives and spectral decomposition. This library can represent any motion
up to a certain shape complexity by superposing different movement primitives. In addition,
these primitives are ordered by importance, allowing us to efficiently represent motions
using a subset of them. Furthermore, our library can be updated recursively to account for
new demonstrated trajectories avoiding to store all previous demonstrations. Correlations
between the various degrees of freedom of the robot are also encoded by the library, which
are exploited here along with the importance ordering to accelerate the discovery of new
motions using a trajectory-based reinforcement learning algorithm. We finally show that a
perceptual system such as a convolutional neural network can be easily coupled with our
library. We experimentally test the proposed motion library on 2D handwritten and 3D
motion datasets.

3.1

Introduction

Animals and humans are complex systems with several degree of freedoms (DoFs). Despite
their high complexity, they display elaborated movements, learn and adapt quickly when
facing unseen situations. Meanwhile, robots do not show the same versatility as their biologic
counterparts. Moreover, while both experience the curse of dimensionality, animals/humans
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cope pretty well with it, suggesting that some sort of prior knowledge is encoded into them.
Leveraging this information to robot learning may help improve and accelerate the learning
and generation of new skills.
One explanation that has been put forward is the notion of movement primitives (MPs).
In this context, a motion is described as a combination of these basic motion units. MPs
were notably found in the spinal cord of different vertebrate and invertebrate animals [28].
These studies discovered that a finite and small number of MPs accounts for a large variety of
complex motions. They also obey the superposition principle [74], leading to an effective way
to fight the curse of dimensionality [28]. These biological MPs are described by convergent
force fields (CFFs) [74, 10] representing a time and spatial varying force field converging to
an attractor (see Fig. 3.1).
Inspired by these biological insights, dynamic movement primitives (DMPs) were proposed to model these basic motion units [41]. As CFFs, DMPs model a non-linear attractor
field (see Fig. 3.2), but also account for discrete and rhythmic movements. They provide
convergence and stability guarantees, time-invariance as well as time and spatial scaling
properties, making them a useful tool for robot motion generation.
Having mathematically defined what MPs constitute, the notion of motion library naturally follows. In several works [98, 99, 82, 75], motion libraries were manually designed and
problem-dependent (see Fig. 3.3). They usually included movements that were intuitive and
interpretable to the user, such as “grasp an object”, “write the letter A”, etc. This approach
eventually led to poor scalability if several tasks were considered. Another problem arised
when a new movement was given to the library, where each entry in the library was compared
for a possible match. If none were found, the new movement was added, otherwise the
matched movement was updated. In this context, the aforementioned libraries did not scale as
their lack of the superposition principle, which becomes critical in face of high-dimensional
scenarios. Moreover, correlations among degrees of freedom (DoFs) were often not encoded.
To address the aforementioned problems, we propose a data-driven library built on a
set of DMPs and its spectral decomposition. This factorization allows us to exploit the
superposition principle so that any motion can be described as a linear combination of MPs.
The spectral decomposition also offers a way to order the primitives by importance, enabling
most movements to be described by few relevant primitives. Additionally, we propose four
extensions to our library to address problems that are usually overlooked, namely, (i) recursive
library update for new movements, (ii) adaptive representations for systems with multiple
(possibly correlated) DoFs, (iii) exploration of new motions through a trajectory-centric
reinforcement learning approach, and (iv) coupling with a perceptual system (presented as a
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Figure 3.1 Movement primitives in frogs and superposition of these convergent force fields.
Stimulating a site in the spinal chord of the frog results in a convergent force field being
created which moves the frog’s leg to a specific equilibrium point. On the left part of the
figure, releasing the frog’s leg from different initial configurations while stimulating the site
results in the leg to reach the same converging point. The length of the arrows represents
the force magnitude. Stimulating two different sites independently results in two different
convergent force fields (see right part, subfigures A and B). By co-stimulating these two sites
at the same time results in the two fields being superposed, as shown in subfigures ‘&’ and
‘+’ (‘&’ represents the obtained field by co-stimulation, while ‘+’ is the field obtained by
adding the magnitudes from the subfigures A and B). Note that the frog has a finite number
of sites, and that different movements are generated by stimulating at various degrees these
sites (i.e. movement primitives). These pictures were taken from [9, 74], and are reproduced
here for illustration purpose for our biological motivation.
preliminary work). We test our library on large online datasets validating its scalability and
general use while providing reproducible results.

3.2

Related Work

The concept of motion library in robotics was discussed in [98, 99, 82], where the authors
hypothesized on the library building and update process, the motion generation, and the
role of perceptual systems. In these works, MPs corresponded to interpretable behaviors. A
demonstrated movement would then be updated by comparing it with MPs previously stored
in the library. Few works such as [56] and [109] provided such update mechanisms that allow
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Figure 3.2 Dynamic movement primitives also represents (time-dependent) force fields.
Looking from left to right, top to bottom, we can see that depending on the value of the phase
x (x = 1 is the initial phase value, while x = 0 is the final one) the DMP represents a force
field with a converging point at any point in time. Comparing this figure with the previous
Fig. 3.1, we see that both represents force fields. A natural question then is “can we also use
the superposition principle with DMPs?” This picture was taken from [41], and reproduced
here to motivate the link between dynamic movement primitives and biological primitives.
Note that the superposition part is not covered in the original formulation of DMPs, as well
as the number of primitives needed to represent different possible motions.
to add new MPs, or refine existing ones. Despite the fact that the library in [56] permitted
unused primitives to be deleted, both approaches in [56] and [109] may potentially result in
unbounded and non-scalable libraries. In contrast, by exploiting the superposition principle,
our library has a finite size and is able to represent any possible movement (up to a certain
shape complexity of the trajectory).
Several works like [119] and [71] built directly a library by including initial demonstrations, and focused more on the use case scenario and how the various MPs could be combined.
However, they did not provide any insights about the library itself, or its update mechanisms.
A recent work from [60] considered the problem of jointly segmenting trajectories and
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Figure 3.3 The classical motion library described in [99, 82] and reproduced here for
illustration purpose. Several parts of this high-level system present different challenges. First,
the motion library is supposedly built manually and might be unbounded. It is unclear if
an automatic system that adds, removes, updates, and/or replaces a movement primitive in
the library is always present in that framework or not. Even if that would the case, it is
unclear by which criteria the library would achieve these operations. If no such system is
present, each movement would be added to the library which would increase unnecessarily
the library size. Second, the movement recognition consists to identify the movement being
demonstrated from sensory inputs, and matching the movement with one of the primitives
being stored in the library by querying this last one. If the demonstrated movement has to be
compared with each element in the library, this has a time complexity of O(N) where N is
the size of the library, which if unbounded could take a lot of time. However, it is currently
unclear how the movements are matched nor how well the recognition system performs.
This recognition module also presents a disadvantage; even if the best matched movement
was the first element of the library, it would still check all the other entries as it wouldn’t
possibly know at that time, that the best matched movement has already been discovered.
This results to go through the whole library each time a movement is recognized which is
pretty ineffective. This would results in a total time complexity of O(MN), where M is the
number of times we recognize a movement. Third, concerning the movement generation
module, it is usually assumed that a motion is generated from one of the movement primitives
present in the library, however this makes it difficult to exploit, as it does not scale well
as mentioned previously. A better approach would be to combine the different movement
primitives to represent various trajectories. For this purpose, like biological systems, it
would be interesting to exploit the superposition principle to combine different movement
primitives and thereby reducing the number of required primitives.
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building a motion library. They however did not consider to exploit their library using RL,
nor couple it with a perceptual system.
Previous works also employed spectral decompositions to model MPs. In Fod et al. [29],
the authors applied PCA on joint position trajectories to obtain a set of MPs. A similar
PCA-based approach was proposed in [59], where a MP was defined as a superposition of
the most important eigenvectors of the covariance matrix. In contrast to these works, we
apply PCA on the task-level trajectories of the DMP forcing terms. We favor task-space over
joint-space variables for transferability purposes in scenarios such as those where robots and
human differ in their kinematic structures. Note that the encoding based on DMP forcing
terms is independent from the world frame origin, compared to position-based trajectories.
Through the forcing term, we are encoding the full dynamics of the motions (velocity and
acceleration profiles are considered), which differs from [29, 59] that only encoded position
trajectories.
To the best of our knowledge, the most related work to our approach is [66], where the
authors applied SVD on the forcing terms of few (approximately a dozen or so) similar movements to learn the parametric-attractor landscape of DMPs. Specifically, they approximated
the first few eigenforces by a normalized weighted sum of basis functions, and expressed
the forcing terms as a weighted sum of these last ones. In contrast to this work, we consider
the construction of a motion library based on a high number of demonstrations (between
hundreds and thousands) of different skills rendering our library complete. Additionally,
we directly use the eigenforces without approximating them. This spares us to specify
beforehand the number of weights that will be used to approximate the eigenforces, and the
possible loss in quality associated with it (see Fig. 3.12). Moreover, their approximation
requires to optimize distinct sets of weights for each eigenforce, and needs to be carried out
everytime a new data point is provided, or the user wants to have more/less kernels. In our
case, once the forcing term has been found, this one can then be approximated by a weighted
sum of kernels, where the adequate number of kernels can be decided at that point in time
by the user. That being said, our work can be seen as an extension of this one where we
further demonstrate how the motion library can be recursively updated given new motions,
how its adaptability can be exploited to discover new motions using RL, and how it can be
coupled with a perceptual system. Another similar work is [97], which presented a similar
formulation as [66] for the model, but directly learned the parameters of the weighted sum of
basis functions (which they refer as synergies) in an online fashion using Covariance Matrix
Adaptation, instead of learning from demonstrations. Movement recognition, exploiting
different correlations between the DoFs, and coupling with a perceptual system were not
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considered in this work. Note that an online construction of our library without providing
any initial demonstrations was not considered in this chapter, and is left as future work.
Several works focusing on associating perceptual information with DMPs have been
proposed in the literature. In [47], the authors proposed to augment the forcing term such
that it includes perceptual coupling terms. In [86], the authors used a CNN that directly
predicts the DMP forcing term as a function of visual inputs. However, in these works, the
learned forcing terms were specific to the considered task. Instead, our work focuses on
combining a CNN with our motion library, such that given an input image, a whole trajectory
is planned. Other works linking libraries with perceptual information include [119, 83], but
the perception system as well its connection to the library were not learned.
Finally, previous works that combined RL with a motion library include [67] and [57],
where RL was used to help select a prerecorded motion from a motion library. However,
these approaches did not combine these various motions to generate novel movements.

3.3

Background

In this section, we provide a gentle reminder about two mathematical tools that we will
be using in this chapter. Namely, singular value decomposition (SVD) which is related to
principal component analysis (PCA), and dynamic movement primitives (DMPs).

3.3.1

SVD/PCA

In this subsection, we provide a reminder about Singular Value Decomposition (SVD) and its
link with Principal Component Analysis (PCA) to the reader. These will in turn be useful in
the next coming sections.
Without further ado, let us assume that we are given a rectangular (mean centered) data
matrix X ∈ RN×T , where N is the number of samples, and T is the sample length. Any such
matrix can be decomposed into a product of three elementary matrices (which can be seen as
the building blocks of X ):
X = UX ΣX V XT

(3.1)

where:
• UX ∈ RN×N is an orthogonal matrix whose columns are the eigenvectors of the positive
semidefinite (PSD) matrix X X T . Note that because UX is an orthogonal matrix, it is
invertible and thus has full rank, i.e. its columns form a basis and span RN .
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• ΣX ∈ RN×T is a rectangular matrix. The upper left submatrix is a diagonal matrix of
size r × r with r ≤ min(N, T ) with singular values (SVs) σi ≥ 0 ordered by decreasing
order. The rest of the matrix is filled with zeros. The SVs σi correspond to the square
root of the eigenvalues λi of X X T and X TX . The rank of X is given by those σi ̸= 0.
• VX ∈ RT ×T is an orthogonal matrix whose columns are the eigenvectors of X TX . The
last columns associated with vanishing SVs σi = 0 span the null space of X . Note
that because VX is an orthogonal matrix, it is invertible and thus has full rank, i.e. its
columns form a basis and span RT .
This decomposition is known as the Singular Value Decomposition (SVD), and generalizes the eigendecomposition to rectangular matrices. PCA performs the eigendecomposition
of the covariance matrix CX = X TX ∈ RT ×T . This eigendecomposition results in:
CX = X TX = VX ΛX V XT

(3.2)

where VX is the same orthogonal matrix given by the SVD of X , and ΛX = ΣX 2 . This provides
the link between SVD and PCA. Note that the V matrices will be the ones that we will refer
to as (independent motion) libraries throughout this chapter.
Finally, let us emphasize that the column vectors in the library V are orthogonal to
each other and ordered by importance, and that any vectors in RT can be expressed as
a superposition of the vectors in the library. By orthogonal, we mean that these vectors
are linearly independent. By importance, we mean that they are ordered in a decreasing
manner based on their corresponding eigenvalues, thus the first eigenvectors are the ones that
capture the most variance of the data.. In addition, this motion library was obtained using a
non-parametric approach, implying that the same data will result in the same library.

3.3.2

Dynamic Movement Primitives

Prior to building our library, we provide a short introduction to dynamic movement primitives (DMPs) [41]. DMPs model non-linear attractor fields with stability and convergence
guarantees [41]. Inspired by their biological counterparts, namely convergent force fields
[9], they describe movement primitives in a simple, compact and efficient way. DMPs allow
to model discrete and rhythmic movements. In this chapter, we will focus however on the
discrete case, but the reasoning also extends to the rhythmic one.
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A DMP models a non-linear attractor field using a linear spring-damper system augmented
by a trainable non-linear forcing term as:
τ 2 ÿ = K(g − y) − τDẏ + f (s),

(3.3)

where y, ẏ, ÿ are respectively the position, velocity and acceleration profiles, K and D are
√
the gains selected such that the system is critically damped (D = 2 K), τ is the phase, g
is the goal, and f (s) is the non-linear forcing term which accepts as input the temporal
signal s. This forcing term is usually represented by a linear parametric combination of basis
functions:
∑ wi ψi (s)
f (x) = i
a
(3.4)
∑i ψi (s)
where wi are the learnable parameters, and a is the amplitude term which scales the forcing
term. In the discrete case, a = s(g − y0 ) allowing the forcing term to become negligeable
as the system approach its goal or as the temporal signal s converges to zero. The basis
functions ψi (s) are commonly defined as:


1
2
ψi (s) = exp − 2 (s − ci ) ,
2σi

(3.5)

where σi2 represents the variance, i.e. the width of the exponential basis function, and ci
represents its center. These hyperparameters are often manually designed. This equation 3.3
is referred as the transformation system.
A canonical system given by:
τ ṡ = −αs
(3.6)
drives (3.3) by producing the temporal signal s, where α is a positive constant. Starting from
s0 = 1, this signal would converge to zero as time goes on, leading to an asymptotically
stable behavior of the transformation system, as the forcing term would tend to zero resulting
in a simple linear spring-damper system. At each time step, the produced s is fed to the
transformation system, which first computes the forcing term (3.4), and subsequently the
trajectories y, ẏ, and ÿ which are determined by solving the transformation system. These
trajectories are then sent to the robot controller. DMPs provide convergence guarantees,
temporal invariance, and spatial/temporal rescaling by modifying respectively the goal and
phase. Given a demonstrated trajectory (yyd , ẏ d , ÿ d ) with y d ∈ RT where T is its length, the
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corresponding forcing term is obtained from (3.3) as
fd (t) = τ 2 ÿd (t) − K(g − yd (t)) + τDẏd (t),

(3.7)

with t ∈ {0, ..., T − 1} and g = yd (t = T − 1). In our case, once the desired forcing terms
fd (t) have been computed for each time step t, they would directly be used in our library,
without fitting these to a weighted sum of basis functions.
Finally, note that given the initial conditions {y0 , ẏ0 , ÿ0 }, the goal is univocally determined
knowing the initial forcing term f0 :
g = y0 +

τ 2 ÿ0 + τDẏ0 − f0
K

(3.8)

Assuming the initial velocities and acceleration are zero (i.e. ẏ0 = ÿ0 = 0), this simplifies to:
g = y0 −

f0
.
K

(3.9)

This equation will be useful as it avoids the need to store the various goal for each demonstration, and retrieve any of these by knowing the first element of the forcing term.

3.4

Proposed Approach
Adaptation Module

RL Module

Library Construction Module
Perception Coupling
Module

Figure 3.4 Overview of the proposed motion library subdivided into four modules. The
library construction module focuses on the construction and update processes of the library.
The adaptation module describes its adaptability and modularity, while the reinforcement
learning (RL) module shows how we exploit our framework using a trajectory-based RL
algorithm. Lastly, the perception coupling module display how we can couple our library
with a perceptual system.
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We begin by providing an overview of our proposed framework to build a motion library.
Our approach is depicted in Fig. 3.4, and subdivided into four modules. The first one
focuses on the data-driven construction of the motion library and the recursive update process
given new trajectories. The second module addresses the adaptability and modularity of our
library. The third part deals with the discovery of new motions through a trajectory-based
reinforcement learning (RL) algorithm. The fourth component underlines how the motion
library can be combined with a perception system, such as a convolutional neural network.
Lastly, the intersection between the perception coupling and RL modules can be seen as a
submodule emphasizing movement recognition (depicted as dotted arrows) and generation
(solid line arrows). Each of these modules and their particular characteristics are presented
in the following subsections.

3.4.1

Library construction

Let us now assume that we are given a dataset composed of trajectories {(yy, ẏ , ÿ )i }N
i=1 , where
T
i
N is the number of trajectories, and y i ∈ R with total time Ti . We first rescale each trajectory
such that their length is T . We will assume throughout the chapter that N > T unless explicitly
mentioned otherwise. Because positions do not obey the superposition principle in contrast to
T
forces, we exploit (3.7) to compute the corresponding forcing terms { f i }N
i=1 , where f i ∈ R ,
assuming the same gain K. We subsequently normalize each forcing term such that || f i || = 1.
After, we group the forcing terms into a mean-centered force matrix F ∈ RN×T , and compute
its covariance matrix CF = F TF ∈ RT ×T . Finally, we apply the spectral decomposition1 on
CF as follows
CF = V ΛV T .
(3.10)
The obtained V T represents our motion library, where each row represents an MP, or eigenforce. As a result, any forcing term with length T can be expressed as the superposition of
the eigenforces, as follows
T

f = ∑ wiv i = V w ,

(3.11)

i=1

where w ∈ RT represents a weight vector. Note that while eigenforces can be linearly
combined, each of them represents a non-linear trajectory. This feature allows us to represent
any force, and is what makes our library be complete. This is because V is an orthogonal
matrix and thus is full-rank. Furthermore, each primitive in our library is ordered by
importance, allowing for most-important forcing terms to be expressed mainly by the few
1 a.k.a

eigendecomposition, or principal component analysis
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Figure 3.5 Movement recognition is performed by going from the force to the weight vector
space, while movement generation is carried out by the inverse mapping. The shaded color
in our library highlights the importance-based ordering of the MPs, with the most important
ones being at the top of the library. This has a direct consequence on the weight space, where
the length of each base axis represents the importance of each dimension. This further allows
to reduce the dimensionality of the weight space by considering the only important ones.
Clustering techniques can then be applied in that lower dimensional space to group similar
movements.
first eigenforces. Consequently, several movements can be recognized by analyzing only
the first few weights. Also, movement generation can be carried out by exploring in the
corresponding weight (sub-)space, as depicted in Fig. 3.5.
Movement recognition is carried out knowing that similar movements have similar
weights. This can be easily seen by computing the norm of the forces difference as follows:
V w̄
w||2 =
|| f 1 − f 2 ||2 ≤ ε ⇔ ||V

p
wTV TV w̄
w = ||w̄
w||2 ≤ ε
w̄

w = (w
w1 −w
w2 ), and V TV = I because V is orthogonal.
where ε >= 0 is a similarity threshold, w̄
Due to the relationship between forcing terms and weights, we can group movements that
are similar to each other in the weight or force space. However, most movements lie on a
subspace of the weight space, because each basis vector is ordered by the variability of the
data it captures. Associating then a label to each cluster allows us to perform movement
recognition.
In general, given a movement f d , movement recognition is performed as:
V w ||2 ,
argmin || f d −V

(3.12)

w

V TV )−1V T f d . If we consider the whole library or a
whose closed-form solution is w∗ = (V
part of it such that V ∈ RT ×d with d ≤ T , then V TV = I and therefore the solution reduces to
w∗ = V T f d . Using clustering techniques on the weight subspace, the type of movement can
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be inferred. An interesting application is when given the first few points of the demonstrated
force, we try to infer the most plausible/suitable force trajectory according to our library. The
solution becomes w ∗ = V̂ † f d where V̂ ∈ Rt×d with 1 ≤ t ≤ T . As we are exposed to more
and more points from the demonstration, we become more certain about the underlying force
trajectory.
Given the initial position y0 , and a new goal g′ , the produced forcing term f using (3.11)
can be rescaled using:
(g′ − y0 ) (3.9) K(y0 − g′ )
f′ = f
= f
.
(3.13)
(g − y0 )
f0
Feeding the above expression into (3.3) generates the position, velocity, and acceleration
trajectories that are then sent to the robot controller.
Recursive update process
Once the library has been learned, a natural question regards its update process to accommodate for new motions. A trivial solution consists of keeping in memory all the previous data
points F , append the new data point f̃f , recenter the new obtained matrix, and perform the
spectral decomposition on it. While being straightforward, this approach requires a spatial
complexity of O(NT ) with N ≥ T , and a time complexity of O(NT 2 ).2 This results in poor
scalability as new motions are presented.
A better approach, which does not require to store all the previous data points in memory,
consists of directly updating the mean µF and covariance matrix CF , and then apply an
spectral decomposition on the latter. This reduces the spatial and time complexities to
O(T 2 ) and O(T 3 ), respectively. The updated library V ′ is then obtained by the spectral
decomposition on CF′ , which is given by
CF′ = CF +

N
µF µ FT − µF f˜T − f˜µ FT + f˜ f˜T ),
(µ
N +1

(3.14)

where CF is obtained via (3.10). The mean is then updated as
µF′ =

N
1 ˜
µF +
f.
N +1
N +1

(3.15)

Finally, we update the total number of data points N seen until now. Intuitively, this recursive
update can be seen as a rotation of the previous basis with a rescaling of each axis in order to
2 The

real time complexity is O(min(NT 2 , T N 2 )) but because we assume that N ≥ T , it becomes O(NT 2 ).
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accommodate to the new given data points. A formal derivation of (3.14) and (3.15) can be
found in Appendix A.

3.4.2

Adaptability and modularity

The previous formulation did not consider the case of multiple DoFs systems. Having an
independent library for each DoF allows for a compact representation but fails, however,
to capture the various correlations between them. An alternative approach is to build a
fully-joint library that captures the correlations between all the various DoFs. However, this
results in a higher spatial complexity, and might not be suitable when looking for a motion
that involves only few DoFs. For instance, clapping both hands while walking is an activity
which requires the coordination of legs and hands, without demanding any synchronization
between the upper and lower body limbs. In this example, we could work with a library that
correlates the hands and another that couples the legs, instead of using a library that correlates
hands and legs all together, as depicted in Fig. 3.6(a). This results in smaller libraries, and
possibly fewer weights would be necessary to represent the corresponding motions.
Thus, depending on the problem, some library architectures are more appropriate than others. Then, a fundamental problem that needs to be addressed is: how many libraries that capture the correlation between different set of variables should we build and store? If we don’t
know in advance which variables is correlated with which, we could be tempted to store all the
possible libraries. When all the possible pairs of DoFs are considered to build pair-coupling
n!
libraries, the total number would become ∑nk=1 Cnk = ∑nk=1 k!(n−k)!
with a spatial complexity
n
k
2
2
of O(∑k=1 Cn (kT ) ) = O((nT ) ) and time complexity of O(min(ND2 T 2 , N 2 DT )). This
option may therefore be impractical and at best inefficient. Instead, we show here that
the various libraries are in fact related to each other, allowing us to generate other library
architecture at runtime. This ultimately avoids us the need to compute and store each one
of them independently. We also present the two smallest set of libraries that are needed to
reconstruct any other library, highlighting the modularity and adaptability of our approach.
FX ,F
FY ] ∈ RN×2T , where
For simplicity, let us focus on a 2-DoFs system such that F = [F
FY ∈ RN×T . We decompose the covariance matrix of F in terms of FX and FY , and apply
FX ,F
a singular value decomposition on each term as follows
"
CF ≡ F TF =

F XTFX F XTFY
F YTFX F YTFY

#
,
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Figure 3.6 (a) Adaptability: from a library that correlates all the DoFs, we can adapt it to
account for specified correlations. In the depicted case, the full-body (FB) library encoding
the correlations of the right/left arm (RA/LA), and right/left leg (RL/LL) can produce two
smaller independent libraries that capture the correlations of both arms (BA) and both legs
(BL). (b) Modularity: from independent libraries (represented by squares) and the 2-pair
correlated libraries (represented by rhombi), we can reconstruct different libraries correlating
the specified DoFs.
"
=

VX ΛX V XT
VX ΣX U XTUY ΣY V YT
VY ΣY U YTUX ΣX V XT
VY ΛY V YT

#
.

(3.16)

Similarly, applying the decomposition on CF results in
F TF = VF ΛF V FT ,
"
=
"
=

V11 V12
V21 V22

#"

Λ11 0
0 Λ22

#"

(3.17)
T VT
V 11
21
T VT
V 12
22

#
,

T +V
T V Λ V T +V
T
V12 Λ22V 12
V11 Λ11V 11
11 11 21 V12 Λ22V 22
T +V
T V Λ V T +V
T
V22 Λ22V 12
V21 Λ11V 11
21 11 21 V22 Λ22V 22

#
(3.18)

VY , the associated singular
The relation (3.16) shows that given the independent libraries VX ,V
values ΣX , ΣY , and the pair-correlated matrix that encodes the link between FX and FY (i.e.
U XTUY ∈ RT ×T ), we can reconstruct the covariance matrix CF .3 Applying (3.17) provides us
the correlated library VF . This modularity is shown in Fig. 3.6b. Similarly, equating (3.16)
3 Singular

values are related to eigenvalues by Λ = Σ 2 .
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and (3.18) gives:












T
T +V
V12 Λ22V 12
= V11 Λ11V 11
T
T +V
V22 Λ22V 22
= V21 Λ11V 21
T
T +V
V12 Λ22V 22
= V11 Λ11V 21
T
T +V
V22 Λ22V 12
= V21 Λ11V 11

VX ΛX V XT
VY ΛY V YT
VX ΣX U XTUY ΣY V YT
VY ΣY U YTUX ΣX V XT

(3.19)

VY , the correspondwhich shows instead that we can reconstruct the independent libraries VX ,V
T
ing singular values ΣX , ΣY , and the pair-correlated library U X UY , given the joint-correlated
library VF , and its associated eigenvalues ΛF . We may thus reconstruct only libraries that are
appropriate for the considered problem using parts of the joint library. This adaptability of
our library is displayed in Fig. 3.6a. Note that this reasoning extends to higher DoFs systems.
Thus, given the joint correlated library we can reconstruct all the independent libraries, and
any other correlated libraries. On the contrary, if we keep the independent libraries, the
pair correlated matrices U iTU j ∈ RT ×T (∀i, j ∈ 1, ..., D; i ̸= j) are also required in order to
D(D+1) 2
2
reconstruct the whole set of libraries. This results in a spatial space of ∑D
T
d=1 dT =
2
D2 −D 2
and thus a gain of 2 T compared to the fully-joint correlated matrix. All of these results
in a modular library where any library suitable to the specific problem can be computed at
runtime.

3.4.3

RL extension

We show here a potential use of the adaptability of our library. Specifically, we focus on
the discovery of new motions using trajectory-based RL algorithms. Note that the linearity
of our library makes it suitable for most RL algorithms that have been developed in the
literature. One of them is the PoWER algorithm, which weights the exploration of policy
parameters with the returns [46]. Furthermore, the importance ordering of our library allows
us to optimize fewer weights and obtain reliable motions.
Formally, the goal of RL algorithms is to maximize the expected total reward
Z

J(θθ ) =

pθ (ττ )R(ττ )dττ ,

(3.20)

T

over the space of all possible trajectories T, where pθ (ττ ) is the parametric distribution of the
trajectories τ , R(ττ ) is the reward associated to τ , and θ denotes the weight parameters that
are optimized.
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As derived in [46], maximizing J(θθ ) is equivalent to maximize the lower bound Lθ (θθ ′ )
with respect to the new parameters θ ′ . The derivative of the lower bound is then given by:
∂θ ′ Lθ (θθ ′ ) = Eτ ∼pθ (ττ ) [∂θ ′ log pθ ′ (ττ )R(ττ )] .

(3.21)

Setting (3.21) to zero provides the optimal parameters that maximize the lower bound. From
this last expression, we see that we need to know the distribution over the trajectories pθ (ττ ).
In our case, the trajectories τ correspond to the forcing terms f .
These are given by the product of the library V and the weight parameters θ , i.e. f = V θ .
Σ) over the weight parameters θ gives us f =V
V (θθ +εε ),
Assuming a Gaussian noise ε ∼ N (00,Σ
V θ ,V
V ΣV T ). The multivariate Gaussian distribution over the force trajectories
that is f ∼ N (V
is then given by (considering the orthogonality of V):
1
T
−1 T
1
pθ ( f ) = p
e− 2 ( f −VV θ ) V Σ V ( f −VV θ )
T
V ΣV |
2π|V

(3.22)

Taking the derivative of log pθ ( f ) yields:
V T f −θθ )
∂θ log pθ ( f ) = Σ−1 (V

(3.23)

By incorporating this result in equation (3.21), and setting it to 0, we obtain:
h
i
V T f −θθ ′ )R(ττ ) = 0
E Σ −1 (V
h
i


⇔ E Σ −1θ ′ R(ττ ) = E Σ −1V T f R(ττ )






⇔ E Σ −1θ ′ R(ττ ) = E Σ −1θ R(ττ ) + E Σ −1ε R(ττ )

resulting in the following update equation for the weight parameters:
θ′ = θ +

Σ−1
Ee [Σ
e ε e Re ]
,
Σ−1
Ee [Σ
e Re ]

(3.24)

where Ee is a Monte Carlo expectation with the subscript e denoting the episode. A similar
Σ′ ), resulting in:
approach development is carried out to derive ∂Σ′ LΣ (Σ
Σ=

Ee [εε eε T
e Re ]
,
Ee [Re ]

(3.25)
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Figure 3.7 Trajectory-based RL applied to the motion library.
The RL process with our library is reported in Fig. 3.7. Given an initial (and possibly reduced)
weight vector θ 0 , a Gaussian noise with variance Σ is applied on it. The perturbed weights are
combined with the library (or a part of it) to compute the forcing terms for each DoF. These
are then fed to the DMP equations to produce position, velocity, and acceleration trajectories.
These planned movements are then performed by the robot generating an average reward.
This information is then used to update the weight vector and noise variance using (3.24) and
(3.25) accordingly. This process is carried out for several iterations. Here, the parameters θ
are the weights w (or a part of it depending on the number of eigenforces we retain) used to
describe the superposition given by (3.11). By optimizing this one, we can find a suitable f
representing the motion we are looking for.
The algorithm from [46] adapted to our library is provided here for completeness and
clearness purposes (see Algo 5).
Algorithm 5 PoWER for motion library
Input: Initial parameters θ 0 , exploration covariance matrix Σ 0 , library V
repeat
Exploration: Perform rollout(s) using f i
= V (θθ i + ε i ) with
Σi ), and collect associated reward R( f i ).
ε i ∼ N (00,Σ
3:
Sampling: Keep the k best rollouts and compute importance
weights for importance sampling.
4:
Update: Update weight and covariance parameters using (3.24),
(3.25), and importance sampling.
5: until θ i+1 ≈ θ i

1:
2:

The main difference with the original PoWER algorithm and our adapted version is that
the optimization considers full-horizon trajectories. This makes our approach more suitable
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for motion discovery as most of the motions can be described by the few most important
MPs. This differs from the initial formulation which is used to finetune movement skills.
Note that depending on the application, this algorithm could be applied on the independent,
joint or n-correlated libraries.

3.4.4

Perceptual system coupling

We show here a preliminary work on how our library could also be combined with a perceptual
system. Specifically, we assemble a convolutional neural network (CNN) with our motion
library to plan a movement from an image (see Fig. 3.8). In this architecture, the movement

DM-Lib

S
Figure 3.8 Perception coupled to our library.
image is fed to a (pretrained) CNN, which can be seen as a perception module. The encoding
of the image input is then passed to a motion planning module (a multilayer perceptron)
which outputs the weights w for our motion library. Using the generated weights, a weighted
superposition of the MPs in the motion library is computed to produce the desired forcing
terms. These are then used in an open-loop fashion by implementing the DMP via (3.3),
which provides the position, velocity, and acceleration commands that are sent to the robot.
The training procedure consists to employ a pretrained CNN and an optimized motion
library. Let us denote E ∈ RN×De as the encoded input data, corresponding to the CNN
output before being vectorized. By appling SVD on the original data, we obtain:
X = UX ΣX V XT = WX V XT ,
where WX are the weights predicted by the network, which represents the contribution of
each movement primitive. Then, the training phase consists of minimizing the MSE loss:
WX − o(E
E ;W
WNN )||2 ,
L = ||W

