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Chapter 7

Learning multisensory
representation for manipulation
tasks

7.1 Introduction

A few months after birth, infants’ exploratory activities tend to expose them
to sensory information from multiple sources; in particular these experiences
encourage the development of hand-eye coordination by means of the visuo-
motor mapping, but also haptic-based object explorations that give rise to
visuotactile association [Rochat, 1989]. Recent findings from [Corbetta et al.,
2014] reveal that when infants perform their first reaching movements and
accidentally touch an object, they do indeed associate the visual attention
to their proprioception and hand/arm’s haptic feeling. Hence, this multi-
modal association leads to the formation of the proprioceptive knowledge to
move the arm/hand in space. Inspired by these ideas, this chapter focuses on
learning multisensory integration, mainly visuotactile, to bring about manip-
ulation skills within humanoid robots. This section presents a review of re-
lated work, firstly on visuotactile integration learning in the field of robotics
and then on the domain randomization technique that will be utilized in this
work (cf. Section 7.2.2).

Learning to integrate visuotactile information in robotics: In the scope
of self-body and PPS learning, I will deal with visuotactile integration mech-
anisms that allow agents to understand their own body, along with their sur-
roundings, rather than other topics pertaining to visuotactile integration such
as grasping, object property recognition [Gao et al., 2016, Kaboli and Cheng,
2018] or in-hand manipulation [OpenAI, 2018]. More extensive reviews can
be found in [Dahiya et al., 2010, Bajcsy et al., 2018].
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As previously reviewed in Chapter 1, Roncone et al. [2016] propose a
model of distributed visual receptive fields to encode the probabilities of
an approaching object colliding with skin taxels located on the iCub’s body
parts. Each visual receptive field is trained by associating the visual infor-
mation (distance and velocity) of the object with the tactile information of
the actual contact between the object and skin taxels. This model is further
exploited in the robot control system for pHRI, as shown in Part II.

Zambelli and Demiris [2017] introduce a learning architecture where for-
ward and inverse models are coupled and updated as new data becomes
available, without prior information about the robot kinematic structure.
The ensemble learning process of the forward model–mapping from mo-
tor commands to sensory information–combines different parametric and
non-parametric online algorithms to build the sensorimotor representation
models. Whereas, the inverse models–inverse mapping from perceived
sensory information to possible motor commands–are then learned by inter-
acting with a piano keyboard, thus engaging vision, touch, motor encoders
and sound.

Hikita et al. [2008], meanwhile, present a method that constructs cross-
modal body representation from vision, touch and proprioception. When
a robot touches something, the tactile sensation triggers the construction of
a visual receptive field encompassing those body parts that can be found
by visual attention (based on a saliency map algorithm) and consequently
regarded as the end-effector. Simultaneously, proprioceptive information
(joint angle measurements) encoded by a self-organizing map (SOM) [Koho-
nen, 1982] are associated with this visual receptive field to achieve the cross-
modal body representation. The integration model is trained with the Heb-
bian learning algorithm [Gerstner et al., 1999], and is applied to a real robot,
where the experimental results are shown to be comparable to the activities
of parietal neurons observed in monkeys.

Similarly, Aguilar and Pérez [2017] propose a method coordinating the
visual and tactile modalities, where the robot’s hand is equipped with tactile
sensors that allow the perception of the presence of objects using touch. The
focus of this method is on the emergence of higher-level behaviours such
as the exploration of various objects and following objects using attentional
processes.

Lanillos et al. [2017] conceive a hierarchical Bayesian model, which aims
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to integrate information from an artificial skin system with vision from a sin-
gle camera. While the multimodal “skin” cells provide proprioceptive (mov-
ing) cues from accelerometers applying a Markov process model, and tac-
tile cues from force and proximity sensors. The monocamera images, mean-
while, are processed by the visual attention system to generate both visual
cues for a saliency map of proto-objects and a list of proto-objects in mem-
ory (for tracking). The hierarchical model consists of three layers: The first
two deal with self-detection using inter-modal contingencies to avoid rely-
ing on visual assumptions like markers, whereas the last layer employs self-
detection to enable conceptual interpretation such as object discovery. To
validate the model, the authors design an experiment entailing object dis-
covery through interactions, in which the robot has to discern between its
own body, usable objects and illusion in the scene.

Lanillos and Cheng [2018], meanwhile, introduce a computational per-
ceptual model based on predictive processing that enables a robot to learn,
infer and update its body configuration when using different sources of infor-
mation (tactile, visual and proprioceptive) with Gaussian additive noise. In
detail, the robot learns the sensor forward generative functions using Gaus-
sian process regression with data generated through the robot’s exploration,
and then it uses learned functions to refine its body estimation through a free-
energy minimization scheme [Bogacz, 2017]. The authors evaluate the model
on a real multisensory robotic arm, showing the contributions of different
sensor modalities in improving the body estimation, and the adaptability of
system against visuotactile perturbations. The reliability of the model is also
analysed when different sensor modalities are disabled.

Domain adaptation and domain randomization techniques Although
applying learning techniques in robotics, such as deep learning and rein-
forcement learning, is promising, there are still many difficulties hindering
their application on physical robots: for example, the requirement for large
datasets, the need for accurate ground truth, the high operational costs, par-
ticularly for skills related to movements, e.g. reaching or grasping. On
the other hand, applying learning techniques on a simulated robot can ease
and speed up the data collection for the training process. As discussed in
Chapter 6, however, a reality gap exists between the simulated and physical
robots, which hinders the direct application of a trained model (in simula-
tion) to real robots. Diverse transfer techniques can be utilized to bridge this
domain gap, as is partly discussed in Section 6.2.

Recently, a domain adaptation technique called domain randomization has
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drawn the attention of many researchers in the field, and more importantly it
has proved to be feasible for application in the context of transferring learn-
ing skills from simulation to the real world. Tobin et al. [2017] and James et al.
[2017] apply random parameters (such as texture, position, orientation of ob-
jects, position and distortion of cameras, etc.) to simulated images, and, as a
result, use this simulation to train models that do not require any fine-tuning
on real images.

OpenAI [2018] further exploits this technique by applying randomization
not only to the simulated images but also to other parameters of the simu-
lation (e.g. joint limits, actuator force gains, object dimensions and masses,
friction, etc.), while performing in-hand manipulation of objects. The authors
then show that the reinforcement learning control policy, trained entirely on
simulated data, can be transferred to the physical robotics setup.

Differently, Chebotar et al. [2018] do not only apply randomization in
simulation but also keep adapting the distribution of the randomization us-
ing real world data. Their purpose is to learn the parameter distributions
in the simulation, and transfer the reinforcement learning policy (from the
simulation) without replicating exactly the real world environment in the
simulation. This approach helps avoid the use of very wide distributions of
simulation parameters.

Unlike the above-mentioned models to integrate vision and touch, I pro-
pose here a unified learning approach for multisensory integration including
the following components: (i) a DNN based model for sensory integration,
whose aim is to produce sensory representation in such a way that it can
facilitate the motor actions in the environment; (ii) an action-based learning
procedure on simulation that leverages the advantages of the domain ran-
domization technique to transfer learned representations from simulations
to real world.

The remainder of this chapter is organized as follows: the methodologies
of action-based learning and the visuotactile integration model are presented
in Section 7.2, followed by experiments and results in Section 7.3. Finally,
Section 7.4 discusses the main contributions and future work.



7.2. Methods 131

FIGURE 7.1: Snapshots of iCub exploring the environment with
motor babbling. When a tactile collision takes place between
iCub’s arm and an object (taxels in the right forearm and/or
hand turning red–panel 2 & 3), ids of activated skin supertaxels,
measurements from the arm-chain joint encoders and stereo-
vision images–panel 4 & 5–are collected as a training sample.

7.2 Methods

7.2.1 Exploration of the Environment through motor bab-

bling

The motor babbling strategy developed in the previous chapter (see Sec-
tion 6.3.1) is utilized here to enable the exploration of the environment with-
out any sensorimotor capabilities, i.e. when the robot initially does not know
which motor activities to perform to reach for or touch objects even though
the objects are in sight. After gazing toward the object, the robot randomly
moves its arm (seven joints) in the environment where there is one allocated
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object (see the next Section 7.2.2 for details of how the object is generated).
The movements of the arm and the head are issued by the simple joint veloc-
ity (va for the arm) and position controller (ph for the head) as follows:ph = ph

0,

va = K ·
(

pa
0 + Ã · sin

(
2π f̃ t

)
· 1− pa

t

)
,

(7.1)

where ph
0 and pa

0 denote the random initial head and arm configurations;
Ã ∼ N (0, A) and f̃ ∼ N (0, f ) are the normally distributed parameters for
the gain of the amplitude and frequency of the arm controller respectively;
pa

t is a vector of values containing the measurements of arm joints at time t, K
is the proportional gain. 1 duplicates a scalar into a vector of the appropriate
size. For the sake of simplicity, the method is applied only to the right arm of
the robot while ensuring that the left hand is out of the field of view.

At the beginning of each motor babbling trial, it is assumed that the robot
knows how to direct its gaze nearby (but not exactly at) the position of an
object in the space. In other words, an object newly introduced into the envi-
ronment draws the robot’s visual attention to it. In fact, this situation takes
place in infants in the first months after birth [Colombo, 2001]. This bio-
inspired assumption is necessary to ensure that when there is any physical
contact between the robot’s arm and the object (as shown in Fig. 7.1), the
visual information being associated with tactile and proprioceptive informa-
tion includes the object’s features along with the environment. Thus, the
collected images from the stereo-vision system are guaranteed to contain the
object instead of only the background (see an example in Fig. 7.4).

Since the final objective is to provide the robot with the capability of in-
ferring a suitable joint configuration that facilitates its manipulation skills,
such as touching an object with a specific part of the body (i.e. arm, hand,
fingers), a data sample utilized in the learning phase is designed to include
the following information:

• A stereo-vision pair of images: two images of the object acquired from
two cameras mounted in the robot’s head;

• Head configuration: six corresponding encoder values of the head con-
figuration needed to acquire the above stereo-vision images;

• Tactile signal: ids of all activated skin supertaxels (see Section 2.3 for
more details) at a certain configuration of the arm and torso;
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• Arm and torso configuration: seven encoder values of the arm along
with three encoder values of the torso.

While the first two items are the input (x ∈ X), the last two items serve
as the output or label (y ∈ Y) of a learning sample. In detail, a label is a
list of M arm configurations, where M is the number of supertaxels available
in the arm (see Section 2.3 for details on the iCub skin). Thus, the label can
be constructed as a 10×M matrix, where each column represents each skin
supertaxel. 33 supertaxels located in the iCub’s fingertips, palm and forearm
are used in the current work. In this way, when a skin supertaxel is acti-
vated, the arm configuration is stored in the corresponding column of the
label matrix. As a consequence, the problem of learning multisensory inte-
gration can be referred to as learning the mapping between visual space and
motor space under the reinforcement signal of tactile information. Neverthe-
less, the meaning of “motor space” in this context is different from its use in
Chapter 6 where, instead, it contains several arm-chain configurations given
a pair of stereo-vision images. In contrast, in this inference phase, the number
of generated arm-chain configurations depends on the number of supertaxels
utilized, M.

For a given arm configuration, however, not all the supertaxels in the
chain can be activated, making the label matrix sparse. To reduce this spar-
sity, those supertaxels that are rarely activated (less than 1.5% of all physical
contacts) are removed from the dataset. As a result, there are 22 supertaxels
that are considered during training. The distribution of physical contacts on
these supertaxels is shown in Fig. 7.7. The method to deal with the sparsity
of labels during training will be discussed more in details in Section 7.2.3.

7.2.2 Domain randomization technique for various interac-

tion scenarios

In order to bridge the domain gap between simulation and reality, this work
adopts the domain randomization technique [Tobin et al., 2017, James et al.,
2017], whose main idea is to create a training dataset with a wide range of
different environmental conditions in simulation. Consequently, the dataset
allows the model to be exposed to significantly variable conditions during
training, and therefore it facilitates the generalization of the model in the
inference phase. During training, an object is randomly generated with the
following changeable physical and texture parameters:

• Shape: Currently there are two different shapes, namely box and sphere;
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• Dimension: While all three dimensions of a box can be changed, only
the radius of a sphere is randomized;

• Position: The new object is located randomly in front of the robot;

• Colour: Six different colours are currently used, namely red, green, blue,
purple, yellow and magenta.

Then the robot conducts n trials of motor babbling, each trial lasts for a
preset duration δt (i.e. δt = 10s in all experiments in this chapter), before
another new object is generated to replace the previous one. Thereafter, the
motor babbling process keeps going for the new object. Fig. 7.3 provides
snapshots of different generated objects with random properties.

Due to the randomness of the robot’s gaze action at an object, repeating
n trials of motor babbling for each object allows the robot to collect many
different views of that same object (see an example in Fig. 7.4), which is a
form of active learning for visual perception–active vision [Aloimonos et al.,
1988, Blake and Yuille, 1993, Chen et al., 2011, Bajcsy et al., 2018].

7.2.3 Learning multisensory integration with deep neural

network

Unlike the previous work on PPS with iCub’s artificial skin [Roncone et al.,
2016], the proposed approach does not rely on the coordinate information
of skin taxels, so there is no need for any FoR transformation that requires
a priori knowledge of the robot’s kinematics and extra skin calibration steps
(e.g. [Prete et al., 2011]). Instead, this method makes use of tactile signals
from the skin such that as long as tactile collisions between the robot’s
arm and an object take place, the corresponding arm joint configuration is
collected and associated with the visual perception of the object acquired
through six DoF stereo-vision (during data the generation–motor babbling–
phase).

The problem of learning multisensory integration is solved through re-
gression, where, given a pair of images containing an object (from the stereo-
vision system), and the head (neck-eyes) joint configuration of the robot, the
aim is to estimate the set of corresponding joint configurations of the arm-
chain allowing the robot to touch the object. Thereby, the task boils down
to approximating the function f that maps the input into output, such that
Y = f (X). The DNN model proposed in Chapter 6 is therefore extended to
estimate f (Fig. 7.2). The multisensory integration model is composed of:
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FIGURE 7.2: Multisensory deep neural network. Yellow, blue
and green layers denote batch normalization, ReLU and tanh re-
spectively. Fully-connected layers are abbreviated with “FC”
and “concat” stands for concatenation. Tactile signals take part
in the label generation step but are not shown in figure (see text

in Section 7.2.1 for details)

• The network doing the stereo-vision processing includes two identical
branches, with each containing a DNN-based VGG19 network [Si-
monyan and Zisserman, 2015] followed by a fully connected layer (of
1024 units), a batch normalization layer and a ReLU activation layer.
Then, two branches are concatenated before being fed into another
fully connected layer of 512 units to generate a deep visual feature.

• The head configuration is integrated with the visual feature by a con-
catenate layer and two fully connected layers of 512 and 256 units, respec-
tively. This is the common feature of all configurations of the arm. Next,
the common deep feature is routed to two other fully connected layers
of 56 units and 10 units and then to a tanh activation layer to form a pre-
dicted arm-chain configuration Ŷj of the supertaxel j-th. The learning
task becomes multi-task learning [Goodfellow et al., 2016], where each
task corresponds to a learning problem for each supertaxel, and the net-
work of each task shares a large portion with another task. Finally, all
predicted arm-chain configuration are concatenated into a single out-
put matrix of 10×M.

The VGG19 model is one of the most common choices for deep visual
feature extraction, along with ResNet [He et al., 2016], due to its superior
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performance during the localization challenge of the ImageNet Large Scale
Visual Recognition Challenge 2014 (ILSVRC-2014) 1.

Similar to the visuomotor mapping model in the last chapter, the model
for multisensory integration is also implemented in Keras with Tensorflow
back-end. Due to the sparsity in the label matrix, however (although the
output matrix is always in full form), the learning model is trained using the
Adam optimizer [Kingma and Ba, 2015] with the masked mean squared error
loss function as follows:

LMaskedMSE =
1
N

N

∑
i

(
mi ·

[
yi − fθ(xi)

])2
(7.2)

where xi and yi are the input matrix and label matrix, respectively; θ de-
notes the parameters of the DNN model estimated to approximate the multi-
sensory integration function f ; mi denotes “masked vector” for sample i-th,
which annotates skin supertaxels having (and not) tactile contact at time t. In
detail, the corresponding element mj

i of a supertaxel j in the matrix mi will
receive a value of ‘1’ if an object is in contact with the robot’s arm, and value
of ‘0’ otherwise.

7.3 Experiments and Results

7.3.1 Dataset for learning multisensory integration

First, the simulated iCub robot [Tikhanoff et al., 2008] was commanded to
explore the environment through motor babbling (cf. Section 7.2.1) so that
it could make contact with objects generated under the domain randomiza-
tion scheme (cf. Section 7.2.2). As a result, a multisensory dataset was col-
lected containing about 360000 training samples, where each was composed
of a stereo-vision image pair of object and head encoder measurements as
input, a list of activated supertaxels and arm-chain encoder measurements
as the label. The combination of spontaneous head movements (which led
to a variety of neck poses and the eye gazes) and random object properties
helped to create a widely varied dataset. A few examples of image pairs col-
lected for different views of the same object and different objects are shown
in Fig. 7.3 and Fig. 7.4 respectively. The distributions of tactile contacts on the
remaining supertaxels (7 for the hand and 15 for the forearm) are presented
in Fig. 7.7 for the right hand and the right forearm. The supertaxels with

1http://www.image-net.org/challenges/LSVRC/2014/

http://www.image-net.org/challenges/LSVRC/2014/
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activation rates less than 1.5% of total contacts in the whole dataset were re-
moved. As seen in the supertaxel diagrams (Fig. 7.5 for the hand and Fig. 7.6
for the forearm), the supertaxels with low activation rates were mainly lo-
cated on the palm near the thumb, and under the forearm (in the normal
configuration of the robot’s arm, in which the palm FoR points inwards).

7.3.2 Inference of configurations as multisensory representa-

tion

The collected dataset was separated into training/testing sets with a ratio
of approximately 80/20 and was used to train the multisensory DNN model
with masked mean squared error loss, Eq.( 7.2), on a 3×NVIDIA P100 GPUs
, with a batch size of 450 and a learning rate of 0.0001. The training lasted for
300 epochs. The trained model was then tested on the testing set to prove its
generalization on new scenarios, in which case the errors between the esti-
mated output and real collected measurements should be small. Indeed, the
testing results confirmed this since the normalized error of the configuration
inference was 0.00123± 0.000183, which is equivalent to a joint angle error of
0.2219± 0.0329 degrees.

The trained model was further tested on reaching scenarios, where an
object was presented in the simulated environment, and the robot was re-
quired to detect this by vision and then reason about all possible configura-
tions to “touch” the object with different parts of its forearm and hand. In
order to complete the task, common approaches consist of following steps:
(i) the Cartesian coordinate of the object is computed using computer vision
techniques; and (ii) the reaching configuration of the robot’s arm is obtained
(with inverse kinematics) knowing the kinematics model of the arm and the
camera system. Utilizing the multisensory DNN model as an “image proces-
sor”, however, the reaching task could be completed in a single step: directly
inferring the reaching configurations from vision input without knowledge
of the robot’s kinematics model. The output, i.e. the desired value of the joint
angle, can be used directly for the motor controllers of all ten joints (three of
the torso, seven of the arm) in the arm-chain. As a result, the robot can reach
the detected object in the desired way–at different locations in its’ body parts,
as shown for example in Fig. 7.8, Fig. 7.9 and Fig. 7.10.
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FIGURE 7.3: Examples of different random generated objects:
Left column–left camera images; Right column–right camera

images
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FIGURE 7.4: Examples of different views of an object: Left
column–left camera images; Right column–right camera im-

ages
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FIGURE 7.8: Reaching trial 1 with output from DNN. Top–
Initial condition; Middle–Reaching and touching object at hand
taxel with the id of 51; Bottom–Reaching and touching object at

arm taxel with the ids of 291, 303 and 351 (desired)
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FIGURE 7.9: Reaching trial 2 with output from DNN. Top–
Initial condition; Middle–Reaching and touching object at hand
taxel with the id of 137; Bottom–Reaching and touching object

at arm taxel with the id of 207 (desired) and 339
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FIGURE 7.10: Reaching trial 3 with output from DNN. Top–
Initial condition; Middle–Reaching and touching object at hand
taxel with the id of 3; Bottom–Reaching and touching object at

arm taxel with the ids of 3 and 183
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7.4 Conclusions

This chapter has introduced a motion-based learning framework where the
robot’s motor-babbling strategy was again utilized to enable interactions be-
tween the iCub robot and its environment in the presence of objects. Physical
contacts occurred due to the robot’s motor movements causing tactile activa-
tion of skin supertaxels. This tactile information, along with stereo-vision im-
ages and arm-chain (including the torso and the arm) measurements, were
associated through a multisensory integration DNN model. The inference
from the model, given a pair of stereo-images and a certain head configu-
ration, was represented as motion-oriented form–joint values for the whole
arm-chain in order to bring robot to the seen object. Additionally, a domain
randomization technique is applied on object parameters to generate a highly
varied dataset, aiming to bridge the domain gap between the model trained
on simulation and the real robots.

The next step is to extend the set of variables to be randomized to cover
also distortions arising from the robot’s cameras, the environmental back-
ground, the robot’s body dimensions, mass, etc. as in [OpenAI, 2018]. This
will allow an increase in the generalization of the trained model so as to adapt
on the physical robots better in real world. Furthermore, making the dataset
more balanced in terms of both visual input and tactile-based labels can also
improve the inference results of the trained network and hence the reaching
results in robots.

Moreover, given input images of objects to the multisensory DNN net-
work, the obtained output are a set of arm-chain configurations that can
bring robot’s arm to “collide” with the object at different positions of the
arm as well as various places on the object surface. In other words, if we
increase the resolution of the model inference–number of output configura-
tions, we can obtain an output as the approximate bounding condition of the
free C-space w.r.t to a seen object, which can be utilized in motion planning for
reaching and avoidance with algorithms like RRT* and/or PRM* [Karaman
and Frazzoli, 2011].

On the other hand, adding recurrent layers such as Long Short-term
Memory (LSTM) [Hochreiter and Schmidhuber, 1997], into the DNN model
will also help model the temporal information of collision events. Cor-
respondingly, data are collected not only at the colliding events but also
include frames before the events. This additional information of the collid-
ing direction would also be beneficial for training the model. Consequently,
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the inference output of the multisensory model is not only about “where”
the robot’s arm can move to in order to reach the object but also “when” the
collision might happen knowing the current configuration of the arm-chain
and velocity of the arm movement. This extension will benefit the movement
control of robots w.r.t dynamic obstacles.
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Part IV

Conclusions
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Chapter 8

Conclusion

8.1 Main contributions of this thesis

This thesis work presents two main contributions: (1) a hybrid robot control
system and (2) a sensorimotor learning framework. The former contribution
is composed of: the PPS layer representing a bio-inspired visuotactile spatial
perceptive system integrating human-centred vision with tactile sensing; a
multi-target reaching planner and a visuotactile multi-target reaching-with-
avoidance controller. The latter contribution utilizes the robot’s self motor
activities (i.e. motor babbling) to reconstruct the PPS representation, which
in turn can be employed to facilitate the robot’s action (e.g. reaching). On the
one hand, the hybrid control system (1) pursues the answer to the question of
the “forward” relationship between perception and actions, that is whether
perception developed in agents can ease and comfort their interaction with
the environment. On the other hand, the study of the sensorimotor learn-
ing (2) attempts to give an answer to the “inverse” problem about actions
helping perception, that is whether multisensory perception can be formed
through agents’ interaction in the environment. It is worth noting that the
two representations of PPS used in (1) and (2) are significantly different: The
former is a model-based representation, whereas the latter is a model-free
representation.

Throughout the three chapters of Part II, the functionality of a complete
adaptive control system is built up incrementally so that it can provide a
humanoid robot, the iCub, with the flexibility and adaptability to cooperate
with humans in a cluttered environment. This is inspired by findings about
the influences of PPS on humans and primate motor activities, e.g. [Brozzoli
et al., 2010, Lourenco et al., 2011, Teneggi et al., 2013, de Haan et al., 2014,
Cléry et al., 2015, de Haan et al., 2016].

First, in Chapter 3, a collection of distributed receptive fields surround-
ing the robot’s body parts (i.e. hand and forearm) were constructed with
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modulation capability with respect to the identity of a visual stimulus (e.g.
dangerous vs. neutral objects). This modulated perception layer was able
to produce adaptive behaviour of reaching-with-avoidance motions of the
robot (e.g. more or less responsive) through a novel visual reactive controller,
corresponding to different approaching body parts of a human partner, per-
ceived through a real-time visual based human pose tracking system. This
compact framework, from vision to action, proves its efficiency in the pre-
impact phase of pHRI, where a robot’s safe action depends deeply on its
ability to assess the situation in order to anticipate successfully. This was
enabled by the collision prediction as provided by the PPS layer.

Next, in Chapter 4, the pHRI framework was extended in both its percep-
tion and action capabilities so that the robot can perceive physical contacts on
its body parts and react accordingly while preserving its original intention.
This was achieved by embedding the tactile perception (with artificial skin
taxels) into the framework of human-centred visual perception (constructed
on top of the human pose tracking system), and accumulating perceived mul-
tisensory information into common knowledge in the form of symbolic based
memory. The interaction of the new functionality can transfer to adaptive
motor movements of the robot through the visuotactile reactive controller,
which was developed from the above-mentioned visual controller. As a re-
sult, this novel framework not only allows the robot to handle both phases of
pHRI, namely the pre- and post-collision phases, but also comforts its social
interaction with the human partners, in which common knowledge shared
among agents fundamentally supports higher social skills.

Additionally, Chapter 5 provided the HRI framework with a motion plan-
ner to cope with the global requirement of motion tasks, namely solving for
a motion trajectory that safely brings the robot safely from an initial to a goal
pose while taking into account objects with slow dynamics in the environ-
ment. This complements the available reactive behaviours that are aimed
to respond to highly dynamic objects. The extension on the same reactive
controller allows the robot to harmonically satisfy both global multi-target
reaching tasks and local visuotactile avoidance tasks simultaneously.

In various experiments in both simulation and the real world (see Sec-
tion 3.3, 4.3, 5.3 ), the hybrid control framework efficiently facilitates robots’
interactions in cluttered environments shared with humans. Finally, the
framework can also be employed as a tool for studies on behavioural PPS.

The two chapters of Part III introduced a novel PPS model integrating
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multisensory information from stereo-vision, distributed skin and proprio-
ception by utilizing DNNs, whose ultimate goal is to seamlessly substitute
for the hand-crafted PPS representation in the HRI architecture. The main
purpose of the alternative model was to overcome the limitations of the avail-
able implementation–in particular, the use of a CAD model of the robot as
well as visual tracker to build the representation–leveraging on the action-
based learning procedure. The underlying motivation stems from the de-
velopment of newborns’ sensorimotor skills [Bushnell, 1985, Bushnell and
Boudreau, 1993, Cangelosi and Schlesinger, 2014] and the adaptation of PPS
during motor activities of agents [Làdavas and Serino, 2008, Serino et al.,
2015a].

In Chapter 6, therefore, a DNN model was proposed in order to learn
the direct map between visual and proprioceptive (motor) spaces. Notably,
the learning procedure was conducted through motor babbling (i.e. sponta-
neous movements of robot’s arm and head without any complicated motor
controller) in a simulated environment, where the task of obtaining a large
dataset with precise ground truth is readily available. Consequently, the
DNN model allows the robot to infer its own arm configuration whenever
it sees that arm. This visuomotor integration ability is suggested to appear in
infants during their onset of reaching [Bushnell, 1985]. Moreover, the learned
model can then be transferred from simulation to the real world with a pro-
posed domain adaptation framework utilizing an image-to-image translation
method, CycleGAN [Zhu et al., 2017].

Chapter 7 further extended the visuomotor mapping DNN model to em-
bed the tactile signals from the robot’s skin. The model was also trained with
datasets generated through the robot’s motor babbling and physical interac-
tion (i.e. touching at different tactile skin parts on its body) with a variety
of random generated objects in a simulated environment. Accordingly, the
robot learnt to reason about the corresponding motor actions needed in order
to bring its arm into contact with an object in sight. Since physical contacts
between an object and the robot’s arm can take place at different relative posi-
tions of that object, all inferred configurations as outcomes of the visuotactile
DNN model are the boundaries of the object’s configuration with respect to
the robot’s arm-chain and can be utilized for a C-space motion planner. The
domain randomization technique [Tobin et al., 2017, James et al., 2017, Ope-
nAI, 2018] of generating widely variable datasets (i.e. random actions, ran-
dom objects with various parameters) was exploited in this chapter with the
ultimate purpose of enabling generalization of the trained model in reality.
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8.2 Main limitations

It is important to point out that, despite all these efforts, this work contains
some limitations and downsides. While reported to exist separately for hu-
man body parts like arms, head and trunk [Cléry et al., 2015], the implemen-
tation of the PPS models (in both model-based and learning-based cases) in
this thesis only focuses on the robot’s arm (including the hands). This means
that the interrelations between different sub-PPS representations, e.g. the
merging or separating interaction of a head’s PPS and an arm’s PPS, during
movements of body parts [Cléry et al., 2015] are not examined in this thesis.

Moreover, the movements of objects, i.e. velocities and approaching or
receding directions, apparently affect the modulation of the PPS represen-
tation, and hence the adaptive responses of robots. Currently, neither the
hand-crafted and learning PPS models in this thesis do not consider these
factors in their implementations.

In Part III, the learning algorithms for DNN models employ a batch-based
approach, in which the datasets generated by the robot’s movements takes
place separately from the learning and the deployment phases. This is due
to the fact that the constructed DNN models contain a huge amount of pa-
rameters (which are necessary in order to approximate the non-linear rela-
tionships between various sensory information), hence they require a large
amount of training samples to prevent over-fitting and allow generalization.
In addition, the learning phase is conducted offline in different trials for tun-
ing hyper-parameters and choosing the best performing trained model for
deployment. Apparently, the requirement of big datasets and the lack of
capability to learn online are the limitations of the proposed learning ap-
proaches.

8.3 Direction for future work

One of the possible directions of improvement would be being able to ac-
count for the movement of dynamic objects during interaction; in other
words, to consider the temporal information of contacts between the robot’s
arm and the objects in environment during interactions. The goal is to
provide multi-sensory representation with the capability of predicting the
probability of possible physical collisions in terms of time given the current
sensory state (including the configuration of the arm). This can be achieved
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by extending the DNN model in Chapter 7 with additional layers of recurrent
neurons like LSTM [Hochreiter and Schmidhuber, 1997].

In humans, the development and learning process of a certain skill
does not start from scratch but continuously and incrementally accumulates
through stages, where outcomes of the initial stages are fundamental for the
following stages [Bushnell and Boudreau, 1993, Cangelosi and Schlesinger,
2014]. This observation motivates a general learning approach utilizing
batch-based learning to build up the fundamentals for the successive life-
long and continual learning, e.g. [Kirkpatrick et al., 2017, Nguyen V. et al.,
2018].

Such a suggestive learning-based PPS model, which is able to model the
spatial and temporal information of interactions and is able to adapt online,
can then be integrated seamlessly into the robot control framework as built
in Part II of this thesis. Consequently, a learnable and adaptable PPS-based
control framework can not only play a role in behavioural studies on PPS, but
can also provide interesting feedback in respect to the neuroscience findings.
Moreover, expanding the human-centred visual perception of the framework
with facial-based emotion recognition, e.g. [Benitez-Quiroz et al., 2016], or
action-based intentional recognition, e.g. [Simonyan and Zisserman, 2015],
helps to improve robots’ capability for social interaction. Concurrently, we
also have a tool to validate the suggestion in the literature about the influence
of emotion and social context on the PPS representation [Cléry et al., 2015].

Another future research direction is to extend the multisensory DNN
models by, for example, adding the Dropout activation layers [Gal and
Ghahramani, 2016b,a] as suggested in [Sünderhauf et al., 2018], so that the
DNN models can also reliably produce the predictions as long as their un-
certainties as output. Usually, DNN output contains only prediction or
classification results. This allows the output of the DNNs to be treated like
the output of other sensors and thus to be fused together or accumulated
over time using the well-known Bayesian techniques. A possible example
is to fuse the visuomotor mapping network (cf. Chapter 6) with the real
measurements of the robot’s arm and visuotactile network (cf. Chapter 7)
and with the tactile measurements from skin whilst controlling the robot’s
arm to reach an object.

For robotics, it is feasible to define a certain motor control task as a learn-
ing problem, where a specific dataset with respect to the task can be col-
lected to train an end-to-end learning model to map the input, i.e. sensory
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information, and the output, i.e. motor commands, so that robots can ulti-
mately conduct the task successfully. It is striking, however, that many of
these tasks share similar input and even sensory representation, e.g. reach-
ing vs. grasping, balancing vs. walking. Collecting or generating that data
(through robots’ actions) necessary for some tasks is much easier than for
other tasks, however, and hence collecting the labelled data for learning. In
this regard, these are situations where different machine learning techniques
like transfer learning, multitask learning and domain adaptation may play a
vital role in constructing a robust learning solution. Notably, these learning
techniques are achievable by learning the representation that contains use-
ful “shareable” features in the different settings or tasks, corresponding to
underlying factors that appear in more than one setting [Goodfellow et al.,
2016]. This idea can be applied on learning in robotics in such a way that sen-
sory representation is learned beforehand so as to become an input feature to
speed up and improve the efficiency (in terms of data) of action policy learn-
ing (e.g. in Reinforcement learning technique), or to ease the task of learning
different motor skills through transfer learning. It is worth noting that learn-
ing from very few labels is a provable capability in humans and animals.

Final words

I believe that in order to create adaptive behaviours for intelligent systems,
it is beneficial to exploit a hybrid approach, not only in terms of the control
architecture, i.e. combining the deliberation and the reaction, as I chose for
my control system (cf. Part II), but also in terms of the modelling approach
(model-based vs. model-free). In particular, this is more vital in the case
of robotics system, where every robots’ motor activity is the combination of
results from many different functional components both in hardware and
software. The contribution of knowledge about the properties of a system is
not necessarily in the form of an analytical-based computing module, how-
ever, but can lie in defining the hypothesis space for the model learning or
designing the data collection experiments. Without knowledge of the prob-
lem space to solve, no learning algorithm works better than random guesses.
This is the main idea of the no free lunch theorem [Wolpert, 1996] and until
the point where we can find a very “general” learning approach, this theorem
is still valid. Moreover, no such end-to-end learning algorithm can replace all
components of a robotics system. It is important to state this in order to em-
phasise that we should consider the learning approach as a tool to simplify
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the solution for our problem. At the end, it is not magic.
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Appendix A

Mathematics implementation of
reaching-with-avoidance controller

The controller is constructed as a constraint minimization problem as fol-
lows:

min f (q̇)

s.t.

 gL ≤ g(q̇) ≤ gU

q̇L ≤ q̇ ≤ q̇U

(A.1)

where f (q̇), g(q̇) are objective function and constraints, respectively, in term
of the joint velocities vector q̇ of the robot manipulator. In details, the objec-
tive function is defined as follows:

f (q̇) = ‖eO‖2 (A.2)

where eO denotes the orientation error between the end-effector’s desired
pose, xd, and computed pose, xe. Similarly, one of the constraint is expressed
in term of the position error eP as follows:

g(q̇) = ‖eP‖2 (A.3)

Other constraints are defined to avoid the self-collision between the manip-
ulator and the robot’s body. The choice of f and g aims to force the po-
sition reaching task in higher priority than the orientation reaching task as
discussed in [Pattacini et al., 2010].

In order to solve the optimization problem, it is necessary to obtain the
gradient of the objective function, ∇ f , and the constraint, ∇g, by differenti-
ating them w.r.t time:
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∇ f = d
dte

2
O = 2eO · d

dteO = 2eO · ėO

∇g = d
dte

2
P = 2eP · d

dt eP = 2eP · ėP

(A.4)

At a moment of time t, given the desired pose (i.e. position and orienta-
tion) of the end-effector, xd, and the current joint measurement, q, it is pos-
sible to obtain all necessary information for the optimization problem. The
computation will be explained in the following text.

The position error can be computed from the desired position, pd, and the
current end-effector position, pe, as follows:

eP = pd − pe(q)

= pd −
[
p0 + TSJP(q)q̇

] (A.5)

The time derivative of the position error is:

ėP = ṗd − ṗe

= ṗd − JP(q)q̇
(A.6)

On the other hand, the expression of orientation error depends on the
representation of the end-effector orientation [Siciliano et al., 2009], i.e. Euler
angles, angle/axis, and unit quaternion. In the following text, the orientation
error w.r.t angle/axis (available in iCub) will be analyzed in details.

Let r = [rx ry rz]> be a unit vector of a rotation axis w.r.t the O-xyz
FoR. Given a rotation matrix R(θ, r), expressed by:

R(θ, r) =

r11 r12 r13

r21 r22 r23

r31 r32 r33

 (A.7)

the rotation angle θ and the rotation axis r can be computed as:

θ = cos−1 r11 + r22 + r33− 1
2

r =
1

2 sin θ

r32 − r23

r13 − r31

r21 − r12

 (A.8)

Let Rd = [nd sd ad] and Re = [ne se ae] denote the desired rotation
matrix of the end-effector frame and the current rotation matrix (computed
from the current joint variables), respectively. The orientation error between
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the 2 frames can be written as:

eO = r sin θ (A.9)

where r and θ can be deducted from the rotation matrix (as in Eq.(A.8))

R(θ, r) = RdR>e (q) (A.10)

describing the rotation needed to align Re with Rd. For sake of simplicity, the
variable q in Re is omitted. Expanding the term in the right side yields:

R(θ, r) =
[
nd sd ad

] ne

se

ae

 =

nx
d sx

d ax
d

ny
d sy

d ay
d

nz
d sz

d az
d


nx

e ny
e nz

e

sx
e sy

e sz
e

az
e ay

e az
e



=

nx
dnx

e + sx
dsx

e + ax
dax

e nx
dny

e + sx
dsy

e + ax
day

e nx
dnz

e + sx
dsz

e + ax
daz

e

ny
dnx

e + sy
dsx

e + ay
dax

e ny
dny

e + sy
dsy

e + ay
day

e ny
dnz

e + sy
dsz

e + ay
daz

e

nz
dnx

e + sz
dsx

e + az
dax

e nz
dny

e + sz
dsy

e + az
day

e nz
dnz

e + sz
dsz

e + az
daz

e


(A.11)

Then the first term of r in Eq.(A.8) is equivalent to:

rx sin θ =
1
2

[
(nz

dny
e − ny

dnz
e) + (sz

dsy
e − sy

dsz
e) + (az

day
e − ay

daz
e)
]

=
1
2

[
(ne × nd)x + (se × sd)x + (ae × ad)x

] (A.12)

Similarly for the second and third term of r:

ry sin θ =
1
2

[
(ne × nd)y + (se × sd)y + (ae × ad)y

]
rz sin θ =

1
2

[
(ne × nd)z + (se × sd)z + (ae × ad)z

] (A.13)

Combining the three above terms of r yields:

eO =
1
2

(
ne × nd + se × sd + ae × ad

)
(A.14)
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Taking the time derivative of the first term gives:

d
dt

(
ne × nd

)
= ṅe × nd + ne × ṅd

= −S(nd)ṅe + S(ne)ṅd

= −S(nd)
(
−ωe × ne

)
+−S(ne)

(
−ωd × nd

)
= S(nd)S(ne)ωe − S(ne)S(nd)ωd

(A.15)

where S is a skew-symmetric matrix with following properties:

S(t) = Ṙ(t)R>(t)

Ṙ(t) = S(t)R(t)

ω(t)×R(t) = S
(
ω(t)

)
R(t)

S(t) = S
(
ω(t)

) (A.16)

with R = R(t) denoting time-varying rotation matrix; ω(t) denoting the
angular velocity of frame R(t) w.r.t the reference frame at time t

Similar procedure can be applied to the 2 other terms in Eq.(A.14) and
yields:

d
dt

(
se × sd

)
= S(sd)S(se)ωe − S(se)S(sd)ωd

d
dt

(
ae × ad

)
= S(ad)S(ae)ωe − S(ae)S(ad)ωd

(A.17)

Combining the above computations provides the time derivative of the
orientation error as:

ėO =− 1
2

(
S(ne)S(nd) + S(se)S(sd) + S(ae)S(ad)

)
ωd

+
1
2

(
S(nd)S(ne) + S(sd)S(se) + S(ad)S(ae)

)
ωe

=L>ωd − Lωe

(A.18)

with
L = −1

2

(
S(nd)S(ne) + S(sd)S(se) + S(ad)S(ae)

)
(A.19)

Combining Eq.(A.6) and Eq.(A.18) yields the computation of error deriva-
tive w.r.t time as:

ė =

[
ėP

ėO

]
=

[
ṗd − JP(q)q̇

L>ωd − LJO(q)q̇

]
=

[
ṗd

L>ωd

]
−
[

I 0
0 L

]
J(q)q̇ (A.20)
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Assuming that the chosen period is small enough to omit the movement
of the desired target, i.e. ṗd = 0 and ωd = 0, the derivative of error becomes:

ė = −
[

I 0
0 L

]
J(q)q̇ (A.21)

At this point, all components of the gradient term in Eq.(A.4) can be com-
puted with Eq.(A.21), (A.10) and (A.6).

More details and discussions of mathematical computation of robot kine-
matics can be found in [Siciliano et al., 2009, Chapter 3]
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Metta. Robotic homunculus: Learning of artificial skin representation in a
humanoid robot motivated by primary somatosensory cortex. IEEE Trans-
actions on Cognitive and Developmental Systems, 10(2):163–176, June 2018.
ISSN 2379-8920. doi: 10.1109/TCDS.2017.2649225.

John Hollerbach, Wisama Khalil, and Maxime Gautier. Model Identifica-
tion. In Bruno Siciliano and Oussama Khatib, editors, Springer Handbook
of Robotics, pages 321–344. 2008. ISBN 978-3-540-30301-5. URL https:

//doi.org/10.1007/978-3-540-30301-5_15.

Nicholas P. Holmes and Charles Spence. The body schema and multisensory
representation(s) of peripersonal space. Cognitive Processing, 5(2):94–105,
June 2004. ISSN 1612-4782, 1612-4790. doi: 10.1007/s10339-004-0013-3.
URL http://link.springer.com/10.1007/s10339-004-0013-3.

Radu Horaud and Fadi Dornaika. Hand-Eye Calibration. International Journal
of Robotics Research, 14(3):195–210, 1995. doi: 10.1177/027836499501400301.
URL https://doi.org/10.1177/027836499501400301.

Kurt Hornik, Maxwell Stinchcombe, and Halbert White. Multilayer feedfor-
ward networks are universal approximators. Neural Networks, 2(5):359 –
366, 1989. ISSN 0893-6080. doi: https://doi.org/10.1016/0893-6080(89)
90020-8. URL http://www.sciencedirect.com/science/article/pii/

0893608089900208.

https://doi.org/10.1007/978-3-642-44964-2_9
https://doi.org/10.1007/978-3-642-44964-2_9
https://doi.org/10.1007/978-3-642-44964-2_9
http://ieeexplore.ieee.org/document/4640822/
http://dx.doi.org/10.1162/neco.1997.9.8.1735
http://dx.doi.org/10.1162/neco.1997.9.8.1735
https://doi.org/10.1007/978-3-540-30301-5_15
https://doi.org/10.1007/978-3-540-30301-5_15
http://link.springer.com/10.1007/s10339-004-0013-3
https://doi.org/10.1177/027836499501400301
http://www.sciencedirect.com/science/article/pii/0893608089900208
http://www.sciencedirect.com/science/article/pii/0893608089900208


176 BIBLIOGRAPHY

Jungsik Hwang, Jinhyung Kim, Ahmadreza Ahmadi, Minkyu Choi, and Jun
Tani. Predictive Coding-based Deep Dynamic Neural Network for Visuo-
motor Learning. In Joint IEEE International Conference on Development and
Learning and on Epigenetic Robotics, pages 132–139, 2017.

Eldar Insafutdinov, Leonid Pishchulin, Bjoern Andres, Mykhaylo Andriluka,
and Bernt Schiele. Deepercut: A deeper, stronger, and faster multi-
person pose estimation model. In European Conference on Computer Vision,
pages 34–50. Springer, 2016. URL http://link.springer.com/chapter/

10.1007/978-3-319-46466-4_3.

Stephen James, Andrew J. Davison, and Edward Johns. Transferring end-
to-end visuomotor control from simulation to real world for a multi-stage
task. In Annual Conference on Robot Learning, pages 334–343, 2017. URL
http://proceedings.mlr.press/v78/james17a.html.

Roland S Johansson, Göran Westling, Anders Bäckström, and J Randall
Flanagan. Eye–hand coordination in object manipulation. Journal of Neuro-
science, 21(17):6917–6932, 2001.

Sam Johnson and Mark Everingham. Clustered pose and nonlinear ap-
pearance models for human pose estimation. In Proceedings of the British
Machine Vision Conference, pages 12.1–12.11. BMVA Press, 2010. ISBN 1-
901725-40-5. doi:10.5244/C.24.12.

Jonathan Juett and Benjamin Kuipers. Learning to reach by building a rep-
resentation of peri-personal space. In 2016 IEEE-RAS 16th International
Conference on Humanoid Robots (Humanoids), pages 1141–1148. IEEE, 2016.
ISBN 978-1-5090-4718-5. doi: 10.1109/HUMANOIDS.2016.7803414. URL
http://ieeexplore.ieee.org/document/7803414/.

Jonathan Juett and Benjamin Kuipers. Learning to grasp by extending the
peri-personal space graph. In 2018 IEEE/RSJ International Conference on In-
telligent Robots and Systems, pages 8695–8700. IEEE, 2018.

Mohsen Kaboli and Gordon Cheng. Robust tactile descriptors for discrim-
inating objects from textural properties via artificial robotic skin. IEEE
Transactions on Robotics, 34(4):985–1003, Aug 2018. ISSN 1552-3098. doi:
10.1109/TRO.2018.2830364.

Daniel Kappler, Franziska Meier, Jan Issac, Jim Mainprice, Cristina Garcia Ci-
fuentes, Manuel Wüthrich, Vincent Berenz, Stefan Schaal, Nathan Ratliff,

http://link.springer.com/chapter/10.1007/978-3-319-46466-4_3
http://link.springer.com/chapter/10.1007/978-3-319-46466-4_3
http://proceedings.mlr.press/v78/james17a.html
http://ieeexplore.ieee.org/document/7803414/


BIBLIOGRAPHY 177

and Jeannette Bohg. Real-time perception meets reactive motion genera-
tion. IEEE Robotics and Automation Letters, 3(3):1864–1871, July 2018. URL
https://arxiv.org/abs/1703.03512.

Sertac Karaman and Emilio Frazzoli. Sampling-based algorithms for optimal
motion planning. The International Journal of Robotics Research, 30(7):846–
894, 2011.

Lydia E. Kavraki and Steven M. LaValle. Motion Planning, pages 109–131.
Springer Berlin Heidelberg, Berlin, Heidelberg, 2008. ISBN 978-3-540-
30301-5. doi: 10.1007/978-3-540-30301-5_6. URL https://doi.org/10.

1007/978-3-540-30301-5_6.

Hassan K. Khalil. Nonlinear Systems. Pearson Education. Prentice Hall,
2002. ISBN 9780130673893. URL https://books.google.it/books?id=

t_d1QgAACAAJ.

Oussama Khatib. Real-Time Obstacle Avoidance for Manipulators and Mo-
bile Robots. In Ingemar J. Cox and Gordon T. Wilfong, editors, Au-
tonomous Robot Vehicles, pages 396–404. Springer New York, New York,
NY, 1990. ISBN 978-1-4613-8997-2. URL https://doi.org/10.1007/

978-1-4613-8997-2_29. DOI: 10.1007/978-1-4613-8997-2_29.

Junggon Kim, Kunihiro Iwamoto, James J. Kuffner, Yasuhiro Ota, and
Nancy S. Pollard. Physically based grasp quality evaluation under pose
uncertainty. IEEE Transactions on Robotics, 29(6):1424–1439, Dec 2013. ISSN
1552-3098. doi: 10.1109/TRO.2013.2273846.

Wansoo Kim, Jinoh Lee, Luka Peternel, Nikos Tsagarakis, and Arash
Ajoudani. Anticipatory robot assistance for the prevention of human static
joint overloading in human-robot collaboration. IEEE Robotics and Automa-
tion Letters, 3(1):68–75, 2018. doi: 10.1109/LRA.2017.2729666.

Diederik P. Kingma and Jimmy Ba. Adam: A Method for Stochastic Opti-
mization. In International Conference on Learning Representations, 2015.

James Kirkpatrick, Razvan Pascanu, Neil Rabinowitz, Joel Veness, Guillaume
Desjardins, Andrei A. Rusu, Kieran Milan, John Quan, Tiago Ramalho,
Agnieszka Grabska-Barwinska, Demis Hassabis, Claudia Clopath, Dhar-
shan Kumaran, and Raia Hadsell. Overcoming catastrophic forgetting in
neural networks. Proceedings of the National Academy of Sciences, 114(13):

https://arxiv.org/abs/1703.03512
https://doi.org/10.1007/978-3-540-30301-5_6
https://doi.org/10.1007/978-3-540-30301-5_6
https://books.google.it/books?id=t_d1QgAACAAJ
https://books.google.it/books?id=t_d1QgAACAAJ
https://doi.org/10.1007/978-1-4613-8997-2_29
https://doi.org/10.1007/978-1-4613-8997-2_29


178 BIBLIOGRAPHY

3521–3526, 2017. ISSN 0027-8424. doi: 10.1073/pnas.1611835114. URL
https://www.pnas.org/content/114/13/3521.

Jens Kober, J. Andrew Bagnell, and Jan Peters. Reinforcement learning in
robotics: A survey. The International Journal of Robotics Research, 32(11):
1238–1274, 2013. doi: 10.1177/0278364913495721. URL https://doi.org/

10.1177/0278364913495721.

Teuvo Kohonen. Self-organized formation of topologically correct feature
maps. Biological Cybernetics, 43(1):59–69, 1982. ISSN 1432-0770. doi: 10.
1007/BF00337288. URL https://doi.org/10.1007/BF00337288.

David Kortenkamp and Reid Simmons. Robotic systems architectures and
programming. In Bruno Siciliano and Oussama Khatib, editors, Springer
Handbook of Robotics, pages 187–206. Springer Berlin Heidelberg, 2008.
ISBN 978-3-540-30301-5. doi: 10.1007/978-3-540-30301-5_9. URL https:

//doi.org/10.1007/978-3-540-30301-5_9.

Alex Krizhevsky, Ilya Sutskever, and Geoffrey E Hinton. Imagenet classi-
fication with deep convolutional neural networks. In Advances in neural
information processing systems, pages 1097–1105, 2012.

Stephane Lallee and Paul F.M.J. Verschure. How? Why? What? Where?
When? Who? Grounding ontology in the actions of a situated social agent.
Robotics, 4:169–193, 2015. ISSN 2218-6581. doi: 10.3390/robotics4020169.
URL http://www.mdpi.com/2218-6581/4/2/169.

Pablo Lanillos and Gordon Cheng. Adaptive robot body learning and estima-
tion through predictive coding. In 2018 IEEE/RSJ International Conference on
Intelligent Robots and Systems, pages 4083–4090. IEEE, 2018.

Pablo Lanillos, Emmanuel Dean-Leon, and Gordon Cheng. Yielding self-
perception in robots through sensorimotor contingencies. IEEE Trans-
actions on Cognitive and Developmental Systems, 9(2):100–112, 2017. ISSN
2379-8920, 2379-8939. doi: 10.1109/TCDS.2016.2627820. URL http://

ieeexplore.ieee.org/document/7740933/.

Steven M. LaValle. Planning Algorithms. Cambridge University Press, 2006.
URL http://planning.cs.uiuc.edu/.

Séverin Lemaignan, Mathieu Warnier, E. Akin Sisbot, Aurélie Clodic, and
Rachid Alami. Artificial cognition for social human–robot interaction: An

https://www.pnas.org/content/114/13/3521
https://doi.org/10.1177/0278364913495721
https://doi.org/10.1177/0278364913495721
https://doi.org/10.1007/BF00337288
https://doi.org/10.1007/978-3-540-30301-5_9
https://doi.org/10.1007/978-3-540-30301-5_9
http://www.mdpi.com/2218-6581/4/2/169
http://ieeexplore.ieee.org/document/7740933/
http://ieeexplore.ieee.org/document/7740933/
http://planning.cs.uiuc.edu/


BIBLIOGRAPHY 179

implementation. Artificial Intelligence, 247:45–69, 2017. ISSN 00043702.
doi: 10.1016/j.artint.2016.07.002. URL http://linkinghub.elsevier.com/

retrieve/pii/S0004370216300790.

Stella F. Lourenco, Matthew R. Longo, and Thanujeni Pathman. Near
space and its relation to claustrophobic fear. Cognition, 119(3):448 –
453, 2011. ISSN 0010-0277. doi: https://doi.org/10.1016/j.cognition.
2011.02.009. URL http://www.sciencedirect.com/science/article/

pii/S0010027711000692.

Tomas Lozano-Perez. Spatial planning: A configuration space approach.
IEEE transactions on computers, 100(2):108–120, 1983. URL http://

ieeexplore.ieee.org/xpls/abs_all.jsp?arnumber=1676196.

Elisabetta Làdavas and Andrea Serino. Action-dependent plasticity in
peripersonal space representations. Cognitive Neuropsychology, 25(7-8):
1099–1113, December 2008. ISSN 0264-3294, 1464-0627. doi: 10.
1080/02643290802359113. URL http://www.tandfonline.com/doi/abs/

10.1080/02643290802359113.

Wei Ji Ma, Jeffrey M Beck, Peter E Latham, and Alexandre Pouget. Bayesian
inference with probabilistic population codes. Nature Neuroscience, 9:1432,
2006. URL http://dx.doi.org/10.1038/nn1790.

Andrew L. Maas, Awni Y. Hannun, and Andrew Y. Ng. Rectifier nonlineari-
ties improve neural network acoustic models. In in ICML Workshop on Deep
Learning for Audio, Speech and Language Processing, 2013.

Vito Magnanimo, Steffen Walther, Luigi Tecchia, Ciro Natale, and Tim Guhl.
Safeguarding a mobile manipulator using dynamic safety fields. In Intel-
ligent Robots and Systems (IROS), 2016 IEEE/RSJ International Conference on,
pages 2972–2977. IEEE, 2016.

Elisa Magosso, Mauro Ursino, Giuseppe di Pellegrino, Elisabetta Làdavas,
and Andrea Serino. Neural bases of peri-hand space plasticity through
tool-use: Insights from a combined computational–experimental ap-
proach. Neuropsychologia, 48(3):812–830, 2010a.

Elisa Magosso, Melissa Zavaglia, Andrea Serino, Giuseppe Di Pellegrino,
and Mauro Ursino. Visuotactile representation of peripersonal space: a
neural network study. Neural computation, 22(1):190–243, 2010b. URL http:

//www.mitpressjournals.org/doi/abs/10.1162/neco.2009.01-08-694.

http://linkinghub.elsevier.com/retrieve/pii/S0004370216300790
http://linkinghub.elsevier.com/retrieve/pii/S0004370216300790
http://www.sciencedirect.com/science/article/pii/S0010027711000692
http://www.sciencedirect.com/science/article/pii/S0010027711000692
http://ieeexplore.ieee.org/xpls/abs_all.jsp?arnumber=1676196
http://ieeexplore.ieee.org/xpls/abs_all.jsp?arnumber=1676196
http://www.tandfonline.com/doi/abs/10.1080/02643290802359113
http://www.tandfonline.com/doi/abs/10.1080/02643290802359113
http://dx.doi.org/10.1038/nn1790
http://www.mitpressjournals.org/doi/abs/10.1162/neco.2009.01-08-694
http://www.mitpressjournals.org/doi/abs/10.1162/neco.2009.01-08-694


180 BIBLIOGRAPHY

Jim Mainprice, Emrah Akin Sisbot, Léonard Jaillet, Juan Cortés, Rachid
Alami, and Thierry Siméon. Planning human-aware motions using a
sampling-based costmap planner. In IEEE International Conference on
Robotics and Automation, pages 5012–5017, 2011. doi: 10.1109/ICRA.2011.
5980048.

Perla Maiolino, Marco Maggiali, Giorgio Cannata, Giorgio Metta, and
Lorenzo Natale. A flexible and robust large scale capacitive tactile system
for robots. Sensors Journal, IEEE, 13(10):3910–3917, 2013.
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