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Abstract

For a long time, robots were assigned to repetitive tasks such as industrial chains, where
social skills played a secondary role. However, as next-generation robots are designed to
interact and collaborate with humans, it becomes evermore important to endow them with
social competencies.
Humans use several explicit and implicit cues, like gaze, facial expression, and gestures
to communicate. To understand and acquire these skills, social interaction during infancy
plays a crucial role. Babies already at birth show social skills and continue to learn and
develop them during all childhood. As robots will interact more frequently with us, with the
goal of becoming our social companions helping us in different tasks, they should also learn
these abilities. Deep learning algorithms have reached state-of-the-art results in different
tasks, from objects recognition/detection to speech recognition. They demonstrated to be
powerful tools to address complex problems, being valid candidates to make robots learn
social skills. However, most of the achievements were reached using a supervised-learning
approach, where large annotated datasets are available. This requires human supervision in
both collecting and annotating the data, which in robotic applications can be problematic.
Indeed, those networks, when applied in robots, can suffer from a drop of performance and
need to be fine-tuned. Consequently, the annotation process has to be repeated to deal with
the inherent dynamicity of robots, which is time consuming and limits the autonomy of
robots in their learning.
Robots, being embodied, have access to a continuous stream of data thanks to their
different sensors. Thus, instead of relying on human supervision to annotate their data,
they should learn in a self-supervised way, similarly to babies in their early development.
Advancements in neuroscience and psychology give some insights on how babies learn and
develop social skills. For example, attentional mechanisms and multi-modal experience play
an important role to guide the learning in the earliest years of life. Moreover, the development
of their social skills follows specific stages. For example, very early they learn to detect faces
as it is an important vector of information to further develop joint-attention mechanism or

vi
emotion recognition.
The works presented in this thesis investigate how to integrate Deep Learning and
human early developmental strategies to enable robots to learn autonomously from their
sensory experience. More specifically, we designed computational architectures tested on the
iCub humanoid robot in ecological and natural interaction experiments where participants’
behaviors were not fully controlled. Indeed, in the past several studies have investigated selfsupervised learning approaches to develop autonomous robots, but usually the interaction was
strongly constrained, often making it not representative of real world scenarios. The novelty
of this thesis relied also on the integration of the facilitation mechanisms used by babies,
such as attention and cross-modal learning with Deep learning, to propose self-supervised
frameworks. We focused on perception abilities that are important to develop social skills,
such as face detection, voice localisation or people identification, to test our framework. Our
results demonstrated the effectiveness of the approach: using our proposed framework iCub
could collect different datasets without the need of human annotations. Those datasets were
used to train Deep Learning networks for faces, objects detection, sound localisation and
person recognition to make the robot generalize from its experience. While the performances
do not compare to state-of-the-art networks, these are promising results because they represent
a proof of concept of the feasibility of the adoption of developmentally inspired mechanisms,
to guide the learning in pro-active way in robots. The different architectures proposed in this
thesis represent a novel contribution to the development of robots capable of autonomously
and efficiently learn from their sensory experience in ecological interactions. To conclude,
our approach is a step forward toward autonomous robots that can learn directly from their
experience in a self-supervised way.
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Chapter 1
Introduction
"Don’t think of robots as replacements
for humans – think of them as things
that will help make us better at tackling
many of the problems we face."
Eoin Treacy

1.1

Motivations

The appearance of computers in the 50s gave the start to the quest for artificial intelligence,
with the ultimate goal of reproducing human cognitive abilities on machines. More than 60
years after the first computers many advancements have been made. We now have computers
and algorithms capable of competing with human abilities in tasks like object recognition or
speech recognition, and robots capable of dancing and doing complex movements. These
successes lead to many applications and tools that facilitate our daily life, such as for
example, smartphones. Starting from all the accomplishments made in artificial intelligence
and robotics, the next challenge is to design artificial agents that can naturally interact with
us and learn autonomously.
Robots are exiting the production line to become social partners that can assist us and
help in our everyday life. To design such robots there is the need to understand human social
skills and how to port them in robots to make them interact with us naturally, i.e. building
social intelligence. To do so they should be able to recognize us and understand our social
codes. They should be able to adapt their actions according to the person they have in front
and continuously learn from us, as humans do. In the last decades, the revolution of artificial
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intelligence and more particularly deep learning algorithms made possible to learn complex
tasks that can facilitate learning these social skills. However, the success of these algorithms
depends on the data they are trained on and usually, these data are collected and annotated by
humans. This limits the autonomy and the adaptability of robots in their learning process.
Moreover, another limitation of using those static hand-made datasets is the inherent bias
they introduce. Recently, several works point out these biases in benchmark datasets. For
example, face recognition datasets over-represent the Caucasian population impacting the
recognition performances for other populations. Another example which illustrates those
biases can be found in language models. Bender and her colleagues explain that many of the
corpuses of text available to researchers — from, for example, Reddit and entertainment news
sites — contain incorrect information and are highly biased in the way they represent the
world [93]. In particular, white males in their twenties are over-represented in these corpuses
and this bias can sometimes have a catastrophic effect. This has for instance happened with
the Microsoft chatbot Tay: Microsoft had to shut it down as the chatbot began to be offensive
and racist. These examples show the limitations of the deep learning approach when trained
on static datasets. On the other hand, robots have the advantage to sense the reality of the
world and thus have access to unbiased data. Indeed, they should be able to make sense of
their experience autonomously, without relying on these manually annotated data and should
rather take advantage of their interactions with us, to learn from us as infants do in their first
years of life.
This thesis aims at proposing computational architectures that allow robots to learn
directly from their experience and their interaction with humans autonomously. The focus
is on developmental robotics: how to make robots learn in a self-supervised way by taking
inspiration from how infants learn in their first year of life. If we want robots to be our social
companions they need to build social skills that allow them to socially interact with us, such
as detecting a partner face or localising their voice.
In literature, several works addressed autonomous learning in robotics platform, however
they are usually tested either on simulation or controlled setup. That is why, in this thesis, I
developed and tested different architectures with the iCub robot in ecological scenarios to
close the gap with real world applications.
Following this idea, I first investigated how selective attention mechanisms and active
vision (e.g., stereo-vision, vergence) can be used to intrinsically guide learning of robots
during ecological interactions. To do so, I designed a cognitive architecture that I used to
address: (i) faces and objects detection, (ii) sound source localisation, (iii) person recognition.
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I choose these tasks as they are important milestones in the typical development of infants
and facilitate the acquisition of more complex social skills. For each of this task, I chose
experimental setups where participants’ behavior was not biased towards facilitating the
learning of the robot. Instead, it was the robot itself that needed to pro-actively learn
from its interactions with others in a self-supervised way. The achieved results show that,
using attention and stereo-vision, iCub pro-actively identified salient regularities of the
environments and was able to isolate them. On a first experiment, where participants played
a game with iCub, the proposed architecture allowed the collection of a faces and their spatial
locations in the image frame of reference. On a second experiment, using inhibition of return,
iCub autonomously explored a set of objects displayed in a table resulting in a datasets of
objects and their locations. I used those datasets to train state-of-the-art networks following
transfer learning approaches and demonstrated that they generalise to new data points in new
scenarios. I then investigated in a new experiment, how this new skills can be re-used to
address other cognitive tasks as it can happen in infants. I used the model for face detection to
develop a sound source localisation system using the spatial location of face as a supervisory
signal. Following self-supervised learning approach, I associated the audio signal of a talking
person interacting with the robot with the spatial location of its face in the robot reference
frame by extracting the fixation point from the detected face. The collected data were used
to train a deep network for sound source localisation which generalised to new acoustic
environments and auditory setup. Finally, I used those two models of faces detection and
sound source localisation in a final experiment to propose a unified cognitive architecture for
self-supervised person recognition learning using audio and visual information. I tested it in
a game-like interaction and showed that using the learnt models iCub was able to organize
its audio-visual data while interacting with people in an autonomous way. The collected data
were used to train a deep network for voice and face recognition and allowed the robot to
incrementally recognize new people.
The different results show the effectiveness and advantages of taking inspiration from
the early development of infants to incrementally build social abilities for robots. What is
novel in contrast to other works in autonomous learning is that I tested those approaches
in ecological experiments and use data-driven learning algorithms to enable iCub to build
autonomously its own representation of the world and of others and generalise from its
experience to new scenarios.

1.2 Research Questions

1.2
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Research Questions

Having framed the scope an motivation that drive this line of research, here we formulate the
main questions that motivated the works of this thesis.

RQ1. How can human-inspired attentional mechanisms be used to make robots pro-actively
learn from their sensory experience in ecological scenarios?
RQ2. How these attentional mechanisms can be used to structure robot’s experiences into
datasets following self-supervised learning approaches? Could these datasets can be
used to train deep network without human annotations?
RQ3. Reproducibility and generalisation of research are important and especially in robotics.
The software developed for robots need to be used in real world applications and be
robust. How the proposed frameworks can be reused to incrementally build a complex
cognitive architecture? How Deep Learning networks can facilitate this aspect?
To address RQ1 and RQ2 we designed a generic computational framework that we instantiate to tackle faces/objects detection, sound localisation and people recognition. For all
experiments we followed this methodology:
• Take inspiration from how infants learn a particular skill, and implement it on the
robot.
• Find state-of-the-art Deep Learning networks for the task and analyse the requirements
for training and inference.
• Test the developed architecture in a natural interaction scenario; train the Deep Learning
network on the collected data without human annotations and evaluate the results.
For RQ3 we took care of designing re-usable code, by using standard libraries and making
all the code and models available for the community. Furthermore, we tested on two
different iCubs all the developed algorithms to ensure the generalisation and robustness of
our architectures.

1.3

Thesis structure

This thesis is composed of 11 chapters. It begins with Chapter 2 providing a definition of
human cognition according to the enactive paradigm and the crucial aspects to develop it.
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Chapter 3, then, presents a literature review on the mechanisms used by children in their
development that facilitate their learning. Chapter 4 introduces the robotic platform iCub
used for the experiments and provides a quick overview of machine learning and how to use
it to perform self-supervised learning approach. Taking all together, Chapter 5 presents how
we took inspiration from the facilitation mechanisms that guide the development of infants to
design a base computational architecture to make iCub learn a self-representation of the world
and others. Chapter 7 describes how we used the base computational framework to allow
the autonomous learning of objects detection, by using transfer learning and bio-inspired
processes with the iCub robot. We extended the architecture in Chapter 8 to make iCub
learn to detect faces in an self-supervised way, using audiovisual attentional mechanisms.
Detecting faces is an important social skill as faces are the vector of important information,
e.g., who is speaking. For this reason we used our developed face detection algorithm to
guide the learning of a speaker localisation system Chapter 9. As it can happen in infants,
we use vision to calibrate the auditory space representation of the robot. The work is further
extended to propose the same mechanism with multiple speakers. Finally, in Chapter 10,
we used the basics perception abilities developed (i.e., face detection and sound localisation)
to address complex cognitive skills. We first present an architecture to address word-object
mapping by using a deep probabilistic network along with a deep network for object detection.
The second work focuses on a computational architecture to autonomously organizes the
robot’s sensory experience into a structured dataset suitable for human recognition. Chapter
11 concludes the thesis with a summary of what has been achieved, and provides future
directions for research starting from the achievements made during this thesis.

Part I
Background

Chapter 2
Human cognition
"Je pense, donc je suis."
Rene Descartes

Reproducing human cognitive abilities is a goal that researchers have struggled with for a
long time now. The complexity and the difficulty to study it renders this quest a very difficult
problem. This is true especially because in understanding cognition the object and the subject
to study are the same: we use our brain to understand how the brain works. Nowadays with
new introspection techniques and advancements of technologies, we are understanding a
little bit more of the functioning of the brain. In parallel, computer scientists achieved great
advancements in reproducing some of the human cognitive abilities. In this chapter, we
will explore what cognition is and focus on how it develops in human beings. Indeed, to
reproduce human cognitive abilities in an artificial system it is important to define what we
are trying to copy.

2.1

What is cognition?

For a long time, humans have been questioning the origins of our intelligence and thoughts.
Already in ancient Greece, Greek philosophers Plato and Aristotle had two diverging views of
the origin of human knowledge. Plato defended that human cognition was the result of innate
knowledge, whereas Aristotle believed more that we build this knowledge by observing the
world. This philosophical debate on the origins of intelligence continued for a long time,
leading to two diverging points of view on the nature of human cognition. One point of view,
empiricism, argues that human thought is created solely through the stimulation of our senses,
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which means all knowledge derives from experience. Conversely, the second point of view,
nativism, argues that we are born with innate knowledge which allows us to form language
and maintain a conscious experience. To address this initial debate a new scientific field
will emerge, devoted to studying cognition, leading to new theories of human intelligence:
cognitive science. Cognitive science is a relatively young field of research that groups several
disciplines including neuroscience, cognitive psychology, artificial intelligence among others.
The start of cognitive science has its origins in cybernetics in the early 1940s and was the
first attempt to formalize what was before more a psychological and philosophical treatment
of cognition. The goal of cybernetics was to understand the mechanism of cognition and
create a science of mind based on the use of mathematical systems to define the functioning
of the nervous system [126]. The seminal paper by Warren S. McCulloch and Walter Pitts
"A logical calculus immanent in nervous activity" marked the beginning of a new view on
cognition: cognitivism [76]. Cognitivism central idea is that intelligence in its general form
resembles a computer and it can be modelled as computations of symbolic representation.
The rise of computers and information theory and their success in addressing "intelligent
problems" comforted the idea to represent the brain as a machine that processes information
from the outside world. This view on cognition led to the creation of a new field, Artificial
intelligence, which focuses on the use of computer science, logic and mathematics to reproduce human intelligence. Alan Newell and Herbet Simon in their Turing Award lecture "
Computer Science as Empirical Enquiry: Symbol and Search" proposed that intelligence can
be defined as a physical-symbol system that solves problems by search, that is, generating
and manipulating these symbols until it produces a solution [86]. Many researchers tried to
design such a system following this idea, either by putting all the logical rules and human
knowledge into computers programs (Expert systems) or by creating programs that can learn
by them-selves. The latter prevailed today as the possible solution to reproduce and explain
intelligence, while expert systems failed, as it was impossible to explicitly represent all the
possible aspects of cognition as a set of logical rules. Neuroscience discoveries allow us
to better understand the brain and the way it encodes the information into simple units of
processing, that uniquely connect together giving rise to complex cognitive abilities. This
vision switched the view of cognition, from the manipulation of abstract symbols to more
basics elements that interact together to create the complexity. Artificial neural networks were
the first attempts to make this idea concrete and, as of today, they achieved great successes in
reproducing some aspects of human cognition, especially in perceptual-cognitive abilities
(face or speech recognition) [11].

2.2 The enactive paradigm

9

Finding a general description of Cognition is challenging, mainly because as we see it
means different things to different people. That is why it is important to define what we
intend when we talk about cognition and especially if we want to understand and replicate it
in artificial systems. As a starting point, we can use the preliminary definition proposed by
David Vernon [130]:
Cognition is the process by which an autonomous system perceives its environment,
learns from experience, anticipates the outcome of events, acts to pursue goals, and
adapts to changing circumstances.

Following this definition, cognition is used every day, all day long, from the moment we
wake up until the moment we go to sleep. We use it consciously when we plan our day,
ordering in the best way the different tasks that we will have to do, but also unconsciously,
for example, when we are driving or talking to someone. For all these simple tasks, our brain
needs to process a huge amount of information selecting only the useful details to achieve our
goals. Cognition entails the process by which our brain can elaborate the raw information to
reach our functional needs. We can divide these functional needs at several levels, as defined
by Epicure [104]. We have needs that we have to fulfil in order to maintain our integrity, such
as eating and drinking, without which we would die. However, we have also non-necessary
needs, which evolve with society, like finding a job or drive the car to the office. To achieve
all these goals cognition is at play. Cognition is complex and, rather than something we can
formally define, is more an emergent phenomenon that involves the interaction of several
components. As hard it is to define cognition in all the aforementioned examples there
were always common functional elements at play: perception, memory, learning, action and
autonomy [130]. So, a possible way to understand and replicate cognition is to focus on
these elements individually and integrate them together.

2.2

The enactive paradigm

We tried in 2.1 to give a definition of cognition and saw that it was not an easy task. Thus,
rather than asking what cognition is, it is easier to understand what is for and to focus on how
it develops in a physical system. To do so, we will focus on an important theory of cognition
first proposed by Varela [127]: Enaction. The central idea of enaction is that a cognitive
system develops its own understanding of the world around it through its interactions with
the environment. As defined by the authors when dealing with enactive systems there are
five central elements to consider:
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1. Autonomy
2. Embodiment
3. Emergence
4. Experience
5. Sense-making
Autonomy plays a central role in cognition: a cognitive system has to be always in a
viable state [32]. In other words, this means that a cognitive agent needs at any time to fulfil
its basic needs to maintain its integrity. For biological systems, that translates to meet the
needs of the body, such as eating, drinking and everything that ensures the survival of the
agent. This is an internal drive not governed by external agency and defines the system as an
independent entity outside the environment who needs to operate independently of it. In order
to achieve autonomy, the agent needs to be embodied in the world physically and interact
with it. Embodiment, as defined in the enactive framework, is a physically-active body
capable of moving in space, manipulating its environment, altering the state of the world,
and experiencing the physical forces associated with that manipulation [123]. According to
this view, embodiment is central to the development of cognition. If we consider the body
of a human and a fish, they will not have the same level of cognition, as their embodiment
differs in the way they can sense the world and in their needs to remain viable. The body
consequently is a central variable that defines the type of cognition and, to understand human
cognition and reproduce it, it would be necessary to have a system that can mimic the same
embodiment of the human body.

Figure 2.1 Maturana and Varela’s ideograms to denote structurally-determined autopoietic and organizationally-closed systems. The arrow circle denotes the autonomy, selforganization, and self-production of the system, the rippled line the environment, and the
bi-directional half-lines the mutual perturbation — structural coupling — between the two.
The third aspect of enaction, Emergence, refers to how cognition arises in a cognitive
system. Cognition, from the enaction point of view, is not a predefined behaviour, but derives
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from the interaction of the agent with the environment. The emergence of cognition is linked
to the experience of the cognitive system, the fourth element in enaction. Experience allows
the agent to learn, to keep a history of its interactions and actions within the environment
that are useful to maintain its autonomy. These interactions and actions between the system
and its environment are referred to as its ontogeny and differ for each agent according to
its experience. Experience also shapes the specific embodiment of an agent and structures
it through evolutionary processes known as the system phylogeny. The last element in the
enactive paradigm is sense-making which is the key element for enactive systems. This term
refers to the relationship between the knowledge encapsulated by a cognitive system and the
interactions which gave rise to it [129]. A cognitive system with its different perception and
action mechanisms can capture regularities, laws of its interactions with the environment,
i.e., its experience. Sense-making is the core idea in enaction, as a cognitive agent will make
sense of its experience developing more actions and rules to maintain its autonomy. This
is the core idea in enaction as proposed by Maturana and Varela and conceptualized in a
diagrammatic way (see Fig 2.1).

2.3

Cultural origins of human cognition

So far we saw what cognition is in its general form and, following the enaction paradigm,
which are the necessary elements to develop cognition in an agent. In the quest to understand
and reproduce human cognition in artificial systems, it is important to make a distinction
between human cognition and cognition of other species. A fish, for example, through the
evolutionary process is perfectly adapted to evolve in water and maintains itself and its
autonomy in such environment, but has limited cognitive capabilities. Organisms inherit their
environments and consequently shape their cognition. Humans beings are designed to work
in a social environment and interact and collaborate with other conspecifics. Recent findings
have demonstrated that already in the womb humans fetuses are learning social skills. For
example, they seem to be in the process of habituating to their mother’s voice [24] and, just a
few hours after birth, they look selectively at human faces over other visual stimuli [30]. Thus,
the development of human social skills starts already in the womb and follows on after birth.
Unlike other species, human neonates are extremely fragile, almost totally helpless creatures,
and seem to have very little cognitive competencies. They are unable to feed themselves, to
perform any motor action, like walking or sitting. Human babies depend on their caregivers
to develop and acquire their autonomy. However, in the last decades, with new experimental
methods, neuroscientists discovered that neonates are not so deprived of cognitive skills and
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have complex understandings of objects, other persons and themselves [20]. Neonates evolve
in a rich cultural environment and they need to understand others to take advantage of the
cognitive skills and knowledge that this social environment provides. This social environment
is what is generally called culture, and it is simply the species-typical and species-unique
"ontogenic niche" for human development [34]. Tomasello explored the importance and the
specificity of cultural learning in the development of human cognition [124]. He provided
pieces of evidence that this is actually what distinguishes us from other species and makes
the specificity of human cognition. The development of children highlights this cultural
learning. Before nine months infants show little social skills and their cognitive development
is more axed on building a representation of the world through their body. After nine months
of age, children are "equipped" to understand others as social agents and open to a new
world to learn from. They can access to all the practice and knowledge common to their
culture. This beginning of cultural learning has some surprising effects on how they learn
or interact with objects and how they communicate with others [124]. Human cognition as
proposed by Tomasello is then unique in the way we acquire our knowledge from our culture
and others. While our first months of life are similar to other species, where we acquire
an understanding of our own representation, in humans this is quickly replaced by cultural
learning. The cultural inheritance of human history opens a new source of knowledge and
emphasises the need to understand other members of this ontogenetic niche [124]. In fact, a
deficit in understanding others, for example in persons with autism spectrum disorder, has
consequences in their future ability to interact and collaborate with others.
With the goal of understanding human cognition, we saw that apart from the prerequisites
as defined by the enactive paradigm (see 2.2), the culture and the social environment play
an important role. So, if we want an artificial system with cognitive capabilities similar to
humans, that can interact with us, it is crucial to ensure that the system has basic cognitive
abilities to understand others, in order to learn from them, as it happens in children.

Chapter 3
Heritage of human evolution
"In the long history of humankind (and
animal kind, too) those who learned to
collaborate and improvise most
effectively have prevailed."
Charles Darwin

In the previous chapter, we tried to define cognition and what are the key elements to
develop it according to the enactive paradigm. We also highlighted the importance of cultural
learning in the development of human cognition, as proposed by Tomasello. We discussed
that our cognitive capabilities are strongly linked to our ability to learn and interact with
other conspecifics. Moreover, we saw that in infants the first phase of development is crucial
to build social skills to interact with others and also to build a self-representation of the world.
In this chapter, we will investigate some facilitation mechanisms used by infants to build
their own representations and social skills to effectively learn from others.

3.1

A body designed to learn

Our body is the result of million years of evolution [60], giving us a crucial advantage to
apprehend the world around us. For example, we are one of the few species designed for
bipedal walking, and our body changed to adapt to this new form of locomotion [128]. As
seen in the last chapter, in the enactive paradigm the embodiment is a key element to develop
cognition. Our body has been shaped by evolutionary processes to effectively interact with
our environment. Our hands with opposable thumb represent another example. They are one
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of the most distinctive traits of humankind and one of our main sources of interaction with
the environment, which give us a crucial advantage for manipulation and tools handling[141].
To effectively use tools we also have binocular vision, which allow us to perceive depth
[21] and is crucial to develop accurate hand-eye coordination. Similarly, the fact that we
have two ears is also an advantage to process auditory information for localising sound. The
combination of all these characteristics make us unique, ascribing to the embodiment an
important role in the development of human cognition.
With the goal of reproducing some aspects of human cognition, the specific embodiment
of humans needs to be taken into account as it plays an important role in how we perceive
and apprehend the world around us.

3.2

Attention

Although attention has been widely studied in cognitive science, neuroscience and psychology, there is no general definition of it. We use it every day without even noticing it. For
example, when watching a film, we are paying attention to the tv and our focus is on following
the story of the film. This focus, that is to specifically attend to a piece of information and
discard the surrounding elements is the core idea in attentional mechanisms. We will here
focus on two types of attention that help in the development of human intelligence: selective
visual attention and auditory attention.

3.2.1

Visual attention

One of the most popular metaphors for visual attention is that it is a spotlight that allows us
to selectively attend to particular parts of the visual environment. Selective visual attention is
a crucial aspect of human cognition, as it allows an agent to focus on the salient points in
a visual scene. Going back to the metaphor of the spotlight, it acts as a filter, highlighting
the important information and discarding non-essential details. Some stimuli are prioritized
processed more efficiently than others. These stimuli are called salient points. For example,
a bright stimulus will win over a dark one, a moving stimulus over a stationary one, a foveal
stimulus over a peripheral one, and so on. Posner proposed two attentional systems: a
goal-driven attention referred to as top-down or endogenous attention, and a stimulus-driven
attention referred to as bottom-up or exogenous attention, being driven by external events
in the environment [95]. These two systems play a central role in the development of
human cognition, especially in social development. For example, newborns have bottom-up
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attentional biases towards faces and this preference for faces puts the basis to build further
social skills like language development or joint attention [44]. So, how does selective visual
attention work? Itti and Koch’s proposed a computational model of selective visual attention
based on bottom-up flows of information, which are combined in a unique saliency map [53].
Treisman proposed a model for the creation of this saliency map based on features integration
process [102]. The bottom-up visual information is defined as different visual features such
as edges, intensity and chrominance. The combination of these low-level visual features is
integrated together into a saliency map. This saliency map is then used in a winner-takes-all
process to orient the focus of an agent towards salient points such as colourful objects,
geometric forms, or moving objects. Top-down mechanisms, on the other hand, help our
longer-term cognitive strategies, biasing attention and the bottom-up processes [19]. For
example, they focus on coloured spots if we are hungry, or toward sudden movements and
quadrupedal shapes if we fear a predator.

3.2.2

Auditory attention

Many studies of attention have focused on the visual modality, but relatively few investigate
another important attentional modality in the development of cognition: audition. Auditory
attention is an important mechanism used to focus on specific acoustic objects of interest in
the environment. A well-known example of auditory attention, the ‘cocktail party effect’,
illustrates perfectly how audio attention can facilitate our auditory experience. The cocktail
party effect refers to the ability to focus on a single speaker or conversation in a noisy
environment. The name of this effect derives from a common situation we all encounter
when we are talking to a friend in a noisy environment and we can listen and understand him
while ignoring what other people nearby are saying. The way we can perform this filtering
has been investigated for a long time. Evidences show the importance of locating the focused
sound source, of lips reading, the mean pitch differences among speaker and of the difference
in male/female speaking voices in the solution of the cocktail party effect [17]. Apart
from the cocktail party example, auditory attention is also useful for grouping, identifying
and separating different sound sources. This is done by integrating several varieties of
acoustic dimensions (such as location or trajectory, instantaneous fundamental frequency,
harmonicity, intensity, duration, rhythm, or the patterns of energy envelope modulation in
different frequency bands). This ability of separating mixed auditory signals helps in the
development of auditory scene analysis, that is segregating and grouping sounds to form
representations of relevant auditory streams or objects [3].
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Auditory attention, as visual attention, helps to better apprehend the acoustic world where
we evolve and is central to the development of the "social brain". It helps in the acquisition
of language and, as we saw, it is crucial to maintain a conversation in noisy acoustic scene. In
fact in persons with autism spectrum disorder, who show limited social skills have impaired
auditory attentional system [122].

Chapter 4
Robots as artificial cognitive systems
"Let’s start with the three fundamental Rules of Robotics. . . . We have: one, a
robot may not injure a human being, or, through inaction, allow a human being
to come to harm. Two, a robot must obey the orders given it by human beings
except where such orders would conflict with the First Law. And three, a robot
must protect its own existence as long as such protection does not conflict with
the First or Second Laws."
Isaac Asimov

So far we talked about the nature of human cognition and what are the key elements to
its development. We have seen that human cognition is closely linked to our body and with
our ability to interact and learn from other conspecifics. We saw in the previous chapter that
we have facilitation mechanisms that guide our learning, such as attention. With this quick
overview, we will now see what is needed to replicate some aspects of human cognition. In
this chapter, we will see how robots and more specifically humanoid robots are a suitable
platform to model human intelligence. We will also see how we can replicate this intelligence
on robots from a more practical point of view with the use of Machine Learning algorithms.

4.1

Humanoids robotics and iCub the child robot

Designing robots is an old quest that began a century ago with the first introduction of the
word "robot" in the book Rossum’s Universal Robots (by Czech writer Karel Čapek in the
1920s). In this book, Karel introduced “robot” to describe a machine that looks human,
but which is used only for tedious work. The fiction joined reality thanks to the extensive
works and research from all over the world, leading to development of functional humanoid
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robots. The first humanoid can be attributed to Ichiro Kato of Waseda University with its
dynamically balanced robot WABOT (see Fig 4.1). This started the revolution for humanoids
and many researchers and engineers have been working to propose more advanced robots.
The biggest achievement was made by Honda in 2000 with the ASIMO robot, capable
of walking, running and human interactions. From that moment, researchers worked on
developing robots that not only resemble humans, but also tried to mimic human intelligence
to make robots capable of reasoning and of interacting naturally with humans. This resulted
in many robots with different anthropomorphic forms, reproducing the perceptual and motion
structure of humans to recreate their physical, cognitive and social functions. Many designs
have been proposed (Fig 4.1) with ultrarealistic robots (androids), like Repliee R1, developed
at the Osaka University [81].

Figure 4.1 Some key milestones and major platforms in the development of humanoid robot
[33]
To support research in embodied artificial intelligence, in 2008 the iCub robotic platform
was developed by Professor Sandini and Metta at the Italian Institute of technology as part of
the RobotCub European collaborative project [79].
iCub is a 104 cm tall humanoid robot inspired by the body of a three and half-year-old
child (Fig 4.2). To fully replicate the manipulation and mobility ability of humans, iCub has
53 actuated degrees of freedom organized as follow: 7 in each arm, 9 in each hand, 6 in the
head (3 for the neck and 3 for the cameras), 3 in the torso/waist and 6 in each leg. From the
sensory point of view, iCub is equipped with two cameras and two microphones, it also has
several force/torque sensors to allow motion. Moreover, it is one of the few robots to have a
"skin" distributed all over its body.
iCub has been designed as an open-source platform to facilitate the integration of different
components to build a unified cognitive architecture with the goal of replicating human
cognition following the enactive paradigm (sec 2.2) [105].
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Figure 4.2 iCub the cognitive humanoid robot perceptual sensors (Credits Laura Taverna).

4.2

Machine learning, a way to make robots learn

When we talked about human cognition we saw the importance of the body. Researchers
and engineers successfully developed humanoid robots drawing inspiration from the human
body and perceptual abilities. The iCub robot, with its design, aims at replicating the body
of a child and providing a suitable robotic platform to implement the ideas of the enactive
paradigm. While iCub has a similar embodiment of an infant, it lacks a mind to make it
learns as a child would do. It needs algorithms to develop its knowledge and generalize from
its experience: Machine Learning.
Machine Learning is the field of study that gives the computer the ability to learn without
being explicitly programmed Arthur Samuel (1959).

In other words, machine learning aims at developing algorithms that can learn from their
experience (i.e., data) and generalize to new contexts. We saw in sec 2.2 that experience plays
a crucial role in the development of cognition as it allows an agent to learn from its interaction
with its environment. To understand better machine learning we need to understand which
types of problems machine learning attempts to solve and then look at how it tries to solve
those problems. Machine learning can be broadly divided into three sub-tasks:
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1. Supervised-learning
2. Unsupervised-learning
3. Reinforcement-learning
In supervised-learning the goal is to learn a mapping function f from an input space x to
a desired output space Y :
f (x) → Y
(4.1)
To approximate this function f through learning, many algorithms were proposed such
as SVM, neural networks, random forest. To learn, these algorithms are typically trained
through optimization routines to minimize a loss or an error function on a collection of
examples (i.e., a dataset). A dataset is a collection of labelled examples, that is several input
values x with their correct output values y. To learn the mapping function f , the dataset plays
a crucial role as it needs to be representative enough, so the function can generalize over
unseen examples.
In the unsupervised learning task, no label data are provided to the model and the goal
is to find patterns in the dataset. It is useful for example to find clusters in data and group
them according to some similarity values. Finally, reinforcement learning is inspired by how
a biological system could learn. Reinforcement learning is learning what to do and how to
map situations to actions so as to maximize a numerical reward signal. The learner is not
told which actions to take, but instead must discover which actions yield the most reward by
trying them [116].
In the last 10 years machine learning with the increasing computational power and
through the use of deep learning has shown state-of-the-art results in computer vision, speech
and audio processing, natural language processing and robotics [38]. This revolution was
possible with the increasing number of data available due to the digitalization of our society
and new architectures of deep neural networks such as convolutional neural networks [63].
The first big achievement that started the deep learning revolution was made when a deep
convolutional network AlexNet won the most difficult ImageNet challenge for visual object
recognition called the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) in
2012 [61]. AlexNet achieved state-of-the-art performance against all traditional machine
learning and computer vision approaches. It was a significant breakthrough in the field of
machine learning and it can be seen as the start of the adoption of deep learning as suitable
algorithms to develop intelligent artificial systems.
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Human-like learning: Self-supervised learning

Deep learning algorithms have shown to be a suitable approach to reproduce some aspects of
human intelligence such as object recognition, audio recognition and even achieved better
performances than humans. The success of these deep networks relies for a large part on
supervised learning task and the availability of large labelled datasets. For example, the
success of deep networks on the popular classification challenge Imagenet was made possible
thanks to the millions of annotated images [25]. To exploit the full potential of deep learning
algorithms it is thus necessary to have sufficient annotated data for the target task. Usually,
the annotation process is made by humans, which is time-consuming and has to be repeated
whenever the task changes. If we want to develop robots to interact with us in diverse
environments this can be impracticable. It would imply that for each new scenario a robot
will encounter which is not represented in the dataset, it will be necessary to adjust the trained
model. That would mean gathering new data, annotate them and then re-deploy the model
on the robots. Moreover, due to the dynamic nature of robots, deep networks trained on
benchmark datasets suffer from a drop of performances when applying to robotics platforms
[115]. This can be explained by how these datasets are created: they usually are built on
images taken from internet which are not representative of real-world contexts. So, how to
address this limitation of deep learning for robotics? Robots are embodied in the world and
with their different sensors they can have access to a large amount of data from different
modalities. Humanoid robots that are designed to resemble humans like the iCub robot, can
gather data from their two cameras, which can be used to train object recognition models, or
from their microphones, which can be used to train speech recognition models. However,
following a supervised learning these data need to be labeled. One solution would be to
make humans label these data, but it would be impracticable as for each new experience
the process would need to be repeated. Instead, we could automatically generate some kind
of supervisory signal to solve the task (typically, to learn representations of the data or to
automatically label a dataset), that is self-supervised learning. The term self-supervised
learning has been widely used to refer to techniques that do not use human-annotated datasets
and rather extract the label from the data or other methods. For example, for detecting
objects in an image, the classic supervised learning approach would be to annotate each
object present in the image with their corresponding bounding boxes. Instead, taking the
self-supervised approach, we can find an auxiliary task that does not require a label, but
helps in solving the main task or generate these labels automatically. Following this idea,
Doersch & al proposed to train a network to predict the relative position of two patches from
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randomly selected and cropped unlabelled images [27]. The idea is that, to solve this task, the
neural network needs to learn general features in the images. These learned representations
can then be used to solve the so-called downstream tasks, i.e., the tasks you are interested
in (e.g., object detection or semantic segmentation). The general idea can be extended to
robotics where one sensor can be used to "supervised" another modality, as it happens in
humans where, for example, vision helps to calibrate the auditory sensory space [40]. A
more practical example of cross sensor supervision is the work by Nava & al. Their work
illustrates how one sensor can be used to supervised another one, they trained a deep network
for long-Range perception using self-supervision from short-Range sensors and odometry
[85].

4.4

Transfer Learning

As we saw in the previous section, self-supervised learning is a promising field to mimic the
ability of humans to learn autonomously. This is particularly true in robotics, where different
mechanisms can be used to provide the supervisory signal for the task. However, starting
from empty models each time would require a huge amount of data to train Deep networks to
achieve reasonable accuracy. Transfer learning, which focuses on transferring the knowledge
across domains, is a promising machine learning methodology for solving the above problem.
The idea behind transfer learning is that knowledge learnt for a task can be reused and
facilitate the learning of a new task. Many techniques exist as presented in [143]; in our
case we will focus on Deep transfer learning. First we need some definitions. A domain
is represented by D = {χ, P(X)} where χ is the feature space and P(X) is the probability
distribution where X = {x1 , ..., xn } ∈ χ. A task can be represented as T = {y, f (x)}, where
y is the label space and f (x) is the target prediction function, it can also be viewed as the
conditional probability function P(y|x). Transfer learning can be formally defined:
Transfer Learning: Given a learning task Tt based on Dt , we can get the help from Ds
for the learning task Ts . Transfer learning aims to improve the performance of predictive
function fT (·) for learning task Tt by discover and transfer latent knowledge from Ds
and Ts , where Ds ̸= Dt and/or Ts ̸= Tt . In addition, in most cases, the size of Ds is much
larger than the size of Dt .

With Deep transfer learning the predicted function fT (·) is a deep network. This network can
be reused to facilitate the learning of a new task T , where the label space is different but the
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feature space χ remains the same. The general idea is that the deep network acts as feature
extractor. For example, the first layers of a CNN deep network trained on the ImageNet dataset
are commonly used as "generic feature extractors" for image base recognition/detection tasks.
In practice, this allows to reduce the number of data to learn a new task Tnew and easily change
the label space y. This is done by adding classification layers on top of the "feature extractor"
and performing the learning only on those layers. Another use of transfer learning, which is
relevant in robotics, is when the probability distribution P(Xtrain ) of the training dataset is
different from the input probability distribution P(Xworld ). For example, in image recognition
the probability distribution of the training samples P(Xtrain ) is usually very different from
the one encountered by a robot P(Xrobot ). To deal with this discrepancy the network needs to
be fine-tuned.
In summary, for robots Transfer learning is a useful technique to deal with the changing
environment affecting the input distribution P(X) [120]. Moreover, it can make the learning
of new tasks (for example new objects) faster and require fewer data points. Finally, as part
of the deep network is "frozen" for the training phase, this approach limits the computational
cost and the need for multi GPUs.

Part II
State-of-the-art & Research objectives

Chapter 5
Self-supervised autonomous learning
robots
"Look deep into nature, and then you will understand everything better."
Albert Einstein

In Section I, we saw the complexity of defining cognition and saw that rather than having
a precise definition, it is better described as the interaction of several core components:
perception, memory, learning, action and autonomy. We further saw that human cognition
involves a specific embodiment, the ability to learn from others, and it’s guided by facilitation
mechanisms, such as attention. Thus, to develop a cognitive robot that acquires similar
cognitive abilities as humans, we should try to take inspiration from how human cognition
develops. In chapter IV of Section I, we discussed about humanoid robots and presented
the iCub robot platform, which aims at reproducing the body and perception abilities of a
young toddler. We further explored how Machine Learning can be used to make robots learn
autonomously by following a self-supervised learning approach.
Taking all the aforementioned elements, this thesis focuses on developing computational
frameworks to make iCub autonomously build its own representation of the world and
others, as it happens in the first months of human development. This is achieved by taking
state-of-the-art deep learning networks and inspiration from infant development to propose
computational architectures for self-supervised learning. This approach is applied to develop
perception, memory and learning abilities for tasks as detecting faces, objects or localising
voices, which are necessary to build more complex skills. The central idea of this thesis is to
integrate together the advancements in computer and cognitive science to propose solutions
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to make robots learn from their first-hand sensory data with self-supervision, with the final
goal of making them more autonomous in their learning process.

5.1

Research focus

Robots are increasingly present in our daily lives and are introduced more and more frequently in social environments. A way to make human-robot interaction as natural as possible
is to endow robots with the ability to understand others’ actions and intentions to engage in
collaborative behaviours in a quick and automatic manner. To this end, robots need to be able
to recognize a social partner and build their own representation of the world. For example,
in a scenario where the robot is used as an assistant to realise a task (building, cleaning)
it needs to be aware of what is present in the scene and where it is located to achieve the
desired task. Moreover, it needs to monitor the presence of other human beings to effectively
collaborate and interact with them. As we saw in Section 2.3, social and cultural learning
play an important role in the development of cognition. Since identifying and interacting
with others is a fundamental source of knowledge, robots should take advantage of their
interaction with humans to learn. However, to do so, they need first of all to perceive us. For
example, the ability to detect faces represents a rich source of information that can be used to
infer what the other is looking at, engage in joint attention and thus facilitate learning [9].
Another important perception mechanism, such as the ability to localise a voice, is crucial
for the development of language. Integrating these skills in robots can help them to interact
naturally with us and understand our implicit signals, such as gaze, or explicit ones, such
as language [7]. Most importantly, robots should be able to learn these skills autonomously
from their experience and their interaction with us. However, this is a difficult task, as robots
are deployed in diverse environments, which require them to adapt and generalize their
knowledge to different scenarios.
In this thesis, the research focus is on integrating state-of-the-art Machine Learning
algorithms and more specifically deep leanings algorithms, along with facilitation mechanisms used by humans, to make the iCub robot learn autonomously from its experience.
Robots have the advantage to be embodied in the physical world and can have access to rich
amounts of data, thanks to their different sensors. These data can be used to make robots
build their own representation of the world, but it requires computational architectures to
learn autonomously from these data. To address this issue, we first propose to integrate deep
learning networks with visual attentional mechanisms to make iCub autonomously learn to
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detect objects, which is crucial to build a representation of the world. We then developed
computational architectures to autonomously learn to detect faces and localise speakers in
the environment, by integrating deep learning and bio-inspired mechanisms. Finally, we used
these learned skills to address more complex tasks, such as word-object mapping and people
identification.

5.2

Research objectives

In this section, we review the state-of-the-art and the open challenges for self-supervised
learning for perceptual tasks with a robotic platform. We first focus on objects and face
detection learning, which play an important role in the development of cognition of humans.
We then review the different solutions for sound localisation, which is crucial to identify a
social partner when it is out of the visual field of view. Finally, we review the state-of-the-art
in terms of autonomous learning for robots and categorize the methods used to reach this goal.

5.2.1

Autonomous Faces and Objects Detection for robotics

Objects and face detection for robotic platforms have been long investigated through the use
of "hand-made" feature extractions techniques such as SIFT, SURF features or Haar Features
[68] [134]. However, in challenging environments, these approaches tends to perform poorly.
Deep learning in contrast is more robust and reliable and is now the preferred approach to
address such vision tasks. Yet, as mentioned in Chapter 4 Deep learning approaches are data
hungry, which make their adoption in robotics challenging due to the cost associated with
data acquisition and labeling. Recently, some solutions have been proposed to address this
issue [72], [59]. The authors proposed to automatize the data acquisition and labelling for
robots. However, in these approaches the robot is passive with little social interaction. For
example, in [92] the different objects are presented in front of the robot in several sessions,
which limits the autonomy of the robot in its learning and resembles a data collection pipeline.
This approach is effective but does not fully address the autonomy of the robot in its learning
process, because the object of attention is not chosen by the robot, but it is rather guided
by the human. Instead, a robot should be pro-active and be able to explore the environment
autonomously, engaging in social interaction to perform learning. Firstly, pro-active robots
would relax the role of the humans as it is the robot that engage the interaction and thus
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naturally create more human like interaction. Secondly, it could also allow robots to learn by
observing humans relaxing the constraint on participants behaviours. To this aim we propose
to test how audiovisual attention processes and, more specifically bottom-up mechanisms,
can be used to let the robot pro-actively explore the environment and learn autonomously.
Using this approach allows to relax the interaction constrains as it is the robot itself that
chooses what to attend and extracts the information to learn from. More importantly this
allows a continuous interaction learning, the robot can always focus on new things enriching
its experience and does not depends of others in this process. We test this approach for the
task of objects and faces detection in ecological interactions (Chapter 7, Chapter 8).

5.2.2

Sound localisation

Unlike computer vision for robotic, robotic audition is relatively new [6] [97]. Most proposed sound source localisation systems (SSL) for robotic platforms rely on model-based
approaches or array of microphones. We focus here on the binaural formulation of the sound
localisation problems as the iCub robot has two microphones. There is an obvious practical
interest to develop binaural audition for robots: the size of the microphones is minimal
and the embedded electronics is simplified. The advances in understanding the biological
processes of sound source localisation by humans allow to replicate this ability on robots.
Mainly there is two sound cues humans use to localise sounds:
• Interaural time difference (ITD), which is the difference in the arrival time and phase
of a sound between the two ears.
• Interaural Intensity Difference (IID), which is the difference in frequency at the two
ears.
The IID cue is computed by providing the head related transfer function (HRTF) which
characterizes how an ear/microphones receives a sound from a point in space. The difficulty
for robotic applications is the definition of this HRTF, which in the complex structure of
most robotic platforms is difficult to find. Easier to compute, the ITD cues can be extracted
using correlation functions on the binaural signals to get the time delay of arrival (TDOA)
between the two ears. The estimated TDOA along with the geometric information of the
microphones allow to derive the sound source. The difficulty of this approach is finding a
robust correlation algorithm to estimate the TDOA. One common algorithm to retrieve it is
the generalized cross-correlation phase transform [16]. However, this approach usually does
not generalize well to different acoustic environments and in configuration with low sound
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to noise ratio it does not work well. To overcome these limitations, data-driven approaches
and more specifically deep learning techniques have been used to address the sound source
localisation problem [73] [49]. Yet, as we saw with vision task, getting the necessary data
and labels to train those networks is problematic for robotic platform. Because of the nature
of the task it is tedious to gather sound data and their spatial location: this requires complex
setup with speakers to simulate sounds in a variety of positions. For example, He et al.
followed this approach to train their network with real data for multiple speakers’ localisation
with the Pepper robot [49]. As for vision task, this is more a data collection pipeline, which
facilitates the creation of a dataset for supervised-learning. The robot is not pro-active and
plays passive role in its learning process. The challenge is then to propose a simple setup and
pro-active behavior to let the robot learn in a self-supervised way in unconstrained interaction.
Recently, self-supervised learning has been applied to sound localisation [144] using visual
audio co-occurrences in videos to learn to associate a visual object to its 2D location in the
image frame of reference. However, this is done by using a static camera and not a robot.
Robots can be used to actively collect meaningful data: similarly to a baby they could learn
pro-actively and by observing their environment.
In this thesis we propose a self-supervised learning architecture for sound source localisation
in an unconstrained and ecological interaction. Similarly to how infants learn to localise
sounds, we use vision and more particularly faces to supervise the auditory information by
mapping voice-faces information to their spatial location in the robot reference frame 9.

5.2.3

Autonomous learning in robotic

While the development and adoption of Deep learning methods in robotic had great success,
robots still lack the necessary autonomy and versatility to properly interact with realistic
environments. This requires agents to face situations that are unknown at design time, to
autonomously discover multiple goals/tasks, and to be endowed with learning processes
able to solve multiple tasks incrementally and online [107]. In the last years, several works
addressed intrinsically motivated learning where the goal is to propose frameworks and
models that allow robots to engage in autonomous lifelong learning [89] [82]. A number
of works focused on autonomous learning for visually guided task such as object reaching
[23] or hand tracking [137], but they were done in simulation and not in real environments.
Mahzoon & al explored the intrinsic learning of social cues, such as gaze following with
a humanoid robot, but the setup of the experiment and the behaviors of participants were
constrained [71]. Cohen-Lhyver & al explored the important role of attention, which they
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claim can be considered as a sort of intrinsic motivation. They implemented this notion in a
humanoid robot and showed how two components (congruence and reduction of uncertainty)
can be used to explore new environments following audio-visual inputs encoded at a semantic
level [18].
The open challenges when addressing autonomous learning in robots are related to the
interaction between intrinsic motivation and other forms of “natural learning”, such as social
interaction: how this interaction might be connected to the development of higher-level
cognitive skills, e.g., language. In this thesis we address this approach by merging lowlevel attentional mechanisms and natural learning during ecological interactions. We use
those mechanisms to gather structured datasets for perceptual tasks that facilitate human
robot interaction, such as faces detection, sound localisation and person recognition. We
design interactions where the robot can actively explore the environment and learn from it
autonomously, while interacting with social partners.

5.3

Technological objectives

An important aspect to develop next generation of robots, that can act as our social companions and learn from us, relies on designing software and modules that are easy to use by
others.
In this thesis we get inspiration from the early development of toddlers and the different
mechanisms they use to learn in self-supervised way. To do so, we integrate state-of-the-art
deep learning algorithms on the iCub robot with model-based algorithms that reproduce
the facilitation mechanisms used by infants (e.g., visual attention). While doing so, an
important aspect that is sometimes neglected in research is the reusability of the developed
software for the community. iCub is an open-source project to develop a common platform
for researchers interested in the study of artificial embodied cognitive systems. Consequently,
it is important that the research conducted with iCub is easy to be reused and built upon, with
the final goal of developing more complex cognitive skills for the robots. The use of deep
learning and especially end-to-end networks could be a solution to facilitate the reusability
of the developed software and the development of a complex cognitive architecture. Indeed,
end-to-end deep networks work directly from the raw signals or simple features and thus
do not require parameters fine-tuning when used at inference time. This contrasts with
model-based approaches which require careful fine-tuning of parameters to work and thus
limit their portability.
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Therefore, in this thesis we took a particular focus on using development software tools
to make our work as reusable as possible by others in the iCub community1 . The different
modules and frameworks presented in this thesis are all developed with the YARP middleware
and all the end-to-end deep networks have been developed with standards deep learning
framework and made publicly available.

1

Github account: Jonas Gonzalez Github

Part III
Robots Stages of Social Development

Chapter 6
Towards a cognitive architecture
“When it is obvious that the goals cannot be reached, don’t adjust the goals,
adjust the action steps."
Confucius

As we saw in Chapter 3, we are not born with an empty system that each time needs
to be readjusted to a specific environment. For example, from birth onwards, children’s
learning of a variety of universal concepts in domains such as arithmetic, physics and
psychology are present in a “skeletal” form that subsequent, culturally-mediated learning
builds upon according to local circumstances. Newborns also already know the characteristic
“tune” of their native language, learning that is displayed when different attention is given to
vocalizations in that language. So, to design robots that can learn from us and their experience,
we can try to identify some functions that can facilitate their learning and integrate them
into a base architecture. In this chapter, we proposed a computational framework that
will be the basis for the social development stages of the iCub robot. We implemented
software integrating attentional mechanisms and pro-active vision as used by infants in their
development to port them on the iCub robot.

6.1

Computational framework

To allow iCub to learn in a self-supervised way we designed a base computational framework that integrates several mechanisms used by humans to learn autonomously from their
experience (see Fig 6.1). This framework is the base to guide the autonomous learning of
iCub. It is composed of different modules that interact with each other:
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Figure 6.1 Overview representation of the computational framework.
• Visual perception system
• Audio perception system
• Motor actions
• Stereo-vision
• Memory
• Learning
All the different components of the framework are independent and are interconnected using
the middleware YARP [77].
Visual Perception System
iCub has two cameras that stream two distinct and asynchronous visual signals Vsl and Vsr of
resolution 320x240. The first stage of the framework implements an attentional mechanism
wherefrom the raw signals Vsl , Vsr an attentional point of interest Avisual is computed. The
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visual attention module uses only one signal Vsl to create an attentional map of saliency. This
saliency map is computed from the linear combination of visual features V f i . These visual
features are computed from signal Vsl and then combined into a saliency map S through a
weighted linear combination:
n

S(i, j) = ∑ αiV f i
i=1

The αi coefficients can be adjusted to give more importance to specific visual features, for
example colored and moving objects. The point of interest Avisual is then computed from the
saliency map as the maximum response of all the combined visual features.
Avisual = max S(i, j)
The attention process provides a salient point Avisual in the 2D image plane Vsl which is then
passed to the motor actions modules.
In this framework, we used the PROVISION attention module developed for the iCub
robotic platform [98]. PROVISION provides a modular tool for bottom-up attention inspired
by the Itti and Koch model and, at the same time, it can be integrated with top-down biases.
Auditory perceptual system
The framework integrates the auditory modality with an auditory attentional system based on
a biological basis for localisation and auditory salience. The audio attention module builds a
Bayesian probability distribution of sound source locations across a map of azimuthal angles
[47]. In auditory perception, information about the locations of salient sound sources is
extracted from the spectrotemporal features of the signal of the auditory scene. By comparing
those signals between the two ears it is possible to spatially locate sound sources. The basilar
membrane within the cochlea can be computationally approximated with filter banks as first
proposed by Helmholtz [50] and later refined by others [69]. The interaural time difference
(ITD) and interaural level difference (ILD) are primary cues from which the auditory system
can derive the arrival angle of a sound. Here we have focused on ITD for sound localisation.
Biological systems that use ITD to localise sound employ banks of coincidence detectors
connected by delay lines in the avian brainstem [54] and delay-sensitive units tuned by
inhibitory interneurons in the mammalian auditory system [45]. Inspired by this work and
recent efficient implementations [83], the cognitive architecture approximates the spectral
decomposition of the basilar membrane with a Gammatone filterbank and models delay-tuned
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units in the auditory pathway as banks of narrow-band delay-and-sum beamformers. This
preprocessor module provides evidence about the instantaneous sound sources in the auditory
scene, but it lacks reliability a) because of well-known spatial ambiguities associated with
interaural cues [13] and b) because binaural cues reveal sound arrival angles only in an
egocentric reference frame fixed to the binaural axis.
Since the humanoid robot iCub provides proactive head movements to orient towards the
attentional focus, these unreliable instantaneous estimations of the source of sound can be
improved by using a Bayesian updating approach that integrates evidence across successive
head movements taking into account the performed head rotations. The contribution of
active head movements to resolve spatial ambiguity was described by Wallach [135] and a
computational implementation has been developed for robotics applications [47]. We design
a spatial analysis of sound sources that takes into account the role of the head movement
in the sound localisation (bayesianModule). The bayesianModule implements Bayesian
regression that infers the location of the sound source using both the model of the head
movement and the model of spatial localisation. As a result, the sound location is reliably
estimated in the robot’s allocentric coordinate frame. This results in a reliable spectrospatial
occupancy map of sound sources aligned to the robot’s allocentric coordinate frame. This
map conveys the posterior probability that a sound source occupies any particular frequency
by angle location in the map. By analysing the spectral cross-section of this map at each
angle we arrive at a probability distribution of voice locations across azimuthal angles. This
process allows identifying in the acoustic environment a salient auditory cue Aaudio which is
then passed to the motor actions modules to, for example,direct the focus of iCub towards
the sound source location.
Motor Actions
The attentional focus Avisual , Aaudio represents a salient point in the 2D image frame of
reference or in the Cartesian frame of reference respectively. The motor actions module
provides the movements of the iCub to look towards the points of focus computed from the
Visual perception system and Audio perception system. In the case of a visual attentional
focus, a saccadic eye movement is produced towards Avisual in order to bring the gaze of the
robot towards the salient point. This saccadic movement allows bringing the attentional point
in the fovea region and it’s used by the stereo-vision modules for further processing. In the
case of an auditory attentional focus, head movements are made towards Aaudio to bring the
visual field of the robot to the regions where the sound was identified.
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Stereo vision
The attentional mechanisms drive the focus of the humanoid robot iCub towards a salient
point in a scene, retaining relevant information for higher cognitive processes. This point
of fixation, is in fact, the proxy for the activation of the complex perception mechanisms
of binocular vergence. Binocular vergence is the process by which humans align their two
eyes on the same object resulting in the same image in the left and right foveated images. To
align the attentional focus on the two images, we used an energy-based vergence module to
find the optimal horizontal vergence angle vh that minimizes the disparity around Avisual [35].
Attention mechanism coupled with vergence control allows to retain and direct the gaze on
crucial information while bringing an attended object at near-identical left and right retinal
positions. This provides a facilitation mechanism for other stereo vision processes such as
segmentation. To segment the region of interest defined by Avisual we used a MAP-ZDF
algorithm [22] which computes a probability map P defining for each pair of pixels in Vsl
and Vsr if it is at zero disparity or not. To reduce false positives of zero disparity pairs a
difference of Gaussian (DOG) is used to remove textured areas. The probability map is then
used to extract the region of interest from the background by considering the segmentation
as a max-flow min-cut optimization problem [14]. The output of this process produces a
mask M of the segmented region around Avisual as well as the bounding rectangle around the
segmented object Trect . We filtered possible bad segmentation considering a minimum area
minarea . The output of the segmentation, Trect , can be used for object tracking as it provides
a template to track.
Memory: Data Collection
Following the pipeline presented before allows the robot to autonomously extract a region of
interest Trect from its attentional process. This region of interest represents the object that
attracted the attention either by visual or/and auditory signal. This information is stored in
order to learn regularities of the environment into a structured dataset: (X, y). The label
y is generated automatically by self-supervised signal using for example proprioceptive
information, specific visual features. This dataset can then be used to perform learning and
more specifically can be used in a supervised learning task to generalize from the experience.
Learning
The experience of the robot with this framework can be structured into a dataset: (X, y).
This dataset can be used to learn regularities of the environment and generalize from it. For
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example, following the flow of the proposed framework, by fine-tuning the visual attention
module towards a specific colour will produce a collection of data associated with that
colour. Then the robot can learn to recognize objects of this colour using machine learning
algorithms and that can be integrated into the visual perception mechanism allowing the
efficient detection of these specific colour objects.
We presented the general idea behind our framework and how it could be used to learn
regularities of the environment as it could happen in humans in a self-supervised way. In the
next section, we will see how we instantiated this framework to address the task of objects,
faces detection but also how it can be used to make iCub learns to localise voices. Finally,
to illustrate the importance of these skills in learning more complex cognitive abilities, we
integrated together the previous models to address the challenging tasks of word-object
mapping and people identification.

Chapter 7
Building a representation of the world:
What and Where
Everything we call real is made of things that cannot be regarded as real.
Niels Bohr

In the development of human cognition the first months are devoted to build a representation of the world, such as representing the world in terms of several components parts:
"objects". Being able to identify objects around us is desirable skill to engage in many task
and interact with the environment. If we want robots to operate in complex and unstructured
environments and effectively interact with us they need to adapt to continuous scene changes
and therefore must rely on an incessant learning process. Especially, they need to have their
own representation in terms of objects presence, to know where they are located, to perform
for example grasping, or locomotion. Deep learning methods have reached state-of-the-art in
computer vision for object classification, detection and segmentation. The success of these
deep networks relies on large representative datasets used for training and testing. But one
limitation of this approach is the sensitivity of these networks to the dataset they were trained
on. These networks perform well as long as the training set is a realistic representation of the
contextual scenario. For robotic applications, it is difficult to represent in one dataset all the
different environments the robot will encounter. On the other hand, a robot has the advantage
to act and to perceive in the complex environment. As a consequence when interacting with
its environment it can acquire a substantial amount of relevant data, that can be used to
perform learning. The challenge is then to propose a computational architecture that allows a
robot to learn autonomously from its sensors when learning is supported by an interactive
human.
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Self-supervised transfer learning for objects detection
Published at the 2020 IEEE International Conference on Development and Learning (ICDL)

Self-supervised learning aims to learn representations from the data itself without explicit
and potentially even manual supervision. We use our computational framework defines in
section ( 6.1) to make iCub learn in a self-supervised way to detect objects. We apply our
framework in a simple ecological scenario, where the iCub robot faces different objects and
interact with a human. iCub is guided by a visual attention mechanism with inhibition of
return allowing it to explore and to focus on the different objects in the scene. Once its focus
is directed toward an object the stereo-vision pipeline is used to isolate the attended object
from the background. At this point, iCub is able to follow the object using the tracking
system and the human can take the object and shows it to the robot.

Figure 7.1 State machine governing the behaviour of the iCub robot to perform selfsupervised learning for object detection.
The process is repeated until iCub has explored all the scene which is controlled by the
inhibition of return. We expect that, by following these behaviours, iCub will learn to localise
and classify the objects directly from its sensors data without human supervision.
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Computational architecture: Implementation

To allow iCub to learns in a self-supervised way to detect objects, it follows specific behaviours as represented in Fig 7.1. Moreover, its learning is guided by the computational
framework 6.1 composed of different modules that interact together as depicted in Fig 7.2.
The framework comprises a visual attention system, a stereo-vision component for vergence
adjustments and zero disparity segmentation, a smooth pursuit tracker and a machine learning
component.

Figure 7.2 Computational framework for self-supervised object detection.

Visual attention
To effectively directs the focus of iCub into the different object we used the following list of
visual features V f i :
• Edge features correspond to bounding regions of object. Sobel filters are used to
extract edges in the scene.
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• Intensity or Brightness uniqueness is typically present when photoreceptors respond
in the presence of light on a black background and we computationally model it with a
difference of gaussian of the value channel from the HSV colourspace.
• Orientation features are the result of the response of Gabor filters in four specific
directions: horizontal, vertical, positive diagonal and negative diagonal direction.
• Blob of salient proto-objects as isolated regions of interest that are likely to be bound
into objects [88].
Inhibition of return
To avoid an infinite loop with the visual attention mechanism, we developed an inhibition of
return mechanism. After the extraction of the segmented mask M, we extracted colour and
size features that will be used to inhibits the saliency map. To extract the colour a K-means
algorithm was used to find the dominant colour and then mapped to a set of predefined
colours: red, green, yellow, blue and white. This was achieved by defining in the HSV colour
space a specific range of values and by calculating the closest Euclidean distance from the
dominant colour. The size was computed as the area of the mask M. The set of features
extracted from the mask M and associated with the initial attentional point Avisual were used
to perform inhibition of return. This was achieved by computing an inhibition saliency map
Sinhibition which takes into account the set of features of already visited objects extracted.
Considering, for example, a target object whose dominant colour was red with a size s, the
module performs first a thresholding in the HSV colour space corresponding to the colour
and successively filters by the size of the object. Sinhibition was then sent to the attentional
module to perform inhibition of return as illustrated in Fig 7.1.
Data collection
In order to train an object localisation deep network, a dataset D is required. For each object,
an image and the related bounding box were extracted. We stored the template coordinate
Trect corresponding to the bounding box of the initial point of interest Avisual along with the
images I to create dynamically a dataset:
D = {(Ii , x1 , y1 , x2 , y2 ); ...; (In , x1 , y1 , x2 , y2 )}
The points x1 , y1 , x2 , y2 correspond to the top left, bottom right corner of the bounding box
around the mask M respectively. The mask M was used to initialize an object tracking module
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according to the algorithm of [110] that we integrated with the motor control of the robot
head. The tracking system was used to track the template T and incrementally generate new
data of the current tracked object. The number of images n was controlled by a time decay
process. We defined a priori a threshold t in seconds after which the robot stops to track and
returns in the attention state. The time decay was reset for each new tracking, the threshold t
was a parameter that we defined empirically to ensure enough samples, see Table 7.1.
Object detection networks
Once the robot finished the visual exploration of the scene the dataset D was used to retrain
two different deep learning networks: ssd_inception [67], Faster-rcnn_inception , [99]. The
training was done offline leveraging on transfer learning to reduce the training time of the
networks and the number of data points needed. We achieved this by cutting the head of the
networks and retrain the soft-max layer on the new classes. While in this current form the
training was done offline, the process can easily be adapted to online learning leveraging on
data stream generator provided by classical deep learning libraries.

7.1.2

Methodology

We tested our framework in an ecological scenario where the iCub robot interacted with
a human partner. We designed the interaction taking inspiration on classical interaction
between babies and their parents when playing. The robot was positioned in front of a table
where a set of five objects (book, cup, bottle, toy, ball) were placed as illustrated in Fig 7.3.
The human played the role of a parent by showing the object of the iCub when it manifested
its interest in it.
The interaction was divided into two main phases: (a) iCub attended to an object of interest
by looking at it and (b) the human partner showed to iCub the preferred object. During phase
(a) iCub behaviour followed the state machine depicted in Fig 7.1 and explored autonomously
the scene. Once the iCub focused on an object (i.e., tracking state) the robot changed its
facial expression to happy as it could happen in the interaction between babies and their
parents. This signal was included as a social trigger to let the human partner know to take
the object and show it to the robot. The interaction continued until the time decay process
triggered the transition to the attentional state and changed the robot facial expression to
neutral. The process followed up until the robot explored all the scene.
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Figure 7.3 Setup of the experiment, iCub is facing a table with five objects on it (book, cup,
bottle, toy and ball).
Attention mechanism
The first stage of the proposed framework relies on the attentional mechanism based on a
bottom-up design.

Figure 7.4 Example of the attention process: since the blue ball is not inhibited the attention
process selects it as a point of interest. From left to right: (a) Output of the robot camera. (b)
Inhibition map. (c) Saliency map, the red cross represents the attentional focus.
This process allows the robot to decide autonomously which location to attend accordingly
to a plausible model of visual attention (Itti & Koch). The attention saliency map response is
reduced by an inhibition of return map based on features of attended objects. The process
successfully redirects the focus of attention on new interesting targets through a winnertake-all process (see Fig 7.4). For example, in this instance the blue ball was novel and not
inhibited (Fig 7.4 b) and the attentional system successfully directed the attentional focus to
the ball as represented by the red cross (Fig 7.4 c).
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Stereo-vision mechanism

Figure 7.5 Example of the stereo-vision pipeline, from left to right: (a) Vergence module,
the yellow image corresponds to one camera while the blue one to the other. (b) Probability
map of zero disparity with radial inhibition. (c) Segmented object from the probability map.
The stereo vision pipeline is initiated by the attentional process and after a saccadic eye
movement towards the salient point. The vergence module aligns the region around the
chosen point of focus in the left and right images. The object of interest corresponding to the
new stereo attentional focus is then extracted leveraging on the segmentation module.
The vergence module computes the optimal angle to align the point of focus in the two
images (Fig 7.5 a). This produces a region of zero disparity around the initial point of focus
(Fig 7.5 b). Since the segmentation algorithm is based on energy minimization, even in the
case of a not perfect alignment around the point of interest, the algorithm still extracts the
region with the minimum disparity.
Data collection
Once the object of interest was segmented the corresponding bounding box coordinates were
saved. We also recorded for each instance the head angles position of the robot (azimuth,
elevation, vergence) as important proprioceptive information. We successfully generated
with our architecture a dataset of the five objects, but with some failures (Fig 7.6). The
dataset is detailed in Table 7.1.
Data labeling
Once the dataset was generated from the experiment we applied some transformations to
conform it to a classical dataset for supervised learning. That is a tuple of (x, Y) where x is
the input vector and Y the target vector. For the task of object localisation, the target vector
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Table 7.1 Number of data points with their average dimensions in pixels for each objects
gathered during the experiment
Objects

Avg Dimension (in pixel)

Number of data points

Ball
Book
Cup
Bottle
Toy
TOTAL

91x114 ± 8
57x100 ± 5
37x49 ± 8
72x68 ± 7
39x85 ± 4

722
708
723
722
725
3600

Y consists of two parts: class, box_coordinates. In our case we wanted to generate the class
label automatically as the box_coordinates where generated by our data collection module.
All input vectors had extra information (head position angles) that we recorded during
the interaction corresponding to the initial position of the object. During the interaction,
objects were located in different positions and after they were shown to the iCub they were
placed again near their initial location. This allowed us to run a K-means algorithm on the
proprioceptive information associated with all data points to produce automatically class
labels. As each object had a different location we were able to find the cluster associated
with them. This allowed to univocally create labels for each object based on their spatial
configuration represented from the motorhead position of the robot when looking at them.
This resulted in five labels: Object_0, Object_1, Object_2, Object_3, Object_4 which
correspond in our experimental setup to the book, bottle, ball, cup and toy respectively.

Figure 7.6 Example of different data points generated during the interaction: (a) Bad segmentation producing an offset around the true object of interest. (b) Incomplete segmentation,
only a part of the object is segmented. (c) Perfect segmentation leading to a perfect bounding
box around the object of focus.
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Results & Discussion

We used the generated dataset to retrain two objects localisation deep networks: ssd_inception,
Faster_rcnn_inception. Both networks were pre-trained on the COCO dataset [52]. To test
the performance of our network trained on the generated dataset we annotated by hand a test
set. The test set comprises five new instances of the objects that the robot experienced with a
different background. For each object, the two networks were tested with 150 hand-annotated
data points.
Table 7.2 Classification results for both models before retraining: average precision for each
objects and Mean Average precision(mAP@50) over all classes.
Objects
Ball
Book
Cup
Bottle
Toy
mAP@50

ssd inception

faster rcnn inception

42%
1%
1%
5%
98%
29.26%

0%
1%
0%
0%
64%
12.93%

We computed for each class the mean average precision (mAP) with an intersection
of union (IOU) of 0.5. Average precision is defined as the area under the precision-recall
curve. We used five objects already present in the COCO dataset to compare our retrained
network and the off-the-shelf networks (Table 7.2). We retrained the two models until the
loss stabilized which took on average around 1 hour and half with a TITAN NVIDIA-GPU
(8GB RAM). We then evaluated the two retrained models on the test set (Table 7.3).
Table 7.3 Classification results for both models after retraining: average precision for each
objects and Mean Average precision(mAP@50) over all classes.
Objects
Ball
Book
Cup
Bottle
Toy
mAP@50

ssd inception

faster rcnn inception

25%
70%
0%
0%
73%
33.58%

99%
19.77%
0%
6%
100%
44.91%

Both models were already trained to recognize the objects presented as they were part
of the COCO dataset. This allow us to test both networks before retraining on our test set
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(table 2). We can see that the mAP accuracy for both networks is low for most of the objects
(bottle,cup, ball, book) before retraining. This illustrates the limitation of deep network
when applied in different use cases from the training set and robotic platforms. Using our
architecture end to end on the robot allowed to successfully retrained deep networks without
human supervision and increase the detection result of 3 % and 32 % for ssd_inception and
faster_rcnn_inception respectively.

Figure 7.7 False, True positives per class with ssd_inception
From a detailed analysis of the model performance, we can see that the faster_rcnn
achieves almost a perfect classification score with the ball and the toy. Unfortunately,
both learning systems fails to learn cup and bottle. But for the cup it is actually more a
classification problem than a detection problem. From Fig 7.7, 7.8 we can see that the cup
is detected but classified badly. Instead for the bottle the two networks failed to detect it.
The high rate of false positive for the cup can be explained by the fact that the network was
trained with only one instance which renders the classification task more complex. However,
for the bottle it is more a problem related to bad data points. As illustrated in Fig 7.6 we can
see that the instances for the bottle contain too much background. This was particularly the
case for the bottle and cup (i.e., Object_2, Object_3) which could also explain the failure
of the networks to learn these objects. The relative small size of the bottle, cup (Table
7.1) with too much background resulted in the failure to produce good data. This is due
mainly to the segmentation algorithms and the use of low resolution camera. In future we
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Figure 7.8 False, True positives per class with faster_rcnn_inception
want to merge others features such as color along the current segmentation algorithm to get
better performances. Also, the networks used for object localisation ( faster_rcnn) is known
to struggle for small objects. Exploring different architecture such as a feature pyramid
network [65] and hard example mining can be a solution to improves the performance with
the existing dataset. These results support the autonomous training of an object detection
learning algorithm on live human-robot interaction. We are aware of the limitations of our
work in its current form, mainly associated with the failure to learn the cup and the bottle.
However, our objective in this work was to propose a real-time computational framework to
allow a robotic platform to learn autonomously from its experience following the enactive
paradigm.
By implementing a top-down inhibition mechanism on already recognize objects will
allow to redirect the attention on new and not recognized objects (such as the bottle and the
cup). In our experimental scenario, the robot could focused more on the bottle and the cup
with respect to the other recognized objects. This would redirect its attention towards the cup
and bottle, creating more data for learning where is needed. Furthermore, our framework can
be enhanced with semantic clustering as in the current form the labels do not have semantic
meaning (i.e. Object_0, Object_1, etc).

Chapter 8
Learn to detect social partners: Face it
The face is a picture of the mind with the eyes as its interpreter.
Marcus Tullius Cicero

Building a representation of the world is a necessary step to build higher cognitive
skills but also to learn from others. We saw the importance of cultural learning and so the
importance of others in the development of human cognition. In fact newborn infants are
naturally attracted to human faces, a crucial source of information for social interaction. In
robotics, acquisition of such information is crucial and social robots should also learn to
exhibit such social skill. To endow robots we such skills and adapts to new faces we propose a
computational architecture to address autonomous learning from raw sensory signals without
supervision. The proposed architecture uses audiovisual attention and a proactive stereo
vision mechanism to autonomously direct a robot’s attentive focus towards human faces.
The gathered information is used to incrementally generate a dataset which is used to train
a state-of-the-art deep network. The learning system imitates the typical learning process
of infants and enhances the learning generalization process by leveraging on the interaction
experience with people.

8.1

Self-supervised learning for face detection
Published at the 2020 IEEE International Conference on Robotics and Automation (ICRA)
Github code 

Research in neuroscience investigated the innate preference of babies for face perception and
how specific brain regions specialise to detect faces during infancy [96]. This specialised
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learning is driven by low-level mechanisms that direct attention to faces and are presumably
used to learn a general model from the conjunction of different attentional mechanisms [111].
This attractiveness for faces is directly encoded in the newborn’s brain by sensitivity for
specific facial features such as symmetry and contrast [96]. Many vertebrates species, and
neonates have also an innate attentional mechanism that allows them to detect the presence of
agents [55]: Biological motion. This form of attention allows a baby to direct its attentional
focus on living agents. Preferences for living and human faces is also present in auditory
modality, it has been shown that newborns are more sensitive to human voices than other
sounds in the early stage of development [4].
The spatial alignment of these low-level attentional cues in an allocentric world results in a
preference for babies to direct their focus to a nearby human face that is talking. The presence
of a specialised brain region for face perception in adults [56] suggests the importance of
faces as a source of information to later development of more complex social skills. Therefore
we developed an architecture that integrates both visual and audio attentional mechanism to
make iCub learn in a self-supervised way to detect human faces.

8.1.1

Computational architecture: Implementation

Figure 8.1 Audiovisual cognitive architecture for autonomous face localisation learning
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AudioVisual Attention
To replicate neonates preferences for visual features associated with faces and human voices
we uses an audiovisual attentional mechanism to redirect the attention of the robot towards
human faces. In our case we consider the following list of visual features:
• Vertical horizontal Edges
• Intensity or Brightness uniqueness
• Blobs salient proto-objects [87]
• Motion and Biological motion [132]
Furthermore, in order to facilitate the integration of the auditory attentional bias into the
saliency map S we remapped the output azimuth angle to the 2D image reference frame and
integrated it as a visual feature.

Figure 8.2 Visual flows of the cognitive architecture : (A) Raw image (B) Saliency map,
red cross represent the attentional focus (the vertical bar illustrates the possible bias due to
the sound localization process) (C) Vergence anaglyph ( superimposed images in different
colours) (D) Segmentation output at zero disparity (E) Tracking target
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Audiovisual Attention integration
The visual attention PROVISION system, developed for the iCub robotic platform, merges
the different visual saliency feature maps through a weighted linear combination. Biological
motion detection is integrated through the projection of the biological blob detected into the
visual saliency feature map. The auditory response is integrated by reinforcing the azimuth
angle of the maximum auditory response in the allocentric frame of reference. The sound
reinforces the saliency map at the corresponding azimuthal location only if the source of
sound is located within the field of view. In the resulting saliency map, the winner-take-all
(WTA) process selects the most salient stimulus and triggers an oculomotor action towards
the target location. The weights of the different feature maps in the linear combination
enable the optimal combination of the selected visual features. As a result, this allows the
iCub to focus on the human autonomously, since faces exhibit all the aforementioned visual
characteristics, and are at the same time reinforced by the location of the talker’s voice 8.2.

8.1.2

Methodology

To effectively replicate learning in social contexts, we asked 10 participants (7 females, 3
males) to play a game with the iCub robotic platform. The game consisted of finding the
preferred toy of the iCub among four different objects.

Figure 8.3 State machine robot behaviour

Experiment design
Participants were first instructed about the different perception abilities of the iCub robotic
platform (i.e. visual and auditory) to ensure they used all the different sensory inputs.
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Afterwards, we explained to them that they will play a game with the iCub robot. They
were instructed to first attract the attention of the iCub robotic platform with the final goal to
make the robot gaze at them. To provide feedback to the participants, the robot changed its
facial expressions according to the different stages of a state machine Fig 8.3. When they
got the robot attention, the robot showed a sad face which was the signal for participants
to begin the game. Four different colourful objects were placed on two tables. Participants
were instructed to take one by one the objects and present them to the robot. To recognise
the favourite object we used a colour segmentation, recognition algorithm and the preferred
object was always the last object presented independently of the order. When participants
found the favourite toy, the robot smiled and it was the signal of the end of the experiment.
During the experiment, the cognitive architecture governed the robot behaviour as depicted
in (Fig 8.1).
Training
For the training of the model, we split the data gathered during the experiment into a training
and validation set using a leave one out policy took randomly. The resulting training set
was composed of 1938 data points and 112 for the validation set. The model was trained
with data augmentation (horizontal flip, random crop) and we stopped the training when the
validation loss stabilized. We used open-source, pre-trained models on the COCO dataset
[66] from the Tensorflow object detection API.

8.1.3

Results & Discussion

The goal addressed in this work is to propose a computational architecture to demonstrate
the possibility to learn autonomously a generic model to detect and localise faces guided by
innate mechanisms. We evaluate our trained model using a test set that we manually created
( iCub test set). We further test our model on a popular face detection benchmark dataset
AFW [139].
Test dataset
The iCub test set was built from images gathered during the open day of the laboratory. We
recorded the video feed from the iCub cameras of people interacting with the robot. We
manually annotated a random subset of the total images gathered. The resulting test set
contains 106 images with a total of 424 faces. We further evaluated our trained model on the
AFW dataset composed of 468 faces in 205 images taken from the faces in the wild data set.
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Figure 8.4 Dataset samples produced by the attention, stereo-vision chain (A) Bad localisation data (B) Reasonable localisation data (C) Good localisation data
Evaluation
We evaluated our model using the mean average precision (mAP) score with an intersection
of union (IOU) of 0.5 as used in COCO object detection challenge. We also further relaxed
the IOU to 0.4 as in some data generated during the interaction the segmentation process
produces template with the neck and sometimes upper part of the torso (Fig 8.6). We
computed these two evaluations on our handcrafted test set and AFW test set (Table 8.1). We
analyze the performance of our model considering the precision versus recall trade-off. We
plotted the precision-recall curve for both dataset (Fig 8.5 8.7) comparing our model with the
Viola&Jones face detection algorithm [134].
Table 8.1 Mean average precision score for IOU of 0.5, 0.4 of the trained model on both
dataset (iCub, AFW)
Model

Test set

mAP@0.5

mAP@0.4

Faster-RCNN
Viola&Jones Haar-cascade

iCub
iCub

48%
24%

63%
39%

Faster-RCNN
Viola&Jones Haar-cascade

AFW
AFW

43%
7%

64%
18%

We demonstrate the possibility to retrain a state-of-the-art deep network for face localisation from the gathered dataset. The precision, recall curves highlight that our model achieved
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Figure 8.5 Precision recall curve for our trained model and Viola&Jones algorithm with IOU
[0.5, 0.4] on iCub test set

Figure 8.6 Selected detection results ( Green : output of our model, Red : ground-truth). (A)
Examples from the iCub dataset ; (B) Examples from the AFW dataset
better precision-recall trade-off on both test set compared to the model-based Viola&Jones
algorithm. In both test sets our model achieves better recall-precision, mAP score than the
Viola&Jones algorithm ( Table 8.1) . The score achieved on both test sets are encouraging as
our training data are not taken from benchmark dataset but from live interaction of the robot.
Our model was trained with few data points (∼ 1900) and 10 different faces. State-of-the-art
algorithms for face detection are usually trained on the Face in the wild dataset [80] which
contains approximately 30 000 faces.
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One major advantage with our approach compared to traditional approach, is the possibility to increase the training set easily and without human supervision. The precision, recall
curves on AFW test set highlight that our model precision drop significantly. Analyzing the
output of the network we can see it is mainly due to an overlap with the upper part of the torso.
This is a consequence of the quality of the generated dataset (Fig 8.4). The segmentation
module in some cases produces region with face and the neck or worst the upper part of
the torso. This explains the significant increase in the mAP score when considering an IOU
of 0.4. A possible way to overcome this side effect of imperfect segmentation could be to
consider other features, for example, colour. This would already solve the problem of the
segmentation of the upper torso and would improve the performance of our model.

Figure 8.7 Precision recall curve for our trained model and Viola&Jones algorithm with IOU
[0.5, 0.4] on the AFW test set
In this work, we proposed a cognitive architecture that enables autonomous learning for
a humanoid robotic platform. The main objective is to endow social robots with the ability to
autonomously learn the characteristics of persistent sensorial regularities in social contexts.
We demonstrate this process for the specific context in which human faces constitute the main
perceived sensorial regularity. We chose to design our architecture taking inspiration from
the early development in infants. Based on findings regarding the attentional preferences
for human faces and voices in babies, we imitated this process on the iCub platform in a
natural interaction scenario. We show that the combination of audiovisual attention is useful
to redirect autonomously the attentive focus towards faces. We validate the possibility to
integrate machine learning and human-robot interaction by taking inspiration from early
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mechanisms of the human brain. We show how audiovisual attention coupled with active
stereo-vision plays a fundamental role to create automatically a dataset of visual instances
of the human faces. We further demonstrate that the resulting dataset can be used to train
a deep learning model that successfully generalises to new faces and environments. More
specifically, the proposed cognitive architecture can be used to learn and localise human
faces in the real world. The present framework can also be adapted to different detection
scenarios by fine-tuning the attention model. By showing that, we obtained good performance
with human faces we also give evidence that the system can learn any persistent sensorial
regularity. The attention module can be refined to drive the focus of the robot to different
sensory regularities of its environment. Learning directly from an unconstrained environment
and not from a structured dataset constitutes, in our view, a step forward to more autonomous
robot. Future work will also focus on using the proposed architecture to reproduce the
continuous and incremental learning of infants by incrementally retraining the network with
new acquired data.

Chapter 9
Localising speakers in the environment
We have two ears and one tongue so that we would listen more and talk less.
Diogenes

So we far we focused on using the framework to make iCub learns to build a visual
representation of the world, with the task of object or face detection. In context where robots
will interacts with us every day it will happen that the social partner is out of the field of view,
and the visual modality will no be helpful to identify the social partner. In this case, audition
plays an important role to direct the attention towards the social partner, which can then be
identify with vision. Localizing a sound source in the environment is a crucial behavior to
have for social human robot interaction. It helps to create more natural interaction and can
facilitates other tasks such as speech recognition. Robots are used in diverse environments
which are in general noisy, moreover due to their motors and board they often have egonoise which render the task of localising a speaker challenging. Classical sound localisation
algorithms have difficulty to work reliably and usually need to be fine tune for the specific
use case they are apply to. Machine learning and especially deep learning algorithms can
be the solution to address these challenging environments and propose solution that can
generalised to several environments. Taking inspiration on the development of the sound
localisation system in humans we used our computational framework to autonomously train
a sound localisation system for the iCub robot. We integrated cross modal learning by using
vision to calibrate the auditory space representation similar to how humans develop their
auditory system in they early development.
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Self-supervised learning for speaker localisation
Accepted to the 2021 International Conference on Development and Learning and Epigenetic Robotics
(ICDL-EpiRob)
Github code 

For a long time, robots were assigned to repetitive tasks such as industrial chains, where
social skills played a secondary role. However, as next-generation robots are designed to
interact and collaborate with humans, it becomes ever more important to endow them with
social skills.
Indeed, it would be desirable for social robots to exhibit the human ability to understand
and adapt to new and changing environments, and to interact naturally with others by relying
on various explicit and implicit cues. Such cues might include gaze, facial expression, and
gestures, however, perhaps the most effective means by which humans interact and express
their needs, emotions, and ideas is still verbal communication. As the famous American
author Helen Keller said, "Blindness separates us from things but deafness from people".
Hearing is crucial for socialisation, but it works quite differently from vision. In particular,
hearing is omnidirectional, which affords a crucial advantage, for example, to identify a
social partner in another room where vision cannot help. Another example of the importance
of hearing is the ability to localise a sound source, which is essential to deal efficiently
with challenging and noisy environments. The ability to spatially parse the auditory scene
is a mechanism that unmasks a speech target and allows us to maintain a conversation
with a single person even among several voices (commonly known as the "Cocktail party
effect" [48] [51][140][58][64][5].). To solve this complex problem, humans rely on their
ability to localise a sound in order to spatially filter it and to discard noise coming from the
surroundings [28]. Importantly, congruent visual information can contribute considerably to
effectively understanding others in a noisy environment. For example, looking at the speaker
facilitates the ability to isolate the source of speech, as well as aiding speech recognition by
leveraging lips movements. [109] [113].
While computer vision for robotics has a long history in research, robotic audition
is relatively new [6] [97]. Numerous works have been proposed in the task of sound
localisation, for the majority relying on model-based approaches. Unfortunately these modelbased solutions usually rely on carefully chosen parameters and hardly generalize to new
environments [6]. This limits their portability and their use in robotics. However, recently,
sound localization, and particularly speaker localisation problems have been addressed with
deep learning algorithms. Deep neural networks (DNN) have been shown to give state-of-
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the-art performance in a variety of speech-recognition and acoustic signal-processing tasks
[11]. Yet, to work efficiently, those networks need a significant amount of annotated data. To
overcome this need, most of the proposed approaches using DNN are trained using synthetic
data [138], [29], [1]. He et al. on the other hand trained their network with real data for
multiple speakers’ localisation with the pepper robot [49] but rely on speakers for the data
collection. While several solutions have been proposed using DNN for sound localisation,
among all the aforementioned approaches, none exploited natural human-robot interaction to
collect the data. Furthermore, most of the proposed techniques to address low signal-to-noise
ratio (SNR) with strong ego noise rely on an array of microphones instead of the more
challenging binaural approach. The challenge of developing a binaural sound localisation
system for humanoid robots during a natural interaction with humans, able of coping with
the difficulties that arise when facing noisy and unstructured settings, is still open [6].
To address this challenge, we propose to exploit the robot’s embodiment in the real world
to make better sense of its sensory experiences and learn from them. Our approach, similar
to what happens with newborns, posits that the robot can use the various information that it
is exposed to while interacting with humans, and can use that information sensed from the
world to learn and refine its skills [43]. For example, in humans, vision plays a crucial role in
the calibration of the spatial auditory representation. When babies are exposed to humans
voices, they can use the visual modality to associate the voice with a face, supervising the
calibration of the spatial auditory space. Following this idea, we propose in the current work a
self-supervised learning approach for single-speaker localisation inspired by the development
of the auditory system of babies. We present a multi-modal framework for the iCub robot to
guide its learning during natural interactions with humans. In particular, guided by attentional
mechanisms, the robot autonomously organizes auditory data into a dataset suitable for the
training of a speaker-localisation deep network. This approach allows the robot to learn from
its multi-sensory experience and does not require any human supervision in the learning
process, mimicking the ability of children to learn from their perceptions of the world. We
demonstrate that our trained model is faster than the model-based approach used in previous
works, and it is able to generalize to a different robot and a different environment.
Background
Sound localisation in humans
A primary cue that humans use to resolve sound source localisation is the interaural time
difference (or ITD) [90], i.e. the difference in the arrival time and phase of a sound between
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two ears. For example, from a geometric approach, a signal at the left will arrive at both
ears with a difference of time. The time difference allows inferring the azimuthal direction
of arrival of the sound and thus the heading toward the sound source. Newborns in their
first months of life are able to use this cue to orient towards sound sources, but their system
is limited and slow. Muir and Field showed that newborns can only discriminate vague
positions and they require continuous sound exposure with long duration to discriminate
between left and right locations [84]. Day-to-day experience plays an important role in the
calibration of the sound localisation system of babies. Indeed, after few months (5-6) babies
are much faster in discriminating between left and right sound sources. The pairing of visual
and auditory information is essential for the organization of the sensory space [41]. For
example, in the specific case of localising a human voice, the detection of faces helps to
associate the sound source with its spatial location. To perform this matching, babies have
mechanisms helping them as they are preferentially attracted to faces and voices [31], [4].
The spatial-temporal alignment of these attentional mechanisms allows them to learn more
complex tasks such as localising sound.
Sound localisation in robotics
Sound localisation consists of a signal processing problem, in which, starting from an
audio signal, the goal is to infer the spatial location of the sound in the space with respect
to a reference frame. In robotics, this reference frame is usually robot-centered, i.e. the
localisation is relative to the robot position. The sound localisation problem can be solved by
a triangulation approach using the estimate of the time delay of arrival (TDOA) between n
microphones (n > 1). One popular approach to compute the TDOA is to use the generalized
cross-correlation phase transform (GCC-PHAT) [16] between two channels i and j formulated
as:
Xi ( f )X j ( f )∗
gi j (τ) = ∑ R
∥Xi ( f )X j ( f )∗ ∥
f



(9.1)

The peak in gi j (τ) gives the shift of the two signals and is used to estimate the TDOA.
In real environments, the GCC-PHAT function is perturbed by noise and reverberation. To
overcome these problems, a possible solution is to compute the correlation for bandwidths of
filters like the gamma tone filter bank, mimicking the human auditory system [119]. However,
these approaches still have limitations and usually do not generalize well to different acoustic
environments.
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Recently, data-driven approaches using deep learning networks have been proposed
to cope with this limitation. Those deep networks use either the GCC-PHAT features as
input or directly use the raw signals [73] to solve the localisation task. By directly using
raw audio, networks can learn TDOA-relevant features from the data. The advantage of
data-driven approaches is to leverage the robustness and generalization of the network to
adapt to different scenarios.
Self-supervised learning
Machine learning (ML) approaches, and especially deep learning, require a substantial
amount of data to work efficiently, and in the case of supervised learning, these data need
to be labeled. The annotation process is time-consuming and becomes tedious for large
datasets. Moreover, for new environments or new tasks, ML models are not always able to
guarantee generalization and the data collection process has to be repeated. Robots have the
advantage of being embodied in the world, which allows them to collect meaningful data of
different modalities thanks to their different sensors. One way to autonomously label the data
acquired is to rely on multimodal data (e.g. auditory and visual ones) where one modality
helps to supervise the other. This approach allows the robot to achieve self-supervised
learning, similar to what an infant does while exploring the world, without the need for
human intervention to generalize its knowledge by adapting it to new tasks.

9.1.1

Computational architecture: Implementation

Figure 9.1 Timeline visualisation of interaction with human (left to right): Bayesian map
of the azimuth angles , vague representation of the sound source location from the robot
perspective, head motion towards the sound source, face detection output, social signal when
the speaker is identified

9.1 Self-supervised learning for speaker localisation

64

The iCub robot has two microphones which allow to record a binaural audio signal (X).
For the task of speaker localisation apart from the binaural signal the spatial position in the
space is required (y). The label y is defined as the spatial position according to the robot
reference frame. Taking inspiration of the early development of babies and how they use
vision to calibrate the auditory spatial representation we implemented a similar approach to
obtain the label y.
We use a face detection algorithm to locate the speaker and then take the fixation point of
the robot to extract the spatial location to label the audio signal Fig 9.1.
Early audio attention
To reproduce the early auditory attentional mechanism of newborns we use a biologically
inspired audio attention system. The sound localisation module is build by approximating the
spectral decomposition of the human basilar membrane with a Gammatone filter bank and
modelling delay-tuned units in the auditory pathway as banks of narrow-band delay-and-sum
beam formers using the interaural time difference (ITD). The auditory salience is then used
in a Bayesian framework to build a distribution of probabilities of sound source locations
across a map of azimuthal angles Fig 9.1 [83]. The system is prone to false positives due to
the reverberations and the ego-noise produce by the robot and required long exposure ( ≈
5-7seconds) to converge. We use this model to mimic the limited capacity of babies in their
first months and adapt it to discriminate between vague positions to limit the false positives
due to the front back confusion. We discretize the auditory space in three vague position
p ∈ [Le f t,Center, Right] that we define empirically to cover the entire front field of view of
the robot.
Face detection
To learn in an autonomous way to localise a speaker the spatial position associate with the
audio signal is required. To find the speaker in the space we use a bio-inspired face detection
mechanism [37] learn in a self-supervised way. When the audio attention module direct the
head of the robot towards one vague position we used the face detection mechanism to find
the speaker in the space. Following this approach allows to associate the audio signal with
the spatial location in the robot reference frame by extracting the fixation point from the
detected face. As illustrated in Fig 9.1 when the robot detect a sound coming from the side it
rely on the face detection mechanism to rectified is gaze toward the face allowing to save the
spatial location and label the associated audio.
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Methodology

We asked 28 participants (14 males, 14 females 29.18 ± 3 years of age) to read a story to the
robot iCub assuming different positions in the robot’s front hemifield, until it successfully
located them and smiled. At that point, they had to freely choose a new position in the space
and continue reading the story. During each interaction, the robot followed up the process
described in Fig. 9.1. When a participant started talking (T0 ) the audio attention module
converged slowly (≈ 5-6 seconds) towards one of the three vague positions (Tpos_estimation
∈ [Le f t,Center, Right]). Afterward, the robot moved the head towards the predicted vague
position p and adjusted its fixation point on the localized face (T f ace ). At this moment, the
audio was saved and associated with the spatial location of the participant’s face. Moreover,
the robot exhibited a smile (commonly recognised as a form of non-verbal back channel
communication ) to let the participant know that it successfully localised the speaker. This
process allowed it to generate, after each interaction, a dataset D: (X, y), where X was the
binaural audio signal and y a two-dimensional vector (θ1 , θ2 ) corresponding to the azimuth
and elevation angles in the robot reference frame. To deal with the false positives produced
by the audio attention module, we limited the interaction to only one person, and when the
robot turned towards a position where no face was present the audio was discarded. Each
participant interacted on average 10 minutes with the robot and the distribution of the angles
covered almost all the full front auditory field (Fig 9.4).
Sound localisation network
We gather the data following a natural interaction paradigm, where participants interacted
with the robot in a unconstrained scenario. We asked 30 participants to read a story in
front of the robot and to move freely when the robot successfully localise them. During
each interaction the robot followed up the process despite in Fig 9.1. For example, when a
participant start talking (T0 ) the audio attention module converges slowly toward one of the
three vague position (Tpos_estimation ). Afterwards the robot moves the head toward the vague
position p and refine its gaze by localizing the face (T f ace ). At this moment the audio was
saved and associated with the spatial location of the participant face. This process allows
to generate after each interaction a dataset D (X, y) with X the binaural audio signal and
y a two dimensional vector (θ1 , θ2 ) corresponding of the azimuth and elevation values in
the robot reference frame. To deal with the false positives produced by the audio attention
module, we limited the interaction with only one person and when the robot turned towards
a position where no face where present the audio was discarded. Participants interacted in
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average 10 minutes with the robot and the distribution of the angle covered almost all the full
front auditory field ( Fig 9.4).
Deep learning sound localisation model

Figure 9.2 Deep network architecture for sound localisation
Given the robustness and reliability of the deep learning approach in addressing the sound
localisation task, we implemented a deep neural network to make the robot learn to localize
the direction of an auditory source and generalize based on its experience.
We used a deep network based on a combination of 2D convolutional and max-pooling
layers as depicted in Fig 9.2. By definition, the speaker localisation problem can be interpreted
as a regression problem in which starting from the audio input one searches the associated
angle, which is a continuous value. However, the problem can be easily changed into a
classification problem by discretizing the auditory space into bins.
For example, considering the front auditory field of the robot [0◦ , 180◦ ], this can be
divided into 180 bins of 1◦ resolution giving a classification task with 180 target classes. We
tried different angle resolutions, as the lower the resolution the harder the problem becomes.
We used as the output layer a softmax fully connected layer of nclasses defined by the angular
resolution of the bins. Due to the limited size of the dataset (see Table 9.2) we explored two
discretization schemes, with 3 and 5 bins (Table 9.1).
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Table 9.1 Discretized range of angles for different bins sizes
Class label
0
1
2
3
4

3 bins

5 bins

[0◦ , 70.0◦ [
[70.0 ◦ , 110.0◦ ]
]110.0 ◦ , 180◦ ]
-

[0◦ , 30.0◦ [
[30◦ , 70.0 ◦ [
[70.0 ◦ , 110.0◦ [
[110.0◦ , 150◦ [
[150◦ , 180◦ ]

Feature representation
When using a deep learning approach with auditory signals for tasks like speaker recognition,
generally Mel-Frequency Cepstrum Coefficients (MFCCs) are used as feature representations
of the audio signals. However, recent works (e.g. [74]) demonstrated that the discriminative
power of MFCCs greatly decreases when dealing with more realistic, dynamic, and complex
noisy scenarios. As the iCub robot has a strong ego noise (Fig 9.3-C), we opted for gammatonegrams as input for the deep network. Gammatonegrams decompose a signal by passing
it through a bank of gammatone filters equally spaced on the ERB scale and were designed
to model the human auditory system. We choose gammatonegrams as they have proven to be
robust to noisy environments [70] and thus suited to deal with robot data.
Data pre-processing
We pre-processed the audio signals by extracting chunks of audio with a length of n seconds
with a hop-length of l ms and a time-window of t ms. Using the Google voice activity detector
(VAD) we discarded chunks having less than 80% of voice data. From the total recordings,
we split the dataset into a train set and test set by randomly taking three participants out
to ensure the generalization of the network to unseen persons (see Table 9.2). Finally, we
generated the gammatonegrams on the different datasets using a bank of 128 filters and for
each different length of chunks n, we modified the time window t to have always a feature
size of 128x122 and chose a hop-length l of n/2. Finally, we stacked the two channels
horizontally, giving a final feature size of 128x244 (see Fig 9.2).

9.1.3

Results & Discussion

We trained the different models on a GEFORCE-RTX NVIDIA GPU using l1 and l2 regularization with dropout layers after each convolutional block. We used a learning rate schedule
with the ADAM optimizer with a starting learning rate of 1.e − 4. We used also early stopping

68

9.1 Self-supervised learning for speaker localisation

Figure 9.3 Example of gammatonegram representation for sound frames of 2 seconds:(A)
Speech coming from the right direction, (B) Speech coming from the left direction, (C)
Ego-noise of the robot without speech.
Table 9.2 Dataset description: range of angles and total duration of recordings with the train
and test set after the VAD pre-processing step.

Total recordings
Train set pre-processed
Test set pre-processed

Audio length

Azimuth range

SNR

140 min
84 min
10 min

[-90◦ , 89◦ ]
[-90◦ , 89◦ ]
[-90◦ , 86◦ ]

9db
9db
9db

as a regularization method by monitoring the validation loss with a patience of 5 epochs.
The best result was achieved with the 2000ms input and 3 bins classification combination,
with a final test accuracy of 93%. For shorter input lengths (i.e. 500ms and 1000ms) the
model had a drop of accuracy. When trying to increase the number of bins to five, the best
results were obtained again with the 2000ms inputs reaching a total accuracy of 86%. We
managed to shorten the time to localise a speaker by 50% from the model-based approach.
The accuracy of the model with shorter input length showed also promising results to develop
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Figure 9.4 Distributions of the azimuth and elevation angles of the 30 participants from the
robot reference frame
a sound localisation system with faster inference time; indeed, with an input length of 500
ms we managed to reach an accuracy of 70%. We also demonstrated that we can enhance
the spatial resolution with shorter bins (.i.e 5) and reach high accuracy (86%) with 2000 ms
inputs.
Table 9.3 Classification results of the sound localisation model with different angle resolution
and input length on the test set (without background class).
Input length (ms) 3 classes
500
1000
2000

70.0%
72%
93%

5 classes
69%
68%
86%

To further test the robustness and generalisation ability of our model, we ported the
best model obtained (i.e., 3 classes with 2000ms inputs) to another experiment conducted
using a different version of iCub robot1 (2.7 instead of 2.0) which presented different
microphones and ego-noise. Indeed, this iCub version also had a backpack for the battery,
which represented a further source of noise. Moreover, the iCub robot was in a smaller room
where the acoustic is different from the one used for the training.
1 https://icub-tech-iit.github.io/documentation/icub_versions
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Figure 9.5 Setup of the experiment in which we validated on-line the sound localisation
system accuracy.
In this experiment, the iCub robot interacted autonomously with a group of people, placed
in three different areas of the room: to its right, to its left, and in front of it (see Fig. 9.5).
Participants had to play a modified version of the taboo game, in which they had to describe
cards representing historical figures one at a time within a maximum of 30 seconds. While
they described the card, iCub turned its gaze towards the participants using the trained sound
localisation system, through which it inferred the direction of the voice. The experiment
was conducted on a population similar to the one of this work, for a total of 4 groups of 3
participants each (for more details about the experiment see [36]). During the game each
person had to describe the cards 3 times, leading to a total of 9 trials per experiment and 33
total trials to test the sound localisation system. The position of the different players in the
room was known a-priori, as well as the current speaking person. This allowed us to evaluate
the performance of our model by comparing the final position of the iCub head (i.e., left,
center, right) with the actual speaker position. Using our model, iCub was able to correctly
turn its gaze towards the speaking participant 97% of the time on the total trials (33), failing
only once.
For a robot presenting binaural audition and strong ego-noise, sound localisation is a
challenging task [6]. While several model-based approaches have been proposed to address
this task, they all rely on several pre-processing steps, and often work only if an optimal set
of parameters is provided to suit the different environments the robot perceives. To address
these limitations, we proposed an architecture that, exploiting multi-modal mechanisms (such
as audition and vision) and guided by a model-based approach, allows the robot to optimally
organise the perceived data into a structured dataset. This dataset can then be used for the
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training of a sound localisation deep network and to let the robot learn in a self-supervised
way the location of auditory sources in space.
Deep networks have proven to be a successful method to ensure generalisation when
dealing with highly variable contexts and could therefore be a viable solution to the limitations of model-based approaches, enhancing the portability of the model. Moreover, deep
networks differ from model-based approaches because they can improve their performance
with increasing data. However, these data need to be annotated in order to used them a
supervised-learning approach.
With the aim to let the robot autonomously collect a suitable dataset with which to train a
sound localisation deep network during natural interactions with humans, we took inspiration
from the observation that the vision system in newborns supervises the calibration of the
auditory space representation. In our dual-stage process, we used a model-based approach
fine-tuned for the specific acoustic setup to make iCub localise a sound source, and then we
used a face detector as an additional clue to determine the position of the speaker in the space.
We demonstrated that, by using this solution, we successfully gathered a structured dataset of
audio signals correctly labeled with their spatial location. More importantly, the dataset was
created without the need of humans annotations and during natural human-robot interactions.
We validated the solution by testing different input lengths for the training of the deep
network, achieving with the best model an accuracy of 93% with 2000ms and 3 spatial
locations (i.e. left, center, right). As another promising results, the computational approach
also reaches only slightly reduced accuracy (86%) but with more precise spatial resolution
(5 bins). Moreover, when testing our model in a different scenario (different robot and in a
different environment), we achieved a 97% accuracy in localising speakers position. The test
demonstrates both the robustness and portability of our approach and the advantage of using
a deep network where no specific fine-tuning was necessary.
These results were obtained in a realistic and challenging setting, where the ego-noise
in the environment or generated by the iCub robot produced an SNR of 9db. Despite all
the challenges of realistic and unstructured environments, we successfully demonstrated the
reliability of our solution and the advantage of data-driven approaches.
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We saw that it was possible to train a sound localisation system from the experience of the Icub
robot. However, the experimental scenario has some constraints that are not representative of
a real world scenario. In the previous experiment iCub was interacting with only one speaker,
and in the case of false positives from the audio attention system the robot could use vision to
correct it as it will not see a face. In a real world scenario it is more likely that the robot will
interacts with many persons and thus it could not use this simple policy to correct its errors.
Inspired by how humans develops their auditory systems we extended the previous work to
address multi speaker scenario. We saw in the last Section that babies are more attentive to
voices and faces giving a facilitation mechanism to associate the voice with a face. In case of
many speakers in their visual field of view babies are able to identify from whom the voice is
coming. They use a temporal matching between lips movements and speech frequency [26].
This allows them to associate a voice to a specific person and thus the autonomous calibration
of their sound localisation system driven by their own experiences. We took inspiration in
this process and implemented a similar mechanism in the iCub robotic platform that allows it
to associate a voice to a person through speech envelope and mouth area correlation.

9.2.1

Computational architecture: Implementation

Our objective is to train a speaker localisation system in a self-supervised manner inspired
by the early development of humans. Similar to how we gradually improve our ability to
localize sounds in the environment we want to replicate this mechanism with the iCub robot.
To do so we use a reinforcement learning (RL) framework to learn the optimal motor policy
to focus on an active speaker using visual and auditory signals (face position, speaker vague
position). The learned policy allows us to create a suitable dataset D = (x,Y ) where x is
binaural audio inputs and Y is the egocentric position in the robot reference frame defined
by the two angles: Azimuth and Elevation. The dataset is then used to learn a faster and
more accurate sound localisation model by training a deep neural network. The advantage is
that the data needed to train the sound localisation system are autonomously created with
the RL algorithm. Moreover, when the trained speaker localisation system achieves good
performances it will also make the RL policy faster as the localisation of the active speaker
is more accurate.
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Early sound source localisation - Audio attention
We use a fuzzy logic membership approach to decompose the auditory scene into five spatial
locations (Fig 9.6) [142]. The estimated sound location a from the Bayesian attentional
module in the robot’s allocentric coordinate frame is mapped to the linguistic variable T (L) ∈
{ f ar_le f t, le f t, center, right, f ar_right} with a fuzzy membership µt (a). The final location
L is then computed following equation 1.
L = max(µt (a)) ∀µt ∈ T (L)

(9.2)

Figure 9.6 Fuzzy membership of T (L) define by the head angles range.

Identification of an active speaker
Given the vague estimation of a we want to learn the motor policy π to successfully move
the robot’s head toward the active speaker. To achieve this we want to use a reinforcement
learning framework defined by the triplet: (S, A, R).
State S
The state S will have features as the combination of the source speech localisation represented
by L, the robot head position Θ and a bio-inspired face detection system. The linguistic
variable L will be transformed to a one hot vector V1×N where N is the length of the set
T (L). The face localisation system output will be represented as a matrix Mw×h ∈ [0, 1]
where w and h defined the visual field of view of the robot and a 1 indicates the presence
of a face and zero no face present. Finally the vector Θ will represent the state of the robot
head defined by two values (Θ1 , Θ2 ) for the pan and tilt angles. So the state will be defined
as St = {O1 , ..., Ot } where Ot = (Vt , Mt , Θt ) and t defined the time window.

9.2 Self-supervised reinforcement learning for multi speakers localisation

74

Action A
The action A that the robot will have to learn will be the two degrees of freedom (pan and
tilt) needed to look at the speaker. The set of actions will be A = {0,
/ ←, ↑, ↓, →} for doing
nothing turning the head left, upward, downward and right.
Reward R - Phase-locked correlation
We propose to use as reward function R a combination of two rewards R f ace and Rcorr . R f ace
represents if the robot is fixating a face while Rcorr is a value computed from the correlation
of the speech envelope Espeech with Marea . Marea is defined as the inter lips area extracted
from the face localisation system and a mouth landmarks detection algorithm.
R = R f ace + Rcorr

(9.3)

Following this reward function, the reward signal will be maximal when facing a face
with the matching voice. R f ace will constraint the learning to look at faces which enable the
extraction of the mouth area.
Self-supervised learning
In self-supervised learning the training data is automatically but approximately labeled by
finding and exploiting the relations or correlations between inputs. In our case we want to
associate the spatial location Y with the corresponding audio input x. The idea is to use
the interaction between vision and audio to provide the label Y . When the audio attention
module identifies a source speech the binaural audio can be saved, creating evidences x but
without an associated label Y . By using the learned motor policy π to focus on the active
speaker we can match the previous evidence x with the active speaker. A label Y can then
be extracted using the proprioceptive information of the robot head (pan and tilt). This will
result in the automatic creation of a dataset in an unsupervised way which will be used to
train a classical supervised learning system such as deep learning network. The advantage of
using a model for sound localisation rather than relying only on the learned policy π is the
possibility to have a faster and more accurate system working with only one modality.

9.2.2

Methodology

We focus on testing the correlation between the extracted mouth area and the speech envelope
from the robot sensors. This is the most critical part of our framework as it serve as a reward
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signal to guide the robot to focus on the active speaker and consequently build the dataset
autonomously. We asked 5 participants (3 males, 2 females) with four different languages
(see Table 9.4) to read a story in front of the robot at different distances. Participants read the
story for an average duration of 3 minutes with a range of distance of 50 centimeters to 3
meters from the robot. Then to further test the validity of this approach to identify the active
speaker we asked two people to speak at turn in front of the robot as illustrated in Fig 9.7.
Face and mouth area extraction
The iCub robot has two cameras that can stream images Il , Ir of size 720x570 . We use only
the image Il to detect the face and extract the mouth landmarks. We use use a bio-inspired
face detection system [37] to detect the face. Once a face was detected we extracted the
mouth landmarks with the DLIB facial landmark detector (see Fig 9.7). From the mouth
landmarks we computed the mouth area Marea on real time achieving a sampling rate Msr of
10 points by seconds.

Figure 9.7 Example of detection of faces with mouth landmarks

Speech envelope
The iCub robot has two microphone that stream a 2-channel audio signal S at 48Khz. We
compute the amplitude envelope by taking the magnitude of the analytic signal S. We use
the Hilbert transform to determine the amplitude envelope on both channels resulting in two
envelopes E1 , E2 . We re-sample the two envelopes to the sampling rate of the mouth area
signal Marea to perform the correlation.
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Pearson correlation
Given the two envelopes E1 , E2 and the Marea we compute the Pearson correlation on a time
window t. We then take the r value with the minimum p value from the two channels.

9.2.3

Results & Discussion

We run the Pearson correlation with t set at 10 seconds resulting with a Msr of 100 data points
per window. Participants talked for 2 minutes on average leading to 12 different windows.
We perform the correlation on all the windows and reported the average r values and the
percentage of significant p values (Table 9.4).
We examine the correlation of two people speaking at turn in front of the robot to highlight
the change of correlation value through time Fig 9.9.

Figure 9.8 Pearson correlation for the mouth area function with the matching speech envelope
(r = 0.48, p < 1e−5 ) and non matching speech envelope (r = 0.01, p > 0.05) with a time
window of 10 seconds.
We took advantage of the embodiment of the robot to re-propose the optimal strategy
used by the human brain to create a self-supervised learning mechanism that learns to localise
speakers. We presented the different parts of the framework and tested the critical part of the
Rcorr function that will guide the robot to recognize the active speaker. Rcorr is defined as
the correlation between the inter-lips area and the speech envelope. Results show that we
can successfully extract both information in real-time from the robots sensors. In one to one
interaction with the robot the correlation values are positive and statistically significant and
correlated only with the true speaker Fig 9.8. Furthermore, when tested in a more realistic
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Figure 9.9 Correlation values on 10 windows of 10 seconds for two speakers, diamond shape
represent when p < 0.05.
Table 9.4 Average correlation of mouth area with speech envelope for each subjects for 2
minutes of recording
Participants Languages
s0
s1
s2
s3
s4

French
Italian
Italian
Spanish
English

Mean correlation

p <0.05

0.40 ± 0.14
0.47 ± 0.15
0.40 ± 0.24
0.37 ± 0.17
0.52 ± 0.13

80%
89%
80%
63%
88%

scenario where two people speak at turn in front of the robot the correlation values can be use
to discriminate the active speaker see Fig 9.9. Together these results validate our approach to
use mouth area and speech envelope value as a reward signal to guide the robot to focus on
the active speaker. We focused on testing the most critical part of our framework the Rcorr
function as the other parts of our framework are modules that we have already developed
and tested on the robot. After validating that the correlation between the inter-lips area and
the speech envelope can be used to recognize an active speaker the next step will be to run
the reinforcement learning. By using fuzzy logic to represent the sound source localisation
the state space is constrained, which will facilitate the learning. We will adopt a transfer
learning approach where first we will create a virtual environment to train and then do domain
adaptation on live interactions with the robot. We will also focus on optimizing the mouth
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area extraction to increase the sampling rate which will allow to reduce the time window and
have a more reactive framework.

Chapter 10
Towards complex cognitive abilities
"Petit à petit, l’oiseau fait son nid."
French proverb

We saw so far how it was possible to design computational frameworks to make robots
learns in an autonomous way to build a representation of the world and others. We took
inspiration on the developmental steps and learning mechanisms used by humans and successfully makes iCub learns to localise speakers, detects faces and objects. The reason why it
is important for robots to have these perceptual abilities is because there are crucial to build
more complex cognitive abilities. Humans development is marked by specific milestones,
where each step is the basis to develop more and more complex skills. For example, as
Tomasello illustrate it in its book, before nine-months infants cognitive development is oriented towards understanding the world and others. The shift that happen around nine-month
is the ability to perform joint-attention with others and thus open the possibility to learn from
others. To illustrate how mechanism to identify others and perceiving the world in terms of
entities ( objects) we build on our previous work to propose a computational architecture
for word-object mapping learning. Furthermore, more than identifying others is crucial to
recognize them to adapt a behavior based on the recognised partner. To address this skill
we again reuse the previous work to propose a new computational architecture that allow to
learn to recognize persons from audiovisual modality.

10.1

Cognitive Architecture for word-object mapping
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Since infancy humans can learn from social context to associate words with their meanings,
for example associating names with objects. The open-question is which computational
framework could replicate the abilities of toddlers in developing language and its meaning in
robots. We propose a computational framework in this paper to be implemented on a robotics
platform to replicate the early learning process of humans for the specific task of word-object
mapping

10.1.1

Computational architecture: Implementation

Figure 10.1 Computational architecture for word- object learning
The architecture of our proposed system consists of five components as shown in Figure
10.1. :
(A) Visual Attention and Segmentation
(B) Robot Non-verbal Response
(C) Auditory Attention and Acoustic Feature Extraction
(D) Object-Name Association Learning
(E) Object Identification and Speech Production
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Visual Attention and Segmentation
The first component of the system is a model of bottom-up visual attention based on [98].
This component allows a human teacher to direct the robot’s attention to an object for training.
The assumption is that the human teacher will naturally redirect the infant‘s attention to the
object by moving it. Next, through an elementary computation chain leveraging on vergence
and zero-disparity the object of interest is segmented from the background [22].
Robot Non-verbal Response
After the robot has located and segmented the object, the robot communicates to the human
its focus of attention with implicit signals such as gaze and pointing behaviour, as infants
typically interact. For example, the action of pointing has been demonstrated to occur early
on by infants and has also been shown to be important for learning [62].
Auditory Attention and Acoustic Feature Extraction
Once the robot has communicated to the human teacher that it is attending the target object,
the teacher says the name of the object. The auditory attention model [83] coupled with an
voice activity detection system allow to capture the relevant audio signal associated with
the object. We convert the audio signal to an embedding space where embeddings for the
same words are closer than different words, regardless of speaker. To do this we use a
Vector Quantized-Variational Autoencoder (VQ-VAE) network to convert the audio into an
embedding. When VQ-VAE networks are trained on audio, their embeddings have been
shown to be similar to phonemes [125]. This means they can be used to model the content of
speech while not being influenced by the lower-level differences in speech from different
talkers.
As represented in Fig 10.2 the latent representation produce by the VQ-VAE network
allow to have a unique label to associate with the visual experience.
Object-Name Association Learning
From the previous processes the meaningful embedding of the spoken name of an object
(Fig 10.1: Y symbol) and its visuospatial information (Fig 10.1: X symbol) can be used to
train a state-of-the-art object localisation network (YOLO, Faster-RCNN). This object-name
association network is what enables the robot to learn the connection between objects with
their spoken names.
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Figure 10.2 Latent representation of audio signals with Principal Component Analysis with
the VQ-VAE network with the words: ball, cup, shovel, train
Object Identification and Speech Production
Once the robot learned through interaction after gathering more data to train on, the network
will generalize and allow the robot to localise and recognise objects. As the label used to
train the architecture is the latent representation learnt from the encoder of the VQ-VAE
it can be used in the decoder network to generate new audio. The robot can then finally
pronounces the name of the object by playing the generated audio. This process allows the
robot to engage in an active learning procedure where it can point to a recognized object and
name it and gather social signals to validate the learned association.
We propose in this work a bio-inspired cognitive architecture to replicate the autonomous
mapping infants made between words and objects. We combine state-of-the-art supervised
and unsupervised algorithms to guide the learning of the robot by merging auditory and
visual signals in a natural interaction scenario.
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The purpose of today’s robotics is to support humans in diverse contexts which range from
functional collaboration, as in manufacturing, to personal relationships, as in care-giving,
education, and rehabilitation scenarios. Especially in contexts like the latter, human-robot
interaction (HRI) needs to reach the next level of complexity, with robots capable not only
to efficiently interact but also to account for the diversity among individuals [121]. To this
end, it is necessary to personalize interactions based on the memory of shared experiences
and let the robot adapt its behavior considering the history of previous interactions with
humans [10, 133]. Indeed, personalization and adaptation are keys to successful long-term
HRI [2]. These skills can improve users’ engagement, making it last even after the novelty
effect wears off [117]. They can also help to establish a rapport and trust between the robot
and users, for example by recalling shared memories [103] or by detecting changes in the
partner’s affective state [39].
It becomes therefore increasingly necessary for robots to be able to reliably recognize
the partners they have interacted with. Advances in artificial intelligence (AI), and more
specifically machine learning (ML), provide today potentially powerful tools to perform
human recognition. Recently, several recognition algorithms using visual information and
based on deep learning networks (e.g. face recognition algorithms) have been proposed
achieving state-of-the-art results and establishing themselves as the preferred techniques to
address such task [46]. However, non-visual cues such as voice represent also important
information for person recognition, especially when the person is not in the visual field of
view or when vision is limited. Deep learning techniques have proved to be a robust tool
also to address speaker recognition, achieving state-of-the-art results [118]. Nonetheless,
several issues arise when applying AI methodologies to visual and non-visual information
gathered in HRI frameworks. The problems are mostly caused by the scarcity of available
data in these settings. Also, the diverse nature of the data stream, along with the inherent
variability related to the robotic platform or the interactive context, could complicate the use
of established AI solutions.
Deep Learning algorithms work well as long as the data distribution they were trained on
is similar to the distribution they will be used on. For robots evolving in real-world scenarios,
there is often a mismatch between the training and the target data distribution, mainly due to
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the use of different sensors (e.g., microphones and cameras) and to the noise in the environment or generated by the robots [114]. Considering the example of face recognition, with the
advent of the COVID-19 pandemic, classical face recognition approaches hardly work with
the previous solutions, because during interactions the faces are covered by masks. To cope
with this issue, it would be necessary to collect new ad hoc datasets and to re-train the model,
e.g. by using domain adaptation techniques. However, this represents a strong limitation, as
the collection and creation of these datasets are time-consuming as they frequently require
human annotation.
In order to overcome this limitation and to increase the amount of relevant data that a
robot could leverage, it is crucial to exploit the robot’s embodiment in the real world. The
advantage lays in perceiving directly the world around it and continuously updating the
sensorial data from the environment. The open challenge for the robotics community is
therefore to design frameworks aimed at autonomously and effectively managing the data
captured by the robot during recurrent interactions with humans (i.e., "its experience") so
that it can use this information to learn in an autonomous and self-supervised way. The
robot’s ability to organize its own sensorial experience and to retrieve it in future contexts
is of utmost importance for personalized, long-term HRI scenarios, where the amount of
information grows continuously [106]. This is especially advantageous for interactions
involving multiple people, behaving dynamically.
To this purpose, we propose a solution based on a cognitive architecture that exploits
the robot’s low-level perceptual mechanisms (e.g., sound localization and face detection)
and working memory that endows the robot with the ability to autonomously organize
its experience while interacting with humans. Cognitive robotics focuses, among many
capabilities, on designing and building cognitive models for robots that have the ability to
learn from experience and from others. In particular, the ability to retrieve experiences from
memory as the context requires, and flexibly reuse this knowledge to select appropriate
actions in the pursuit of inner goals [131] is fundamental for cognitive robotics.
In this process, memory plays a key role, as it helps the agent to encode, store, and retrieve
knowledge. In particular, working memory refers to the capacity to maintain temporarily a
limited amount of information, which can then be used to support various work-dependent
skills, such as learning, reasoning, planning, and decision-making processes. In other words,
working memory is not just a retention mechanism, but it is also a framework that preserves
transient goal-relevant pieces of information in the service of complex cognitive processes [8].
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The interest in exploring the role of different types of memory for human-robot interaction,
with either embodied or virtual agents, is progressively gaining the attention of the community
[75, 94]. However, its implementation in the robotic field for autonomous interactions with
humans is still limited to few interesting researches [57, 101, 112].
In this work, we propose to use working memory and perceptual system together, to
let the robot interact autonomously with multiple partners and cluster multi-modal data, by
collecting them into a structured dataset suitable for the tasks of speaker and face recognition.
After introducing our architecture, we present its implementation in a game-like interaction
scenario involving the humanoid iCub and three participants simultaneously and test it in
a user study on a total of 12 participants. Finally, we report the results of testing different
models for face and speaker recognition on our dataset, to analyze the pros and cons when
implementing different methodological solutions on our limited and noisy dataset.

10.2.1

Computational architecture: Implementation

We present in this section the different components of the architecture (Fig. 10.3) used to
learn in a self-supervised way to recognize persons during a natural human-robot interaction.
All the different components are stand-alone modules and are integrated with the YARP
middleware [77] which provides a modular design of the cognitive architecture.

Perceptual Modules
Sound Localization System (SLS)
We used a sound localization system (SLS) to discern the incoming direction of auditory
signals and thus clustering voices coming from sources differently placed in the space, with
the assumption that the scene changes only in specific time instances. Once the relative
position of the people is known in the space, the robot could infer the identity of the speaker
by mapping the direction from which the voice comes to the information stored in the spatial
memory. In this specific case, the direction of the sound has been discretized in three regions
of the 180 degrees range of motion relative to the robot: left, right, and in front of it (see Fig.
10.4, top panel).
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Figure 10.3 Representation of the computational architecture: The raw data from the iCub
sensors are passed towards perceptual mechanisms which allow the extraction of information
such as faces and voice location. The proprioceptive information of the robot along with the
spatial memory system allow saving this information into a structured dataset.
Hot-word detector
To make the participant interact naturally and for a prolonged period without human intervention in the different phases of the game, we used Snowboy, an artificial intelligence software
toolkit developed by KITT.AI for hot word detection1 . We used the software to detect the
words yes and no to automatically ask the players if the answer provided by another player
was right or not. This allowed us to fully automatize the interaction without the need to rely
on experimenter intervention or a Wizard-of-Oz approach.

Face Detector
To identify the participants interacting with the robot we use a deep learning-based face
detection system developed for the iCub robot [37]. The face detector was trained in a
self-supervised way and it is inspired by how infants learn to detect faces using audiovisual
1 https://github.com/Kitt-AI/snowboy
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attentional mechanisms to guide their learning.

Multiple Object Tracker (MOT)
The face detection module allows for the localization of faces from the robot camera but
cannot perform face identification. That is, from a sequence of frames, it cannot associate
a currently detected face with a previously seen one. However, for the robot it is strictly
necessary to keep track of an object’s position in time and to distinguish it from other
objects. To perform data association, we used a multi-object tracker algorithm based on the
combination of a Kalman Filter and Hungarian algorithm. The combination of the modules
is used for the tracking components and allows an accuracy comparable to state-of-the-art
online trackers, but with real-time performance, which is crucial for robotic application [12].
We used the MOT module to associate for each participant interacting with the robot a unique
tracker T , which is maintained during the whole task (see Fig 10.6).
Action Module
To perform the tracking of the faces and orient the head of the robot toward the localized
sound source given by the SLS module output, we used the iKinGazeCtrl module: a controller
for the iCub gaze capable of steering the neck and the eyes independently [100]. To execute
the different arms motion of the robot we used pre-programmed sequences of full-body
movements in joint space to have perfectly replicable movement comparable across all the
participants. The Game supervisor module managed the transition between specific states of
the state machine, by triggering different robot behaviors (see Fig. 10.5).
Spatial/Working Memory Module
While interacting with others, the robot has the advantage to be embodied in the world and
thus it can use alternative supervisory mechanisms to organize its incoming signals. For
example, when a robot faces different speakers it can use the proprioceptive information of
its head orientation to cluster the face and voice of the person. We used a spatial memory
module representing working memory to allow iCub to map a limited number of persons
interacting with it to their spatial positions according to an egocentric frame of reference. We
implemented the spatial working memory using a Dictionary data structure:
D : Keys → Values ∪ ε

(10.1)
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Where the keys are the azimuth values of the robot head, the values is a list of instances
of trackers T and ε is the empty set. In our implementation, we discretized the azimuth range
[-90, 90] into three bins: {left; center; right} each 60 degrees wide (see Fig 10.6).
Data collector Module
The combination of the perceptual module with the working memory allows the robot to
store and update the position of the persons in the space throughout the interaction. This
information is used to autonomously organize the sensory data (i.e., faces and voices) into a
structured dataset:
Dataset : {Pi : [(Ii , x1 , y1 , x2 , y2 ); ...; (In , x1 , y1 , x2 , y2 )] ∪ [audioi ; ...; audion ]]}
For each participant Pi the module stores automatically the images and the associated
bounding box of the face (Ii , x1 , y1 , x2 , y2 ) retrieved through the face detector, and correctly
gives a label using the MOT and the memory module.
Moreover, when the robot hears a person speaking, the system stores the detected audio
associating it to the corresponding person Pi , thanks to the combination of the SLS module,
which identifies the sound direction, and the memory module that maps the proprioceptive
information of the robot to the identity of the memorized players.

10.2.2

Methodology

Participants
The experiment was conducted with the support of 12 healthy participants that voluntarily
agreed to participate to the data collection (8 males, 4 females, 27.25±1.48 years of age),
divided in 4 groups of 3 participants each (1 female and 2 males).
Experimental Design
Participants were asked to play a modified version of the taboo game (where the words to be
guessed, differently from the traditional taboo game, were historical figures) with iCub, a
humanoid robot with a child appearance [78]. The objective of the game was to guess the
identity of historical figures after one of the participants described them without pronouncing
some keywords important for the identification (the "taboo words"). Also, participants scored
proportionally to the number of cards correctly guessed.
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Figure 10.4 Top panel: Scheme of the experimental setup during the game phase. Bottom
panel: Participants and the iCub robot while playing the history taboo game. The third
participant was present to the right of iCub but is not visible in this image.
The robot’s role was to guide participants through the different stages of the game,
without actively competing by describing cards or guessing (see Fig 10.5). It was explained
to the participants that since iCub is a child robot, it could not explain the characters in
human history; however, it could learn by participating as a referee and supervisor of the
game.
The choice of this experimental design stems from the need to design an engaging
interaction that, at the same time, could well represent a real-world scenario where a robot
supervises and modulates interaction in a group of multiple users, such as robot teachers in a
class of students or robot therapists in a rehabilitation session.
Protocol and State-Machine
Upon their arrival, participants were first brought to the office setting, where they were
assigned a color-player label among blue, green, and red, that was later necessary during the
game phase. They were also instructed that once in the experiment room, they should call
iCub attention with their voice to make the interaction start. Indeed, using the SLS module,
iCub turned its gaze toward the direction of participants’ voice and once it detected faces
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Figure 10.5 State machine followed by the robot during the game.
through the Face Detector module (Fig. 10.6A, bottom panel) it started the interaction by
welcoming them and updating the Spatial Memory module with the position of the detected
faces (Fig. 10.6A, top panel).
In the next phase Player Positioning (Fig. 10.5), iCub invited one color-player at a time
(in random order) to approach the table placed in front of it and to take the deck of cards of
the corresponding color, containing the historical figures with the associated taboo words.
Then, it asked the participant to take other positions in the room by pointing with its arm on
its right, front, or left. In this phase, iCub associated the color-player with the tracked face,
which was stored and labeled to be organized in the database through the Data Collector
module (Fig. 10.6A, bottom panel). As the participants moved towards the position, iCub
followed them with its gaze by using the MOT module. When the robot detected participants
stopping, it updated their position in the space through the Spatial/Working Memory module.
In this way, each color-player was mapped to a position relative to the robot reference frame
(Fig. 10.6B, top panel).
Then, the Players Presentation phase began and iCub addressed one player at a time
to ask them their name and to invite them to present themselves in a pre-set time of 20
seconds. This phase strongly relied on the role of memory and had multiple purposes: i) to
automatically retrieve the person’s name for the creation of the database and the recognition
phase, replacing the player-color label with it, and ii) to prepare a framework already suitable
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for future one-shot learning scenarios, where one needs to have initial reference samples to
implement on-the-fly person-recognition models.
At this point, the actual history taboo game started (Start Game phase). On a screen
placed behind the robot, a colored circle appeared giving the signal to the player with the
corresponding color to prepare to describe the card. After few seconds, a 30 seconds timer
started, during which the player had to describe the card to the other players.
During this Card Description phase, we intentionally deprived the iCub of a priori
knowledge of the players’ turns. This replicates common interactive contexts in real-world
scenarios where the robot has to orient its attention in the scene relying exclusively on its
perceptual mechanisms. In the game, it turned its gaze toward the direction inferred by the
SLS module, it associated the detected voice and face to the color-player label by querying
its spatial memory, and it stored them in memory with the corresponding label using the data
collector module. At the end of the timer, iCub interrupted the player by saying: "Time’s up.
I wonder if anyone has figured out what this is all about?".
In the Answer phase, the player who wanted to answer, at the iCub signal had to grab
the buzzer placed in the middle of the table and call iCub attention with his/her voice. Once
iCub turned its attention to one of the players (with the same mechanisms described in the
previous phase), it invited the person to give the answer, and then it turned again to the
previous player to verify whether it was correct or not. To make the interaction completely
autonomous, we exploited the Hot-word detector module to detect the words "yes" and "no",
as explained in section 10.2.1. Also, during the interaction, iCub showed different facial
expressions depending on the context through LEDs representing its eyebrows and mouth.
The game was repeated until each player had described a total of three cards.
Each session of interaction lasted about 30 minutes. The state-machine flow and robot
behaviors were completely autonomous and triggered by events that relied solely on the
robot’s perception (e.g., sound or face detection) and game dynamics (e.g., timers). The
experimenter monitored the correct progress of the experiment from a different room, ready
to intervene only in case of problems.
DATA ANALYSIS
Database generation
During each interaction, the architecture stored autonomously the different data points of
faces and voices by associating them with the corresponding player by using the color labels
coding. In a post-processing phase, the Data Collector module organized the visual and
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Figure 10.6 Demonstration of the Spatial Memory (top) and the MOT tracking module
(bottom): (A) At the beginning of the interaction the three participants are memorized on
the left position by the memory module. (B) After the positioning phase, the memory
module is updated by the MOT module, and the players are successfully represented in their
corresponding spatial positions according to the robot frame of reference.
auditory data by creating a structured dataset as described in previous sections. The dataset
is suited to perform speaker and face recognition through supervised-learning. In fact, the
dataset was populated by creating labels corresponding to the name of each player, extracted
from the audio files saved in the Players Presentation phase, by using the Google-Speech
recognition API. For each of these labels (12 in total), two different structured datasets
were created: Dataset_ f aces and Dataset_voices, described in detail below. In other words,
the Data Collector module reorganizes the robot’s temporary experience into a structured
knowledge about people who interacted with it, creating a memory made up of unique names,
faces, and voices.
Through the experiment, we collected a total of 1320 seconds of audio files (110 seconds
on average for each participant), and 1200 samples of face images (93 on average for each
participant, see Table 10.1). The audio recorded presented an SNR equal to 9 Db due to
the high ego-noise of the robot produced by the fans in its head (q realistic and undesired
characteristic of typical robotic applications). We pre-processed each face according to
the face alignment procedure for the face recognition network [108]. The face alignment
procedure consists of centering the faces bounding boxes and resizing them to a fixed
dimension of 180x180 pixels (see Fig 10.7).
Triplet-Loss network
When addressing the task of face or speaker recognition one solution is to rely on triplet-loss
trained deep networks. The triplet loss approach comes from the name of the loss function
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used to train a deep network to produce euclidean embeddings with the goal to minimize
the distance between an anchor and a positive sample and maximize the distance between
the anchor and a negative sample of a different identity [136]. Moreover, as the triplet
loss enforces negative samples to be distant in the embedding space, the network can be
used to identify previously unseen persons by using similarity or distance measures. We
investigated the performance of pre-trained triplet-loss networks on our collected datasets.
For speaker recognition, we used a Resnet network trained on the LibriSpeech dataset [91].
We used the network to create a database of embeddings (Demb−voices ) for each person in the
Dataset_voices. For the faces, we used the Facenet network [108], trained on the large-scale
face dataset VGGFace2 [15], to produce the database of face embeddings (Demb− f aces ) from
the Dataset_ f aces.
To perform the identification, we used a KNN algorithm with k = 1 to quickly find the
nearest elements from the embeddings database. We then used the returned distances and
a threshold t (empirically chosen) to classify the person as the nearest embedding class
(distance > t) or as an unknown person (distance < t).
Multi classification
We also investigated the performance of a multi-classification approach on our datasets. For
the speaker recognition, we trained a deep network based on stacked convolutional layers
with gammatonegrams features as input. Gammatonegrams decompose a signal by passing it
through a bank of gammatone filters equally spaced on the ERB scale and were designed to
model the human auditory system. We opted for gammatonegrams as they have proven to be
robust to noisy environments [70] and thus suited to deal with robot data. We pre-processed
the Dataset_voices by taking chunks of audio of 1 second with a hop-length of 250ms and
we discarded chunks having less than 80% of voice data using the Google voice activity
detector. Finally, we generated the gammatonegrams on the chunks using a bank of 128 filters
and stacked horizontally the two channels, giving a final feature size of 128x192. Instead,
for the face recognition model we opted for a transfer learning approach and fine-tuned the
Facenet network to perform multi-classification task.
Test Dataset
To test the proposed models for voice and face recognition, we asked participants to come
back after few days in order to acquire additional data via the robot’s sensors. At this stage,
there was no actual interaction between the participants and the robot, as our goal was
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to demonstrate the robustness of our approaches using a dataset acquired under different
conditions of the environment (lighting, etc..) and of participants (see as example Fig.
10.7). The approach better approximates the application contexts in which the model will
be deployed. We also collected face and voice data of 4 people who did not participate in
the experiment, to test the accuracy of the triplet-loss models in recognizing unseen samples.
For both the faces and the voices, we applied the same pre-processing described in sections
10.2.2, 10.2.2. The final test-set resulted in 6 audio samples (of 1 second) and 10 faces per
person (see Table 10.1).

10.2.3

Results & Discussion

Figure 10.7 Samples from the collected dataset: For each person, the right photo is a sample
from the training dataset (collected during the game interaction) and the left one from the
test dataset.

Architecture and data collection
Our architecture proved to be efficient in autonomously labeling and clustering visual and
auditory data during a dynamic interaction with multiple people. On a total of 36 trials, the
SLS module showed an accuracy of 97%. The robot failed in predicting sound direction and consequently the player label associated to that direction by the memory module - only
once across all trials. Regarding the automatic creation of the datasets, using the Google
speech recognition API we successfully extracted the different names of the participants
gathered during the Player Presentation phase with an accuracy of 83.3%. Indeed, out of the
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Table 10.1 Details of the collected data during the Tabboo game interactions using our
proposed architecture
Dataset type

Avg data points per persons

Avg size

Faces train set
Faces test set

93
10

32x57
34x58

Voices train set
Voices test set

110s
6s

-

twelve participants who played the game, one player was not correctly recognized (Parco
instead of Marco) and one player could not be correctly processed by the software and was
therefore automatically labeled as "unknown".
Triplet-loss networks
To asses the performances of the triplet-loss networks for both the faces and voices, we
computed the positive accuracy and negative accuracy:

Positive accuracy = T P/(T P + FN)
Negative accuracy = T N/(T N + FP)
We tested both triplet-loss networks on the gathered test-set to compute the positive
accuracy and further tested on unseen participants to compute the negative accuracy (see
10.2.2). We used the Euclidian distance and fine-tuned the threshold t to balance between the
positive accuracy and negative accuracy. For the face recognition, using a t = 0.4 the tripletloss network achieved a positive accuracy of 55% (see Fig 10.8) and a negative accuracy of
73%. Instead, for the voices the best compromise found between the positive accuracy and
the negative accuracy was 30.3% and 37.5% respectively using t = 1.7 .
Multi-classification networks
We re-trained the Facenet network for a multi-classification task on the 12 persons present in
our dataset. The re-trained network achieved on the test set (see 10.2.2) an accuracy of 72%
(Fig 10.8 bottom) against a chance level of 8%. For the audio, we re-trained the model to
classify the 12 persons plus an extra class, background, which we obtained by recording the
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Figure 10.8 Face Recognition classification results. Top: Triple-loss model positive accuracy.
Bottom: Re-trained model with the data collected during the interaction using transfer
learning.
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Figure 10.9 Speaker recognition classification results. Top: Triplet-loss model test positive
accuracy. Bottom: New model based on gammatonegrams test accuracy
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ego-noise of the robot. The final model reached a total accuracy of 65% on the voice test set.
In this work, we proposed an architecture to enable robots to organize autonomously
multimodal data gathered while interacting with a group of human partners. The objective
was to efficiently synthesize the knowledge necessary to replicate a person recognition system
and build natural HRI interactions based on the history of users’ experiences. To achieve this,
we built an architecture based on basic perceptual mechanisms: the localization of sounds in
space, the detection of faces and the tracking of moving objects. These are primary cognitive
processes that can be exploited by any embodied agent in real-life contexts. These basic
perceptual mechanisms were integrated with a working spatial memory system. The spatial
memory allowed the robot to associate each user to a specific spatial location relative to the
robot’s egocentric frame of reference and consequently to infer the user’s identity from the
sensorial data coming from the specific environmental region.
We demonstrated that the proposed architecture worked efficiently in a prolonged gamelike interaction between the robot and multiple persons. Using our architecture, we successfully created a dataset of people who interacted with the robot without the need for human
intervention. The robot was not able to correctly recognize the name of participants in few
situations, which can be solved in the future by enriching the interaction with advanced skills
(e.g., by letting the robot ask for the user’s name again when the output of the software is not
reliable).
We used the obtained dataset to develop a face and speaker recognition system exploring
two different approaches: pre-trained triplet-loss models and re-trained multi-classification
models. The processing of data and training of the models relied on post hoc analysis
for a preliminary evaluation of the recognition methods, but in the future, they could be
implemented in a fully automated pipeline process using DevOps tools.
The obtained results demonstrated a higher accuracy for the re-trained models, which
was to be expected in light of the data collected by the robot. Indeed, the low-resolution
faces images, the presence of the mask, and the low SNR of the audio explained the poor
performance of the triplet-loss networks which were trained on very different sets. For
example, the LibSpeech contains clean speech of people without noise and in the VGGDataset
faces with masks were not present.
This demonstrates the advantage of using the data directly collected by the robot during
its interaction with the world and of developing frameworks able to manage and manipulate
the on-line robot experience. Thanks to this, the robot can learn through a self-supervised
strategy while interacting with humans and with the world. Indeed, the effectiveness of such
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approaches is likely to improve as the number of interactions, and thus of the available data,
increases. Moreover, with more data available it could be possible to train a triplet-loss
network from scratch and fully take advantage of this approach.
Considering the limitations of our dataset collected during a real interaction, as we
expected, the obtained results are hardly comparable to the state-of-the-art face/speech
recognition models. Nonetheless, this was not our primary goal. Rather our intent was to
demonstrate the robustness of our approach to the variability of natural interactions with
humans.
Such variability may derive from several, often unpredictable sources such as the different
conditions of the environment, the inherent noisy nature of data, or the dynamic changes of
the interactive context. Consider for example the limitations of trying to implement a facial
recognition system during the pandemic, where the faces covered by masks are difficult to
distinguish. In these scenarios, it is important that the robot exploits its direct experience to
learn how to cope with these situations and adapt accordingly, for example by relying more
on the voice data.
To conclude, our proposed architecture represents a novel contribution to the development
of robots capable of autonomously and efficiently managing their sensory experience to
build a multimodal memory of the people they have interacted with. This memory could be
improved so that a robot could autonomously learn to manage the amount of data collected,
by synthesizing it and by selectively removing the non-necessary information, similarly to
what humans do. The proposed framework proved to be accurate and functional to manage
a fully autonomous interaction between the robot and a group of people. Moreover, our
approach facilitates building personalized and adaptive HRI. Indeed, having a history of the
facial, auditory, and contextual features of users in a long-term memory could allow the robot
to relate the current experience to past experiences and for example to monitor changes in
the partner’s inner and affective state, health, or mood - adapting its behavior accordingly.

Part IV
Conclusion

Chapter 11
Final Discussion
The important thing is not to stop questioning. Curiosity has its own reason for
existence. One cannot help but be in awe when he contemplates the mysteries of
eternity, of life, of the marvelous structure of reality. It is enough if one tries
merely to comprehend a little of this mystery each day.
Albert Einstein

11.1

Overview

We began this thesis by highlighting the difficulty of defining human intelligence and how it
is even more complicate to replicate it in artificial agents. In recent years, many achievements
have been made in this direction, in tasks such as objects detection or speech recognition. For
the majority this was made possible by the use of deep learning algorithms, which reached
state-of-the-art results and even sometimes surpassed human performances. While they revolutionize many fields, these algorithms remain tools that we need to adapt to solve specific
tasks and are far away from replicating human cognition. Furthermore, their performance
depends on the availability of big annotated datasets which in robotic applications can be
hard to obtain.
To deal with the need for data to take full advantage of deep learning algorithms in
robotic applications, we conducted different experiments where we proposed self-supervised
solutions to make robots learn perception abilities autonomously. Indeed, we saw that already
during their first years of life infants learn how to build a representation of the world and others. While many other cognitive functions develop in childhood, the ability to perceive others
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and the world is already something crucial that robots should have and learn autonomously.
Moreover, perception is crucial for the development of higher cognitive abilities. In this
regard, deep learning algorithms have shown to be suitable tools to address perceptual tasks,
as they have proven to generalize well and work successfully in various challenging contexts
[11]. However, as said before, one requirement to exploit the full potential of these deep
networks is to train them on large annotated datasets. Although humans can keep collecting
and annotating manually these datasets, this represents a strong limitation, as for any new
scenario this will require a fine-tuning. Instead, robots should be autonomous in their learning
and, particularly, they should not depend on human supervision to annotate data and fine-tune
their algorithms. A robot should benefit from the possibility to physically interact with the
world and with its human partner to learn from them, as an infant can do. Robots have
the advantage to be embodied in the world and can perceive it with their different sensors.
Although they might perceive it differently from us, they still have access to the reality of the
environment. Moreover, differently from other machines, such as computers or smartphones,
they can to explore and experience the world actively, which is, as we saw, a fundamental
aspect in the development of cognition. Thus, robots should exploit their body and use their
different sensory data to learn in autonomy as infants do. For this reason, understanding
the facilitation mechanisms and milestones of infants during their early development can
help in developing new computational frameworks to make robots more autonomous in their
learning processes.
To this aims, this thesis focused on finding new solutions to develop more autonomous
robots that can learn from their experience. To this end, we took inspiration from the
early development of infants and the different mechanisms they use to build their own
representation of the world and others. We successfully developed computational frameworks
to enable robots to learn directly from their experience during natural interaction with humans.
We integrated state-of-the-art deep learning algorithms and attentional processes to fully take
advantage of the embodiment of the robot, to propose data pipelines to organize the different
sensory data of the robot into suitable datasets. Finally, we used the collected dataset from
the robot’s experience for the training of deep networks. The different works conducted
during this PhD demonstrate the possibility to develop architectures that allow robots to
learn autonomously from their experience. Moreover, our works show the importance of
a multidisciplinary approach in the quest for artificial intelligence in robotics and how the
integration of different scientific approaches (computer science, cognitive science) can benefit
the development of more autonomous robots.
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Summary of the contribution to knowledge

The goal of this thesis is to render robots more autonomous in their learning process following
a self-supervised learning approach. Nowadays, the success of deep learning algorithms
mostly rely on a supervised-learning approach and the use of big annotated datasets. Our
contribution is to demonstrate that by using bio-inspired mechanisms (attention, stereo-vision)
on robotic platforms can be a solution to let robots autonomously collect suitable datasets
pro-actively. Furthermore, these datasets can be used to train deep learning algorithms to
learn complex tasks such as object, face detection and localising sounds in the environment.
We chose these specific tasks because they represent fundamental bases to develop natural
social interactions. As we saw in Chapter 2, cultural learning plays an important role in the
development of human cognition and human social intelligence. The ability to recognize
a social partner is thus an important skill for developing social robots. Since robots are
intended to be used in several contexts and interact with diverse people, it is important for
them to be able to adapt to new environments and persons in an autonomous way. One way
to achieve this is to make robots able to learn directly from their experience while interacting
with us. We offer here an answer to the research questions that outlined this work:
RQ1. Attentional mechanisms can allow robots to pro-actively learn from ecological interaction with humans. We designed in Chapter 8 a human robot interaction where
attentional mechanisms are used to direct the robot focus toward salient points of the
scene and used stereo-vision to extract autonomously the faces. As during the interaction participants naturally talked to the robot the temporal alignment of the audiovisual
saliency converged towards the faces which makes iCub focused autonomously on
the participant face. In Chapter 7, we extended this approach to objects detection
where the robot was able to explore autonomously the visual scenes and structure
its experience into a datasets suitable to train Deep networks for generalisation. In
Chapter 10, we demonstrated how combining audiovisual signals with memory process
can make robots intrinsically learn to recognize people in a self-supervised way, while
interacting naturally with them.
RQ2. We demonstrated how multi-modal sensory experience can be used to perform selfsupervised learning with Deep learning. In Chapter 8 we used the temporal alignment
of audiovisual attention as a regularity while interacting with humans to create a
datasets of faces images with their 2D location in the image frame of reference. This
process allowed the collection of a suitable dataset that was then used to train a deep
network for object detection that performed better than a model-based approach. In
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Chapter 7, we used vision to calibrate the auditory space representation for the task
of voice localisation. This resulted in the training of deep networks which generalize
to new auditory setups and environments. With these results we demonstrated the
importance of multi-modal learning. More specifically we showed how the different
sensors of a robot can be used to create supervisory signals to perform self-supervised
learning.
RQ3. We demonstrated the advantages of using deep learning and its robustness and generalisation power in robotic platforms. In Chapter 10 we used the developed networks for
face detection and sound localisation in an another robot with a different environment
and successfully used them to interact naturally with new persons. Furthermore, we
used those skills to address autonomous person recognition learning in an ecological
scenario. With no parameters fine-tuning, the development cost to reuse the developed models to build complex interactions is reduced, allowing easy incremental
development of more complex cognitive architecture.
The different experiments conducted demonstrate the advantages in integrating biological
processes such as attention and stereo-vision with deep learning, to allow robots to learn
autonomously following a self-supervised learning approach. Our overall contributions are:
• A cognitive framework to allow pro-active learning by merging attention mechanisms
and pro-active vision inspired by the early development of infants.
• Different computational architectures derived from the cognitive framework connected
with Deep learning to make robots learn from their experience in a self-supervised
way. We successfully trained deep networks using those architecture for the tasks of
faces/objects detection, sound localisation and person recognition and tested them in
real world scenarios.
This thesis focused on how to make robots autonomous in their learning and on the identification of the different components necessary, in order to have robots that learn in a
self-supervised way. Our works contributed to the field of cognitive robotics, since we
demonstrated how bio-inspired processes typical of infants’ development can be used with
Deep learning to make robots learn autonomously. Furthermore, we demonstrated that
this approach is robust as we tested it in relatively unconstrained human-robot interaction
settings which is novel with respect to other works, usually tested in controlled setups or
simulated environments. We also contributed to the field of robotic and artificial intelligence
by demonstrating the advantages of embodied agents and how this could be a solution for the
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need of data to train deep learning algorithms. Finally, we showed how the different steps of
the incremental development stages of infants (faces/objects detection, sound localisation)
applied to a robot allow to re-use efficiently previous skills to tackle more complex cognitive
tasks.

11.3

Limitations & future work

As stated in the introduction, replicating human intelligence is a hard task. This is true,
first of all, because we are still far from precisely understanding it. Secondly, because it is
extremely versatile and involves the interconnection of several complex components. The
works conducted during my PhD do not aim at replicating human intelligence, but rather try
to support the understanding of how to make robots learn autonomously. The focus is, in
particular, on specific tasks that are important to enable robots to interact with us naturally.
For example, identifying a social partner by their face or voice constitutes a crucial skill
for social interaction. Our results support the possibility to make robots learn from their
experience with minimal human supervision. We achieved this by developing architectures
that allow organizing the sensory data of robots in a dataset suitable for the training of deep
networks. However, the first limitation of our work is that we did not address continuous
learning. For how we designed our architectures all the data are stored into a dataset and the
training is made each time on all those data. This could become impracticable, as it would
require large data storage to store all the data, if these architectures where to be used in the
lifetime of a robot. Another limitation is how to correct false positives that could occur using
our architectures. For example, in our work on face detection, we used audiovisual attention
to direct the attention of the robot towards faces. This process worked as expected, because
when interacting with the robot people naturally attracted its attention by moving and calling
it. However, it could happen that during the interaction other stimuli in the environment
attract the focus of the robot and this would result in a false positive. In our experiments,
we limit those situations by designing single interactions, but we are aware that in a more
complex scenario this situation could occur and it would require human supervision to correct
the collected data.
The findings of my PhD represent a step forward in enabling robots to learn directly
from their experiences, but it would require more effort to make them applicable to more
challenging scenarios. As said previously, future work should focus on integrating continuous
learning techniques to perform life-long learning and address incremental learning, to allow
the acquisition of new skills without forgetting the already-acquired ones. For example,
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considering the results of the sound localisation system, the developed system can be use
to gather more data while interacting so to train a more precise and faster system. To deal
with more challenging scenarios and address the issue of false positives, a solution could be
to use unsupervised learning techniques, and specifically clustering techniques. Exploring,
for example, autoencoders to learn a latent representation of the data could be used to
group similar data together and thus identify false positives. Recent advancements made on
self-supervised learning in vision task and especially the SEER framework [42] could be a
solution to deal with false positives and also make robots learn generic features, that can be
used to acquire more complex tasks, such as objects detection and segmentation.
Finally, if we want to scale our architecture to real-world scenarios and address life-long
learning it is necessary to develop more efficient data pipelines using the advancements in
software development. For instance, big data software tools can be used to develop efficient
data-pipelines and create automatic processes, that are triggered every night or after every
experience of the robot to train the different learning systems.
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A list of publications, either published or in the process of publications, that relate to the
contributions of the thesis or was made during the PhD period is given below:
• Aroyo, A. M., Gonzalez-Billandon, J., Tonelli, A., Sciutti, A., Gori, M., Sandini, G.,
& Rea, F. (2018). Can a Humanoid Robot Spot a Liar?. In 2018 IEEE-RAS 18th
International Conference on Humanoid Robots (Humanoids) (pp. 1045-1052). IEEE.
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