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Abstract

This thesis proposes three different data-driven solutions to be combined to state-
of-the-art solvers and tools in order to primarily enhance their computational per-
formances. The problem of efficiently designing the open sea floating platforms on
which wind turbines can be mount on will be tackled, as well as the tuning of a data-
driven engine’s monitoring tool for maritime transportation. Finally, the activities
of SAT and ASP solvers will be thoroughly studied and a deep learning architecture
will be proposed to enhance the heuristics-based solving approach adopted by such
software. The covered domains are different and the same is true for their respective
targets. Nonetheless, the proposed Artificial Intelligence and Machine Learning al-
gorithms are shared as well as the overall picture: promote Industrial AI and meet
the constraints imposed by Industry 4.0 vision. The lesser presence of human-in-
the-loop, a data-driven approach to discover causalities otherwise ignored, a special
attention to the environmental impact of industries’ emissions, a real and efficient ex-
ploitation of the Big Data available today are just a subset of the latter. Hence, from
a broader perspective, the experiments carried out within this thesis are driven to-
wards the aforementioned targets and the resulting outcomes are satisfactory enough
to potentially convince the research community and industrialists that they are not
just ”visions” but they can be actually put into practice. However, it is still an intro-
duction to the topic and the developed models are at what can be defined a ”pilot”
stage. Nonetheless, the results are promising and they pave the way towards further
improvements and the consolidation of the dictates of Industry 4.0.
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Introduction

The “Industrial 4.0” concept appeared first in an article published by the German government in
November 2011, as a high-tech strategy for 2020 [1]. After mechanization, electrification and
information, the fourth stage of industrialization was named “Industry 4.0”. In April 2013, the
term “Industry 4.0” appeared again at an industrial fair in Hannover Germany, and quickly rose
as the German national strategy.

Industry 4.0 was meant to be and is currently being the new industrial revolution, which has
a great influence on international industry. This disruptive phenomenon, which changes the
common ways of doing business, owes its birth to the high advancements in Information and
Communication Technologies (ICT), in Cyber Physical Systems (CPS) and in the manufacturing
process of smaller and more accurate sensors and smart devices. The modern ”smart factory” is
the result coming from the combination of all these elements and produces an impressive amount
of data, the so called Big Data.

Apart from the storing, which still represents a challenging task, and the management require-
ments, the natural consequence that led to the fourth industrial breakthrough was trying to gather
useful insights from Big Data. The huge steps forward made by Artificial Intelligence in the last
decades drove industries in the direction of rethinking about their assets and wondering about
what kind of valuable information could be extracted by the combination of the two. A data-
driven analysis on historical data and the tuning of proper Machine Learning models should
prevent faults before they actually happen or identify the locking anomaly in the manufacturing
process or request a specific maintenance due to a quality decrease of the final product. These
are just a few examples of the great contribution that AI can give to the industrial sector.

Previously, the analysis of the data coming from the plant was exclusively assigned to advanced
monitoring systems (i.e. Enterprise Resource Planning systems), complex solvers and modelling
tools. Even though they met significant improvements throughout the years, they are still ex-
tremely heavy from the computational burden point of view. Consequently they require a huge
amount of time to complete their tasks. Moreover, several modern solvers are nowadays so
complex and at the same time so reliable that their costs are continuously increasing.

Recent Data Mining and Machine Learning techniques are proving to be the key factors to ac-
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complish all these requirements and to actionable exploit the continuously growing amount of
data coming from the modern plants and smart factories. For instance, at a reasonable price in
terms of money and computational time, they can be exploited to build non-linear regressors that
could theoretically replace solvers’ and modelling tools’ activities, as long as their predictions
are satisfactory enough. Moreover, suitable Digital Twin models can monitor the real behaviour
of the system under analysis and signal any kind of potentially dangerous deviation or anomaly.
Many others feasible applications could be cited and a few research projects in this context will
be listed in the next.

This thesis will focus on designing viable Deep Learning and Machine Learning solutions to
be combined with high computational demanding and data angry tasks, in order to reduce the
computational time and the complexity of the strategies and tools exploited to solve them so far.
The objective is to build data-driven models lightweight and responsive enough to be inserted in
production and industry environments.
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Chapter 1

Towards Industrial Artificial Intelligence

1.1 What’s Learning?

Before introducing any concept related to Artificial Intelligence (AI) and Machine Learning
(ML) it is crucial to take a step back and to define the concept of learning. Every animal specie
present on our planet continuously explores the environment all around and naturally interacts
with it. Each interaction has specific characteristics, that can be called features, and has a precise
consequence, which can be good or bad depending on the points of view of the subjects involved.
Apart from it, they all enrich the individual experience through the so called learning process.

A few experiments are quite famous in this context and are fundamental to understand ”how to
learn” and what distinguishes real learning from superstition in animal world. In [2], the Bait
shyness, Pigeon superstition and a modified version of Bait shyness experiments are presented
and described.

• Bait shyness - Rats learning to avoid poisonous baits

Every novel food, from the look or smell points of view, is carefully examined by the rat,
who is going to take a small bite and wait for any unpleasant consequence. If it does not
happen it means that the food is good and can be consumed without any problem. On the
other hand, if it determines an ill effect, like nausea, it will not be eaten from now on. This
is a clear learning mechanism where the animal uses past experience to acquire expertise
in classifying something potentially dangerous for its safety, in this case the food.

10



• Pigeon superstition

Another interesting experiment regarding animal learning process is the one carried out by
psychologist B.F. Skinner on a bunch of hungry pigeons stuck in a cage. He attached an
automatic mechanism to the cage to deliver food at regular intervals without any correlation
with birds’ behaviour. Obviously, the first food deliveries found the pigeons engaged in
doing random actions, such as pecking, turning the head, walking around and so on. The
food arrival reinforced pigeons’ believes that it was determined by that specific actions
and, as a consequence, they tended to spend some more time in doing that very action in
order to obtain extra food. So, there were a strong chance that at the next food arrival they
were engaged in these activities, proving their assumptions. This a clear example of what
can be defined superstition that is deeply different from learning.

• Bait shyness revisited

The previous experiment has been revisited in order to understand if the subjects can be
driven in the learning process. In [3], the authors made the food consumption follow by
an unpleasant electrical shock. Despite any prior assumption, the rats kept on consuming
that specific food even though the painful consequence. Similarly, the authors tried to
anticipate bad food delivery with vocal noise, replacing the look or smell features usually
exploited by the rats to classify the next bite. Also in this case, no conditioning seemed to
be forced. In both scenarios, the rats seemed to have some built-in prior knowledge telling
them that some temporal correlation can be actually causal (like food consumption and
later nausea) and that some other are unlikely to be (like vocal sounds and nausea or food
consumption and electrical shocks).

Let us find, at this point, the similarities in developing an ML tool, inspired by the experiments
illustrated above.

As for the first version of the bait shyness experiment, a typical ML task (like filtering spam
e-mails) can be naively based on a memorization system: all the e-mails received so far are
collected and properly labelled by the human user between spam or not. Any new incoming
e-mail will be compared with the memorized set and if a match is found it will be ignored,
otherwise it will be put in the inbox folder. This tool can be effective if the set of possible spam
e-mails includes any sample of them. It is obviously impossible and, due to this reason, the
system lacks the capability to classify unseen e-mails. This represents the limit of a learning by
memorization process [2]. Contrarily, a learning process can be defined successful when it is able
to generalize the considerations gained from individual observations according to the so called
inductive reasoning [2] that will be further explained in section 1.4. Like rats apply their attitude
on unseen food samples with similar look and taste, an efficient spam-filtering tool should be
able to scan previous seen e-mails, extract spam-related keywords and, basing on them, classify
incoming ones.

11



However, it is crucial to distinguish useful learning from what can be considered simple supersti-
tion, like for the pigeon experiment described above. Human observers have a built-in capability
to filter out random meaningless learning conclusions. The same is not true when exporting the
task of learning to a machine [2]. Indeed, it is fundamental to define sharp principles in order to
avoid senseless conclusions and this corresponds to the central goal of ML theory.

This aspect is pretty clear looking at the outcomes of the revisited version of the bait shyness ex-
periment. The rats demonstrate to know a priori the lack of causal correlations between sounds-
nausea and electrical shock-bad quality of the food. These are the so called prior knowledge
or inductive biases that distinguish the behaviors adopted by the pigeons from the one adopted
by the rats [2]. The success of learning consists precisely in the capability to translate domain
expertise into a learning bias and to effectively transfer it to the machine. As a matter of fact, the
stronger the prior assumptions that one starts the learning process with, the easier it is to learn
from further examples. At the same time, the stronger these prior knowledge are, the less flexible
and more bounded the learning process is [2]. As for many other ML-related tasks, the point is
to find the optimal trade-off between the domain knowledge to be injected and the amount of
freedom to leave the algorithm naturally evolve to find a solution, sometimes out of expert’s eye.

1.2 The birth of Artificial Intelligence

Nowadays we are used to software tools able to perform image recognition, we commonly ask
questions to our smart speakers and we are all waiting for the advent of the first self-driving car.
What today is considered ”normal” or ”usual” owes its birth to the recent advances in AI, defined
as a system’s ability to interpret external data correctly, to learn from such data and to use those
learnings to achieve specific goals and tasks through flexible adaptation [4].

It was born in the 1940s and it remained an area of academic interest and limited practical ap-
plications for over half a century. Today, thank to the rise of Big Data and improvements in
computing power, it returns to the limelight and seems to be on everyone’s mouth, enthusiasts or
not. It is common practice to associate AI with intelligent androids capable someday, if every-
thing goes wrong, of subjecting humanity to the style of The Matrix. However, this is the sci-fi
vision of AI that, instead, is more often subjected to the so called AI effect phenomenon. The
latter occurs when the observer discounts the behavior of an AI program arguing that it is not
real intelligence. Like the magic disappears once the trick is revealed, the AI looses its appeal
when the technology is understood and mature [4].

People started talking about AI in occasion of Isaac Asimov’s publication of Runaround, the
story of the first developed robot and of the Three Laws of Robotics. Its work ispired generations
of computer scientists, including the American cognitive scientist and later co-founder of MIT AI
laboratory Marvin Minsky. Meanwhile, the English mathematician Alan Turing developed The
Bombe and started wondering about the intelligence of such machines able to perform tasks way
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more beyond human capabilities. In 1950 he published his seminal paper Computing Machinery
and Intelligence, where he addressed the topic and theorized how to test their intelligence, the so
called Turing Test: if a human is interacting with another human and a machine and he is unable
to distinguish the machine from the human, then the machine is said to be intelligent [5].

The word ”Artificial Intelligence” was then officially coined in occasion of the eight-week-long
Darthmouth Summer Research project on AI (DSRPAI) in 1956, to which took part those consid-
ered the founding fathers of AI. Thereafter, significant tools and programs have been developed
in this area, such as the ELIZA natural language processing tool able to simulate a conversation
with a human or the General Problem Solver program able to automatically solve simple prob-
lems. On the basis of these promising results, substantial funding was given to AI research and in
1970 Marvin Minsky hypothesized the successful development of an average general intelligence
computer within the following eight years [4].

Actually, this was not the case and what came next was a continuous cut-off to the funds to this
research field due to the criticism raised by several scientists and mathematicians. They pointed
out the poor level of intelligence that could be associated with these systems, like ELIZA or the
General Problem Solver, which should have been better defined as Expert Systems. Basically,
they consisted of a collection of rules and ”if-then” statements that emulated human intelligence
but nothing more. As a matter of fact, an Expert System designed to play chess and quickly
analyze the set of all the possible moves can be hardly trained to recognize faces or distinguish
the subject of a picture [4].

Contemporarily, the Canadian psychologist Donald Hebb developed a new learning theory in-
spired by the neurons constituting the human brain [6]. This was the prelude to Artificial Neural
Networks. Unfortunately, due to the limited resources at computers disposal at that time, the
research rapidly stagnated until present days. Indeed, in 2015, Google presented its AlphaGo
that was able to beat the world champion in the board game Go, a way more complex game com-
pared to chess. AlphaGo did manage to achieve this result relying on a specific type of Artificial
Neural Network called Deep Learning [7]. This was a huge step forward in this research field,
since Artificial Neural Networks and Deep Learning form the basis of most applications labelled
as AI, such as image or speech recognition algorithms cited at the beginning of this section.

1.3 The branch: Machine Learning

ML shares with AI the goal of turning experience into expertise and of detecting meaningful
patterns in complex sensory data [2]. In this sense, it can be actually defined as a branch of AI.
At the same time, ML, in contrast with AI, does not aim at imitating intelligent behavior. On
the contrary, its goal consists in exploiting the potentiality of modern computers to complement
human intelligence, performing tasks way beyond its capabilities. For instance, a human will not
be ever able to scan and process huge databases at the same speed and accuracy of a computer.

13



Moreover, he would be hardly able to detect patterns outside his perception. On the contrary, a
properly trained ML tool would be.

To some extent, ML shows a close relationship with statistics in processing randomly generated
examples and drawing conclusions basing on them. However, there is a significant difference
from the purposes points of view: while the statistician is called to validate or to confirm a
theory analyzing these samples, ML aims at finding a causal correlation or a rational explanation
behind the observed behavior characterizing the given data distribution. What really makes the
difference between the two approaches is the ultimate goal and with ML the expectation is to
define meaningful patterns or hypotheses that may have been missed by the human observer [2].

1.4 Inductive vs Deductive

The differences between ML and statistics approaches, illustrated in section 1.3, are very similar
to the concepts distinguishing Inductive and Deductive reasoning. The latter are two fundamental
criteria behind the learning process and they express two different ways to attain it.

Generally speaking, statistics can be assimilated to the Deductive approach, where hypotheses
are formulated a priori and the data analysis is conducted to determine the truthfulness of such
hypotheses [8]. This strategy does not give the possibility to identify alternative explanations
to patterns and phenomena that emerge from data. Conversely, the Inductive reasoning is more
familiar with ML approach since the theories are formulated by identifying general patterns and
anomalous behaviors in an adequate amount of observations of a specific event [8].

Deductive reasoning is very good at validating hypotheses and at strictly cutting-out everything
that do not follow the set of given rules. It represents the winning strategy when the amount
of handy data is limited and the goal consists in proving a pre-thought theory. However, with
the growing ubiquity of Big Data and increasingly computing power of modern computers, it
strongly limits the range of possibilities and opportunities. Inductive reasoning, conversely, ex-
ploits this potential and is the best candidate approach to guarantee the future growth of this
field.
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1.5 Big Data

As clearly pointed out in [8], Big Data are characterized by three distinctive main qualities:

• volume
The data sets typically involved in this context are characterized by a huge number of cases,
i.e. sample size, and a big amount of variables per each case. They are so consistent and
continuously growing that they cannot be successfully managed by conventional statistical
software and relational database management systems (RDBMS).

• velocity
It refers both to the velocity at which the data are generated by sensor systems and to
the velocity at which these data need to be processed and analyzed to create real value in
modern digitized organizations.

• variety
The collected data can be distinguished into three major categories: structured, semi-
structured and unstructured data. The first ones are those that can be easily stored in a
relational database since they are characterized by specific features and each sample can
be translated in a simple row. Semi-structured data differ from the structured ones for the
representational format, which makes them impossible to be stored in cited above data
structure as such. E-mails, social media, machine sensor and browsing data all belong to
this category. They share with the structured data the characteristic of being uniquely iden-
tified by specific features. However, they need to be pre-processed before storage within
common relational databases. For instance, the sender and the receiver of an e-mail are
clearly recognizable but they are useless before proper extrapolation. Finally, all the other
forms of data, whose features cannot be immediately extracted or separated after small pre-
processing operations, fall under the definition of unstructured data. They include full text
information, audio files, images and videos. In this case, advanced techniques to extract
useful information to be fed within a data-driven model are necessary.

Recalling the distinction defined in section 1.4, Big Data, including all its management, process-
ing and analysis operations, is neither inductive nor deductive. It is the intended use of such data
that determines the belonging class [8]. Inductively speaking, the analyst relies exclusively on
the observed patterns to drive future decisions, without any prior expectation, theory or hypoth-
esis. For this reason, this kind of approach is typically defined data-driven. Obviously, the richer
is the data set available, the stronger and more reliable are the assumptions inferred. Moreover,
the bigger is the sample size the higher is the confidence in stating that the collected information
may approximate the input population.

Nonetheless, there is not a winner between the two approaches illustrated so far. As for many
data-driven and statistically based assumptions, only the specific use case and a trial and error
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methodology will guide the selection of the best performing one.

With respect to AI and ML applications, inductive approach is typically adopted to enhance and
to speed up modelling tools. The latter are usually based on numerical methods that have the
characteristic to be extremely accurate. As such, they need to solve complex sets of equations
that easily determine a huge demand in terms of computational resources and of required time to
complete their tasks. ML algorithms could optimistically replace these tools through an inductive
causal analysis connecting feeding inputs and corresponding outputs. As a black-box model, they
could be able to approximate the numerical methods’ outputs and to give a reasonable result at
a fraction of the previous required time. Nonetheless, there are some limitations in adopting
such an approach that still make it unfeasible to completely replace the modelling tools. The
same level of accuracy cannot be granted, as well as the certainty of having trained the model
on a population of data sufficiently rich to cover all the possible scenarios. However, it still
represents a viable alternative and a few experiments have been conducted in this sense, as it will
be illustrated later on this dissertation.

It is not the author’s aim to promote inductive reasoning against the deductive one. As a matter
of fact, an experiment involving both deep learning and a data population based on deductive
assumptions will be illustrated in the next. As described above, the deductive approach is par-
ticularly suitable for validating tools and solvers. In these cases, the problem under analysis is
characterized by a set of rules and constraints that should be met in order to demonstrate the
validity of the assumption or the satisfiability of the proposed solution. To this extent, AI and
deep learning can be exploited in combination of such tools in order to further cut out useless
information and drive them to the final target sooner. Due to the low maturity level reached so
far, also in this case it is too soon to speak about the possibility to quit the state-of-the-art solvers
in favor of deep learning. Nonetheless, significant step forwards in this direction has been moved
and they will be further illustrated in later chapters and sections.

1.6 Industrial Artificial Intelligence

This thesis aims to be a connecting bridge between industry and research. The goal is to make
AI ever more pervasive in manufacturing and modelling processes according to the Industry 4.0
vision. Obviously, AI and ML, as new born technologies whose potentialities still need to be
further investigated, cannot be directly applied to the industrial context. It is important to keep in
mind that, behind whichever industry, there are investors and now established businesses. Any
external or internal change could dramatically determine the end of the activity if not expected
or thoroughly tested before implementation. At this point, it is clear how difficult is for a new
technology to be injected in this context, even though the potential improvements could make
a real breakthrough from return of investments, increasing efficiency and also eco-friendliness
points of view.
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Industrial AI can help in this sense. It can be stated that it was born to fill the gap between
these two fields, since the potential improvements overcame the fear of repairing the damages
resulting from a bad investment. It finds several applications in combination with some emerging
technologies, such as Internet of Things (IOT), Big Data analytics, cloud computing and Cyber
Phisical Systems (CPS). The authors of [9] identify five key elements characterizing Industrial
AI, abbreviated with the acronym ”ABCDE”:

• ’A’ stands for Analytics technology: it represents the core of AI and it creates value if only
following elements are present;

• ’B’ stands for Big Data technology: it is an essential elements, as thoroughly illustrated in
section 1.5;

• ’C’ stands for Cloud or Cyber technology: it is fundamental as Big Data since it provides
the infrastructure to create value;

• ’D’ stands for Domain know-how: as for domain knowledge concept of section 1.1, do-
main know-how is crucial to understand the problem for adopting the best approach to
solve it, to define the data necessary to this extent and, finally, to learn the physical mean-
ing of the system under analysis to guarantee the best parameters’ tuning;

• ’E’ stands for Evidence: it is essential to validate Industrial AI models and to continuously
tune them to keep creating value when a different setting occurs.

The authors of [10] give an overview of recent trends in Industrial AI and, among all, list the
four major application areas in this field:

• Process Optimization: energy consumption predictions, efficiency predictions and demand
forecasting are just a few examples of such application area that can actually contribute to
make manufacturing processes more profitable, more sustainable and more efficient;

• Quality Control: Assembly and machining operations characterize complex manufacturing
processes like in aerospace or automotive fields. Due to their complexity, every defects
along the production could determine a machine downtime or a discard and a re-start of
the very same part’s manufacturing. Industrial AI provides effective tools to automatically
and early detect potential defects. For instance, deep learning methods are exploited to
develop applications able to visually inspect them automatically [11];

• Predictive Maintenance: The longer the manufacturing plant works, the bigger is the re-
sulting income. As a matter of fact, every unplanned downtime of the machines determines
a huge loss in terms of produced pieces and, consequently, of money. In addition, the event
causing the stop of the production could require serious maintenance work that could ex-
tend the downtime, leading to obvious dramatic consequences. Several applications of

17



Industrial AI are focused on this topic, due to the strong interest coming directly from in-
dustry side. The methods developed in this context typically rely on degradation severity
of machine performances and the processing of multiple heterogeneous data sources and
signals;

• Human-Robot Collaboration: Several and useful applications have being developed to
support humans on the shop-floor, to unburden their workloads and to increase their safety.
Industrial AI implementation in this field includes workforce training and task support and
collaborative robotics.

Alongside the discretization above, the authors of [10] point out also the limitations that affect
modern Industrial AI. They stated that, even though the high expectations and the recognized
value that such applications can bring to the manufacturing processes, their actual presence in
industrial enterprises is still quite low. This is due to the high level of expertise required to
integrate these tools within running infrastructures and to the mistrust of companies that, as
previously described, need to fully understand the requirements of these new technologies and
the necessary organizational changes that should be made. This lack of understanding and the
absence of previous analogous successful stories tend to slow down the digital transformation
associated with the Industry 4.0 vision. Moreover, this has also a bad reflection on the research
side, which cannot fill this gap due to data scarcity and lack of uniformity in data collection from
the field side.

1.7 Mission Statement and Overall Structure

Considering the limitations previously exposed in section 1.6, it is not surprising that the majority
of the publications in this context are at what can be defined a pilot stage and the perceived level
of autonomy of these applications is still quite low. The human-in-the-loop removal is still quite
premature as well as the replacement of well-established technologies and software tools that
have captured a large share of global market.

Nonetheless, this dissertation aims at making a few steps in the direction of overcoming the lat-
ter roadblocks. To this extent, it is organized and divided into six main chapters. Apart from
the current introductory one, there are a compendium chapter, illustrating state-of-the-art models
and approaches commonly exploited in this context, three central chapters that correspond to the
real core of this dissertation and finally the conclusive chapter. Each one of the core chapters is
focused on a precise application branch that is included in industrial context and, more specif-
ically, in the Industry 4.0 vision. After a brief description of the specific area of interest, the
detected issue and the proposed solutions are illustrated and fully detailed. The latter are based
on AI and ML algorithms that are properly trained to partially replace or, at least, to support
state-of-the-art solvers and tools typically exploited in that specific context. The final target is
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to enhance the latter, significantly reducing the computational time required and the amount of
hardware resources necessary to meet their objectives.

Chapter 3 is entitled ”Design” and it recalls all those tools developed to accurately define the
physical characteristics of whichever vehicle, platform, infrastructure and so on to successfully
achieve the target which they are being designed for (i.e. to be sufficiently aerodynamic in case of
a vehicle or to sustain the workload ensuring a fully efficiency for a platform base). Specifically,
the topic considered in this chapter is the Floating Offshore Wind Turbines platforms’ design,
which represents a challenging task for state-of-the-art design tools, computationally speaking,
and plays a strategic role regarding the green-way drift that modern industry should take into con-
sideration due to the alarming consequences that years of uncontrolled emissions have produced
on our planet.

”Operation” is the object of Chapter 4. Namely, the focus is on maritime transportation and
the constant need to find green alternatives to current fuels and, consequently, to reduce the
environmental impact. Specifically, an health status monitoring system for a Dual Fuel engine
is proposed. The latter exploits an ML algorithm to compare the actual behavior against the
expected one, based on observed trends in more or less labelled scenarios, called Digital Twin.
The novelty, in this case, consists in developing an automatic tool able to autonomously detect
anomalous behaviors in realistic scenarios, increasingly reducing the human’s intervention and
saving a lot of money resulting from corrective and critical maintenance events.

Finally, Chapter 5 is entitled ”Planning” and addresses the issue regarding modern heuristics-
based solvers. This time, it is not the environmental impact to worry the research community
but rather the required time to evaluate the possible combinations of the involved actors’ values
before determining if the proposed solution is either satisfiable or not. It is an intrinsic charac-
teristic of the heuristics algorithms to be extremely time-consuming once the size of the problem
under analysis starts becoming significant. This is the reason why they are typically applied to
toy problems or very limited real-case scenarios, even though their potential is high and they
could be exploited to solve very complex situations, way more beyond humans’ capabilities
and comprehension. In order to guarantee an ever more significant exploitation of this kind of
solvers, a supportive deep learning solution is proposed with the aim of driving the latter to the
final response faster and as more independently as possible from the problem’s size.

These are the three main themes that will be addressed within this dissertation. As it should have
emerged from what has been illustrated above, they share the aim to reduce the computational
requirements and to increase the reliability of AI and ML based solutions to be finally integrated
in the industrial context. Moreover, they are oriented towards the environmental sustainability
and lesser human-in-the-loop presence, since these are crucial purposes that 4.0 Industries should
possess to be actually taken into consideration and inserted within standard processes.

Finally, to complete this dissertation, Chapter 6 aims at drawing the conclusions emerging from
all the experiments illustrated in previous chapters.

19



Chapter 2

Algorithms and Best Practices

This chapter should be interpreted by the reader as a general overview of AI and ML algorithms
typically used nowadays to develop data-driven solutions and that will be exploited also for the
experiments illustrated in this dissertation. In addition to the algorithms, also the usual tech-
niques and best practises adopted when dealing with this kind of problems will be presented and
thoroughly described. All along the various chapters, continuous references to these sections will
be inserted and the concepts illustrated here will be assumed for granted for the sake of brevity.

2.1 Methods

A conventional ML framework [2] takes into consideration an input space X ⊆ Rd, an out-
put space Y and the goal consists in estimating the unknown rule µ : X → Y , which asso-
ciates an element y ∈ Y to an element x ∈ X . ML techniques estimates µ through a learn-
ing algorithm AH : Dn × F → f , characterised by its set of hyperparameters H, which
maps a series of examples of the input/output relation contained in a datasets of n samples
Dn : {(x1, y1) , · · · , (xn, yn)} into a function f : X → Y chosen in a set of possible ones
F .

When Dn contains both elements in the input space and the associated elements in the output
space the problems is named supervised [2]. Regression and classification are two of the most
popular examples of supervised ML problems [2]. In regression Y ⊆ R and the elements in
the Y have an associated notion of distance, while in classification Y ∈ {C1, · · · , Cc} and the
elements in Y have no associated notion of distance. Binary classification is a particular example
of classification problem where Y ∈ {±1}. When Dn contains just elements in the input space,
which means that it is not explicitly known the associated element of the output space (or it is
known for just few elements), it has to be assumed that similar inputs are associated with outputs
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where the concept of similarity is something that needs to be defined based on µ. In this last case,
the ML problems are called unsupervised (or weakly supervised) [2]. Anomaly (novelty, outlier)
detection is a common example of unsupervised (or weakly supervised) learning problem where
the unknown y ∈ Y can assume only two possible values: −1 for “non-anomaly” and +1 for
“anomaly”.
The error that f commits in approximating µ is measured with reference to a metric (see Section
2.2) M(·, ·). This error needs to be optimised and estimated during the Model Selection and Error
Estimation phases [12] (see Section 2.3) since, obviously, the error that f commits overDn, is op-
timistically biased sinceDn has been used, together with F , for building f itself. For this reason,
another set of fresh data, composed of t samples and called test set Tt = {(x′

1, y
′
1), · · · , (x′

t, y
′
t)},

needs to be exploited. Note that, x′
i ∈ X and y′i ∈ Y with i ∈ {1, · · · ,m}, and the association of

yti to xt
i is again made based on µ. Moreover, both for supervised and unsupervised (or weakly

supervised) problems Tt must contain both x′
i ∈ X and y′i ∈ Y with i ∈ {1, · · · ,m} to estimate

the error of f .

2.2 Metrics

In order to measure the performances of the different algorithms employed, it is fundamental to
identify the proper metric M(·, ·) among the state-of-the-art ones or to design a specific metric
able to well characterise the quality of the model under analysis.

In regression, one of the most common chosen metric is the Mean Absolute Percentage Error
(MAPE) which can be computed as follows

M(f, Tt) =
100

t

∑
(x,y)∈Tt

|f(x)− y|, (2.1)

The same is true also for the Mean Squared Error (MSE), typically exploited as loss function
during the training process, that can be computed as follows

M(f, Tt) =
1

t

∑
(x,y)∈Tt

[f(x)− y]2 . (2.2)

Another metrics commonly exploited in regression scenarios is the mean epsilon insensitive error
that can be computed as follows

M(f, Tt) =
1

t

∑
(x,y)∈Tt

max[0, |f(x)− y| − ϵ], (2.3)

where ϵ ∈ R+ is a hyperparameter of M .
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In the binary classification, the most natural metric is the one which counts the number of mis-
classified samples, namely the percentage of misclassifications

M(f, Tt) =
100

t

∑
(x,y)∈Tt

[f(x) ̸= y]. (2.4)

where the Iverson bracket notation is exploited. Moreover, this measure can be applied also to
the anomaly detection problems since, analogously, a binary output is considered (non-anomaly
or anomaly).

Based on this metric, it is possible to define other important indexes of performance [13] like the
Confusion Matrix, which measures four different quantities:

• the percentage of true negative

TN =
100

t

∑
(x,y)∈Tt

[f(x) = y ∧ y = −1]; (2.5)

• the percentage of true positive

TP =
100

t

∑
(x,y)∈Tt

[f(x) = y ∧ y = +1]; (2.6)

• the percentage of false negative

FN =
100

t

∑
(x,y)∈Tt

[f(x) ̸= y ∧ y = −1]; (2.7)

• the percentage of false positive

FP =
100

t

∑
(x,y)∈Tt

[f(x) ̸= y ∧ y = +1]. (2.8)

2.3 Model Selection and Error Estimation

Model Selection (MS) and Error Estimation (EE) techniques address the problem of tuning and
estimating the performance of a learning algorithm.

Since the hyperparameters H influence the performance of AH, a proper MS procedure is typi-
cally applied [12]. Resampling techniques like k-fold cross validation and non-parametric boot-
strap are often used by practitioners because they work well in many situations [14]. They rely
on a simple idea: the original dataset Dn is resampled once or many (nr) times, with or with-
out replacement, to build learning, validation and test sets, respectively identified by Lr

l , Vr
v ,
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and T r
t , with r ∈ {1, · · · , nr}. Recall that Lr

l ∩ Vr
v = ⊘, Lr

l ∩ T r
t = ⊘, Vr

v ∩ T r
t = ⊘, and

Lr
l ∪Vr

v∪T r
t = Dn for all r ∈ {1, · · · , nr}. If nr = 1, if l, v, and t are aprioristically set such that

n = l + v + t, and if the resampling procedure is performed without replacement, the hold out
method is obtained [12]. For implementing the complete nested k-fold cross validation, instead,
it is needed to set nr ≤

(
n
k

)(
n−n

k
k

)
, l = (k − 2)n

k
, v = n

k
, and t = n

k
and the resampling must be

done without replacement [14]. Finally, for implementing the nested non-parametric bootstrap,
l = n and Lr

l must be sampled with replacement from Dn, while Vr
v and T r

t are sampled with-
out replacement from the sample of Dn that has not been sampled in Lr

l [14]. Note that for the
bootstrap procedure, nr ≤

(
2n−1
n

)
.

Other alternatives exist, which represent bases in the Statistical Learning Theory and give more
insight into the learning process. Examples of methods in this last category are: the seminal work
of the Vapnik-Chervonenkis Dimension, its improvement with the Rademacher Complexity, the
theory of compression, the Algorithmic Stability breakthrough, the PAC-Bayes theory and, more
recently, the Differential Privacy theory [12].

In order to perform the MS phase, i.e. to select the best combination of hyperparameters H in
the set of possible ones H = {H1,H2, · · · } using the algorithm AH, the hyperparameters which
minimise the performance of the model measured with the preferred metric M(·, ·), trained on
the training set, have to be searched on the validation set, in formula:

H∗ : min
H∈H

1

r

r∑
i=1

M(AH,Li
l
,V i

v), (2.9)

where AH,Li
l

is a model built with the algorithm A with its set of hyperparameters H and with
the dataLi

l. Since the data inLi
l are independent from the ones in V i

v, the idea is thatH∗ should be
the set of hyperparameters which allows to achieve a small error on a dataset that is independent
from the training set.

Conversely, in order to perform the EE phase of the optimal model it is crucial to use a separate
sets of data Tt, since the error that the model commits over Dn would be optimistically biased
since Dn has been used to find f . For this reason, it needs to be computed

M(AH∗,Dn , Tt), (2.10)

since Tt is independent from Dn.

Note that, for supervised learning problems Li
l, V i

v with i ∈ {1, · · · , r}, and Tt need to con-
tain both inputs and outputs while for the weakly supervised learning problems Li

l with i ∈
{1, · · · , r} can contain just inputs and V i

v with i ∈ {1, · · · , r} and Tt need to contain both inputs
and outputs even if v and t can be very small.
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2.4 Supervised algorithms

Kernel Methods (KM) in their Bayesian [15] and frequentist [16] versions, Neural Networks
(NN) in their shallow [17] and deep [18] versions and Ensemble Methods [19] are the three main
families of supervised data driven models, able to deal both with regression and classification
problems, that have shown to perform quite well in many different applications [20, 21]. Inside
any of these families, there are many different algorithms and variations of the same algorithms
with different approximation properties, practical effectiveness and computational requirements.
Unfortunately, the no-free-lunch theorem [22] and some pathological example [23], state that the
choice of an algorithm strongly depends on the specific application and there is no way to choose
the best solutions a-priori. Nevertheless, keeping the approach as simple as possible [24] and
also keeping in mind that the more data you have the more complex the algorithm can be and
vice versa [25, 26] are always good guidelines. Moreover, the experience of the data scientists
[27, 28] can further improve the quality of the resulting selection strategy.

2.4.1 Kernel Methods

KM [16, 15] owe their name to the use of kernel trick for distances [29], which enable them to
implicitly operate in higher-dimensional spaces with respect to the original input space.

In the case of classification, KM select f as the function which minimises the trade-off between
the sum of the accuracy over the data, namely the empirical error, and the complexity of the
solution, namely the regularization term. The hyperparameters of KM HKM are: the kernel,
which is usually fixed and Gaussian for the reasons described in [30], its hyperparameter h1 and
the regularization hyperparameter h2.

The general approach of KM for regression is quite simple. For the sake of readability, it is
considered the case of q = 1, namely the output space is mono-dimensional.

Let’s consider a linear model in the original input space

f(x) = w · x+ b, (2.11)

with w ∈ Rd and b ∈ R which basically represent theF . Given a metric M(·, ·) (see Section 2.2)
computed onDn, the MS (see Section 2.3) for the model parameters are selected according to the
Occam’s razor principle, namely trading off the error on Dn, measured with M(f) [31, 32], and
the complexity of the solution, measured with a complexity measure [2] also called regularizer
R(f) [33]. Implementing this concept via Tikhonov regularization [34], we can formulate then
the problem as

f ∗ : argmin
f∈F

M(f) + λR(f). (2.12)
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In other words, the best model f ∗ is chosen to be the simplest one that is able to learn from data
without overfitting them. λ ∈ R+ is a hyperparameter, that must be tuned and set a-priori (i.e.,
not obtained as an output of the optimization procedure): it regulates the trade-off between the
overfitting tendency, related to the minimization of M(f), and the underfitting tendency, related
to the minimization of R(f).

Depending on the choice of M(f) and R(f) one can derive many algorithms. For example,
ridge regression can be derived using MSE for M(f) and Euclidean norm of w for R(f) [35],
lasso regression can be derived using MSE for M(f) and Manhattan norm of w for R(f) [36],
and support vector regression can be derived using mean epsilon insensitive error for M(f) and
Euclidean norm of w for R(f) [37]. Note also that, if M(f) and R(f) are convex, the problem
results in a convex optimisation one which can be solved effectively and efficiently [38]. For this
reason most KM rely on convex M(f) and R(f) [39].

If M(f) and R(f) satisfy certain properties [40], it is possible to prove that the f(x) can be
reformulated as a linear combination of the input data

f(x) =
n∑

i=1

αixi · x+ b, (2.13)

with α ∈ Rn and b ∈ R. Note that if it is used a non-linear model, instead of a linear one

f(x) = w · ϕ(x) + b, (2.14)

namely, by projecting the data from the original space into an another space by means of the
non-linear mapping ϕ : Rd → RD, f(x) can be reformulated as

f(x) =
n∑

i=1

αiϕ(xi) · ϕ(x) + b. (2.15)

This mapping can be explicit, i.e., via feature mapping or engineering [41, 42], or implicit via
kernel trick [29]. By exploiting the kernel trick or distances [29] f(x) can be reformulated as

f(x) =
n∑

i=1

αiK(xi,x) + b, (2.16)

where K is a kernel function [43] which implicitly maps the input data in ϕ and computes the dot
product in that space.

Several kernel functions can be retrieved in literature, each one with a particular property that
can be exploited based on the problem under exam. Usually the Gaussian kernel is chosen

K(xi,x) = e−γ∥xi−x∥2 , (2.17)
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because of the theoretical reasons described in [30] and because of its effectiveness [20, 21].
γ ∈ R+ is another hyperparameter, which regulates the nonlinearity of the solution that must be
tuned. Note that the Gaussian kernel is able to implicitly create an infinite dimensional ϕ and
thanks to this, KM are able to learn any possible function [30]. Note that this implicit expensive
computation requires just to compute dot products in the original space and does not require any
explicit feature mapping or engineering. Moreover, with this trick, if finding f ∗ when the model
is linear results in a convex problem it remains convex also when finding f ∗ when the model is
non-linear.

2.4.2 Neural Networks

NN [17, 18] owe their name to the original scope of these models to try to emulate a biological
brain. NN are based on connected units called neurons which loosely model the neurons in a
brain [44]. Each connection, like the synapses in a biological brain, can transmit a signal to other
neurons. A neuron receives a signal, then processes it and can signal neurons connected to it.
The signal at a connection is a real number and the output of each neuron is computed by some
non-linear function of the sum of its inputs.

From a mathematical and practical perspectives, the approach of NN is quite similar to the one
of KM (see Section 2.4.1) with one single exception. In NN, the non-linear projection from the
original space to another space is not fixed a-priori, as in KM, explicitly (via feature mapping)
or implicitly (via kernel trick), but learned from the data. In other words, NN are contemporary
able to learn the non-linear mapping, called representation [18], and the classifier or regressor.
More formally, a single-layer, i.e., shallow, multi-output NN can be defined as follows

f(x) = W0σ1(W1x+ b1) + b0, (2.18)

with W0 ∈ Rq×h1 , b0 ∈ Rq, W1 ∈ Rh1×d, b1 ∈ Rh1 , σ1,i with i ∈ {1, · · · , h1} are non-linear
activation functions [17] and h1 ∈ N+ is the number of hidden neurons that is an hyperparameter
that regulates the non-linearity of the model. All these parameters basically represent the F .
Note that many activation functions exist [45] (e.g., the linear LIN, the hyperbolic tangent TANH
and the rectified linear unit ReLU) and researchers have also developed ways to not select one
between the existing ones but to actually learn also the best activation function for a particular
problem [46, 47]. Note that, with this formalization, it is easy to understand that the relation
between a shallow model and KM is ϕ(x) = σ(W1x + b1), namely the ϕ is not fixed a-priori
but depends on the parameters W1 and b1 (and possibly σ1) that must be learned from the data.

A multi-layer, i.e. deep, multi-output NN can be defined as follows

f(x) = W0rl(x) + b0

{
ri(x) = σl(Wlri−1(x) + bl), i ∈ {2, · · · , l}
r1(x) = σ1(W1x+ b1)

(2.19)
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with W0 ∈ Rq×hl and b0 ∈ Rq, Wi ∈ Rhi×hi−1 and bi ∈ Rhi with i ∈ {2, · · · , l}, W1 ∈ Rh1×d

and b1 ∈ Rh1 , σi,j with i ∈ {1, · · · , l} and j ∈ {1, · · · , h1} are non-linear activation functions
and hi, l ∈ N+ with i ∈ {1, · · · , l}. l is the number of layers of the network and hi with
i ∈ {1, · · · , l} is the number of hidden neurons in each layer. The latter are hyperparameters
that regulate the non-linearity of the model. All these parameters basically represent the F . If
we set l = 1 we get the shallow model presented before. Note also that, in this context, rl(x)
is usually called representation while f(x) is usually called model [18]. Note that, as proved in
[48], deep and shallow networks have the same approximation properties, i.e., there exists always
an equivalent shallow architecture to a deep one and vice-versa. Nevertheless, a deep network
can, in some cases, achieve better approximation properties with a smaller number of weights
[49]. Note that based on the functional form of the matrices Wi with i ∈ {1, · · · , l} it is possible
to define different kind of layer [18], e.g., convolutions, pooling, dropout and dense. The choice
of a particular layer type is again a hyperparameter that defines the final structure of the network
and needs to be carefully tuned to achieve the optimal performance [50, 51].

Once the structure of the f is defined, the MS (see Section 2.3) to be applied for finding f ∗ is
analogous to the one of KM. It is first required to select a metric M(f) and a regularizer R(f)
and then to solve the following problem

f ∗ : argmin
f∈F

M(f) + λR(f). (2.20)

In NN the regularizer R(f) can be quite complex [18]. In fact a sparsity can be enforced in
the solution of a layer i by including in R(f) the Manhattan norm of the weights in Wi. Or the
overfitting in the last layer can be simply reduced by including in R(f) the Euclidean norm of the
weights in W0. Nevertheless, in NN, there are other ways to enforce regularization. For example
a dropout layer acts as a regularizer for the solution [52].

Unfortunately, because of the non-linearity of f , the problem to be solved is non-convex even
if M(f) and R(f) are convex. The first practical and effective workaround to this issue was
proposed by [53] with the famous backpropagation algorithm. The latter is basically a gradient
descent algorithm, and consequently, it requires the problem under analysis to be differentiable.
Many evolution of this algorithm have been proposed during the years [54, 55], e.g., Adadelta,
Adagrad, Adam and stochastic gradient descent are very effective libraries that are able to per-
form automatic differentiation [56, 57]. Differentiation for NN has the same importance of
convexity for KM [2, 18].

2.4.3 Ensemble Methods

Ensemble Methods [19] implement the wisdom of crowds principle in ML, namely rely on the
collective opinion of a group of individuals rather than on a single expert in the group to reach
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better decisions [58]. In a more formal way, Ensemble Methods, instead of using a single com-
plex model (learner), like KM or NN, combine many different simple (weak) learners. XGBoost
[59] is surely the most efficient and effective one among the Ensemble Methods and is the last
evolution in the long history. The original idea was to exploit a series of decision trees [60]
combined together to achieve a higher accuracy with respect to a single decision tree. Decision
trees are often chosen as weak learners since they are quite easy to tune, computationally effi-
cient, numerically robust and able to naively and easily handle missing values and categorical
features. Many strategies have been developed during the years to construct and combine these
trees. The first one was the bagging strategy [61], namely subsample, e.g. via bootstrap [62],
the original dataset, construct a decision tree on each of the subsample and then combine them
together with a majority voting procedure. This approach was then evolved into the famous Ran-
dom Forests (RF) algorithm [63] by adding random subset feature selection, and finally into the
Random Forests Rotation algorithm [64] by further adding random feature rotation. The second
main strategy was the boosting one [65], namely to sequentially build trees minimising the error
of the previous one boosting the influence of high performing models. This approach was then
evolved into the famous gradient boosting algorithm [66] where gradient descent algorithm was
introduced to minimize the error of sequential models, and finally into the XGBoost (eXtreme
Gradient Boosting) algorithm [59] by further adding parallel processing, pruning and regularisa-
tion.

Let’s more formally define XGBoost. For the sake of readability, it is considered the case of
q = 1, namely the output space is mono-dimensional. In this case, the model is defined as a tree
ensemble model using k ∈ N+ additive functions

f(x) =
k∑

i=1

gi(x), (2.21)

where gi ∈ T with i ∈ {1, · · · , k} and T is the space of all the possible trees. Each tree gi is
defined by a structure si, a number of leaves ei ∈ N+. Each leaf is characterised by a weight (or
score) wi,j ∈ R with i ∈ {1, · · · , k} and j ∈ {1, · · · , ei}. For a given example x, the decision
rules ri with i ∈ {1, · · · , k} in the trees to classify it into the leaves and calculate the final
prediction by summing up the score in the corresponding leaves given by wi,j with i ∈ {1, · · · , k}
and j ∈ {1, · · · , ei}. To learn the set of functions used in the model, the regularized objective
seen above is minimized

f ∗ : argmin
f∈F

M(f) + λR(f), (2.22)

but where M(f) is usually a convex differentiable metric and R(f) penalises the complexity of
the model both in terms of the number of leaves and the norm of the weights.

Besides M(f), two additional techniques are used to further prevent overfitting. The first tech-
nique is shrinkage [67], which scales newly added weights by a factor η after each step of the
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tree boosting to reduce the influence of each individual tree and leaves space for future trees to
improve the model. The second technique is feature subsampling, namely using a subset of fea-
tures during tree branches creation. This technique is used in RF algorithm [63] and efficiently
and effectively reduces overfitting.

XGBoost is not only an algorithm, it is also an open-source library [59]. The library focuses on
speed, flexibility and model performance, not only from the algorithmic perspective but also from
all underlying system optimizations (e.g., parallelization, caching and hardware optimization).

XGBoost has many hyperparameters but not all of them have the same effects on the final perfor-
mance of the model [59]. There are three main classes of hyperparameters: General Parameters
(e.g., what booster to use, usually the tree gradient boosting, and the number of threads), the
Booster Parameters (e.g., η, k, the maximum depth of the trees τ , the minimum loss reduction
to make a split γ, the fraction of samples and features used to train the trees ϱs, ϱf and the
maxim number of leaves κ) and the Learning Task Parameters (e.g., M , R and λ). The latters
hyperparameters need to be carefully tuned through a proper MS procedure (see Section 2.3).

2.5 Unsupervised or weakly-supervised algorithms

With respect to unsupervised or weakly-supervised problems, the most known and effective tech-
niques for solving these problems according to [68] are two anomaly detection methods based
on KM and K-Nearest Neighborhood (KNN) respectively.

More specifically, One-Class Support Vector Machines (OCSVM) [16] is a boundary-based
anomaly detection method, inspired by KM, which encloses the inlier class in a minimum vol-
ume hypersphere and like KM can also be extended to non-linearly transformed spaces using the
Kernel trick. The hyperparameters OCSVMHOCSVM are the same as the ones of KM. A standard
OCSVM [69] can be formulated as the following objective function to be minimized

R2 + C
∑
j

ξj, (2.23)

subject to ∥ϕ(xj)− a∥2 ≤ R2 + ξj and ξj ≥ 0, where vector a denotes the center of the sphere.
Eq. 2.23 aims at extracting the minimum sphere with radius R enclosing the training samples.
The sphere can be obtained by maximizing the dual objective function∑

j

αjK(xj,xj)−
∑
i,j

αiαjK(xi,xj), (2.24)

with 0 ≤ aj ≤ C and
∑

j aj = 1, where aj indicates Lagrangian multiplier. The center of the
sphere can be written as

a =
∑
j

αjϕ(xj). (2.25)
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The values of aj can be obtained through quadratic programming, while the value of R2 is the
result of ∥ϕ(xs)−a∥2 = R2 with xs indicating the support vectors. Finally, the decision function
for OCSVM simply becomes

f(x) = sgn(R2 − ∥ϕ(x)− a∥2) (2.26)

The Global KNN (GKNN), inspired by the KNN, has been originally introduced as an unsuper-
vised distance-based outlier detection method [70]. The hyperparameter GKNN HGKNN is the
number of neighbors to be considered h1.

KNN [71] is the fundamental classification method to be applied in case of little or no prior
knowledge about the distribution of the data. It is particularly recommended when reliable para-
metric estimates of probability densities are unknown, as in weakly or unsupervised scenarios,
to perform discriminant analysis.

The k-nearest-neighbor classifier is commonly based on the Euclidean distance between a test
sample and the specified training samples. Let xi be an input sample with p features and n
be the total number of input samples. The Euclidean distance between sample xi and xl, with
l = 1, 2, · · · , n, is defined as

d(xi,xl) =
√

(xi1 − xl1)2 + (xi2 − xl2)2 + · · ·+ (xip − xlp)2 (2.27)

A Voronoi cell R encapsulates all neighboring points that are nearest to each sample and is
defined as

Ri = {x ∈ Rp : d(x,xi) ≤ d(x,xm),∀i ̸= m}, (2.28)

where Ri is the Voronoi cell for sample xi and x representes all possible points within Voronoi
cell Ri.

The k-nearest-neighbor classification rule consists in assigning to a test sample the category label
of the majority of its k nearest training samples. In practice, k is usually chosen to be odd, so to
avoid ties, and k = 1 is generally called as the nearest-neighbor classification rule.
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Chapter 3

Design

3.1 Floating Offshore Wind Turbines

It is estimated that the global electricity consumption will reach 31, 657 TWh by 2030 [72].
Consequently, increasing environmental concerns pushed the governments to reduce by 40% the
CO2 emissions and to increase by 25% in energy efficiency for the same date [73]. Renewable
energy sources are currently the only alternative to fossil fuels with the real potential to achieve
this goal [74]. Wind energy is expected to make significant contributions in the achievement of
energy policy commitments in the global power sector. Currently, onshore wind farms are the
major contributor, however, recent trends in the renewable energy industry indicate that offshore
wind farms will soon be at the forefront of the fight against climate change [75]. Therefore,
far, offshore wind farms have been developed in near-shore and shallow waters, utilising mostly
fixed bottom structures. Nonetheless, it has been identified that the best wind resources exist
beyond the reach of these structures, in deeper locations where the wind speed is higher and
more consistent, larger areas are available, and the use of large and costly installation vessels
can be potentially avoided. These locations can be accessed by Floating Offshore Wind Turbines
(FOWT), however, the harsh operating conditions and the lower level of maturity pose significant
engineering challenges in the design and construction of FOWTs. Among these challenges is the
development of accurate modelling tools with increased flexibility, to facilitate the complex and
iterative design process [76, 77, 78]. Moreover, another crucial point to take into account is the
assessment of the technical and economic feasibility of alternative FOWT designs to ensure the
best trade off between manufacturing and maintenance costs and energetic performance [79].
In particular, there is a need for the development of accurate modelling tools to facilitate the
complex and iterative design and optimization processes of the FOWTs [80]. In fact, current
FOWT designs are largely based on the ones exploited for onshore applications [77]. This occurs
due to the lack of accurate and computationally efficient modelling tools during the design phase
[81] as it happens in many other applications [82, 83, 84, 85, 86, 87].
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In order to shorten the lengthy design cycles, part of the research community has focused on
reducing the computational time requirements of these necessary tools. To this end, several
researches have proposed the use of surrogate models in the design and optimisation of wind tur-
bines. Surrogate models have had several successful applications in the field of Computational
Fluid Dynamics (CFD), and are known for their high computational efficiency and the ability
to represent functions of very high complexity [88, 89, 90, 91, 92]. In [93], a surrogate opti-
misation framework was developed for the aerodynamic design of wind-turbine rotors, using a
three-dimensional viscous-inviscid interaction code. The proposed methodology was compared
to the blade element-momentum theory approach, with the final results showing remarkable sim-
ilarities at a fraction of the computational cost. A Response Surface Model (RSM) was developed
in [94] to reduce the computational time of a complex two-step, multi-objective optimisation of
a wind turbine blade. RSMs were also utilised in [95, 96], where expensive numerical computa-
tions of the Navier-Stokes equations were originally used to design wind-turbine airfoil profiles.
Similarly, Kriging and NN were also shown to be preferable in the design of wind turbine airfoils
than traditional CFD methods in [97, 98], respectively.

Although these approaches clearly demonstrate that surrogate models exhibit a favourable trade-
off between computational complexity and accuracy, the design process of FOWT structures
poses additional challenges that remain to be addressed. One of these challenges, and a funda-
mental part of the conceptual and preliminary design, is the assessment of the hydromechanics
characteristics of these structures, and more precisely: the added mass matrix, the radiation
damping matrix, and the wave load transfer functions, as functions of the frequency of oscilla-
tion.

In practice, several configurations are initially considered, and their dynamic response to the en-
vironmental loads is assessed. Based on these initial evaluations, one or more new configurations
are proposed and assessed once again. The current state-of-the-art high accuracy approaches for
this analysis are based on CFD and Higher Order Boundary Element Methods (HOBEM) [99,
100, 101]. However, their high computational cost and the large number of load cases that need
to be considered restrict the full exploration of the design space due to practical limitations: the
standard resources that are usually available to engineers involved in FOWT analysis and design
are not sufficient to sustain the necessary iterations [102]. This severely limits the speed of the
design process, and as such, the quality of the final configuration.

Despite the increasing efforts to incorporate surrogate models in several areas of wind turbine
design and analysis, their application on hydrodynamic response estimation of FOWT structures
has yet to be addressed. For this reason, this work demonstrates the feasibility and assesses the
performance of surrogate models in this particular design aspect. Namely, the hydrodynamic
response of FOWT foundation structures of the spar-buoy type.

Two approaches will be presented in the next section, both focused on hydrodynamic response
estimation but from two different perspectives. The first one aims at directly estimating the
Response Amplitude Operators (RAOs) starting from an input geometry, whilst the second, on
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which it has been worked on after the final considerations of the previous approach, proposes to
estimate the matrices’ coefficients necessary to compute the RAOs given the same input geome-
try.

3.2 ML-based proposed solutions

For the first modelling attempt introduced in section 3.1, a particular sub-family of NN (see Sec-
tion 2.4) has been employed, known as Extreme Learning Machines (ELMs), developed utilising
a dataset of simulations from a state-of-the-art, potential-flow-based computational code [103].
The dataset will serve as input to the MS and EE phases (see Section 2.3), while the remaining
part of the data will be used for validation and verification. In particular, to assess the ability
of the ELM to approximate the results of the computationally expensive potential-flow solver,
two different scenarios have been evaluated: an interpolation scenario, in which the design pa-
rameters lie within the design space sampled to develop the ELM, and an extrapolation scenario,
in which the foundation parameters lie outside the boundaries of the original design space. As
mentioned before, the final target consists in directly predicting the RAOs of a parameterized
input geometry of the platform.

The experience gained within this first work led to a second attempt, where the target has been
moved to the hydrodynamics matrices’ coefficients estimation and only then to the RAOs com-
putation. In fact, the latter does not burden the computational time and complexity at a level that
prevents its manual calculation starting from the Data-Driven models’ (DDMs) estimations, i.e.,
models built based on observation (examples) of the inputs and associated outputs of a possibly
unknown system without any prior knowledge about it [2]. Contrarily to the RAOs, the hydrome-
chanics characteristics depend only on the wet geometry of the platform, on the wave frequency
and, for the wave loads transfer functions, on the wave direction, i.e., they do not depend on the
mass, nor on the centre of gravity or moments of inertia, which can be usually obtained with little
computational cost [104]. This allows the use of the surrogate model for different structural mass
distributions, greatly enhancing its applicability. The surrogate DDMs require as many examples
as possible and a large amount of computational resources to be constructed. More precisely, the
more examples are available, the more accurate the solution is [2], even if, in some cases, a small
amount of examples could be sufficient for solving real world problems [105, 106]. For what
concerns the model construction, to train and optimize the performance of a data-driven based
surrogate model, a large amount of computational power is always needed [2, 18, 107]. Instead,
once the model is constructed, its use for making predictions (i.e., the forward phase) is mostly
computationally inexpensive [2, 18]. For the scope of this work, the performances achieved by
now-classical ML models, i.e. KM and Ensemble Methods (see Section 2.4), will be compared
with the ones resulting from the exploitation of Deep Neural Networks (DNNs) [18], which
present the same characteristics of NN introduced in Section 2.4 and where the adjective ”deep”
is used to indicate those NN with a number of layers greater than 1. The best performing DDM
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will be selected based on the best trade-off between accuracy and efficiency.

In order to validate the proposed approach, the experiments will rely on data generated by
NEMOH, a state-of-the-art code developed by researchers at École Centrale de Nantes [103],
which calculates the FOWTs hydromechanics characteristics (e.g., the added mass matrix, the
radiation damping matrix and the hydrostatic restoring matrix as functions of the frequency of
oscillation), by means of a Boundary Element Method (BEM). In particular, it will be considered
a series of possible spar type FOWT geometries exploiting a simple parametrization approach.
The proposed parametrization technique will allow to explore a richer set of geometries than the
conventional one. This could lead to the definition of novel substructure geometry, capable of
enhancing the performance of the FOWT and eventually to lower the cost of electricity produced.
For each of these geometries, using a Monte Carlo sampling approach [108], NEMOH has been
run producing the desired outputs. The generated datasets have been used to train, validate,
and estimate the performance [107] of the proposed surrogate model, showing that it is possible
to reach the best trade-off between computational requirements and accuracy, i.e., comparable
accuracy of BEM at a fraction of the computational requirements.

It is crucial to underline the novelties of this work and its possible impacts. To the best knowledge
of the author, it is the first one that shows the ability of ML-based models of over-performing
state-of-the-art BEM-based tools in terms of computational requirements (from minutes to mil-
liseconds) without compromising the ability to make accurate prediction (ML predictions are
less than 3% far away from the BEM predictions). In order to achieve this goal, the most recent
results and techniques coming from the ML field of research have been exploited. Moreover, this
work is also the first one that actually created a real dataset from a state-of-the-art BEM code
to test the quality of the proposed models. Finally, its impact is substantial, since it represents a
fundamental step toward a framework for FOWTs geometry optimization with the capability of
automatize the design process, reducing the human intervention to a minimum level and allowing
the generation of unconventional and previously unexplored geometries.
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3.3 Related Works

Surrogate models have been used by many different works, in many different ways and for many
different purposes in designing and analysing FOWTs. In this section, the most important works
according to their bibliographic impact will be briefly reviewed.

The authors of [109] developed a surrogate model to approximate lifetime fatigue loads based
on Kriging and Polynomial Chaos Expansion (PCE). They performed 62500 aero-elastic simula-
tions with the software packages FAST [110] and TurbSIM [111] on the NREL 5MW reference
turbine [112], utilising wind data from 99 international sites. They considered the main com-
ponents of the turbine, namely, the blades, the drivetain, the yaw bearing, and the tower. They
developed surrogate models that are able to evaluate the fatigue loads based on wind speed, tur-
bulence, wind shear exponent, air density and flow inclination. The authors concluded that the
Kriging with a second order trend, in conjunction with the Matern 3/2 correlation model, is actu-
ally able to effectively predict fatigue loads. PCE, instead, did not show consistently acceptable
performance.

In [113], the authors investigated the impacts of Platform Mounting Orientation on the lifetime
dynamic performance of Y-shaped semi-submersible FOWTs, utilising Kriging, Radial Basis
Functions (RBF) and NN. The latter were established based on a database containing 25 years
of met-ocean data, clustered using the K-means algorithm and self-organising maps and time-
domain simulations. The surrogate models proved to be capable of efficiently predicting the
systems’ lifetime dynamic responses. In particular, exploiting a set of selected environmental
load cases, authors observed that NN-based model was capable of making accurate predictions
on the platform and tower peak motions, while predictions on the tower base and fairlead fatigue
were less accurate. Kriging and RBF, instead, showed high accuracy on most of the reference
data.

The authors of [114] proposed to exploit NN for FOWTs fatigue assessment. In particular, a
combination of the DTU 10MW reference turbine [115] with the SWE TripleSpar developed by
[116] was investigated. The authors generated synthetic data by means of 600 runs of software
FAST sampling the environmental conditions space with the Latin Hypercube Sampling algo-
rithm. In particular, they consider the variation of four environmental conditions: wind speed,
turbulence intensity, wave height and wave period. They observed that the predictions of NN
were not entirely satisfying due to the quality of the available data and argued that a data source
that can provide higher quantity and quality data would significantly enhance their results.

In [117] Surrogate Monte Carlo simulations implemented by least-squares fits and collocation
methods as alternatives to Physical Model Monte Carlo simulations for stochastic flutter analysis
of wind turbine blades have been investigated. They argue that finite-element methods are the
state-of-the-art approach for this type of analysis in terms of accuracy. However, the associated
computational requirements are quite high due to the complex aerodynamic shape and structural
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layout of a wind turbine blade. For this reason, they propose surrogate models to study stochastic
blade flutter. By considering the NREL 5MW reference blade [112] as a case study, the authors
derived exact results using Physical Model Monte Carlo to verify the robustness of the results
obtained by Surrogate Monte Carlo simulations. They concluded that the resulting probability
density function of the critical flutter speed of the blade from the Surrogate Monte Carlo sim-
ulations was almost identical with the Physical Model Monte Carlo simulations. In particular,
average errors below 1% have been achieved with a reduction of an order of magnitude of the
computational requirements.

The authors of [118] propose a methodology to implement sparse polynomial surrogates for
aeroelastic wind turbine models utilising PCE to characterize the energy production and lifetime
equivalent fatigue loads of the DTU 10MW reference wind turbine [115] under realistic turbulent
inflow conditions. These conditions were defined on the basis of probability distributions for
the 10-minute mean and standard deviation hub height wind speed and the 10-minute mean
shear exponent and yaw miss-align. They focused on estimating the 10-minute mean power
production and mean thrust coefficient and several bending moments on the blade and tower of
the wind turbine. By performing a total of 14000 simulations with the software HAWC2 [119],
they captured the variability caused by different turbulent inflow fields. Then they developed
independent surrogate models for the mean and standard deviation of each estimated target. They
underline that PCE methods are highly efficient in estimating the statistical properties of the
considered targets and can be a very efficient alternative with respect to the traditional Physical
Model Monte Carlo simulations.

In [120], the authors employed a Kriging-based surrogate to optimise a fixed-pitch and fixed-
speed wind turbine blade’s performance. They utilised as design variables the chord, twist and
three different airfoil profiles (described by their Bezier curves) maximizing for the annual en-
ergy production. A similar study was performed by [94] utilising a third-order Response Surface
Model to reduce the computational requirements of a complex two-step multi-objective optimi-
sation problem for blade design. In this work authors utilised as decision variables the blade
diameter, design rotational speed, chord length and twist angle.

In [93], a surrogate optimisation methodology utilising RBF has been developed. A database of
synthetic data was created using three three-dimensional viscous-inviscid interaction code MI-
RAS [121] for the aerodynamic design of wind turbine rotors. The Latin Hypercube sampling
algorithm was employed to generate a grid in the design-space parameterised on the basis of
blade chord and twist. A custom optimisation scheme was developed combining both global and
local search. The authors concluded that surrogate-based optimization can achieve significant
savings in computational requirements with accuracy comparable to the conventional optimiza-
tion methods.

Many older works [95, 97, 98] employed Response Surface Models to approximate the results
of computationally expensive numerical simulations of the Navier-Stokes equations to design
airfoil profiles. In particular, [95] propose to parameterise blade profiles with a 7-control-point
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Bezier curve built on the basis of Bernstein functions. They first employed a full-factorial Design
of Experiments utilising the Star CCM+ software [122] to estimate the response surface of each
objective function, namely, nominal power production, efficiency and blade weight. Then, by
means of a meta-heuristic optimisation method, they obtained the optimal blade profile. Sim-
ilarly, [97] proposed to approximate the Navier-Stokes equations within a design optimisation
framework. The authors first exploited Kriging and the Latin Hypercube sampling algorithm to
construct a surrogate model that approximates the computational results of an in-house devel-
oped Reynolds-Averaged Navier Stokes (RANS) solver. Then they use this surrogate model to
minimise the drag force of the blade with a Genetic Algorithm. Analogously, [98] propose first
to approximate the Navier-Stokes equations by means of NN. Then, Genetic Algorithm was ex-
ploited to maximize the lift to drag force ratio of a wind turbine blade. They parameterised the
blade geometry on the basis of 6-point Bezier curves. The Genetic Algorithm was initially run
using the time-intensive CFD-based code ANSYS Fluent [123] for 10 generations. Then they
built a surrogate of the CFD based on the points explored by the Genetic Algorithm. Finally they
run again the Genetic Algorithm using the surrogate instead of the CFD-based code.

3.4 Hydromechanics Analysis

The hydromechanics analysis of FOWTs is a fundamental and time-consuming part of the de-
sign process, aimed at characterising the dynamic response of the offshore system to the hydro-
dynamic loads. Hydromechanics analysis estimates the dynamic response of a floating offshore
system at a certain sea state.

This dynamic response, in the frequency domain, is described by the RAO and depends on two
main aspects of the offshore system, linked to two analyses: mass distribution analysis, to derive
the system’s centre of gravity and mass matrix, and hydrodynamics analysis, to derive the centre
of buoyancy and hydrostatic and wave loads.

In order to quantify these two aspects, Section 3.4.1 describes the geometry parametrization
scheme required, able to uniquely identify each configuration. Then, the methodology adopted
to estimate the centre of gravity and mass matrix is defined in Section 3.4.2 together with the
approach adopted to perform the hydrodynamics analysis in Section 3.4.3. Section 3.4.4 briefly
introduces the software NEMOH employed and, finally, Section 3.4.5 shows how the RAOs are
derived from the results of the mass distribution and hydrodynamics analysis.

3.4.1 FOWT Substructure Geometry Parametrization

Differently from the complex geometries adopted in naval architecture, floating offshore struc-
tures and FOWT adopt relatively simple shapes, i.e., rectangular cuboids and cylinders. There-
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fore, the parametrization schemes adopted for FOWT substructures analysis and optimisation are
typically very simple, often involving just cylinders [124, 125, 126]. A slightly more advanced
approach has been proposed by [127] for SPAR-type FOWTs where, instead of cylinders with
varying height and radii, truncated cones have been adopted.

In the present work, a similar approach to the one reported in [127] has been implemented. As it
is displayed in Figure 3.2 and reported in [127], although relatively simple, this approach can be
quite effective in exploring a richer set of geometries than the conventional approaches based on
simple cylinders. This could potentially lead, during the design and optimisation phases, to the
definition of a novel substructure geometry, capable of enhancing the performance of the FOWT,
and eventually to lower the cost of the electricity produced [128].

The FOWT substructure is therefore composed of c truncated cones, each one with an upper
radius equal to rc−1 and a lower radius equal to rc. The total draft of the substructure is equal
to T , and each cone has the same height, equal to T/c. A viable alternative would be to consider
also the cone height as a parameter. However, the same result can be obtained using a larger
value of c and this solution should be preferred to the previous one since it would result in a
overparametrization of the given geometry, resulting in a huge number of configurations that
correspond to the very same structure.

Consequently, the vector describing the considered geometry is defined by the following design
vector

[c, r0, r1, · · · , rc, T ]. (3.1)

3.4.2 Mass Distribution Analysis

According to the technical specification of the International Electrotechnical Commission (IEC
TS 61400-3-2:2019), a FOWT system can be divided into two main subsystems: the rotor-nacelle
assembly and the support structure. The support structure, according to the same technical spec-
ification, can be divided into tower, floating sub-structure and mooring system and anchors.

In the present work, the rotor-nacelle assembly and tower mass moments of inertia and centres of
gravity have been considered constant for all the analysed floating sub-structure configurations
and are assumed equal to the rotor-nacelle assembly and tower of the Offshore Code Comparison
Collaboration (OC3) Spar FOWT reference system [129]. The rotor-nacelle assembly and tower
are indicated as wind turbine, therefore MWT ∈ R6×6 is the mass matrix of the wind turbine, and
zWT
G ∈ R is the vertical position of its Centre of Gravity (CoG).

The mooring system and anchor mass moments of inertia and CoGs are not directly considered,
since these are flexible bodies [104]. The mooring line tension forces acting on the substructure,
on the contrary, are considered and modelled through a constant stiffness matrix when deriving
the RAOs [104].
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Therefore, the mass, moments of inertia and vertical CoG position of the floating substructure
system depend only on the design vector, as previously reported in Section 3.4.1. The floating
sub-structure mass is the sum of its dry mass MSD ∈ R6×6, which corresponds to the structural
mass, and the mass of the ballast material MSB ∈ R6×6, with corresponding vertical CoG po-
sitions zSD

G ∈ R and zSB
G ∈ R, respectively. Indeed, a SPAR FOWT system mainly relies on

lowering as much as possible the vertical position of the total CoG to fulfill its static stability
requirements [130], and this is achieved by using a ballast system at the bottom of the floating
substructure. It is therefore necessary to determine the substructure dry mass and ballast mass
matrices and the vertical positions of their CoGs.

The classical approach exploited to quantify MSD is based on a simplified methodology, suitable
for the early design phases [131]: it is assumed to be a fraction of the displaced mass of water,
which can be derived from the design vector. Therefore, each truncated cone composing the
floating sub-structure has a dry mass equal to a fraction of the mass of the water displaced by it.
The local centre of gravity and moments of inertia of the truncated cone are then calculated using
the formulas in [132]. MSD and zSD

G are then calculated considering the weighted contribution of
all the truncated cones.

Finally, assuming that the ballast tank is cylindrical, MSB and zSB
G are derived by using the design

draft, imposing the vertical equilibrium of forces to determine the ballast mass. In particular,
the sum of the rotor-nacelle assembly, tower, floating substructure dry mass and ballast weight
forces, plus the vertical downward component of the total mooring force, must be equal to the
buoyancy force.

Therefore, the total mass matrix M and the vertical position of its centre of gravity position zG

can be defined as

M = MWT +MSD +MSB, (3.2)

zG =
1

M3,3

(
zWT

G MWT
3,3 + zSD

G MSD
3,3 + zSB

G MSB
3,3

)
. (3.3)

3.4.3 Hydrostatic, Stiffness and Hydrodynamics Analysis

In this section, the approach used to calculate the FOWTs hydrodynamics characteristics, namely,
the total restoring matrix C ∈ R6×6, the added mass matrix A ∈ R6×6, the radiation damping
matrix B ∈ R6×6 and the first order wave load transfer function vector X ∈ R6×1 will be briefly
described.

Given the design vector, uniquely identifying the wet geometry of the sub-structure, the vertical
position of the Centre of Buoyancy (CoB) zSS

B can be easily calculated as the weighted centre of
volume of the single truncated cones composing the sub-structure, and the centre of volume of
each truncated cone can be calculated using the formulas in [132]. The longitudinal and lateral
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position of the CoB are zero, due to the axisymmetry of the wet geometry. Then, knowing the
total mass and CoG of the whole system and the CoB, the sum of the hydrostatic restoring matrix
CH ∈ R6×6 and gravitational restoring matrix CG ∈ R6×6 can be derived according to [104]. By
adding the mooring stiffness matrix CM, the total stiffness matrix is obtained as

C = CH + CG + CM. (3.4)

A, B, and X are, instead, computationally demanding to be quantified, and a BEM is usually
adopted to solve the partial differential equation characterising the radiation and diffraction po-
tential flow problems.

3.4.4 Boundary Element Method

The software NEMOH is an open-source BEM code utilised for hydromechanics analysis devel-
oped by researchers at Ecole Centrale de Nantes [103]. As mentioned before, NEMOH has been
used to estimate A and B as function of the wave frequency ω, while X as functions of ω and the
wave direction.

In general, 6×6 matrices are necessary to capture the impact of each of the wave loads (in surge,
sway and heave) and moments (in roll, pitch and yaw) on the 6 rigid-body degrees of freedom
of the platform. Although the rotor-nacelle assembly mass distribution is not axisymmetric, it
constitutes only a minor fraction of the total mass. Therefore, exploiting the axisymmetric ge-
ometry of the FOWT considered configuration [104], the whole-system FOWT mass distribution
can be considered approximately axisymmetric. This allows to consider only a fraction of the 36
coefficients and only the wave transfer loads in one plane (longitudinal), i.e. surge X1 and heave
X3 forces, and pitch moment X5.

In the present work, the coupled effects have not been considered and therefore only A1,1, A3,3,
and A5,5, as well as B1,1, B3,3, and B5,5 are modelled. Nonetheless, the approach can be easily
extended [133].

3.4.5 FOWT Dynamic Response: Evaluating the RAO

The six simultaneous equations of motion for a floating body in regular waves, as shown in [104],
can be written as

6∑
j=1

ξj
[
−ω2 (Mi,j + Ai,j) + iωBi,j + Ci,j

]
= ηXi, i ∈ {1, · · · , 6}, (3.5)

where ξj is the j-th degrees of freedom displacement (rigid platform global response) and η is
the wave amplitude.
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These are six simultaneous linear equations of motion, which can be solved to obtain the body
displacement in the j-th degree of freedom

ξj = η

6∑
i=1

[
−ω2 (Mi,j + Ai,j) + iωBi,j + Ci,j

]−1
Xi. (3.6)

The complex response transfer function between the amplitude of the wave and the amplitude of
the oscillation of the system in the j-th degree of freedom is therefore

Hj =
ξj
η

=
6∑

i=1

[
−ω2 (Mi,j + Ai,j) + iωBi,j + Ci,j

]−1
Xi. (3.7)

Finally, the RAO, being a function of the wave frequency, is composed of the RAO magnitude
and RAO phase. The RAO magnitude in the j-th degree of freedom, modelled through the
surrogate model, is defined as the complex magnitude of the transfer function Hj according to

RAOj = |Hj|. (3.8)

3.5 Experimental Settings

After defining the common aspects characterizing the two conducted experiments briefly intro-
duced in Section 3.1 and 3.2, this section will be now devoted to the description of the exper-
imental setting of both of them. In particular, the reasoning behind each dataset creation, the
aiming target and the proposed DDMs will be thoroughly defined.

For the sake of clarity, each subsection will be introduced by a synthetic title, preceded by the
referring experiment. All the topics concerning the work designed to directly estimate the RAOs
will be preceded by EXP 1 and, consequently, all the sections regarding the hydrodynamics
coefficients’ estimations utilised to compute the RAOs will be identified by EXP 2.

3.5.1 EXP 1 - Dataset Generation

The capability to generate input data for the learning phase can be exploited to positively affect
the performance of the surrogate model. As such, special consideration was given in the careful
sampling of the design space, to generate a limited set of representative geometries. The design
space has been defined on the basis of the foundation’s draft and the external radii of the axi-
symmetric platform, at six different depths along the vertical axis of the structure. To sample
the design space, the external radii were varied between one and six meters, with a discretization
interval of one meter, whereas the foundation draft was varied between 50 and 140 meters, with
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Table 3.1: List of features in the dataset

Name Description
r1×6 External radii of the platform
T Foundation draft
CoGwt

1×3 Wind turbine center of gravity
zssG Support structure center of gravity - vertical position
ztsG Total structure center of gravity - vertical position
M ss

6×6 Support structure mass matrix
M ts

6×6 Total structure mass matrix
Cm

6×6 Mooring system restoring matrix
Chst

6×6 Hydrostatics and ballast restoring matrix
ω1×207 Frequency vector

a discretization interval of 10 meters. A full factorial design of the experiments was employed
to allow to capture the joint effects of all the design parameters on each of the RAOs. Given the
discretization used, a total of 2187 geometries were generated.

Finally, the mesh of each geometry, along with the load cases to be evaluated were inserted into
the potential-flow based code to derive the global rigid-body response of each platform quantified
by the 6 Degree Of Freedom (DOF) RAOs. Examples of generated geometries are given in Fig.
3.1.

3.5.2 EXP 1 - Problem Definition

The problem of learning the RAO based on the data described in Section 3.5.1 can be easily
mapped in the now-classical ML regression problem (see Section 2.1). However, the scope
is broader, and the aim is to learn a model with limited computational requirements, namely,
the computational effort to compute the model output given its inputs should be as limited as
possible. As it will be seen in this section, this constraint will guide to a particular solution.

Note that many algorithms for solving regression problems exist in the literature [2], and, in par-
ticular, KM, NN and Ensemble Methods demonstrated to be the three main families of methods
mostly effective in these scenarios (see Section 2.4).

As it will be explained later on, the constraints on the computational requirements of the final
learned model will lead to the use of a particular sub-family of NN called ELM [134, 135]. In
fact, KM [16] and Ensemble Methods [63, 64] are known to be very effective, but the computa-
tional requirements grow a lot if the target is to increase the accuracy (see Section 2.4). ELM,
instead, allows to easily build and learn highly non-linear regressors with the use of random pro-
jection. Even if this approach is quite effective, still the computational requirement of an ELM
can be high since many random projections may be not very useful for increasing the accuracy.
For this reason, the proposal is to clean up the number of random projections by keeping just the
ones which are really useful and effective in improving the regressors accuracy.
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(a) Example Geometry 1 (b) Example Geometry 2

(c) Example Geometry 3 (d) Example Geometry 4

Figure 3.1: Sample of geometries for the learning phase.
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The error of f in approximating P{Y | X} is measured by a prescribed metric M : F → R.
Note that many different metrics are available in the literature for regression, which may provide
insights on the performance of the model [31] (see Section 2.2). In this case, the MAPE is picked
as chosen metrics.

Finally, to tune the performance of the AH, namely to select the best set of hyperparameters,
and to estimate the performance of the final model according to the desired metrics, a MS and
EE phase need to be performed [12] (see Section 2.3). In order to complete the performance
analysis, it will be measured also the time, in seconds, of computing f(X) (TIME(f)) on the
same infrastructure where the BEM Model has been run (see Section 3.4).

3.5.3 EXP 1 - Proposed Model

As previously described, the proposed method is based on ELM, plus a smart cleaning strategy
of the random generated features in the ELM.

The ELM approach was originally introduced to overcome problems posed by back-propagation
training algorithm in classical NN (see Section 2.4); specifically, potentially slow convergence
rates, the critical tuning of optimisation parameters and the presence of local minima that call for
multi-start and re-training strategies [134, 135]. ELM was originally developed for the single-
hidden-layer feed-forward NN and then generalised in order to cope with cases in which the
ELM is not neuron alike.

f(X) =
h∑

j=1

wjgj(X), (3.9)

where gj : Rd → R, j ∈ {1, · · · , h} is the hidden-layer output corresponding to the input sample
X and w is the output weight vector between the hidden layer and the output layer.

In this case, the input layer has d neurons and is connected to the hidden layer (with h neurons)
through a set of weights

vj ∈ Rd, j ∈ {1, · · · , h}, (3.10)

the j-th hidden neuron embeds a bias term,

v0j , j ∈ {1, · · · , h}, (3.11)

and a nonlinear activation function, φ : R → R (in this case the hyperbolic tangent TANH).
Thus, the neuron’s response to an input stimulus, X , is

φ(vj ·X + v0j ), j ∈ {1, · · · , h}. (3.12)

Note that Eq. (3.12) can be further generalised to include a wider class of functions; therefore,
the response of a neuron to an input stimulus X can be generically represented by any nonlinear
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piece-wise continuous function characterised by a set of parameters. In ELM, these parameters
(vj and v0j ) are set randomly (in this case these parameters are sampled from the Normal distri-
bution). A vector of weighted links, w ∈ Rh, connects the hidden neurons to the output neuron
without any bias. The overall output function, f(X), of the network is

f(X) =
h∑

j=1

wjφ(vj ·X + v0j ). (3.13)

It is convenient to define an activation matrix V ∈ Rn×h, such that the entry Vi,j is the activation
value of the j-th hidden neuron for the i-th input pattern. The V matrix is

V=

φ(v1·X1+v01) · · · φ(vh·X1+v0h)
... . . . ...

φ(v1·Xn+v01) · · · φ(vh·Xn+v0h)

=
ϕ

T (X1)
...

ϕT (Xn)

. (3.14)

In the ELM model, the quantities {vj, v
0
j} in Eq. (3.12) are set randomly and are not subject

to any adjustment, and the quantity w in Eq. (3.13) is the only degree of freedom. Hence, the
training problem is reduced to minimisation of the convex cost

w∗ = argmin
w
∥Vw − y∥2 . (3.15)

A matrix pseudo-inversion yields the unique L2 solution

w∗ = V +y. (3.16)

The simple, efficient procedure to train an ELM therefore involves the following steps

1. Randomly generate hidden node parameters (in this case vi and bias v0i ) for each hidden
neuron;

2. Compute the activation matrix V , of Eq. (3.14);

3. Compute the output weights by solving the pseudo-inverse problem of Eq. (3.16).

Despite the apparent simplicity of the ELM approach, the crucial result is that even random
weights in the hidden layer endow a network with notable representation ability. Moreover,
regularisation strategies can further improve the approach’s generalisation performance. As a
result, the cost function of Eq. (3.15) is augmented by a regularisation factor as follows

w∗ = argmin
w
∥Vw − y∥2 and ∥w∥ , (3.17)
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where ∥w∥ can be any suitable norm of the output weights. A common approach is then to use
the L2 regularizer

w∗ = argmin
w
∥Vw − y∥2 + λ ∥w∥2 , (3.18)

and consequently the vector of weights w∗ is then obtained as follows

w∗ = (V TV + λI)−1V Ty, (3.19)

where I ∈ Rh×h is an identity matrix.

Note that, also intuitively, not all the random projections will be useful for actually improving
the accuracy of the model. For this reason, random projections are incrementally added. In
particular, instead of contemporary extracting all the h projections (Step 2 in the ELM), the
model is built incrementally adding nh projections at the time and keeping only if the increment
in accuracy is at least ph%. This simple strategy helps the model in generating only informative
random projections, reducing the number of parameters required by the regressor to reach a good
accuracy.

3.5.4 EXP 1 - Model Selection and Error Estimation

In this context, the complete nested k-fold cross validation is exploited because it represents
the state-of-the-art approach [14, 12] (see Section 2.3). k has been set equal to 10 and nr

to 1000. The best hyperparameters have been searched within the following ranges: h ∈
10{1.0,1.2,1.4,··· ,4.0}, λ ∈ 10{−6.0,−5.8, · · · ,+4.0}, nh = h/{10, 20, 40, 80, 160}, and ph ∈ {0.5, 1.0, 2.0,
4.0, 8.0, 16}.

Then, to evaluate the performance of the optimal model, which is f ∗
A = AH∗(Dn) or, in other

words, to perform the EE phase (see Section 2.3), the following procedure has to be applied

MAPE(f ∗
A ) =

1

nr

nr∑
r=1

MAPE(AH∗(Lr
l ∪ Vr

v ), T r
t ). (3.20)

Since the data in Lr
l ∪ Vr

v are independent from the ones in T r
t , M(f ∗

A ) is an unbiased estimator
of the true performance, measured with the metric M , of the final model [12].

3.5.5 EXP 2 - Dataset Generation

In this section, the procedure utilised to generate the data necessary to train the surrogate models
of the second proposed experiment can be described.

Following the parametrization illustrated in Section 3.4.1, c = 5 (i.e., five cones), ri ∈ [0, 5] [m]
with i ∈ {0, · · · , 5}, T ∈ {60, 70, · · · , 140} [m] and ω ∈ {0, 0.01, · · · , 2} have been considered.
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These values have been chosen considering a range of reasonable values for FOWTs already in
operation [74, 136, 137]. The resulting space of possible geometries is therefore large and, for
each of these geometries, the response for 207 values of ω has been computed. Figure 3.2 reports
some examples of these geometries together with the associated values of A1,1, A3,3, A5,5, B1,1,
B3,3, B5,5, X1,1, X3,3, and X5,5.

Since, using the NEMOH code, it is unfeasible to estimate the hydrodynamics characteristics for
too many geometries12, a subset of 28125 geometries has been randomly sampled in this space3.

3.5.6 EXP 2 - Problem Definition

The scope of this section is to formally describe the proposed framework to perform the hy-
dromechanics analysis replacing the computational expensive NEMOH code (Section 3.4.4) with
data-driven based surrogate models (Section 3.5.7).

In order to predict the RAO, three steps are required. The first one is to perform the mass
distribution analysis to estimate total mass M and the centre of gravity zG. These tasks are com-
putationally inexpensive (see Section 3.4.2). The second step is to perform hydrostatic and total
stiffness analysis (Step 2b) and hydrodynamic analysis (Step 2a). Also the hydrostatic and total
stiffness analysis is computational inexpensive (see Section 3.4.3) and, based on the design vector
[r0, · · · , rc, T ], the total mass M, the centre of gravity zG and the mooring stiffness matrix CM, it
is possible to estimate the total stiffness matrix, with particular reference to the surge, heave, and
pitch components C1,1, C3,3 and C5,5. The hydrodynamics analysis, instead, is computationally
expensive and is carried out using the NEMOH code. It exploits the design vector [r0, · · · , rc, T ]
and the frequency ω to estimate the added mass matrix, the radiation damping matrix and the
first order wave load transfer function vector, with particular reference to the surge, heave and
pitch components A1,1, A3,3, A5,5, B1,1, B3,3, B5,5, X1,1, X3,3, X5,5. In the last step, the total mass
M together with the added mass matrix A, the radiation damping matrix B, the first order wave
load transfer function vector X, the total stiffness matrix C and the frequency ω are exploited to
compute the RAO according to Equations (3.7)-(3.8). The proposed framework is depicted in
Figure 3.3a.

In order to reduce the computational requirements needed to predict the RAO, this work’s pro-
posal consists in substituting the hydrodynamics analysis (see Figure 3.3a) performed with the
NEMOH code, with data-driven surrogate models as depicted in Figure 3.3b. In particular, the
summary of the inputs feeding the surrogate models and the related outputs is reported in Table
3.2.

1A run for one geometry requires approximately ≈ 15÷ 20 minutes on utilised workstation.
2The workstation was equipped with two Intel Xeon Silver 4216 CPUs, 128 GB of RAM, and 512 GB SSD

running Windows Server 2019.
3In order to generate the database 3 months of simulation were needed2
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Figure 3.2: Examples of geometries with the associated values of the added mass coefficients
in surge A1,1, heave A3,3, and pitch A5,5, the radiation damping matrix coefficients in surge B1,1,
heave B3,3, and pitch B5,5, and the first order wave load transfer function matrix coefficients in
surge X1,1, heave X3,3, and pitch X5,5. 48



(a) Original approach using the NEMOH code

(b) Proposed approach using surrogate models

Figure 3.3: Description of the original and proposed approach to RAO prediction.

Table 3.2: List of inputs and outputs of the surrogate models.

Name Description

In
pu

t

sp
ac

e [r0, · · · , rc] External radii of the cones describing the parametrisation of the platform
T Foundation draft
ω Frequency

O
ut

pu
t

sp
ac

e

A1,1 Added mass matrix coefficient - surge motion
A3,3 Added mass matrix coefficient - heave motion
A5,5 Added mass matrix coefficient - pitch motion
B1,1 Radiation damping matrix coefficient - surge motion
B3,3 Radiation damping matrix coefficient - heave motion
B5,5 Radiation damping matrix coefficient - pitch motion
X1,1 1st order wave load transfer function matrix coefficient - surge motion
X3,3 1st order wave load transfer function matrix coefficient - heave motion
X5,5 1st order wave load transfer function matrix coefficient - pitch motion
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Note that, two possible strategies were eligible to be adopted: (i) build a model where the fre-
quency is an input (i.e., a model able to predict A, B, and X for each possible frequency) or (ii)
build a model for a series of selected frequency (i.e., models able to predict relevant quantities
at a particular frequency). For strategy (i), it is necessary to construct a huge number of models,
with a consequent waste of memory and computational requirements. Moreover, if there is the
need to estimate A, B and X at a particular frequency, for which the model is not built, it is nec-
essary to interpolate, resulting in less accuracy. Nonetheless, the model prediction for selected
frequencies can be more accurate than strategy (ii). For strategy (ii), a single model with fre-
quency as input need to be constructed resulting in a larger save of memory and computational
requirements. Moreover, the model can be used for all the frequencies of interest without the
need for interpolating. For a particular frequency, a model constructed with strategy (ii) can be
less accurate than the one of (i). However, in some preliminary tests, the accuracy of the two
approaches was statistically indistinguishable so it has been opted to adopt the approach (ii),
characterized by much fewer memory and computational requirements.

3.5.7 EXP 2 - Proposed Model

In this section, it will be defined the structure of the chosen algorithms (and related models) that
are proposed in this context, together with the associated hyperparameters, to build the different
ML-based surrogate models needed to predict the RAO (see Section 3.5.6). The properties de-
scribed in Section 2.4 will be leveraged, keeping in mind the metrics defined in Section 2.2, to
define three algorithms (and related models) able to deliver accurate yet computationally aware
results.

3.5.7.1 Kernel Methods

As illustrated in Section 2.4, KM, when using a Gaussian kernel, is defined as

f(x) =
n∑

i=1

αie
−γ∥xi−x∥2 , (3.21)

where γ is a hyperparameter and α ∈ Rn is the set of parameters to be tuned during the training
phase. Note that, if q > 1 as in this case, it is required to build a different model for each of the
quantities to predict (see Section 3.5.5). The parameter b is omitted since, thanks to the Gaussian
kernel properties of being able alone to learn any possible model [30], it can be neglected. In
order to tune α it is necessary to define M(f) and R(f).

For what concerns M(f) (see Section 2.2), it must be convex and note that it is not mandatory
to use the same metric to evaluate both the performance of the final model (see Section 2.3) and

50



the performance of each single surrogate model composing the final RAO predictive model (see
Section 3.5.6) as demonstrated in many works [2, 39, 32].

In this work the mean epsilon insensitive error will be exploited (see Eq. 2.3). This metric has
been selected since it increases the sparsity of the model [16, 37], namely the number of αi with
i ∈ {1, · · · , n} equal to zero. In fact, the more alphas are equal to zero, the less computational
effort will require the model of Eq. (3.21).

For what concerns R, instead, the nowclassical L2 regularizer of the weight of the linear model
in the space induced by the kernel will be exploited and it can be formulated as follows [16, 37]

n∑
i=1

n∑
j=1

αiαje
−γ∥xi−x∥2 . (3.22)

To further reduce the number of alphas equal to zero, a L1 regularizer will be added [36, 138]
for the alphas and consequently it becomes

M(f) = (1− β)
n∑

i=1

n∑
j=1

αiαje
−γ∥xi−x∥2 + β

n∑
i=1

|αi|, (3.23)

where β ∈ [0, 1] is a hyperparameter of R.

Combining these definitions with Problem (2.12) we have that

α∗ : arg min
α∈Rn

1

n

n∑
i=1

max[0, |yi − f(xi)| − ϵ]

+ λ

[
(1− β)

n∑
i=1

n∑
j=1

αiαje
−γ∥xi−xj∥2 + β

n∑
i=1

|αi|

]
, (3.24)

which is a convex problem for which a standard solver can achieve the global minimum effi-
ciently and effectively [38].

3.5.7.2 Neural Networks

A deep, multi-output NN (see Section 2.4) is defined as

f(x) = W0rl(x) + b0

{
ri(x) = σl(Wlri−1(x) + bl), i ∈ {2, · · · , l}
r1(x) = σ1(W1x+ b1)

(3.25)

where W0 ∈ Rq×hl and b0 ∈ Rq, Wi ∈ Rhi×hi−1 and bi ∈ Rhi with i ∈ {2, · · · , l}, W1 ∈ Rh1×d

and b1 ∈ Rh1 are the set of parameters to be tuned during the training phase. The structure of
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W0, · · · ,Wl and l, h1, ·, hl,σ1, · · · ,σl are instead hyperparameters of the model that need to be
carefully tuned (see Section 2.3). Note that, contrary to KM, models based on NN are able, by
construction, to predict all quantities (see Section 2.4).

Since all the space of hyperparameters cannot be fully explored it is often required to exploit
experience and theoretical properties to reduce the space of exploration [18, 50]. For this reason,
some hyperparameters will be fixed. W0, · · · ,Wl will be set to be classical dense layers, so
no particular structure is imposed since input data is unstructured [17, 18]. For what concern
the activation functions it will be used the hyperbolic tangent (TANH) for σl because of its
approximation properties [48] while for σl−1, · · · ,σ1 the rectified linear unit (ReLU) [139, 140]
is preferable since it improves the ability to train the model counteracting the gradient vanishing
problem [141, 142]. Therefore what remains to be tuned as hyperparameters are l, h1, · · · , hl,.

Instead, to tune the parameters W0, b0, · · · ,Wl, bl, M(f) and R(f) need to be defined.

For what concerns M(f), as in KM, it is not necessary to use the same metric to evaluate both the
performance of the final model and the performance of each single surrogate model composing
the final RAO predictive model. Instead, differently to KM, since the training procedure will
result in non convex problem no matter the choice of M(f), it is fair to use a differentiable
M(f) (see Section 2.4). Nevertheless, usually a differentiable convex M(f) is exploited [18]. In
this work, the MSE (see Eq. 2.2) averaged over the q outputs will be exploited

M(f) =
1

q

q∑
i=1

1

n

n∑
j=1

[yj,i − fi(xj)]
2 . (3.26)

This metric has been picked since it is one of the most effective, differentiable and convex metrics
for regression [26, 32]. Note that this metric suffers if the order of magnitude of the q target is
very different. For this reason, the following normalization will be applied

M(f) =
1

q

q∑
i=1

1

n

n∑
j=1

 yj,i − fi(xj)

1
n

∑n
j=1 y

2
j,i −

(
1
n

∑n
j=1 yj,i

)2


2

. (3.27)

For what concerns R(f), instead, it will be used the Frobenius norm of W0, namely R(f) =
∥W0∥F. This is equivalent to the L2 regularizer adopted in KM. Moreover, within layer 1 to l,
namely W1, · · · ,Wl, a dropout layer is inserted. It corresponds to a fraction θi ∈ [0, 1] of the
Wi with i ∈ {1, · · · , l} that are randomly put to zero to improve the generalization of the model
[52].

Combining these definitions with Problem (2.20) the final training problem is obtained and it
will be solved using mini batch stochastic gradient descent [143]. Note that this algorithm has
two main hyperparameters, the batch size bs ∈ {1, · · · , n} and the learning rate lr ∈ R+. These
parameters regulate the speed of the optimizer and the effectiveness in reaching a good local
minima [18].
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3.5.7.3 Ensemble Methods

The XGBoost model (see Section 2.4.3) is defined as follows

f(x) =
k∑

i=1

gi(x), (3.28)

where k is a hyperparameter and gi(x) is the set of trees to be tuned during the training phase
(their structure si and their weights wi). Note that, as in KM, in this case q > 1 and it is required
to build a different model for each of the quantities to predict (see Section 3.5.5). In order to tune
trees, it is needed to define M(f) and R(f) once again.

For what concerns M(f), similarly to NN, the MSE (see Eq. 2.2) averaged will be used, since it
is differentiable and convex

M(f) =
1

n

n∑
i=1

[yi − f(xi)]
2 . (3.29)

For what concerns R(f), similarly to KM and NN, the L2 norm of wi, namely R(gi) = ∥wi∥2,
will be exploited. Then the optimal models are found iteratively according to Eq. (2.22). The
hyperparameters λ, k, η, τ , γ, ϱs, ϱf , and κ need to be carefully tuned (see Section 2.3).

Note that each of these hyperparameters have different effects on the performance of the model in
terms of accuracy (λ, k, η, τ , γ, ϱs, ϱf , and κ since they regulate the trade-off between under and
over fitting) or computational complexity of the final model (k, τ , γ, and κ since they regulate
how much computation and memory are required for the model).

3.5.8 EXP 2 - Model Selection and Error Estimation

In this section, it will be described the experimental setting, describing the strategies adopted and
listing all the hyperparameters search spaces used in the MS and EE (see Section 2.3) of the final
models.

For what concerns the MS, resampling techniques are commonly used by researchers and practi-
tioners since they work well in most situations and this is why they will be exploited in this work.
Other alternatives exist, based on the Statistical Learning Theory, but they tend to underperform
resampling techniques when the number of samples is large as in this case [12] (see Section 2.3).

This procedure needs to be slightly modified in order to meet the requirements of this work. In
fact, the purpose is to simultaneously optimize different metrics M(f) (i.e., accuracy, measured
with MAPE, and computational requirements, measured with TIME and MEM). For this reason it
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will be performed a MS following the procedure defined as follows:

H∗ : argmin
H∈H

nr∑
r=1

ιM1(H,Lr
l ,Vr

v ) + (1− ι)M2(H,Lr
l ,Vr

v ), (3.30)

where ι ∈ [0, 1] and M1(H,Lr
l ,Vr

v ) and M2(H,Lr
l ,Vr

v ) are particular metrics (usually one re-
ferring to the accuracy as the MAPE and the other one referring to the accuracy computational
requirements as the TIME and MEM) computed on Vr

v for the estimated RAO when the NEMOH
software is used and when NEMOH is replaced by the ML-based surrogate models trained on
Lr

l with the set of hyperparameters H. ι ∈ [0, 1] balances the trade off between accuracy and
computational requirements (e.g., for ι→ 1 the tendency is to maximize the accuracy not caring
at all about the computational requirements while for ι → 0 the opposite result is obtained).
Since the number of hyperparameter combinations may be very large, a random search approach
will be adopted [144] to explore this space.

In particular, for Eq. (3.30) two different scenarios have been considered

• M1 equal to MAPE and M2 equal to TIME (MAPEvsTIME);
• M1 equal to MAPE and M2 equal to MEM (MAPEvsMEM);

namely, the aim is to find the best trade-off between accuracy (measured with MAPE) and compu-
tational resources (measured with TIME and MEM).

By varying ι ∈ [0, 1] it is possible to construct the so called Pareto frontier [145]. The Pareto
principle states that a solution belongs to the Pareto Optimal set if there are no other solutions that
can improve at least one of the objectives without degrading any other objective [146]. When the
Pareto frontier has a simple natural smooth shape (see results in Section 3.6.2), a good heuristic
to choose an optimal point is to use the so called knee of the frontier [147]. In this case, this point
represents the value of ι for which increasing its value leads to an accuracy rise not compensated
by enough computational resources decrease and vice versa. The aforementioned principle will
be used to identify the optimal ι.

Regarding the dataset split, it has been set nr = 10 with 80% of the data in Lr
l , 10% in Vr

v ,
and 10% in T r

t . Moreover, different values of ι ∈ {0.000001, 0.000005, 0.00001, 0.00005, · · · ,
0.5} ∪ (1− {0.000001, 0.000005, 0.00001, 0.00005, · · · , 0.5}) have been tested.

For what concerns the different models, the optimal hyperparameters have been searched in the
spaces defined in the following

• KM: λ ∈ 10{−6.0,−5.8,··· ,4.0}, γ ∈ 10{−6.0,−5.8,··· ,4.0}, ϵ ∈ {0, 0.001, 0.005, 0.01,
· · · , 0.05}, and β ∈ {0.000001, 0.000005, 0.00001, 0.00005, · · · , 0.5} ∪ (1− {0.000001,
0.000005, 0.00001, 0.00005, · · · , 0.5});

• NN: l ∈ {1, 2, · · · , 5}, h1, · · · , hl ∈ 10{1, 2, 3, 4, 5}, σ1 = LIN, σ2 · · · , σl ∈ {ReLU,TANH},
λ ∈ 10{−6.0,−5.8,··· ,4.0}, θ1, · · · , θl ∈ {0, 0.001, 0.005, 0.01, 0.05}, bs ∈ {512}, and lr ∈
{0.001, 0.002, 0.004, 0.008, 0.01, 0.02, 0.04, 0.08};
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• Ensemble Methods: λ ∈ 10{−6.0,−5.8,··· ,4.0}, k ∈ {20, 40, 80, 160, 320, 640, 1024},
η ∈ {0.001, 0.002, 0.004, 0.008, 0.01, 0.02, 0.04, 0.08}, τ ∈ {10, 15, 20, 25, 30}, γ ∈
{0, 0.001, 0.005, 0.01}, ϱs ∈ {1, 0.9, 0.7}, ϱf ∈ {1, 0.5, 0.2, 0.1}, and κ ∈ {100, 200, 400,
800, 1000, 2000, 4000, 10000}

It is worth remembering that the ML-based surrogate models that replace NEMOH software (see
Figure 3.3) need to estimate 9 different quantities (9 different models to train for KM and Ensem-
ble Methods and optimal hyperparameters set). Consequently all the possible hyperparameters
combinations cannot be fully explored. For this reason, just 10000 random configurations have
been checked inside the full search space [144].

As illustrated in Section 2.3, the first step to perform a proper EE of a model is to possess a fresh
set of data Tm since Dn cannot be safely used to contemporary build the model and estimate its
error [12]. In this case the number of samples is quite big so splitting them in two sets, Dn and
Tm, is not a problem.

Once Tm, it is crucial to decide the metric (see Section 2.2) to assess the quality of the mode.
In this case, as described in Section 3.5.5, the ML models are used to replace the computational
expensive hydrodynamic analysis performed with the NEMOH software to compute the RAO, as
described in Figure 3.3. Consequently, the chosen metric M(f) determines how good the model
is in predicting the RAO. In particular, the following metrics M(f) (picked from Section 2.2)
will be used

• MAPE,
• Scatter plot,
• Comparison, for different values of ω,

between the estimated RAO when the NEMOH software is used and when NEMOH is replaced
by the ML-based surrogate models (Figure 3.3b).

Moreover, since in this work the aim is to learn a model to contemporary achieve high accu-
racy and limited computational requirements, it is necessary to define a metric to measure these
computational requirements. In particular, the interest is in the computational effort needed to
compute the model output given its inputs. For this purpose the following metrics M(f) will be
exploited

• Average time, in seconds, to predict the RAO (TIME),
• Memory requirement, in megabyte, to store the model that predicts the RAO (MEM).

Finally, note that the time necessary to build the model is not taken into account since this work
focuses on designing models that have to be exploited to facilitate the FOWT’s complex and
iterative design and optimization process. In fact, during this phase, the models are already built
and consequently the time needed for this phase is negligible. Nevertheless, the time needed to
build the NEMOH must be measured in years of research and development. Instead, the ML-
based models that we propose in this work may require, in the worst case, a few months. In
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conclusion, the difference is an order of magnitude in favor of the ML model when it comes to
consider the time needed to build the model.

3.6 Experimental Results

3.6.1 EXP 1

All the developed models have a TIME (f) of a few milliseconds maximum.

Two modelisation scenarios have been investigated

• Interpolation Scenario: in this case the models try to predict the RAOs in various, but
different, configurations of the design parameters, as discussed in Section 3.5.1, within
the ones exploited for building the model. In other words, this scenario is accounting for
configurations that belong inside the search space used to build the dataset;

• Extrapolation Scenario: in this scenario, the models try to predict the RAOs in various,
but different, configurations of the design parameters, with respect to those exploited for
building the model. This second scenario, instead, is considering configurations that be-
long outside of the search space used to build the dataset.

Basically the two scenarios just differ in the definitions of Ll, Vv, and Tt, that are the subset of
data exploited for building, tuning and testing the models.

The interpolation scenario is obviously the simplest one. In this scenario Ll, Vv and Tt have
been created by splitting randomly all the samples of the datasets described in Section 3.5.1. In
this way the models have been tested in their ability to predict the RAO in various, but different,
conditions within those exploited for building the models.

On the contrary, the extrapolation scenario tests the capability of the models to predict the RAO
for cases not included in the variable domain of the data used to build them. The practical ap-
plication of the extrapolation scenario is to demonstrate that the regression model can be utilised
outside the limits of the design variables (external radii and foundation drafts). As such, the pro-
posed model can be embedded within a broader optimisation framework, having a much broader
search space for the design variables. In order to obtain an indication of the extrapolation perfor-
mance, a number of extrapolations scenarios, one for each design variable (ri, i ∈ 1, ..., 6, and
T ), and one additional scenario, for the extrapolation of all design variables simultaneously have
been performed. The results are reported in Table 3.3.

From the results, it can be noted that an average MAPE of 2% is achieved across the differ-
ent RAOs for the interpolation scenario. As expected, a higher MAPE is observed for all the
considered extrapolation scenarios. The highest MAPE is obtained when all design variables lie
outside the initial search space X . Nonetheless, it is worth noting that, in the worst case scenario,

56



an average MAPE of 5% is reported. A more detailed description of the results for the surge,
heave and pitch motions is given in Figs. 3.5 - 3.7. It can be observed that for the majority of the
geometries, the ELM forecast is very close to the BEM-based solution (vertical distance between
the blue circles and the red line). Moreover, the error distribution for the surge and heave motions
for both the interpolation and extrapolation scenarios reveals that for 98% of the geometries, the
MAPE is less than 2%. While, for the pitch motion, the same error is less than 1%, which is also
verified by the smaller variance presented in Fig. 3.7.

To better illustrate the ability of the regression model to accurately predict the 6 RAOs, and to
provide the reader with a visual impression of the results, Fig. 3.8 reports the RAOs predicted
with the high-fidelity BEM solver and the ELM, referring to the geometry of Fig. 3.4, char-
acterised by the following design parameters: X = {1, 1, 5, 5, 1, 5, 120} (all the quantities are
reported in meters).

Due to the fact that the wet geometry is axisymmetric, the only incident wave direction consid-
ered has been 0 deg (i.e., aligned with x), and therefore the only RAO considered are those in
surge, heave, pitch and yaw, since the sway RAO will be equal to the surge RAO, and the one in
roll equals the pitch RAO. Again, due to the wet geometry being axysimmetric, the excitation in
yaw is minimal, negligible with respect to the others. Nevertheless, it can be safely stated that
the ELM is able to predict the behaviour of the BEM solver, even purely in terms of numerical
noise. Moreover, the RAOs for surge, heave and pitch motions are well captured for the entire
frequency spectrum. It is worth noting that the learning phase has been carried out in a base-10
logarithmic scale, to properly capture the behaviour of the RAOs near the resonance frequencies
for all geometries. For the sake of consistency, Fig. 3.8 reports the results in base-10 logarithmic
scale.
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Table 3.3: Mean Absolute Percentage Error

Scenario Surge Heave Pitch
Interp 2.52± 0.30 2.52± 0.33 1.43± 0.20

r1 3.51± 0.43 4.11± 0.33 2.11± 0.23
r2 4.11± 0.39 3.76± 0.47 2.00± 0.22
r3 3.45± 0.25 3.62± 0.48 2.17± 0.25
r4 3.65± 0.34 3.45± 0.30 2.22± 0.15
r5 3.41± 0.43 3.57± 0.30 2.07± 0.21
r6 3.82± 0.44 3.36± 0.29 2.02± 0.22
T 3.40± 0.28 3.82± 0.51 2.00± 0.16

X 5.78± 0.27 5.51± 0.62 3.75± 0.49

Figure 3.4: Interpolation scenario geometry
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(a) Interpolation scenario - scatter (b) Interpolation scenario - histogram

(c) Extrapolation on X - scatter (d) Extrapolation on X - histogram

Figure 3.5: Surge motion ELM forecast
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(a) Interpolation scenario - scatter (b) Interpolation scenario - histogram

(c) Extrapolation on X - scatter (d) Extrapolation on X - histogram

Figure 3.6: Heave motion ELM forecast
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(a) Interpolation scenario - scatter (b) Interpolation scenario - histogram

(c) Extrapolation on X - scatter (d) Extrapolation on X - histogram

Figure 3.7: Pitch motion ELM forecast
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(a) Surge Motion (b) Heave Motion

(c) Pitch Motion

Figure 3.8: Interpolation scenario results
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3.6.2 EXP 2

This section reports the results of applying the methodology described in Section 3.5.7 using the
experimental setting described in Section 3.5.8 over the data described in Section 3.5.5.

Figure 3.9 reports the Pareto curves (see Section 3.5.8) resulting from KM, NN and Ensemble
Methods. Note that both axis are presented in logarithmic scale. Blue lines correspond to the
MAPEvsTIME scenario and orange to the MAPEvsMEM one. Note that MAPE is in percentage,
TIME in seconds and MEM in megabyte. The intercepts between the red line (exploited to find
the knee of the frontier) and the blue line represent the optimal ι for the MAPEvsTIME sce-
nario: more importance has been given to TIME with respect to MEM since for design purposes
MAPEvsTIME is the most relevant scenario. As a matter of fact, in this framework, MEM is not
critical as the quantity of memory involved in this context is negligible for the current generation
of computers. From Figure 3.9 it is possible to observe how KM tend to lose a small amount
of accuracy (measured with MAPE) in order to reduce the computational requirements (measured
with TIME), with respect to NN and Ensemble Methods. For what concerns the loss in MAPE to
reduce the computational requirements in terms of MEM, there is an unfavorable behavior for all
the algorithms: performance tends to decrease significantly in order to reduce the MEM require-
ments. It is necessary to pay a big price in terms of MAPE in order to reduce MEM. Nonetheless,
this does not represent a limitation. In fact, for all the models the actual requirements in terms
of MEM is quite small (hundreds of megabyte). In this respect, it is possible to note that the best
behavior is showed by KM for which the Pareto curves are pretty smooth, in the Lipschitz sense.
Instead, when it comes to look at the absolute values of MAPE, TIME and MEM, KM and Ensemble
Methods tend to be the ones showing the best performances in terms of MAPE, while NN is the
one which shows the best performance in terms of TIME and MEM. Ensemble Methods appears to
be the method showing the best compromise between the different approaches.

Table 3.4 reports a comparison between the optimal point on the Pareto curves (in particular
with respect to the MAPEvsTIME one since MEM is not a problem in this application for all
methods) for the different algorithms. From Table 3.4 it is possible to derive the same observation

Model MAPE [%] TIME [s] MEM [MB]

Kernel Methods 2.6± 0.2 4.5 · 10−3 ± 0.4 · 10−3 75± 5
Neural Networks 5.8± 0.6 1.8 · 10−3 ± 0.4 · 10−3 20± 3

Ensemble Methods 2.8± 0.1 3.7 · 10−4 ± 0.9 · 10−4 37± 2

Table 3.4: Quality in predicting the RAO for best algorithm and ι.

drawn for the Pareto curves. Ensemble Methods result to be the algorithm with the best trade-off
between MAPE, TIME and MEM. Note that also KM are quite effective while NN tend to under-
perform in terms of MAPE. Note also that Ensemble Methods and KM demonstrate both errors
below 3% and Ensemble Methods can achieve these results with a model that requires a fraction
of millisecond.
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(c) Ensemble Methods

Figure 3.9: Pareto curves of MAPEvsTIME and MAPEvsMEM for the different algorithms.

Since Ensemble Methods resulted to be the best performing models, for the sake of completeness,
the scatter plots of the surrogate models, built exploiting the latter methods, have been reported
in Figure 3.10 and the RAO predicted based on these surrogates in Figure 3.11 against the one
predicted using the NEMOH code (see Figure 3.3 for reference). From Figures 3.10 and 3.11 it is
possible to further observe the high predictive capabilities of the surrogate models in comparison
with the NEMOH software. In order to complete the result section and referring to the example
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(a) A1,1 (b) A3,3 (c) A5,5

(d) B1,1 (e) B3,3 (f) B5,5

(g) X1,1 (h) X3,3 (i) X5,5

Figure 3.10: Scatter True/Predicted of the surrogate models for the best algorithm and ι

geometries of Figure 3.2, the comparison between the RAO predictor based on NEMOH and the
ones based on surrogate models are reported in Figure 3.12 (see Figure 3.3 for reference). Also
by observing Figure 3.12 it is possible to note the very good quality of the proposal.
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(a) RAO 1 (b) RAO 2

(c) RAO 3

Figure 3.11: Scatter True/Predicted RAO for the best algorithm and ι
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(c) Geometry 3

Figure 3.12: Geometries of Figure 3.2. Comparison of real vs predicted of the added mass
coefficients in surge A1,1 vs Ã1,1, heave A3,3 vs Ã3,3, and pitch A5,5 vs Ã5,5, the radiation damping
matrix coefficients in surge B1,1 vs B̃1,1, heave B3,3 vs B̃3,3, and pitch B5,5 vs B̃5,5, and the first
order wave load transfer function matrix coefficients in surge X1,1 vs X̃1,1, heave X3,3 vs X̃3,3, and
pitch X5,5 vs X̃5,5. Best algorithm and ι.
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Chapter 4

Operation

4.1 Maritime transportation and the need of a greenway so-
lution

Maritime transportation accounts for around 80% of global freight movements [148]. With very
few exceptions, vessels are powered by internal combustion engines, burning conventional fossil
fuels, producing a large amounts of undesired greenhouse and non-greenhouse emissions [149].
In fact, carbon dioxide, carbon monoxide, sulphur oxides, nitrogen oxides, methane, and par-
ticulate matter (including black carbon) negatively affect the climate, the environment, and the
public health [150].

The use of alternative fuels including natural gas, methanol, and biofuels has been proposed
as a viable way toward the improvement of the environmental sustainability of the maritime
transportation [151, 152, 153]. In particular, the use of Liquefied Natural Gas (LNG) as a fuel
proved to be the most viable solution due the lower LNG fuel price levels compared to other
fossil fuels [154], the rapid development of the global LNG infrastructure [155], as well as the
clean nature of lean combustion, which leads to the reduction of the nitrogen oxides due to the
low carbon to hydrogen ratio whilst almost eliminating most of the particulate matter and sulphur
oxide emissions [151, 156, 157, 158].

The economic and environmental benefits of using LNG led the marine engine manufacturers to
the development of Dual Fuel (DF) versions of both two-stroke and four-stroke Diesel Engines
(DEs) [159, 160] as well as retrofitting kits for converting existing diesel engines (DE) to DF
engines1,2. Moreover, a pure natural gas fuelled vessel requires at least 48% more storage ca-

1https://www.man-es.com/discover/pioneering-retrofit-to-reduce-diesel-
emissions

2https://www.wartsila.com/media/news/22-10-2019-wartsila-retrofit-will-
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pacity [161]. Nevertheless, an obvious drawback of DF engines is the additional technological
complexity of the engine fuel system as well as the monitoring, control and safety systems [161,
162] to keep their performance always at a desired level. In fact, the degradation of marine en-
gines performance decreases their operational efficiency, leading to a higher fuel consumption
and consequently to an increase in greenhouse emissions. For this reason, the implementation
of efficient and effective monitoring strategies is of paramount importance to ensure availability,
reliability, cost, and environmental sustainability [163, 164, 165].

Marine engine manufacturers already provide turnkey monitoring solutions for their DEs. For
example, MaK DICARE [166] remote engine monitoring system provides condition-specific
maintenance suggestions comparing in real time the engine condition to the desired state and
suggesting maintenance actions. Another example is MAN Computer Controlled Surveillance
[167], a diagnostic tool for monitoring and storing DEs performance data, and trends dedicated
to assisting users in evaluating the machinery status and performance. These systems are based
on the knowledge of permissible operating engine parameters and actions are triggered when
the monitored parameters exceed their boundaries. The final decision on the actions to under-
take is usually left to the operators experience and knowledge, and this needs to be addressed
for enabling highly automated or autonomous systems operation. In fact, operators need to be
carefully trained, their decisions are biased by their experience, too many degrees of freedom are
left to their judgement, their ability to exploit the automation data is limited, and the monitoring
process may be stressful and time consuming.

State-of-the-art methods try to overcome the limitations of exploiting the human in the loop for
monitoring activities by exploiting instead numerical methods [168, 169, 170]. For this pur-
pose, a gold-standard solution is to compare the engine behaviour in dynamic conditions with
the normal (expected) behaviour provided by an accurate Digital Twin [171]. This solution en-
ables the identification of unexpected behaviour and to establish trends in temporal performance
variation. Numerical methods play a central role in developing an accurate Digital Twin of the
engine for the prediction of key performance parameters. In particular, engine modelling has
been performed by employing commercial or custom-made tools based on first principles and
thermo-physical processes fundamentals. A number of engine models of varying complexity
are reported in the pertinent literature [172, 173, 174]. Detailed modelling approaches (of the
zero-dimensional to three-dimensional type) result in computationally demanding simulations
and consequently are unsuitable for real-time engine monitoring applications[175, 176].

To develop models suitable for effective monitoring in real operational conditions, two main
alternatives exists. The first one is to exploit approximate but computationally efficient first-
principle models of the mean value type [177, 178] or the combined mean value/0D type [173],
whilst the second one is to exploit the historical data aquired by the modern automation systems
to build accurate data-driven models. The first approach results in faster but often inaccurate

reduce-environmental-impact-of-ferry-operating-in-ecologically-sensitive-
waters-2555695
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predictions, which limits their effectiveness for engine monitoring in real time operation [178].

The second approach represents the frontier in both research and industrial applications and is
highly dependent on the availability of an adequate amount of historical data [170, 179]. This is
possible thank to a network of sensors and an automation system able to capture and store the
associated stream of data. These data, which are often called unlabelled as there is usually no
associated annotation about the status of the engines, are common, cheaply and readily available
[180]. On the contrary, these annotations are costly and rarely available in the wild since they
require the supervision of an human operator [181] and, in worst scenarios, to eventually stop
the vessel. Consequently, a very small amount of these data are actually labelled during planned
maintenances (every few years) or during exceptional disruptions (few times in the life of a
vessel). Conversely, unlabelled data are available in large quantities for a large period of time.

In this respect, this study aims at designing and proposing multiple alternatives for the reduc-
tion of the use of labelled data toward a weakly supervised monitoring for marine DF engines,
targeting to reduce as much as possible the necessity of labelled data at least to a level which is
realistic to retrieve in the wild. Furthermore, this study proves that the preceding proposal does
not compromise the modelling accuracy below a level that prevents their use in real operations.

The approach employed in this study includes the following three steps: (a) the Fully Supervised
Performance estimation; (b) the Fully Supervised Health Status Estimation, and; (c) the Weakly
Supervised Health Status Estimation. The Fully Supervised Performance Estimation step in-
cludes the design of a Digital Twin, exploiting state-of-the-art supervised data-driven methods
for enabling the prediction of the engine performance and emissions parameters based on the
control variables (e.g. engine load and engine speed), in healthy engine conditions. This step
actually does not employ labelled data; instead it employs the acquired data from engine oper-
ation under healthy conditions. The Fully Supervised Health Status Estimation step focuses on
developing models capable of classifying the status of the engines as healthy or faulty and it is
accomplished by employing two approaches. The first one employs the Digital Twin developed
in the first step to estimate the deviation (drift) of the parameters of the actual engine opera-
tion (based on the acquired data) from the respective Digital Twin predicted parameters. The
second one exploits state-of-the-art supervised data-driven methods to classify the status of the
investigated engine based on the control and performance parameters. This step requires labelled
data with the engine under healthy and faulty conditions. The Weakly Supervised Health Status
Estimation step focuses on reducing the amount of labelled data required to build the models
developed in the second step by employing two approaches. The first one focuses on the estima-
tion of the engine performance parameters variation from the respective parameters calculated
by employing the Digital Twin and a limited amount of labelled data for tuning the drift de-
tection model. The second one, instead, will exploit state-of-the-art unsupervised data-driven
methods to detect abnormal conditions (anomalies) of the investigated engine by employing as
input the considered control and performance parameters. The weakly supervised health sta-
tus estimation step employs the models trained just with data acquired under the engine healthy
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Figure 4.1: Proposed solution in a Nutshell

conditions from the engine monitoring system. These models are subsequently fine tuned with
a very small amount of labelled data. Figure 4.1 depicts the illustrated proposal with a simple
graphical representation.

Based on the preceding methodology, this study contributes to the better understand the effects
of using, in multiple methods, labelled and unlabelled data as well as to quantify the methods
accuracy deterioration in cases when the available labelled data is limited. Furthermore, it is
demonstrated whether it is possible to monitor the investigated engine status by employing a
weakly supervised method with a realistic amount of data.

It must be noted that a large amount of labelled data acquired from marine DE and DF engines
pertaining to faulty conditions are not currently available in the literature. To overcome this
limitation, this study employs data generated from a validated simulator of a marine DF engine
capable of simulating both healthy and faulty conditions [176]. This study demonstrate that the
proposed weakly supervised monitoring approaches lead to a negligible deterioration of the pre-
diction accuracy compared with the costly and often unfeasible fully supervised ones, supporting
the validity of the proposal for its application in the wild.

In the next, a brief overview of the state-of-the-art on engine modelling, focusing on maritime ap-
plications, will be given as well as an introduction to the DF Engines. Thereafter, the conducted
experiments and the related outcomes will be thoroughly described.
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4.2 Physical Model Description

4.2.1 Overview on Engine modelling

The marine DEs and DF engines design, development, optimisation, and monitoring procedures
are nowadays increasingly based on mathematical modelling, numerical simulations, and data-
driven models, rather than on experiments and prototyping [182]. [183], for example, developed
a general DEs simulation tool with a small computer resource footprint for engine design based
on NN.

[184] and [185] point out the necessity of sophisticated control systems based on numerical
and data-driven models to respect the tightened legislation on emissions and to provide a fast
response to the operators to guarantee safe operation and low fuel consumption. [186], [187] and
[188] developed a new Model Predictive Control method showing its effectiveness at a cost of
an increased computational complexity. [189], instead, identified six independent engine control
variables to approximate the measurement results of the toxicity of exhaust gas compounds.

A considerable number of the past and current research studies focuses on DEs behaviour [190,
191, 192] and very few studies have been published dealing with marine DF engines (e.g. [176]),
on which this study is primarily focused on. Some DF engines monitoring approaches have been
developed for applications of the automotive industry [193, 194, 195, 196].

Whilst a number of studies have attempted to develop models for monitoring the DEs perfor-
mance and emissions [197, 198, 199], the majority of these works are conducted in a simplified
scenario, since they are based upon data collected from experiments produced under controlled
laboratory conditions when usually the DE is not subjected to anomaly behaviour or faulty con-
ditions [200, 201, 202]. Moreover, very few of these studies covered the interaction of the engine
performance monitoring with the maintenance and failures [203]. In fact, apart from monitoring
purposes, it is becoming increasingly important to develop fault detection systems capable of
detecting and preventing the system’s failures to reduce maintenance costs and prevent accidents
[204].

Data-driven approaches represent an effective choice in this context, since they have proven to
increase the reliability and decrease the probability of producing false alarms [196]. [196], for
instance, proposed a combustion-related fault detection method based on the calculation of the
instantaneous angular speed of a diesel engine. [199] developed a fault diagnosis technique for
marine DE utilising the information fusion of vibrations and wear particle analyses (which are
typically studied separately) by employing a new Independent Component Analysis to identify
the engine’s vibration source signals collected from multi channel sensors. This study also em-
ploys a NN for the integration of the features extracted to detect faults in a supervised learning
manner. [205] discussed the importance of vibration monitoring for detecting machine anoma-
lies presenting a novel fault detection method based on the power spectral density of vibration
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signal to differentiate between faulty and normal DE status. Subsequently, a NN was used to
identify the fault location and the sensor placement. [198] proposed another fault detection ap-
proach for overcoming the state-of-the-art DE fault prediction methods limitations. This study
employed a data-driven approach based on Support Vector Machine (SVM) along with rule min-
ing algorithms to acquire information about the general status of the engine, without focusing
on a specific signal nor a specific fault, ensuring a complete fault diagnosis, independent from
experts’ judgement. Likewise, [195] proposed a novel fault prediction method for city buses
powered by LNG by collecting different data types, such as bus daily schedules, maintenance
occurrences, and relevant weather conditions and subsequently applying a RF. [196] trained a
NN employing a new estimation strategy known as the smooth variable structure filter to de-
tect engine’s faults. This approach demonstrated stability and generalisation accuracy exhibiting
improved performance compared with the first order back propagation algorithm and similar
performance compared with the extended Kalman filter.

4.2.2 The Considered Dual Fuel Engine

This study investigates the Wärtsilä 9L50DF engine, which is a marine four-stroke, turbocharged
and intercooled DF engine [206] that is employed for ship propulsion or electrical generation,
in the latter case as part of a generator set [206]. The engine is capable of operating in two
distinct modes: (i) the gas mode running on natural gas and liquid pilot fuel, usually Light Fuel
Oil, that is injected in the engine cylinders for initiating the combustion of the premixed natural
gas-air mixture; and (ii) the diesel mode, in which either Heavy or Light Fuel Oil is used as the
main fuel. Both liquid fuels (pilot and main) are injected within the engine cylinder (depending
on the operating mode) by a combined fuel injector located in the cylinder head. The natural
gas is injected in the inlet port of each cylinder during the intake valve opening period, and
subsequently is mixed with the air; the mixture of air and gas is trapped in the engine cylinder.
The natural gas injection starts after the closing of the cylinder exhaust valve for preventing
natural gas leakages to the exhaust manifold. This engine operates employing the lean-burn
combustion concept, which is associated with low nitrogen oxides emissions and thermal loading
due to the reduced in-cylinder peak temperature level. The engine complies with the IMO Tier III
nitrogen oxides limits when operating in the gas mode, whereas the engine diesel mode operation
is compliant with the Tier II limits.

The engine achieves stable combustion conditions (avoiding the instabilities of knocking and
misfiring) by adjusting the airfuel ratio via an electronically controlled exhaust waste gate, which
bypasses a part of the exhaust gas along the turbocharger turbine. In addition, the gas admission
valves as well as the diesel fuel injectors are electronically controlled to adjust the engine power
output and speed in both operating modes.

In this study, the investigated engine was considered as a part of a generator set operating at a
constant speed of 514 r/min. The engine detailed description is reported in the manufacturer
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Table 4.1: Wärtsilä 9L50DF Engine Characteristics.

Engine Characteristics Unit Value

Model - 9L50DF
MCR Power [kW] 8775
MCR Speed [rpm] 514
No. of cylinders 9
BMEP at MCR [bar] 20
Bore / Stroke [mm] 500 / 580
Brake-specific fuel consumption (BSFC) at MCR (Diesel mode) [g/kWh] 190
Brake-specific energy consumption (BSEC) at MCR (Gas mode) [kJ/kWh] 7300
IMO compliance at: diesel mode / gas mode – TIER II /TIER III
Turbocharger units – 1

product guide [206]. The main engine characteristics are illustrated in Table 4.1. The engine
layout and components interconnections are presented in Figure 4.2.

Figure 4.2: Wärtsilä 9L50DF Engine Layout
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4.3 Dataset Generation

For the reason described in section 4.1 and for confidentiality issues, datasets corresponding to
the investigated marine DF engine under faulty conditions were not available, therefore, this
study employed the physical model of high fidelity that was developed and validated in [175].
For this purpose, multiple simulation runs, corresponding to different scenarios, were performed
collecting engine control and performance parameters to generate this dataset.

Two of these datasets correspond to the engine operation at healthy conditions in both the diesel
mode (DBDM

Healthy) and the gas mode (DBGM
Healthy). These datasets are referred to as the “healthy

status” datasets henceforth. Moreover, a third dataset (DBDM
Faulty) is created and it contains the

control and the performance variables corresponding to the degraded conditions of the engine in
diesel mode. This dataset is referred to as the “faulty status” dataset henceforth.

The simulation runs were performed for the engine steady state conditions in the diesel and gas
modes at 25%, 50%, 75%, and 100% loads considering the following engine operating parame-
ters varying within the ranges provided in Table 4.2: a) ambient temperature; b) diesel fuel LHV;
c) gas fuel LHV (for the gas mode); d) Gas Valve Unit (GVU) pressure (for the gas mode); and e)
air cooler coolant temperature. In this respect, a large number of simulation runs for all combina-

Table 4.2: Envelope of engine input parameters employed in the DoE design.

Parameter Unit Diesel Mode Gas Mode

Load [%] 25, 50, 75, 100 25, 50, 75, 100
Fuel - diesel:1/gas:2 [-] 1 2
Ambient temperature [K] 298.1, 308.1, 318.1 298.1, 308.1, 318.1
Air cooler cooling water temperature [K] 298.1, 308.1, 318.1 298.1, 308.1, 318.1
GVU gas pressure [bar] 5.92 5.92, 5.96, 6.00
Diesel fuel LHV [MJ/kg] 42.0, 43.3, 44.6, 46.0 42.6
Gas LHV [MJ/kg] 50.0 45.0, 47.5, 50.0

tions of possible engine operating conditions were performed. For the engine model simulation
runs design, the integrated GT-ISE software Design of Experiments (DoE) tool was used. The
parametric runs were designed based on the full factorial DoE method [207], imposing for each
considered parameter the minimum and maximum values (factor).

The Control and performance variables collected from the physical model are listed in Table 4.3.
Note that these variables are the ones that can be actually measured by current automation sys-
tems.
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Table 4.3: Control variables (C) and performance variables (P ).

Type Name Unit

C1 Ambient Temperature [K]
C2 Air Cooler Temperature [K]
C3 GVU Gas Pressure [bar]
C4 Heating Value of Diesel [MJ/kg]
C5 Heating Value of Gas [MJ/kg]
C6 Engine Load [kW]
C7 Engine Speed (constant) [rpm]

P1 Fuel Rack Position (Diesel Mode)
P2 Main Gas Pressure [bar]
P3 Max Cylinder Pressure [bar]
P4 Charged Air Pressure (Inlet section) [bar]
P5 Exhaust Gas Temperature Turbocharger - inlet [K]
P6 Turbocharger Speed [rpm]
P7 Waste Gate Opening [mm2]
P8 Nitrogen Oxide [g/kWh]
P9 Carbon dioxide [g/kWh]
P10 BSFC [g/kWh]

4.4 Adopted algorithms and methodologies

In this section, the leveraged models are listed, which address the problem described in Sec-
tion 4.1 exploiting the datasets described in Section 4.3. The problem described in Section 4.1
can be associated to a conventional ML framework [2] (see Section 2.1). In this study, we will
exploit different state-of-the-art algorithms for both supervised and weakly supervised problems.

For the supervised case it will be exploited: RF [63], KM [16] and NN [18] (see Section 2.4).
With regard to NN models, since the data employed in this study has no particular structure, a
simple shallow network is a natural choice [18].

Conversely, for the weakly supervised problems, as it has been described in Section 2.5, OCSVM
[16] and GKNN [70] will be exploited accordingly.

The metrics adopted to evaluate the performances of the developed models will be picked from
the list of metrics introduced in Section 2.2, as well as the MS and EE procedures previously
introduced in Section 2.3. In particular, focusing on the MS phase, the Bootstrap procedure will
be the selected one.
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4.5 The Proposed Approach

The problems described in Section 4.1 can be addressed in different ways using the methods
presented in sections 2.4 and 2.5. It is worth to remark that the main aim of this work is to propose
and validate a Weakly Supervised approach which is able to reduce the amount of labelled data
to the minimum realistic requirement that can be readily available in real word operations.

As a first step it is possible to build a Digital Twin [170] able to estimate the performance vari-
ables P based on the control variables C exploiting regression models. In particular, we can
exploit the dataset of normal (healthy) behaviour (DBDM

Healthy and DBGM
Healthy) to train regression

models to build a Digital Twin of the engine that can be used for fast simulation and perfor-
mance drift detection problems. Note that for training, MS and EE (see Section 2.3) purposes of
the Digital Twin (the regressors) the datasets of normal behaviour are enough.

If the Digital Twin is accurate enough it is possible to use it for simulating the behaviour of the
engine and for checking if there is a large difference between the expected behaviour and the
actual one [208]. A large deviation may (should) indicate a malfunction. More formally, let us
suppose to build a function f able to estimate P based on C such that

P̂ = f(C),

then the distance between P̂ and P measured with a proper distance [209] ∥·∥p can be measured3

∆ = ∥P̂ − P ∥p,

and if this ∆ is larger than a defined threshold δ∗ then the behaviour can be classified as abnormal.
p ∈ [0,∞) and ∆∗ ∈ (0,∞) are two hyperparameters to be tuned in the MS phase (see Section
2.3), respectively h1 and h2. Note that, for training the Digital Twin (the regressors) the datasets
of healthy (normal) behaviour are enough but for tuning h1 and h2, we need both a dataset of
healthy behaviour (e.g. DBDM

Healthy and DBGM
Healthy) and a dataset of faulty (abnormal) behaviour

(e.g. DBDM
Faulty).

If we have large datasets of normal and abnormal behaviour, instead of using the indirect ap-
proach (based on a Digital Twin), we can use a direct approach exploiting a binary classifier that
based on P and C it has to predict if this combination refers to a healthy or faulty behaviour
[170]. In this case for training, MS, and EE purposes a dataset of healthy behaviour and a dataset
of faulty behaviour are needed.

More realistically, in practical situations, it is common to have a large datasets of healthy be-
haviour while the dataset of faulty behaviour is usually quite limited since engines work well
for the majority of their lifetime [170]. In this case, it is then more appropriate and effective

3p is an hyperparameter of the distance which allow to spam multiple notions of distance such as the Euclidean
one with p = 2, or the Manhattan one with p = 1, or the Maximum Norm with p→∞.
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to use an anomaly detection method since, for these methods, the dataset of faulty behaviour is
exploited just for MS and EE purposes and not for training the model (similarly to the indirect
approach based on the Digital Twin). This allows to meet the proposed requirements: develop
a model able to reduce the amount of labelled data to the minimum realistic level that can be
readily available in real word operations.

4.6 Experimental Results

In this section, the results and the quality of the methodologies presented in Section 2.1 for solv-
ing the problem described in Section 4.1 (weekly supervised monitoring for marine DF engines
targeting to reduce, as much as possible, the necessity of labelled data at least to a level which is
realistic to retrieve in the wild without compromising the recognition accuracy) by means of the
data described in Section 4.3 will be presented.

4.6.1 The Scenarios

As described in Section 2.1, thanks to the use of data-driven methods, we will be able to face
different scenarios. In particular, based on the available data it is possible to deal with:

1. Fully Supervised Performance Estimation: In this setting it is available a dataset were
both the control and the performance variables are available in healthy conditions of the
engines. The scope is then to estimate the performance variables based on the control
variables. This allows to build a Digital Twin of the engine that can be used for fast
simulation and performance drift detection problems. As described in Section 4.3, in our
study, it is available this dataset for both diesel and gas mode (DBDM

Healthy and DBGM
Healthy).

2. Fully Supervised Health Status Estimation: In this setting it is available a dataset were
both the control variables and the performance variables are available in healthy and faulty
conditions. The scope is then to estimate the health status based on the control and perfor-
mance variables. As described in Section 4.3, in our study, it is available this dataset for
just the diesel mode (DBDM

Healthy and DBDM
Faulty).

3. Weakly Supervised Health Status Estimation: In this setting, the most realistic one, it
is available a dataset where both the control variables and the performance variables are
available in healthy and faulty conditions, but the dataset referring to faulty status is very
small (this is often the case in practice). The scope is then to estimate the health status
based on the control and performance variables. As described in Section 4.3, in our study,
we can simulate this scenario just for the diesel mode since we can use DBDM

Healthy and we
can sub-sample the DBDM

Faulty.
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4.6.2 Experimental Setting

The datasets considered in Section 4.3 were divided into different sets based on the considered
scenario (see Section 4.6.1)

• Scenario 1: 70% of the data were used for training the models and the remaining 30% for
testing them for both DBDM

Healthy and DBGM
Healthy;

• Scenario 2: for the direct approaches the DBDM
Healthy and the DBDM

Faulty were merged, assigning
respectively the label Healthy and Faulty to the set of samples and 70% of the data were
used for training the models and the remaining 30% for testing them. For the Digital Twin
based methods 70% of DBDM

Healthy were used to train the Digital Twin and the remaining
data in DBDM

Healthy and DBDM
Faulty to perform the other step of the methods (validation of the

threshold and testing the model);
• Scenario 3: for both the direct approaches and the Digital Twin based methods the 70%

of DBDM
Healthy were exploited to train the model and the remaining data in DBDM

Healthy and
DBDM

Faulty to perform the other step of the methods (a very small amount for validation of the
hyperparameters and the rest for testing the model).

For each supervised classification method described in Section 2.4, an MS procedure was per-
formed, as described in Section 2.3. What follows is the list of hyperparameters tested during
the MS with their respective intervals

• RF: the set of hyperparameters is HNN = {h1, h2} and it has been chosen in HNN =
{1000} × {d1/8, d1/4, d1/2, d3/4, d7/8}

• NN: the set of hyperparameters is HNN = {h1, h2} and it has been chosen in HNN =
{10, 101.2 · · · , 104} × {10−6, 10−5.8, · · · , 104};

• KM: the set of hyperparameters is HKM = {h1, h2} and it has been chosen in HKM =
{10−6, 10−5.8, · · · , 104} × {10−6, 10−5.8, · · · , 104};

• OCSVM: the set of hyperparameters is HOCSVM = {h1, h2} and it has been chosen in
HOCSVM = {10−6, 10−5.8, · · · , 104} × {10−6, 10−5.8, · · · , 104};

• GKNN: the set of hyperparameters isHGKNN = {h1} and it has been chosen in HGKNN =
{1, 3, 7, 13, 27, 51};

• Approaches based on Digital Twin: the set of hyperparameters is HDigitalTwin = {h1, h2}
and it has been chosen in HDigitalTwin = {.001, .01, .1, 1, 10, 100, 1000} × {10−6, 10−5.999,
· · · , 106};

For the Scenario 3 the Vr
v cardinality was varied v ∈ {10, 20, 40}, in order to test the possibility

of building an efficient model with a small number of labeled samples.

The performances of each model are measured according to the metrics described in Section
2.2. Each experiment was performed 30 times in order to obtain statistical relevant results, and
the t-student 95% confidence interval is reported when space in the table was available without
compromising their readability.
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For RF the randomForest R package has been exploited4. For KM and GKNN a custom Matlab5

implementation has been developed. For NN the Python PyTorch library has been exploited6.
For OCSVM the e1071 R package has been exploited7.

4.6.3 Scenario 1: Fully Supervised Performance Estimation

Table 4.4 reports the error of the three different models (RF, KM and NN) for both diesel and
gas modes. Moreover, scatter plots for the best performing model (according to Table 4.4) are
available in Figure 4.3 and Figure 4.4 for diesel and gas modes respectively. For both modalities,
the authors report the estimations of the most relevant performance variables under analysis (P3,
P8, P9 and P10).

Observing the results KM outperforms the other two models (RF and NN) for all the performance
variables. Moreover models seem to perform better for diesel model with respect to the gas mode.
This results is reasonable given also the comments on the higher complexity of DF engines. From
a practical point of view, the accuracies of the developed models is surely up to a level which
is acceptable for their use in the wild. In fact, as reported in Table 4.4, the MAPE of the best
performing model (KM) is always less than 4% (and in most case less than 2%) for all the
performance variables, in the considered modalities.

4.6.4 Scenario 2: Fully Supervised Health Status Estimation

In this section, the results of the engine’s health status classification experiments are listed and
analysed. As previously described in Section 2, the experiments take into consideration only
the diesel mode, merging in the same dataset both healthy and faulty engine’s conditions. The
three different models (RF, KM and NN) have been applied to distinguish between two possible
engine’s statuses: +1 for faulty condition and -1 for healthy condition. Table 4.5 reports the mis-
classification errors of the three models for the two different approaches under analysis (Direct
and Digital Twin).

Looking at the percentages listed in Table 4.5a, the Direct approach outperforms the Digital
Twin one in terms of misclassification errors for all the exploited models. Furthermore, KM
demonstrates to perform better compared to RF and NN in accordance to what observed in Sec-
tion 4.6.3.

In order to better represent the quality of the developed model, Tables 4.5b, 4.5c, 4.5d, 4.5e,

4https://cran.r-project.org/web/packages/randomForest/randomForest.pdf
5https://it.mathworks.com/products/matlab.html
6https://pytorch.org/
7https://cran.r-project.org/web/packages/e1071/e1071.pdf
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(a) P3 - Max Cylinder Pressure (b) P10 - BSFC

(c) P8 - NOX (d) P9 - CO2

Figure 4.3: Scenario 1 - Diesel Mode: scatter plot (true and predicted values), for the best
performing model according to Table 4.4, of the main performance variables.
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(a) P3 - Max Cylinder Pressure (b) P10 - BSFC

(c) P8 - NOX (d) P9 - CO2

Figure 4.4: Scenario 1 - Gas Mode: scatter plot (true and predicted values), for the best perform-
ing model according to Table 4.4, of the main performance variables.
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Table 4.4: Scenario 1: error, measured with the MAPE, of the different Models (RF, KM, and
NN) in predicting the performance variables (see Section 4.3) for both diesel and gas mode.

Engine Diesel Mode Gas Mode

Perf.

Variable

Model

RF KM NN RF KM NN

P1 0.97±0.06 0.31±0.02 1.66±0.12 0.00±0.00 0.00±0.00 0.00±0.00

P2 1.54±0.08 0.91±0.05 2.49±0.13 3.53±0.27 2.67±0.15 5.73±0.34

P3 0.71±0.04 0.22±0.01 0.88±0.05 3.79±0.23 3.56±0.21 4.57±0.24

P4 0.85±0.04 0.49±0.03 1.27±0.08 3.47±0.18 2.97±0.17 7.00±0.40

P5 1.62±0.10 1.37±0.07 2.69±0.15 4.97±0.26 4.20±0.30 6.59±0.36

P6 1.48±0.07 1.17±0.06 2.45±0.15 2.52±0.14 2.38±0.13 3.85±0.21

P7 0.00±0.00 0.00±0.00 0.00±0.00 4.08±0.29 3.06±0.18 5.45±0.43

P8 3.19±0.18 1.77±0.12 3.77±0.23 2.02±0.12 1.46±0.08 2.10±0.11

P9 1.74±0.09 0.55±0.03 3.19±0.21 1.49±0.09 1.13±0.07 1.57±0.08

P10 1.92±0.10 1.71±0.10 2.52±0.16 1.49±0.10 1.39±0.08 1.98±0.16

4.5f, and 4.5g report the confusion matrices for each of the considered models and for both the
adopted approaches. By observing these confusion matrices (see Section 2.2) it is possible to
note that the misclassification errors are well distributed and models do not tend to predict more
false positive than false negative. Also in this case the quality of the developed models is surely
up to a level which is acceptable for their use in the wild with misclassification below 5% (and
in most case less than 3%). Note then that, switching from Scenario 1 to Scenario 2 does not
compromise the ability to make accurate predictions.
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Table 4.5: Scenario 2: error (percentage of misclassification error) and confusion matrices (pos-
itive are faulty and negative are healthy) of the different models (RF, KM, and NN) with a Direct
Approach or with a Digital Twin in predicting the health status conditions (see Section 4.3) of
the engine in diesel mode.

(a) Misclassification error %

Engine Diesel Mode
Approach Direct Digital Twin

Model RF KM NN RF KM NN

2.1±0.1 1.7±0.1 2.7±0.2 5.3±0.3 4.3±0.2 5.9±0.4

(b) Confusion matrix with
RF for diesel mode using a
Direct Approach.

Pr
ed

ic
tio

n

Actual

TP
98.1±0.1

FP
1.9±0.1

FN
2.3±0.1

TN
97.7±0.1

(c) Confusion matrix with
KM for diesel mode using a
Direct Approach.

Pr
ed

ic
tio

n

Actual

TP
98.2±0.1

FP
1.8±0.1

FN
1.6±0.1

TN
98.4±0.1

(d) Confusion matrix with
NN for diesel mode using a
Direct Approach.

Pr
ed

ic
tio

n

Actual

TP
97.0±0.2

FP
3.0±0.2

FN
2.4±0.2

TN
97.6±0.2

(e) Confusion matrix with
RF for diesel mode using a
Digital Twin.

Pr
ed

ic
tio

n

Actual

TP
94.6±0.3

FP
5.4±0.3

FN
5.2±0.3

TN
94.8±0.3

(f) Confusion matrix with
KM for diesel mode using a
Digital Twin.

Pr
ed

ic
tio

n

Actual

TP
96.2±0.2

FP
3.8±0.2

FN
4.8±0.3

TN
95.2±0.3

(g) Confusion matrix with
NN for diesel mode using a
Digital Twin.

Pr
ed

ic
tio

n

Actual

TP
93.9±0.3

FP
6.1±0.3

FN
5.7±0.4

TN
94.3±0.4

4.6.5 Scenario 3: Weakly Supervised Health Status Estimation

Table 4.6 reports the misclassification error percentages and the related confusion matrices for
the third and last scenario. Diesel engine mode data and the Direct and Digital Twin approaches
are exploited in this context, in accordance with previous scenario’s experiments. In this case,
the experimental setup is slightly different, as described in Section 4.6.1 by drastically reducing
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the need for labelled data.

For the Direct approach, OCSVM and GKNN models are taken into consideration and compared
against the ones based on the Digital Twin (build with RF, KM and NN). In this setting, the
validation set size (which is the only actual labelled one) is a parameter to be considered as
another degree of freedom (which must be kept as small as possible to be able to apply this
methodology in the wild).

Observing Table 4.6a, the Direct approach outperforms again the Digital Twin-based one. For
the Direct approach, OCSVM model outperforms the GKNN one. Meanwhile, for the Digital
Twin-based approach, KM model confirms to outperform both RF and NN models. As expected,
increasing the validation set size (the amount of labelled data), the models performance increase.
For the Direct approach the improvement is not so relevant, while for Digital Twin approach is
more relevant. This confirm the higher ability of the Direct approach to deliver high performance
with limited number of labelled samples.

Tables 4.6b, 4.6c, 4.6d, 4.6e and 4.6f report the confusion matrices of all the models under
analysis for a validation set size equal to 10. Also in this case, observing these confusion matrices
it is possible to note that the misclassification errors are well distributed and models do not tend
to predict more false positive than false negative. Also in this case the quality of the developed
models is surely up to a level which is acceptable for their use in the wild with misclassification
below 5% (and in most case less than 3%). Note then that, switching from Scenarios 1 and 2
to Scenarios 3 does not compromise the ability to make accurate predictions (the decrease in
performance is less than 1%).

85



Table 4.6: Scenario 3: error (percentage of misclassification error) and confusion matrices (posi-
tive are faulty and negative are healthy) of the different models with a Direct Approach (OCSVM
and GKNN) or with a Digital Twin (baed on RF, KM, and NN) in predicting the health status
conditions (see Section 4.3) of the engine in diesel mode.

(a) Misclassification error %

Engine DM
Approach Direct Digital Twin

nv

Model
OCSVM GKNN RF KM NN

10 2.3±0.1 3.2±0.2 5.9±0.3 4.9±0.3 7.1±0.4

20 2.2±0.1 3.1±0.2 5.7±0.3 4.7±0.2 6.8±0.5

40 2.1±0.1 2.9±0.2 5.3±0.3 4.4±0.2 6.4±0.4

(b) Confusion matrix with
OCSVM for diesel mode us-
ing a Direct Approach (nv =
10).

Pr
ed

ic
tio

n

Actual

TP
97.6±0.1

FP
2.4±0.1

FN
2.2±0.1

TN
97.8±0.1

(c) Confusion matrix with
GKNN for diesel mode us-
ing a Direct Approach (nv =
10).

Pr
ed

ic
tio

n

Actual

TP
96.6±0.2

FP
3.4±0.2

FN
3.0±0.2

TN
97.0±0.2

(d) Confusion matrix with
RF for diesel mode using a
Digital Twin (nv = 10).

Pr
ed

ic
tio

n

Actual

TP
94.1±0.3

FP
5.9±0.3

FN
5.9±0.3

TN
94.1±0.3

(e) Confusion matrix with
KM for diesel mode using a
Digital Twin (nv = 10).

Pr
ed

ic
tio

n

Actual

TP
95.5±0.2

FP
4.5±0.2

FN
5.3±0.3

TN
94.7±0.3

(f) Confusion matrix with
NN for diesel mode using a
Digital Twin (nv = 10).

Pr
ed

ic
tio

n

Actual

TP
93.2±0.5

FP
6.8±0.5

FN
7.4±0.4

TN
92.6±0.4
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Chapter 5

Planning

5.1 The Hardest problems in NP

Computer scientists and programmers are attempting to develop more and more computation-
ally efficient algorithms to find optimal, or at least sub-optimal, solutions to the so called NP-
complete and NP-hard classes of problems for decades. The propositional satisfiability problems,
also abbreviated with SAT problems, can claim to be the most widely studied problems since
Stephen Cook finely described their nature and proved their belonging to the NP-complete com-
plexity class in his seminal paper ”The Complexity of Theorem Proving Procedures” in 1971,
[210]. Thereafter, his assumptions formulated as a theorem have been proven independently
by Leonid Levin in the Soviet Union and they have thus been given the name of ”Cook–Levin
theorem”.

First of all, it is important to introduce the meanings of the NP-complete and NP-hard terms
and what they represent. The name NP-complete stands for Nondeterministic Polynomial-time
complete. The ”nondeterministic” term recalls the nondeterministic Turing machine and it refers
to the possibility to find a solution to the proposed problem with a brute-force approach. It is
followed by ”polynomial-time”, namely the relatively short time necessary to test the solution
of a deterministic algorithm or, specifically for the nondetermistic nature of the problems under
analysis, the required time to sound all the possible solutions and perform a whole brute-force
search. Finally, ”complete” encloses all the problems as hard as the satisfiability one that during
the last decades have been proven to be so.

As it is reported in [211], Cook theorized some crucial concepts still valid nowadays around
the NP-completeness class definition and the importance of SAT problems. He emphasized in
his work [210] the significance of ”polynomial time reducibility”, that is the reduction of one
problem to another executed by a polynomial time algorithm. This states the possibility that if
there exists a polynomial time algorithm for the second problem, it can be then converted into
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a corresponding polynomial time algorithm for the first one. Similarly, he focused his attention
on the NP class of decision problems, whose solution is either ”yes” or ”no”, and proved that
one particular problem in NP, the ”satisfiability” one, has the property that every other problem
in NP can be polynomially reduced to it. Since the satisfiability problem can be solved with a
polynomial time algorithm, all the NP problems can be solved with a similar algorithm as well.
Furthermore, if any problem in NP is intractable, then so must be the satisfiability problem. This
leads to the assumption that the latter is also the ”hardest” problem in NP, from which derives
the ”NP-hard” name usually given to those NP problems whose complexity is at least as hard as
the hardest problems in NP, namely the NP-complete problems. Indeed, several other problems
in NP have demonstrated to be as hard as the satisfiability one and literally hundreds of them are
listed in [211]. All together they characterize the NP-complete complexity class of problems,
whose actual intractability or, conversely, the existence of a polynomial time algorithm able to
find a solution to them still remains one of the open problems of our millennium.

Figure 5.1: Euler diagram for P, NP, NP-hard and NP-complete class of problems

Figure 5.1 compares the two Euler diagrams drawn up basing on the proof’s existence of the dis-
parity between polynomial time and nondeterministic polynomial time problems or, conversely,
their equality. It helps figuring out the existing relationships among the different classes de-
scribed above in terms of increasing complexity for both scenarios.
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5.1.1 How to tackle NP-hard problems?

Since the P versus NP problem is still unresolved, as it has been cited in the previous section, the
required time to solve a problem belonging to NP-complete complexity class is supposed to be
superpolynomial. This means that it is unknown, a priori, if it is possible to find any polynomial
time algorithm that bounds above the latter. Whoever needs to solve a problem of this nature has
to answer to a crucial question: ”Do I really need to find the optimal solution to the problem I am
facing?”. If the answer is yes He/She has to design a problem specific algorithm, which could
probably lack from the computational efficiency point of view, and to wait for the necessary time
needed to find the optimum. Otherwise, He/She should opt for implementing a more efficient
and lightweight algorithm that does not guarantee to find the global minimum but still a local
one or a reasonable solution.

As might be expected, this second choice is the preferred one by practictioners if the target
application would admit so. Here is a list of a few techniques that are usually applied to solve
computational problems and often give rise to substantially faster algorithms:

• Approximation: Instead of searching for an optimal solution, search for a solution that is
at most a factor from an optimal one.

• Randomization: Use randomness to get a faster average running time, and allow the algo-
rithm to fail with some small probability.

• Restriction: By restricting the structure of the input, faster algorithms are usually possible.

• Heuristic: An algorithm that works ”reasonably well” in many cases, but for which there
is no proof that it is both always fast and always produces a good result.

In the next a brief literature review concerning all these approaches will be given in order to
better understand the logic behind these specific classes of algorithms.

In [212] the authors propose a novel approximation algorithm to cope with NP-complete opti-
mization problems. They name it membrane algorithm from the virtual ”membranes” separating
the nested regions characterizing the problem under analysis. At each iteration the best and worst
solutions in a region are sent to adjacent inner and outer regions respectively. At the end of the
process, a good solution will appear in the innermost region. The proposed algorithm has been
tested on well-known Travelling Salesman Problem (TSP), whose objective is trying to find the
shortest route connecting together a list of given cities and returning to the starting point know-
ing the exact distances between all of them. Computer experiments have demonstrated the good
level of approximated solutions found by the novel approach compared to the solutions identified
by Simulated Annealing heuristic algorithm that will be wider explained later on.

The authors of [213] analyse the problem of finding the feasible route to satisfy the Quality
of Service (QoS) constraints within an integrated network. The problem is NP-complete and the
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authors suggest to address it with a randomized heuristic algorithm. After the initialization step, it
randomly selects the nodes from which there is a higher probability to reach the final destination.
Furthermore, they develop an enhanced version of the proposed algorithm, assigning rankings
directly correlated with the previous assumption to the different nodes. The experiments show
the good response of the algorithm when the true state of the network is given. Nevertheless,
the dynamic nature of the network itself cannot be ignored and this inevitably leads the way to
necessary further improvements of the presented work.

The restriction approach determines higher computational performances operating on the input
structure. The SAT problem has been briefly introduced in the previous Section and the proper
attention will be given to it in the next. For the moment, it is sufficient to know that it is char-
acterized by a certain set of clauses and variables logically interconnected and that the objective
consists in finding the proper combination of boolean assignments satisfying (i.e. resulting with
”True”) it. A popular version of the latter, commonly exploited as a benchmark, is the 3-SAT
problem. It represents itself a restriction since it includes only those boolean satisfiability prob-
lems involving 3 variables per clause at most. Nonetheless, in [214] the authors decide to stress
further this concept and aim at identifying the strongest possible restriction under which a prob-
lem of this nature remains NP-complete, keeping in mind that 2-SAT problem was demonstrated
to be solvable with a polynomial time algorithm. They establish that 3,4-SAT problem, where 3
identifies the maximum number of variables per clause and 4 the maximum occurrence of each
variable within the formula, is the strongest restriction still included in the NP-complete class
since the 3,3-SAT one turns out to be trivial.

Another common approach usually adopted by practictioners to tackle high computational de-
manding problems is called heuristic. As it has been finely described in the overview of the
heuristic methods presented in [215], this class of methods gives reasonable solutions to com-
plex problems. However, the fact that the discovered solutions correspond also to the optimal
solutions of the problems is never guaranteed. Nonetheless, they are characterized by undeniable
benefits, such as the ease implementation, fast results, robustness coming from low sensitivity to
problem variations and the possibility to be integrated within optimization routines to enhance
their computational performances. In [216] the authors propose an hybrid-heuristic approach
to solve NP-hard combinatorial optimization problems. It comes from the combination of two
famous nature-based algorithms, i.e. Simulated Annealing (SA) and Genetic Algorithm (GA).
The first is based on thermodynamics and the second one on natural evolution. In SA the search
analysis is controlled by the temperature parameter that regulates at each step the probability
distribution of the current state until it approaches the Boltzmann distribution. In a nutshell, it
generates a Markov chain for each of the considered decreasing temperature values. A Markov
chain is a stochastic model describing a sequence of possible events depending on specific prob-
ability distributions strictly correlated with the actual state. No matter how the process reaches
its present state, the future states are fixed. Theoretically, these Markov chains should be infi-
nite. Nonetheless, in any implementation of the algorithm they are of finite lengths. Due to this
approximation, it is no longer guaranteed to find an optimal solution. GAs are based, conversely,
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on the survival of the fitness principle and generate at each step the new offspring through tech-
niques coming from biology, such as mutation or crossover. They work on a population of data
instead of a single state and this prevents to get stuck into local minima. Parents with higher
fitness values have higher probabilities to reproduce. The same can do the parents with lower
fitness values, with a coherent chance level. With regards to these factors, the authors point out
the superiority of GA against SA and propose an hybrid approach involving both of them. They
have tested their novel approach on TSP and the experiments have shown better computational
performances than those obtained by SA alone.

This concludes the overview concerning the common approaches adopted to tackle NP-complete
and NP-hard class of problems. In the following sections a step back on SAT problems will be
taken and two famous logical formalisms will be presented. They belong to the Heuristic class
of algorithms with the peculiarity of becoming slower as the number of literals characterizing
the instance under analysis grows.

5.1.2 Introduction to SAT formalism

5.1.2.1 Semantics

A SAT problem is a Boolean expression characterized by variables interconnected through the
logical operators AND, OR and NOT. It is usually represented according to the Conjunctive
Normal Form (CNF) format. Basing on the latter, the SAT problem is expressed as a formula
φ characterized by the conjunction of one or more clauses clauses(φ), where each clause is a
disjunction of one or more literals literals(φ), each one referring to a specific variable vars(φ).
Suppose to have the SAT expression of equation (5.1), with n = 3 variables xi, with i ∈ {1, .., n}
and m = 5 clauses cj , with j ∈ {1, ..,m}.

φ = {x1,¬x2}, {x2,¬x1}, {¬x1}, {x3}, {x3,¬x2} (5.1)

The curly brackets identify each clause containing one or more literals, whose negated values
are indicated by preceding hyphens. The comma within the expression assume two different
meanings depending on their position: if they are included within the clauses they indicate the
logical operator OR; on the contrary, if they separate two consecutive clauses they stands for the
logical operation AND occurring between them. To better clarify what it has just been described,
the reader is suggested to take a look at equation (5.2), which is the same formula of (5.1)
expressed using the logical operators’ formalisms.

φ = (x1 ∨ x2) ∧ (x2 ∨ x1) ∧ (x1) ∧ (x3) ∧ (x3 ∨ x2) (5.2)

A set of literals, real or negated, connected through the logical operator OR constitutes a clause.
The AND concatenation of the 5 clauses forms the SAT formula φ.
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5.1.2.2 Syntax

Each variable can be either 0 (that is the variable is False) or 1 (that is the variable is True). Each
literal refers to a specific variable, as stated in Semantics section, and consequently it can be 0
or 1 in accordance with the corresponding one. However, its negated version should necessarily
assume the opposite value to not lead to any contradictory scenario. The goal is to determine
if the formula φ is satisfiable, and if so, to produce a satisfying assignment of truth values to
variables. Basically, each OR operation included in the different clauses should result in a ”1”
so that the AND operation between all of them results in a ”1” as well. This means that φ is
true and, if so, satisfiable. Formally speaking, a CNF formula is satisfiable if there exists an
assignment A ⊂ literals(φ) such that φ is true w.r.t. A; otherwise, φ is unsatisfiable.

Note that a valid assignment should not contain a literal and its negation and it can be properly
managed by defining a function valuation: if vars(φ) → {0, 1}, then an assignment A can be
defined as {v|v ∈ vars(φ) ∧ valuation(v) = 1 ∪ ¬v|v ∈ vars(φ) ∧ valuation(v) = 0}. For
instance, A = {¬x1,¬x2, x3} is an assignment; φ is true w.r.t. A, therefore φ is satisfiable.

5.1.3 Introduction to ASP formalism

In the previous Section the well-known SAT problem and its typical CNF connotation have been
described since they represent a milestone in logic programming area. However, other logical
formalisms gained more and more importance during the last decades and started to become the
state-of-the-art in such a field, e.g. the Answer Set Programming (ASP).

As thoroughly illustrated in [217], ASP is a form of declarative programming oriented towards
primarily NP-hard search problems. The goal of the search based on ASP is the identification
of a stable model, in contrast with the objective of a SAT solver that consists in finding possible
combinations of values, i.e. models, satisfying the given formula. A model X is stable if it
logically satisfies the rules of a given program (which can be seen as classical implications), and
then if it is a minimal model of the reduct of the program with respect to X , where the reduct
is a positive program where the negative literals are removed from the rules. The minimality is
verified if no subset of X represents a model of the latter.

LetA be a set of atoms. An atomic formula is either an atom, or the connective⊥. A literal is an
atomic formula possibly preceded by the default negation symbol ∼. For a literal ℓ, let ℓ denote
the complement of ℓ, that is, p = ∼p and ∼p = p for all p ∈ A ∪ {⊥}; for a set L of literals, let
L be {ℓ | ℓ ∈ L}.

A rule is of the form:

p← ℓ1, . . . , ℓn (5.3)

where n ≥ 0, p is an atomic formula, ℓ1, . . . , ℓn are distinct literals. For a rule r, let H(r) denote
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the set {p} ∩ A of head atoms (note that H(r) is a set of atoms, so ⊥ /∈ H(r) even if p = ⊥).
For a rule r of the form (5.3), let B(r) denote the set {ℓ1, . . . , ℓn} of body literals.

A program Π is a finite set of rules. Let atoms(Π) and rules(Π) denote respectively the set of
atoms occurring in Π and the set of rules in Π . For an atom p ∈ A, let heads(p) := {r | p ∈
H(r)} be the set of rules where p appears in the head.

An interpretation I for a program Π is a set of atoms such that I ⊆ atoms(Π); intuitively, atoms
in I are true, those in atoms(Π) \ I are false. Relation |= is inductively defined as follows. For
an atomic formula p ∈ A ∪ {⊥}, I |= p if p ∈ I , and I |= ∼p if I /∈ I — hence, I ̸|= ⊥; for
a rule r of the form (5.3), I |= B(r) if I |= ℓ for all ℓ ∈ B(r), I |= H(r) if I |= p, and I |= r
if I |= H(r) whenever I |= B(r); for a program Π , I |= Π if I |= r for all r ∈ Π . For any
expression π, if I |= π, we say that I is a model of π.

ΠI denotes the reduct of a program Π with respect to an interpretation I . For each rule r
of Π such that I |= B(r), ΠI contains a rule rI of the form (5.3) with H(rI) = H(r), and
B(rI) = B(r) ∩ A. An interpretation I is a stable model of a program Π if I |= Π and there is
no J ⊂ I such that J |= ΠI . Let SM (Π) denote the set of stable models of Π . A program Π is
said to be incoherent if SM (Π) = ∅.

The authors of [218] investigate the importance of the order in which the elements of a problem’s
model are listed in it and the corresponding impacts on the two logical formalisms introduced so
far. While doing so, they underline the significant differences among the two that may drive the
readers to pick one of them depending on their needs. Specifically, SAT in its CNF connotation
lacks in syntax expressivity compared to ASP, which gains in readability thank to this factor. ASP
rules are more constrained than CNF clauses since they have to keep their head-body structure.
Finally, ASP supports several additional constructs that contribute in expressivity enhancement.
On the other hand, ASP and SAT solvers share the algorithm exploited to perform the search
analysis, i.e. Conflict-Driven Clause Learning (CDCL) [219]. Basically, the algorithm starts
from a decision state in which a variable is pick and a value True or False is assigned to it. This
operation is spread over the other clauses or rules involving that specific variable. Meanwhile the
implication graph is built and the process is repeated for each variable until reaching a possible
conflict, i.e. a situation in which a clause or a rule is not satisfied according to the values assigned
to its constituting variables. If a conflict is found, the algorithm looks for the cut leading to the
conflict within the implication graph and assign the negated value to the variable causing it. If
no more conflicts arise during the process, the program or the formula is satisfied, otherwise it is
not.

The performance of a CDCL solver heavily depends on the adoption of heuristics that drive the
search for solutions. Among these, the heuristic for the selection of the branching literal can
dramatically affect the overall performance of an implementation [220]. As default strategies,
ASP implementations feature very good general purpose heuristics belonging to the family of
VSIDS [221]. However, they may fail to compute solutions of the hardest problems in a reason-
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able amount of time. Nonetheless, it is well-known that the performance of ASP solvers can be
improved by embedding domain-specific heuristics into their solving process [220, 222, 223],
and this is particularly true in the case of real-world industrial problems [224]. No matter a de-
veloper decides to employ a declarative [223, 224] or an imperative [220] language to plug-in
domain heuristics in an ASP solver, it turns out that the development of domain-specific heuris-
tics often requires both a deep knowledge of the domain at hand and a good understanding of the
fundamental working principles of the ASP solvers.

5.1.4 Machine Learning contribution to Logic Programming

The solvers adopting both the formalisms presented in the previous Section are naturally time
consuming due to the characteristics of the algorithm exploited to perform the search. Novel at-
tempts to overcome the duration issue have been designed, thank to the increasing popularity that
the inductive processes and machine learning techniques are continuously acquiring during the
last years. Before delving into the technicalities of the adopted solution that will be thoroughly
described in Section 5.3.1, a general overview of the ML solutions implemented to overcome the
aforementioned issues is given.

Generally speaking, the aim is trying to fine tune predictive models able to autonomously find
that specific features distinguishing the class of problems under analysis and, consequently, able
to infer on unseen instances. There is no dispute about the possibility to apply such an approach
to logic programming: plenty of problems and instances can be automatically generated and the
targets to which drive the training process are clear. Nonetheless, the total replacement of the
existing algorithms in favor of ML ones is still an open point and the research community is
still analysing this conjecture with a step-by-step approach. Quite a few manuscripts have been
published lately towards this direction, with the goal of generalizing the solving process to infer
on the existence of possible solutions or to enhance the algorithm itself.

The authors of [225] point out the lack of efficiency of CDCL algorithm in solving formulae of
even moderate sizes, e.g. 300 to 500 variables involved. Their purpose consists in exploiting ML
techniques to train a model able to wisely assign initial values to branching variables in order to
prevent possible conflicts and to find a solution in relatively short time. The dataset built to this
extent comprises 3-SAT CNF formulae with 300 variables. They extract 10 features from such
a dataset and build a classification model to establish if the current formula is either satisfiable
or not. Above this process, the preferred Boolean value for each of the involved variables is
identified exploiting a model based on a Monte-Carlo approach. After the experimental phase,
the authors observe a consistent decrease in the number of conflicts. However, the computational
time required to perform the preprocessing phase is still non-negligible compared to the timing
necessary to run the enhanced version of the solver taken as a benchmark.

On the enhancement of the CDCL algorithm related to the SAT solving process have discussed
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also the authors of [226]. In particular, they focus their attention on the restart heuristic com-
monly exploited within CDCL solving approach. Even though the benefits coming from the
application of the latter can be measured, there is no evident reason in doing so nor a well de-
fined policy for establishing the right moment to perform it. The restart heuristic is a method
that discards parts of the solver state at certain points in time during its run. The authors pro-
pose an ML-based approach to predict the so called Literal Block Distance (LBD), defined as the
number of different decision levels of the variables in the clause. Since establishing whether the
LBD is good or bad is a non-trivial task and the LBD of the next clause is unknown, they rely
on the predictions performed by their developed model. It consists in a Adam SGD algorithm
that performs an iteration on the three previous LBDs every time a new clause is learnt and pre-
dicts the LBD of the next clause. If the inference exceeds the sample mean of the linear model
built so far for a quantity equal to the sample mean plus 3.08 standard deviations (i.e. the 99.9th

percentile) a restart is triggered. The experiments show that the proposed approach performs
coherently with state-of-the-art methods. Once again, the novelty introduced behaves correctly
without determining a real breakthrough in this context.

Interesting outcomes derived from the experiments performed by the authors of [227]. They no-
tice the threshold behavior that 3-SAT solvers exhibit in establishing the satisfiability of a given
instance. The phaenomenon has been previously observed and studied in the early 1990s and
found confirmation along the years. The practitioners commonly address it as phase transition
and state-of-the-art solvers exhibit significant longer execution times in this critical region. In or-
der to overcome the issue, the authors propose a machine learning based approach, trained on a 3-
SAT dataset comprising instances with varying number of variables in the range 100−600. They
initially opt for a RF (see Section 2.4) algorithm with the aim of discriminating between SAT
or UNSAT instances basing on 61 cheap-to-compute features. The developed model achieves
a reasonable accuracy comprised between 70% and 75%. Thereafter, they hyphotesize that the
number of features strictly relevant to their target could be significantly lower. They actually
prove their point developing a single decision tree, trained on the smallest instances with just
two of the features cited above, which achieves satisfactory performances exceeding 65% of ac-
curacy. With their findings, the authors theorize the possibility that the developed classifier could
be actually seen as an approximate solver that performs its tasks in polynomial time and they
propose themselves to further investigate this point and encourage the research community to do
the same.

Data-driven solutions have been also adopted to improve the performances of state-of-the-art
ASP solvers, whose formalism has been introduced in Section 5.1.3. In particular, the authors
of [228] apply KNN (see Section 2.5) model to automatically select the suitable solver on a
per-instance basis. Basically, they train their classifier in order to extract from a set of cheap-
to-compute features, characterizing the instance under analysis, the best performing ASP solver
among the available ones. This experiment comes from the consideration that it is impossible to
identify an algorithm performing in the most optimized way ever with regard to empirically hard
combinatorial problems. Thus, they assign to a supervised classifier the task of autonomously
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picking the best solver, managing them one-by-one. The performances achieved in this sense
turn out to be very robust, determining a higher number of instances solved than the numbers
achieved by the other solvers taken individually and applied indistinctly to all of them.

All the projects described so far covered the possible enhancements resulting from the exploita-
tion of data-driven models to state-of-the-art SAT and ASP solvers. Other valuable works have
been published, though, to tackle NP-complete and NP-hard problems, keeping on applying in-
ductive reasoning to different class of solvers. This is the case of the project carried out in [229],
where the authors propose a Graph Neural Network (GNN) architecture to address the TSP prob-
lem. A specific embedding is assigned to each edge and vertex composing the TSP graph and
all together vote for identifying the best route. The authors decide to train the model considering
a confidence interval around the optimal cost to achieve better performances. They experimen-
tally demonstrate the superiority of the proposed approach compared to KNN and SA methods,
usually exploited to tackle the TSP problem, achieving a promising 80% of accuracy.

Even though the work just presented seems to be out of the context of what it has been described
so far, it proposes, actually, a graph-based approach similar to those implemented in the two
inspiring projects of this dissertation’s chapter. In particular, we are referring to the attempt to
develop an end-to-end simplified SAT solver of [230] and the more focused target of identifying
the unsatisfiable core characterizing an UNSAT problem of [231].

The authors of [230] aim at identifying an experimental proof that a NN (see Section 2.4) can
potentially learn to solve a SAT problem. In order to support their theories they design a model
characterized by three Multilayer Perceptrons (MLPs) and two layer-norm Long Short-Time
Memories (LSTMs). The architectural choices behind this particular structure come from the
deep reasoning on the problem’s nature. In particular, it can be demonstrated that variables’,
clauses’ or even literals’ within a clause permutations do not affect the satisfiability status of the
instance under analysis. The same is true for negating every literal corresponding to a specific
variable. Basing on that, the authors saw in an undirect graph-based approach the fulfillment
of their needs. Thus, a node is assigned to every literal and every clause and a specific edge is
connected between every literal and every clause it appears in and also between each literal and
its negation. The proposed ML architecture cited above, called NeuroSAT, iteratively refines the
embedding assigned to each node through message passing phases, whose number T is decided
a priori, along the edges of the graph. After T iterations, each literal’s vote is computed and the
mean of all the collected votes establishes the formula’s status. Authors initially opt for training
their model on a dataset characterized by instances with 40 variables each and they achieve an
85% of accuracy on the test set. Analyzing the outcomes of this experiment they observe that
literals’ votes keep on suggesting UNSAT during the initial iterations. Then, depending on the
nature of the instance, it is observed most of the time a sudden change of polarity and higher
literals’ confidences in predicting SAT when the formula is actually SAT. Otherwise, the literals
keep voting UNSAT with small confidences until the last iteration. For this reason, the authors
hypothesize that NeuroSAT looks for a certificate of satisfiability and, once the latter is found,

96



it predicts SAT with high confidence. What they did not expect is that, looking carefully at the
confidences of each literals complementary pair’s votes, it can be observed a sort of encoding bit
for each variable. Basically, it can be assigned a value between 0 and 1 to each literal and its
negated after the comparison. Moreover, the 0 literals show coherent values, as well as 1 literals,
among the different pairs. These 0-1 combinations can be seen as a satisfying assignment that the
model have found. Even though it seems a promising result, they observed it is not bulletproof in
general. In conclusion, the authors of [230] have developed de facto an end-to-end simple solver.
It has intrinsic limitations and is not reliable as modern state-of-the-art solvers. Nonetheless, it
paves the way to future model-based approaches that could be exploited to support and enhance
modern SAT solvers.

Some of the authors of [230] have also the authorship of the other piece of work cited above and
reported in [231]. The previous results and considerations have been exploited to move a step
forward in the same direction with a different focus. This time, they decide to use a NeuroSAT-
related architecture to estimate each variable’s presence within the unsatisfiability core of the
current instance. Thus, focusing on a crucial point regarding CDCL approach, authors combine
the contributions deriving from state-of-the-art SAT solvers and model-based predictions to im-
prove solving performances. More specifically, they find the choice of the variable to which
branch on next during the heuristic algorithm fundamental in determining the solver’s response,
especially from the timing performances point of view. For this reason, they train a modified
version of NeuroSAT, called NeuroCore, exclusively characterized by MLPs instead of a com-
bination of MLPs and LSTMs architectures, in order to estimate the importance of the variables
comprising the instance under analysis or, from the solver’s perspective, the belonging score to
the unsatisfiability core assigned to each of them. The SAT solvers taken into consideration share
all the Exponential Variable State-Independent Decaying Sum (EVSIDS) heuristic algorithm,
which basically assigns a score to each variable in terms of number of conflicts with decreasing
weights based on ageing. The author’s aim is to periodically interrupt the solving process in
order to query NeuroCore and replace the variables’ scores with those predicted by the NN. In
this way, they expect to drive the solver to a faster response in order to tackle a higher number of
instances per unit of time. They test their approach on the problems characterizing some famous
SATCOMP competitions and compare their performances to those achieved by state-of-the-art
solvers on the same problems. A higher number of instances per unit of time has been actually
measured and the experiments demonstrate the added benefit of the proposed hybrid approach.

This concludes the general overview of the works conducted in Logic Programming area involv-
ing ML algorithms and inductive processes. In the next sections the final goals, the architectural
choices and the reasoning behind the experiments carried out within this dissertation’s chapter
will be thoroughly described.
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5.2 Final goal and proposed application domain

5.2.1 Goal description

One might wonder whether it is possible to ease the burden of the ASP and SAT developers by
leaving the task of defining proper heuristics to a machine that can learn effective heuristics from
the observation of the behavior of solvers on instances from the same domain. Starting from the
observation that the recent success of AI technology was largely propelled by the developments
in Deep Neural Networks (DNN) [232], which proved to be very effective tools for solving tasks
where the presence of humans was considered fundamental and shares the same characteristics
of NN (see Section 2.4) with the only difference in a major depth; this dissertation’s chapter
is focused on the use of deep learning techniques to automatically generate domain-specific
heuristics for CDCL-based solvers.

As it will be accurately described in Section 5.5.1, the experimental setup has gone through
several refinements and modifications, with a special focus on the final target, on the solver
adopted and consequently on the problems’ representations. In the end, the ASP formalism has
been adopted, as well as a testing solver named WASP [233] and the graph-coloring domain.
From now on, all the architectural descriptions, proposed representations and the domain itself
will refer to the latter choices.

The heuristic is learned by observing the behavior of the ASP solver WASP on a test set of in-
stances randomly sampled from a population. These observations flow within a data set, where
each sample corresponds to an instance and to the expected values for half its literals based on
the given heuristic. As previously described in Section 5.1.4, the proposed NN model takes
inspiration from the experiments conducted by Selman and Bjørner in [231] and possesses a
particular structure specifically designed for being invariant to permutations between literals and
their negations, between literals belonging to the same rule and, finally, between rules them-
selves. It is finely trained on such a data set, properly split in training, validation and test sets,
in order to estimate the aforementioned values and to broadly generalize the observed consider-
ations to unseen instances belonging to the same domain. Then, the resulting model is used to
alter the initial values of the heuristic counters used by WASP default heuristics so to make the
most promising choices first.

Empirical results show that the idea is promising: the performance of WASP can be improved by
plugging-in automatically-generated neural domain heuristics.

5.2.2 The graph coloring domain

The graph coloring problem consists of assigning colors to nodes of a graph, such that two
connected nodes do not share the same color. More formally, let C be a set of colors and let

98



G = (N,L) be an undirected graph, where N is a set of natural numbers representing the nodes
of G, and L ⊆ N×N be a set of links between nodes in N . The graph coloring problem consists
of finding a total function col : N 7→ C such that col(n1) ̸= col(n2) for each (n1, n2) ∈ L.
The following example shows an ASP encoding of the graph coloring problem. Note that the
encoding represents a simplified version of the one used in the recent ASP Competitions [234].

Example 1 (ASP encoding of the graph coloring problem). Let C be a set of colors and G =
(N,L) be a graph. Let ΠC

G be the following program:

col(n, c) ← ∼ncol(n, c) ∀n ∈ N, c ∈ C
ncol(n, c) ← col(n, c2), c ̸= c2 ∀n ∈ N, c ∈ C
ncol(n, c) ← col(n2, c) ∀(n2, n) ∈ L s .t . n2 < n, c ∈ C
colored(n) ← col(n, c) ∀n ∈ N, c ∈ C

⊥ ← ∼colored(n) ∀n ∈ N

If C = {b, g} and G = ({1, 2}, {(1, 2)}), then ΠC
G is the following program:

r1 : col(1, b)← ∼ncol(1, b) r2 : col(1, g)← ∼ncol(1, g)
r3 : col(2, b)← ∼ncol(2, b) r4 : col(2, g)← ∼ncol(2, g)
r5 : ncol(1, b)← col(1, g) r6 : ncol(1, g)← col(1, b)
r7 : ncol(2, b)← col(2, g) r8 : ncol(2, g)← col(2, b)
r9 : ncol(2, b)← col(1, b) r10 : ncol(2, g)← col(1, g)
r11 : colored(1)← col(1, b) r12 : colored(1)← col(1, g)
r13 : colored(2)← col(2, b) r14 : colored(2)← col(2, g)
r15 : ⊥ ← ∼colored(1) r16 : ⊥ ← ∼colored(2)

ΠC
G admits two solutions, i.e., {col(1, g),col(2, b),ncol(1, b),ncol(2, g),colored(1), colored(2)}

and {col(1, b), col(2, g), ncol(1, g), ncol(2, b), colored(1), colored(2)} corresponding to the
ones of the graph coloring problem. ◁

5.2.3 Representation of ASP instances

In order to create a representation of the input program that is suitable for the deep learning
model, a variant of the matrix representation used in NeuroCore [231] has been designed. In
particular, a given program Π is represented as a |Π| × 2 · |atoms(Π) ∪ {⊥}| sparse matrix,
where the rows of the matrix are the rules of Π and the columns are all literals occurring in Π
(including ⊥ and ∼⊥). Then, a triple (r,ℓ,-1) represents that the literal ℓ occurs in the head of
rule r; a triple (r,ℓ,1) represents that the literal ℓ occurs in the body of rule r; and a triple (r,ℓ,0)
represents that the literal ℓ does not occur in r.

Example 2. Consider again program ΠC
G of Example 1. The first row of the matrix is represented

by the following triples: (r1,col(1, b),-1), (r1,∼ncol(1, b),1), and (r1,ℓ,0) for each other literal ℓ
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occurring in ΠC
G . Similarly, the last row of the matrix is represented by the following triples:

(r16,⊥,-1), (r16,∼colored(2),1), and (r16,ℓ,0) for each other literal ℓ occurring in ΠC
G . To better

clarify the adopted formalism to represent the program ΠC
G of Example 1 in matrix form, let

define:
x1 : col(1, b) ¬x1 : ∼col(1, b)
x2 : ncol(1, b) ¬x2 : ∼ncol(1, b)
x3 : col(1, g) ¬x3 : ∼col(1, g)
x4 : ncol(1, g) ¬x4 : ∼ncol(1, g)
x5 : colored(1) ¬x5 : ∼colored(1)
x6 : col(2, b) ¬x6 : ∼col(2, b)
x7 : ncol(2, b) ¬x7 : ∼ncol(2, b)
x8 : col(2, g) ¬x8 : ∼col(2, g)
x9 : ncol(2, g) ¬x9 : ∼ncol(2, g)
x10 : colored(2) ¬x10 : ∼colored(2)
x11 : ⊥ ¬x11 : ∼⊥

The corresponding G matrix will be:

G =



x1 x2 x3 x4 x5 x6 x7 x8 x9 x10 x11 ¬x1 ¬x2 ¬x3 ¬x4 ¬x5 ¬x6 ¬x7 ¬x8 ¬x9 ¬x10 ¬x11

r1 −1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0
r2 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0
r3 0 0 0 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0
r4 0 0 0 0 0 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 1 0 0
r5 0 −1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
r6 1 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
r7 0 0 0 0 0 0 −1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0
r8 0 0 0 0 0 1 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 0 0
r9 1 0 0 0 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
r10 0 0 1 0 0 0 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 0 0
r11 1 0 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
r12 0 0 1 0 −1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
r13 0 0 0 0 0 1 0 0 0 −1 0 0 0 0 0 0 0 0 0 0 0 0
r14 0 0 0 0 0 0 0 1 0 −1 0 0 0 0 0 0 0 0 0 0 0 0
r15 0 0 0 0 0 0 0 0 0 0 −1 0 0 0 0 1 0 0 0 0 0 0
r16 0 0 0 0 0 0 0 0 0 0 −1 0 0 0 0 0 0 0 0 0 1 0


This is the shape of the inputs that will be passed to the proposed deep learning model that will
be further illustrated in Section 5.3.

5.3 Deep learning model

Based on the previous experiences reported in [230] and in [231], the original aim was to exploit
their findings as a starting point to develop a more general end-to-end solver. The intent was
to reproduce the NeuroCore architecture [231] with some adjustments in order to build a stand-
alone model. Thereafter, moving forward with the experiments and gaining conscience of the
intrinsic difficulties characterizing the problem under analysis, the final goal has been iteratively
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refined until the ultimate version that will be further explained later on. However, through a
supervised training approach and according to a custom data set generated exploiting a state-
of-the-art solver, a NeuroCore-related architecture has been designed and tested to meet the
proposed constraints.

To better clarify the context, the developed model and the experimental outcomes driving the
refinement phases cited above will be illustrated. Thereafter, the outcomes resulting from the
testing phase will be shown, as well as the solver’s performances achieved in combination with
the proposed model.

5.3.1 Generation of the proposed Deep learning model

In this Section we provide the details for training a DNN model to learn the heuristic charac-
terizing a set of graph coloring instances expressed according to the ASP formalism. After the
tuning phase, the resulting model is then queried to estimate the best initial configuration to be
submitted to the WASP solver to enhance the CDCL branching routine and, consequently, the
solving process.

The DNN model designed in this context takes inspiration from the NeuroCore architecture
proposed by Selman and Bjørner in [231]. They aim at exploiting their architecture to iden-
tify the unsatisfiability core, also called UNSAT core, distinguishing non satisfiable problems.
Moreover, instead of querying the model at the beginning of the solving process, as this ex-
periment’s attempt, NeuroCore is periodically queried to re-configure the Exponential-Variable
State-Independent Decaying Sum (EVSIDS) scores. A score is measured for each variable and
it corresponds to the number of conflicts met during the CDCL progress. This approach is meant
to accelerate the solving procedure and the reported experiments confirm the increment in terms
of number of instances solved per unit of time. Despite the different targets, NeuroCore model
shows distinctive characteristics that can fit this experiment’s needs. Recalling Section 5.2.3
and Example 2, we know that we have to deal with matrix representations. NeuroCore is able
to manage problems of such matrix form thanks to its architecture, comprising three different
MLPs:

Rupdate : IR2d → IRd, Lupdate : IR3d → IRd, Vproj : IR2d → IR

where d is a fixed parameter and identifies the embedding associated with each atom and rule
during model’s iterations. In a nutshell, at each training step the model goes through T iterations
of message passing, during which the rules’ and literals’ embeddings are continuously updated.
The MLPs involved within these operations are Rupdate and Lupdate, respectively. Afterwards, each
literal’s and its negated correspondent’s embeddings are juxtaposed in order to build a matrix V,
whose dimensions are nv × 2d and where each row intuitively corresponds to an atom. At this
point, V goes through the last MLP Vproj and v̂ is finally obtained, which consists of a numerical
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score for each atom and it is finally passed to the softmax function to build a suitable probability
distribution over the atoms.

Figure 5.2: Layout describing NeuroCore’s phases

Figure 5.2 summarises the sequential operations characterizing NeuroCore. In the first place, ma-
trices R ∈ IRnr×d (where nr corresponds to the number of given rules) and L ∈ IR2nv×d (where nv

corresponds to the number of variables) are initialized with all 1s values. This choice was primar-
ily made by Selman and Bjørner in [231]. However, the experiments conducted in this context
made clear that this led to a situation in which it was difficult to discriminate among the embed-
dings belonging to different literals, probably due to a zero-vanishing gradient problem arising.
It has been opted, conversely, for initializing the two matrices with uniform random values com-
prised between 0 and 1. Thereafter, R and L goes through T iterations of message passing,
during which embeddings are combined with matrices’ multiplications and custom operations
before given as inputs to Rupdate, Lupdate and Vproj. The authors of [231] define the operation Flip
to swap the first half of the rows of a matrix with the second half, so that in Flip(L), each literal’s
row is swapped with its negation’s. Similarly, they define the operation Flop to concatenate the
first half of the rows of a matrix with the second half along the second axis, so that in Flop(L),
the two vectors corresponding to the same variable are concatenated.

Concerning the embedding’s size d, the number of iterations T and depth and width of the MLPs,
the original values assigned by Selman and Bjørner in [231] have been kept and are listed in Table
5.1.

The activation function exploited between each MLP’s hidden layer is ReLU and the optimiza-
tion algorithm adopted for training purpose is the ADAM one [235] with a constant learning rate
of 10−4.

The considerations regarding Vproj’s output layer and v̂ interpretation need a further explana-
tion. This experiment’s aim consists in determining a promising heuristic starting point for the
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Parameter Value
Iterations (T) 4

Embedding (d) 80
Rupdate layers 2
Lupdate layers 2
Vproj layers 4

Hidden layers neurons 80

Table 5.1: NeuroCore’s parameters

solver’s activity, which means that a value between 0 (false) and 1 (true) should be assigned to
every literal of the instance under analysis. Moreover, it is fundamental to underline that literals
corresponding to candidate colors for the same node are inevitably correlated and mutually ex-
clusive. Due to this reason, the model should be able to assign a value of 1 exclusively to one
of such literals in order to avoid contradictory scenarios. Consequently, Vproj’s output activation
function is kept linear and the softmax function is selectively applied to each group of atoms
referring to the same node. Thereafter, the maximum value within each group is identified and
assigned the value of 1, while 0s are assigned indistinctly to the remaining literals.

Furthermore, it is worth noting that, differently from Selman and Bjørner’s attempt in [231],
the shape of the training instances, referring to the number of literals characterizing each of
them, has not been fixed to a unique value. The data set considered in this context includes
instances with varying sizes in the range comprised between 510 and 6032. It is feasible thanks
to the NeuroCore architecture that is able to manage different shape instances through embedding
representation. Nonetheless, it complicates the training process and poses important challenges
to the generalization search.

5.4 Experimental Setup

5.4.1 Generation of the training set

DNN algorithms operate on a set of labeled examples, referred to as training set. In our setting,
the training set is composed by a set of tuples (Π , I), where Π represents an instance of the
graph coloring problem, and I is a stable model of Π . The generation of a meaningful set of
training instances is a challenging problem since deep learning algorithms require huge sets of
examples to be successfully trained. Moreover, instances must be easily solvable for the ASP
solver, since it is required to compute one stable model. Note that in principle one could also
enumerate a fixed number of stable models, however, during preliminary experiments, it did not
turn out to be beneficial for the solver.
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Algorithm 1: Generation of the training set
Input : A graph G = (N,L), a set C of colors, a positive number k
Output: A set of programs P

1 P := ∅;
2 for v1 ∈ {10, 20, 30, 40, 50} do
3 for i = [1..k] do G′ := ({shuffle(N, v1)}, L); P := P ∪ {ΠC

G′}; ;

4 for v2 ∈ {10, 20, 30, 40, 50} do
5 for i = [1..k] do G′ := ({N, shuffle(L, v2)}); P := P ∪ {ΠC

G′}; ;

6 for v1 ∈ {10, 20, 30, 40, 50} do
7 for v2 ∈ {10, 20, 30, 40, 50} do
8 for i = [1..k] do
9 G′ := ({shuffle(N, v1)}, shuffle(L, v2)}); P := P ∪ {ΠC

G′};

10 return P;

The proposed generation strategy is reported as Algorithm 1. In particular, the algorithm takes
as input a graph G, a set C of colors, a positive number k and returns as output a set of programs.
The idea of the strategy is to create small instances starting from the ones for which it is desired
to find a solution. In this way, the deep learning model should learn how to solve portions
of the latter. In particular, for a given graph G = (N,L), at first L is blocked and then a
subset of the nodes in N , say N ′, is randomly selected such that |N ′| = |N | ∗ v1/100 (with
v1 ∈ {10, 20, 30, 40, 50}). For each value of v1, k random graphs are generated (lines 2–3).
Then, similarly to the previous case, N is blocked and then a subset of the links in L is randomly
selected (lines 4–5). Finally, the generation is repeated without blocking nodes and links. In this
way, the Algorithm 1 generates 35 · k programs starting from a single input graph. In order to
generate the training set, all the sixty instances submitted to a recent ASP Competition [234] are
considered and the value of k is set to 100, for a total of 210 000 training instances.

5.4.2 Integration of the deep learning model in WASP

The integration of the domain-heuristic in WASP is based on the algorithm reported as Algo-
rithm 2. In a nutshell, the algorithm takes as input a program Π and a set of parameters (namely,
k1, k2, k3, h1, and h2, such that 0 < ki < 1 (i = [1..3]), and h1, h2 ∈ N, h1 > h2) and returns
as output a set of heuristic assignments for the atoms of the form col( , ) ∈ atoms(Π). Such
assignments will be used later on by WASP as initial activities of the atoms. In more details, it
first invokes the deep learning model to obtain the predictions (Pr ) and confidences (Conf ) for
the atoms of the form col( , ) (line 2), where a prediction can be either true (if the atom must
be selected as positive) or false (if the atom must be selected as negative), and a confidence is
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Algorithm 2: Integration of the heuristic
Input : A program Π , parameters k1, k2, k3, h1, and h2

Output: A set of pairsH
1 H := ∅;
2 (Pr ,Conf ) := DeepLearning(Π); // Returns predictions and

confidences
3 N := {node | col(node, ) ∈ atoms(Π)}; // Nodes of the graph
4 for node ∈ N do
5 S := {col(node, ) | col(node, ) ∈ atoms(Π)};
6 (first , second) := ComputeAtomWithMaxConfidence(S, Conf );
7 if Pr(first) is true and Conf (first) ≥ k1 then
8 H := H ∪ {(first , h1)} ;
9 diff := Conf (first)− Conf (second);

10 sum := (
∑

p∈S Conf (p))− diff ;
11 if diff ≤ k2 and Conf (second) > k3 · sum then
12 H := H ∪ {(second , h2)};

13 returnH;

a positive (decimal) number less than 1, where for a given node n the sum of the confidences
of the atoms of the form col(n, ) is equal to 1. Then, the algorithm computes the set N of the
nodes of the graph by processing the program Π (line 3; in particular, a node n is added to the
set if an atom of the form col(n, ) occurs in Π). Later on, for each node n in N , the algorithm
collects the set of atoms, say S, of the form col(n, ) (line 5). Then, it computes the two atoms in
S associated to the highest confidences, say first the atom with the highest value, and second the
other one (line 6). At this point, if the prediction of first is true and its confidence is greater than
a given threshold (k1), then the atom first is associated to the initialization h1 (line 8). More-
over, an additional check is performed to provide a heuristic score also for the atom second . In
particular, if the difference between the confidence associated to first and the one associated to
second is less than or equal to a given threshold (k2) and the confidence of second is greater than
a threshold (k3) times the sum of the confidences of all other atoms in S, then the atom second
is associated to the initialization h2 (line 12). Then, the default polarity of the MINISAT heuristic
is set to positive for atoms inH. Intuitively, for each node, the atom with the highest confidence
(first) is used only if its confidence is greater than k1. In this way, if the deep learning model is
not sufficiently confident about the color to assign to the node then the heuristic is not applied
to the node. Similarly, the atom with the second highest confidence (second ) is used only if its
confidence is similar to the one of first (i.e., their difference is smaller than k2) and is greater
than the confidence of all other atoms multiplied by k3. Finally, the initialization of the activities
of first and second to h1 and h2 permits the solver to select first the most promising atoms, and
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then, thanks to the decay of the MINISAT heuristic, the activities are progressively reduced if the
atoms are not used during the search.

5.4.3 Hardware and software settings

With respect to the deep learning proposed model introduced in Section 5.3.1, the 210 000 in-
stances obtained after the data generation process illustrated in Section 5.4.1 have been randomly
split into training, validation and test sets. More specifically, 60% of the instances have been pick
to build the training set and the remaining 40% has been equally divided between validation and
test sets. The training has been performed on a NVIDIA A100 Tensor Core GPU, dividing the
training samples in batches of 128 instances and applying the backward propagation algorithm in
relation to the binary cross entropy (BCE) loss measured on each batch. The stopping criterion
adopted to this extent has been designed to monitor the BCE loss on the validation set and to
interrupt the execution in case of consecutive lack of improvements.

Then, the performance of WASP without heuristics (referred to as WASP-DEFAULT) have been
compared with the ones of WASP with the domain heuristics introduced as Algorithm 2. In
particular, different values of k1, k2, k3, h1, and h2 have been experimented. In the following, the
two sets obtaining the best performance overall are reported. In particular, for the first strategy
k1 = 0.15, k2 = 0.15, k3 = 1.0, h1 = 10, and h2 = 5 have been adopted and k1 = 0.15,
k2 = 0.35, k3 = 1.0, h1 = 10, and h2 = 5 for the second one, that are referred to as WASP-
STRAT1 and WASP-STRAT2, respectively. All the variants of WASP have been executed on all the
sixty instances of the graph coloring problem submitted to a recent ASP Competition [234]. Note
that the training set is built on random subgraphs of the input ones used in the ASP Competition,
thus the experiment is not executed on instances used during the training of the deep learning
model. Time and memory limit were set to 1200 seconds and 8 GB, respectively.

5.5 Results

5.5.1 Steps leading to the last version of the deep learning model

Several experiments have been conducted and the proposed model has been continuously refined
during the process. Along with the model’s refinements, also the proposed targets have been
modified to obtain reasonable performances. Moreover, the adopted formalism has been changed
from SAT to ASP along the steps. The reason behind all these modifications lies in the significant
difficulties in achieving the proposed target due to the challenging nature of the problem under
analysis. Nonetheless, all this research activity has driven to the attainment of the acceptable
solution presented in this context, still subject to further improvements in the future.
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In the next, the steps leading to the final version of the proposed model are listed and equipped
with a graphical representation of the performances measured on the test set. The latter could be
an histogram plot reporting the absolute value of the deviation between estimated and real values
or a confusion matrix, also known as error matrix [236] (see Section 2.2).

1. At the very beginning of the experimental phase, the main goal was to make NeuroCore
[231] a regressor for each of the literals characterizing the problem under analysis. The
adopted formalism in this case is the SAT one with clauses and literals in CNF form. Since
the matrix G comprises both the direct and negated versions of each literal, the target can
be reduced to estimate a float value between 0 and 1 for half of the available literals. The
latter represents the probability estimation of the presence of that specific literal within one
of the most likely solutions of the given problem, if that existed. In this specific scenario,
no additional activation functions are needed at the output level and the training process is
performed with respect to the MSE (see Section 2.2) calculated between real values and
model’s estimations.

Figure 5.3 displays the histogram plots of the absolute errors between each literal’s prob-
ability distribution and its corresponding estimation at the beginning and at the end of the
training process. At the beginning, the most frequent committed error is around 1.0, which
means that most of the estimations are far away from their real values. On the contrary,
at training’s end, the error distribution goes through a deep transformation and assumes
a reassuring gaussian shape. Despite of the actual network’s learning proof given by this
comparison, the proposed model has still great difficulties in identifying the relationships
existing between variables and clauses of the problems under analysis and the target goal
needs to be revised.

(a) Beginning of the training process (b) End of the training process

Figure 5.3: Histogram plots comparison
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2. As anticipated before, in the first place the aim was trying to replace the solver exploited to
find the solutions associated to these kind of problems. Since the obtained results were not
promising enough, the NeuroCore’s [231] architecture was transformed into a classifier in
order to support it instead of replacing it. In this second configuration, the network should
be able to establish if a specific variable is probably included within a possible solution to
the given problem or not. Thus, the predicted value for each of half the target variables
should be 1 or 0, respectively. Consequently, NeuroCore’s [231] output layer is modified
to comprise two neurons corresponding to the two possible classes for each of the variables
under analysis. The output linear function is replaced by a Softmax activation function
to determine which of the two available classes is the one fired by the output’s neuron.

From the confusion matrix displayed in Figure 5.4 and calculated on the test set, the per-
formances achieved by the proposed model are very promising, with a mean accuracy and
mean recall around 90%. On the contrary, the precision is quite poor and other adjustments
has to been applied consequently.

Figure 5.4: Classifier v1
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3. For the second version of the classifier, the representation formalism is changed. Until
the experiment described above, SAT is the adopted one and the matrix G, representing
the relationships existing between clauses and literals of the problem under analysis, can
assume just 0 and 1 values. The ASP formalism, on the other hand, has a higher level
of expressivity, as thoroughly described in Section 5.1.3, and lets matrix G assume also
-1 value. Apart from the updates to matrix G, the target vector, its interpretation and
the overall architecture remain unchanged. The confusion matrix in Figure 5.5 shows
similar performances to the previous version of the classifier from the mean accuracy and
recall points of view. At the same time, it displays a significant improvement in terms of
mean measured precision. Looking at the confusion matrices of Figures 5.4 and 5.5, an
important change in the number of 0s and 1s to be estimated can be observed. This is
due to the two different formalisms adopted and their reflection on the target vectors to
be estimated. Apart from the improvements achieved, the new adopted formalism makes
the corresponding target vectors full of trivial variables at the head and at the bottom,
always assuming the same values. This peculiarity appears to be of some use if exploited
during the training procedure, in order to lighten the process and to focus primarily on the
variables of special-interest. Given these considerations, the third version of the classifier
has been developed and reported in the next.

Figure 5.5: Classifier v2
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4. In view of the previous considerations, the target vector has been equipped with another
vector of values associated with each target variable. The latter assumes a value of 0 or 1
if the corresponding literal belongs to the set of trivial variables and its value is known a
priori. Otherwise, it assumes -1 for that specific literals of special-interest for which the
network is required to estimate their specific values (i.e. 0s or 1s). Figure 5.6 displays the
confusion matrix corresponding to the latter configuration. Even though the performances
are poorer compared to the previous ones reported in Figure 5.4 and Figure 5.5, the overall
statistics are more balanced and also from the graphical point of view the matrix turns
out to be more diagonal. Moreover, it should be kept in mind that the proposed model
is now focusing just on the non-trivial variables, which are more difficult to be predicted
by definition. To finally and further improve the performances measured so far, more
attention has been focused on the domain under analysis. The graph coloring problem, in
fact, aims at literally coloring each node of a graph with a specific set of colors avoiding
adjacency between nodes of same color. This drives to the last version of the classifier. It
requires significant changes from the architectural and functional points of view that will
be thoroughly described in the next and final development step.

Figure 5.6: Classifier v3
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5. As previously anticipated, the proposed model needs to be changed in order to meet the
constraints cited above. Until the third version of the classifier, the network was charac-
terized by 2 output nodes and a Softmax activation function to assign each literal to 0 or
1 classes. It is now fundamental to know a priori the structure of the graph under analy-
sis and the possible set of colors it can assume. Considering that each literal corresponds
to the possibility that a specific node is dyed with a specific color (i.e. 1, 0 otherwise),
the model needs to know which literals refer to the same node and consequently to add a
constraint of mutual exclusivity for them. To do so, the number of output nodes has been
reduced from 2 to 1 and the Softmax activation function has been applied separately to
each group of literals mutually interconnected. It means that the output vector has been
equipped with another vector of equal shape, including integer numbers bigger or equal to
0. Each number bigger than 0 identifies a group of literals and it is repeated for each of
them in their corresponding positions of the target vector. The literals in correspondence
with the new vector assumes 0 values do not compare in any group and belong to the set
of trivial variables identified before. The value of 1 is assigned to the group’s variable
assuming the highest value after the Softmax operation. The remaining literals included in
the groups assume, intuitively, the value of 0. Figure 5.7 reports the resulting confusion
matrix evaluated on the test set. The performances seem to be even poorer than previous
experimental steps. However, in this case, it is guaranteed the consistency of the estimated
solutions and the avoidance of contradictory scenarios.

Figure 5.7: Classifier v4
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All the experiments and the resulting outcomes of the configurations described above have been
integrated with the WASP solver, as illustrated in Section 5.4.2. All the consecutive experiments
carried out and the implemented modifications from a previous version to the following one were
driven and motivated by the final performances measured through the WASP solver’s exploitation.
Even though the confusion matrices of the first versions of the proposed models seemed promis-
ing from a Data Analysis point of view, once they were submitted to the solver they gave birth
to contradictory situations and worse performances compared to the standard settings. It posed
important challenges that have been iteratively accomplished through the various versions listed
above until the last presented. From now on, all the results and integrations will refer to the last
version of the proposed model.

5.5.2 Experimental Results

Table 5.2 reports last deep learning trained model’s performances measured on the test set. Re-
calling model’s generation of Section 5.4.1, outputs can be interpreted as the confidences of the
model in stating that the value of 1 can be assigned to a specific literal. The model has been
evaluated in terms of TOP N accuracy, where N ∈ {1, 2, 3}, and it corresponds to the ratio
between the predicted and expected 1s among the first N most confident estimations. Moreover,
the percentage of predicted 1s for increasing confidence C ∈ {20, 30, 40, 50} % is measured.
As expected, the percentage accuracy increases in agreement with N and C, with approximately
80% for N = 3 and 70% for C ≥ 50%. The same confidence levels are not guaranteed for all the
instances under analysis, as it is underlined by the performances measured for decreasing values
of C and N . Nonetheless, it is fundamental to keep in mind the complexity of the proposed
target, continuously managing graphs with different shapes. For this reason, the achieved results
are promising and worthy enough to be submitted to the WASP solver.

Accuracy (%)
TOP N Confidence ≥ C%

N = 1 N = 2 N = 3 C = 20 C = 30 C = 40 C = 50

39.59 63.62 79.55 39.59 51.66 63.08 70.74

Table 5.2: DNN’s EE on the test in terms of TOP N and Confidence Accuracies.

The same results in terms of confusion matrix have been already presented in Figure 5.7 of
previous Section 5.5.1 .
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Coherent Incoherent

Heuristic # solved PAR10 # solved PAR10
WASP-DEFAULT 14 12 1744.90 24 24 449.43
WASP-STRAT1 14 13 914.97 24 20 2393.44
WASP-STRAT2 14 14 82.94 24 19 2837.65

Table 5.3: Comparison of the different heuristics on ASP competition instances.

Small instances Medium instances Large instances

Heuristic # solved PAR10 # solved PAR10 # solved PAR10
WASP-DEFAULT 60 60 15.24 89 77 1707.73 85 76 1322.17
WASP-STRAT1 60 60 32.95 89 78 1609.21 85 76 1338.02
WASP-STRAT2 60 60 31.80 89 78 1620.13 85 78 1066.18

Table 5.4: Comparison of the different heuristics on generated instances.

5.5.3 Results on ASP instances

Table 5.3 reports the results of the comparison of the different approaches implemented in WASP,
where for each heuristic, the number of solved instances and the PAR10 are shown. The PAR10
is the average solving time where unsolved instances are counted as 10 · timeout. PAR10 is a
metric commonly used in ML and SAT communities, as it allows to consider both coverage and
solved time. As a first observation, it should be mention that the call to the deep learning model
requires on average less than one second, thus it has no negative impact on the performance
of the domain-specific heuristics. Then, both WASP-STRAT1 and WASP-STRAT2 are faster than
WASP-DEFAULT on coherent instances, solving 1 and 2 more instances, respectively. Addition-
ally, WASP-STRAT2 has a PAR10 equals to 82.94 and it is approximately 21 times lower than
the one of WASP-DEFAULT. The same result cannot be obtained for incoherent instances, where
WASP-DEFAULT solves 4 and 5 instances more than WASP-STRAT1 and WASP-STRAT2, and also
with a much lower PAR10. This result is expected since only coherent instances were used dur-
ing the training and also since the heuristic is oriented towards finding a stable model. As an
additional experiment, another set of coherent instances, starting from the set of known incoher-
ent instances, has been generated by randomly removing a certain number of links from the input
instance. Table 5.4 reports the results of such an experiment, where instances are classified into
three sets according to the number of nodes, i.e., small (130 nodes), medium (135 nodes), and
large instances (140 nodes). Interestingly, domain-specific heuristics are not effective on small
instances, which are solved quite fast by the default version of WASP. However, on both medium
and large instance the domain-specific WASP-STRAT2 outperforms WASP-DEFAULT solving three
more instances overall and being faster in terms of PAR10.
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Chapter 6

Conclusions

All the projects reported in this dissertation share the goal of enhancing state-of-the-art tools
and software leveraged for industrial applications in Industry 4.0 context (see Chapter 3 and 4)
or for conducting research in systems engineering and computer science fields (see Chapter 5)
that are particularly demanding from the computational time and hardware requirements points
of view. Starting from the success that AI and inductive algorithms are gaining nowadays, the
author proposes several data-driven based approaches to attain the aforementioned goals. The
data-driven contribution could take the form of an end-to-end, surrogate or supportive models
depending on the specific implementation. Even though the application domains presented so
far are different, the aiming target is the same and the conducted experiments should exhibit the
desired improvements in terms of saved time or relaxed hardware constraints. In this chapter,
an overview of the experiments presented throughout this thesis will be given and the associated
conclusions will be drawn from each of them.

6.1 Design

FOWTs represent the most promising solution to address the global growing demand for en-
ergy production and the increasing environmental concerns. In particular, they widen the wind
farm deployment areas and they better exploit the wind resources in deeper locations where the
wind resources are higher. However, harsh operating conditions and lower level of maturity
(with respect to fixed bottom structures) pose significant engineering challenges to their design
and construction. In fact, there is strong request for development of accurate modeling tools
to facilitate the complex and iterative design and optimization processes which is now heavily
handcrafted. When it comes to deliver accurate models, CFD based approaches represent the
state-of-the-art numerical tools, but computational demanding requirements prevent their use in
iterative design and optimization processes.
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The first attempt presented in this context proposes to develop a surrogate model for the hy-
dromechanics analysis of floating offshore wind turbines. Based on the results of a state-of-the-
art potential-flow code on a limited set of geometries, an ELM-based surrogate model has been
developed to directly approximate the Response Amplitude Operators of any arbitrary floating
offshore wind turbine of the spar buoy type. The results demonstrate the feasibility of replac-
ing the computationally expensive BEM solver with a fast, yet accurate surrogate model. More
specifically, the surrogate ELM-based model can predict the RAOs of any FOWT geometry with
an average MAPE of 2% across all the DOFs, when the design variables are within the limits
of the search space used to learn the surrogate model. In the more challenging extrapolation
scenario, in which the design variables lie outside the limits of the original search space, the
average MAPE increases up to 5% for all the DOFs. The current state-of-the-art and high fi-
delity approaches for this analysis are based on CFD and HOBEM. However, the computational
cost of these methods limits their application in optimisation, restricting the number of config-
urations that can be investigated, thus limiting the assessed designs. The proposed ELM-based
surrogate model, when exploited within an optimisation framework, can overcome this limita-
tion by enabling fast, robust and highly accurate hydrodynamics analysis, built-on high-accuracy
numerical simulation data.

Based on the promising results achieved by the first experiment illustrated above, a new approach
has been designed to overcome the limitations raised and to push further the optimization pro-
cess. For this purpose, in this second work, a series of AI based surrogate models able to deliver
an accuracy comparable to CFD (less than 3%) of difference, at a fraction of their computational
requirements (from minutes to milliseconds) are proposed and compared. The most recent ad-
vances in ML have been studied and combined to deliver models able to push to the limit the
trade-off between accuracy, time and memory requirements. Differently from previous work,
the proposed surrogate models have been developed to estimate FOWT’s hydrodynamics char-
acteristics. Only then, they are exploited to compute the RAOs, since the computational demand
in this case is negligible. Moreover, contrarily to the RAOs, the hydromechanics characteristics
depend only on the wet geometry of the platform, on the wave frequency and on the wave di-
rection, i.e., they do not depend on the mass, nor on the centre of gravity or moments of inertia,
which can be usually obtained with little computational cost. This allows the use of the surro-
gate model for different structural mass distributions, greatly enhancing its applicability. For this
purpose, a comprehensive dataset has been generated using a state-of-the-art BEM based code
and a simple yet effective geometry parametrization. Results show that it is possible to reach a
remarkably good trade-off between computational requirements and accuracy at a fraction of the
computational requirements of the CFD based software.

To the best knowledge of the author, these works are the first ones that show the ability of ML-
based models of over-performing state-of-the-art BEM-based tools in terms of computational
requirements. Moreover, they are also the first ones that actually created a real dataset from a
state-of-the-art BEM code to test the quality of the proposed models. Finally, their impact is
substantial, since it is a fundamental step toward a framework for FOWTs geometry optimiza-
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tion. As a matter of fact, they demonstrate to have the capabilities of automatizing the design
process, reducing the human intervention to a minimum level and allowing the generation of
unconventional and previously unexplored geometries.

6.2 Operation

Marine dual fuel engines, running on both gaseous and liquid fuels, represent a viable way toward
the reduction of emissions since maritime transportation accounts for around 80% of the world
freight movements, remarkably contributing to the global environmental footprint. The side
effect of this transition is an additional complexity in monitoring activities which are required to
keep their performance always at the desired level. In fact, the degradation of marine engines
performance decreases their operational efficiency, leading to a higher fuel consumption and
consequently to an increase in greenhouse emissions. Moreover, losses in performance are often
a precursor or signal for the necessity of maintenance activities.

In this work, the focus is on data-driven monitoring models to be employed in the wild. Unfor-
tunately data-driven methods often require a large amount of labelled samples which are rarely
available. For this reason, multiple alternatives have been designed and proposed toward the
weakly supervised marine dual fuel engines data-driven monitoring. To this aim, it has been
exploited a Digital Twin of the dual fuel engine or on novelty detection algorithms and compared
them against state-of-the-art fully supervised approaches. The approach employed in this study
includes three steps. The first step was characterised by a Fully Supervised Performance estima-
tion scenario including the design of a Digital Twin, exploiting state-of-the-art supervised data-
driven methods for enabling the prediction of the engine performance and emission parameters
based on the control variables (e.g. engine load and engine speed), in healthy engine conditions.
The second step consisted in the development of a Fully Supervised Health Status scenario, fo-
cusing on developing models capable of classifying the status of the engines as healthy or faulty,
and it was accomplished by employing two approaches. The first one employed the Digital Twin
developed in the first step to estimate the deviation (drift) of the parameters of the actual engine
operation (based on the acquired data) from the respective Digital Twin predicted parameters.
The second one exploited state-of-the-art supervised data-driven methods to classify the status
of the investigated engine based on the control and performance parameters. Unfortunately, this
approach required a large number of labelled samples to be implemented, which are rarely avail-
able in the wild. For this reason, in the third step a Weakly Supervised Health Status Estimation
was proposed, focusing on reducing the amount of labelled data required to build the models
developed in the second step by employing two approaches. The first one focused on the estima-
tion of the engine performance parameters variation from the respective parameters calculated
by employing the Digital Twin utilising a limited amount of labelled data for tuning the drift
detection model. The second one, instead, exploited state-of-the-art unsupervised data-driven
methods to detect abnormal conditions (anomalies) of the investigated engine by employing as
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input the considered control and performance parameters. The weakly supervised health status
estimation step employed the models trained just on data acquired under the engine healthy con-
ditions from the engine monitoring system. These models were subsequently fine tuned with a
very small amount of labelled data.

Results on data generated from a real-data validated simulator of a marine dual fuel engine
demonstrate that the proposed weakly supervised monitoring approaches lead to a negligible
loss in accuracy compared with costly and often unfeasible fully supervised ones, supporting
the validity of the proposal for its application in the wild. In particular, in the Fully Supervised
Performance estimation scenario, the error of the data-driven model is always less than 4% (and
in most cases less than 2%) for all the performance variables in the considered modalities. This
result is surely up to a level which is acceptable for the utilisation of data-driven models for dual
fuel engine performance estimation. Considering the Fully Supervised Health Status scenario,
the error of the fault detection models is always below 5%, and in most cases less than 2% which
is again suitable for real operational environment, but unfortunately it requires a number of la-
belled samples which is not realistic to obtain in the wild. Finally, in the Weakly Supervised
Health Status Estimation scenario, we fill this gap by remarkably decreasing the amount of la-
belled samples necessary to train the model whilst obtaining an error below 5% (and in most
cases less than 3%) and not compromising the ability to make accurate predictions (the decrease
in performance is less than 1%) for the use of this model in real operational conditions.

6.3 Planning

The last study focuses on the performance improvements of the so called NP-Hard problems’
solvers. The latters are heuristics-based software tools able to identify a possible solution to the
proposed problem, which is not solvable, by definition, in polynomial time. They are determin-
istic tools and, as such, extremely reliable but they require increasing computational time when
the input problem starts becoming huge from the dimensional point of view. In this perspective,
a strategy based on deep learning to automatically generate domain-specific heuristics to be fed
as initial configuration to these solvers has been presented. The purpose is to drive the solver
toward the solution of the problem faster than randomly initializing the input heuristics. In par-
ticular, the experiments have been conducted on one single benchmark, i.e. the graph coloring
problem. This choice was motivated by the fact that (i) the encoding does not include advanced
features such as aggregates, choice rules, and weak constraints; (ii) the problem allows to control
the hardness of the instance by either reducing the number of nodes and/or the number of links.
The training set used to automatically generate the heuristics contains coherent instances only
and, as expected, this lead to poor performance on incoherent ones. The results achieved in this
context are promising. Several different deep learning models have been tuned to get closer to
the final goal. The performances measured through all the steps underline clearly that the train-
ing procedure performed correctly and the fundamental blocks constituting the heuristics behind
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the resolution of such problems has been identified by the model. Moreover, the second exper-
iment for which the proposed models have been compared with reference to the three different
scenarios generated (small, medium and large) clearly states how the DNN’s contribution is ben-
eficial for the WASP solver. It is known that these kind of solvers suffers from the computational
timing point of view when the input programs start increasing their shape in terms of number of
variables and rules. The proposed approach successfully overcomes this roadblock and demon-
strates to be particularly suitable in this precise situation, taking the default version of the solver
as benchmark. Nonetheless, the methodology needs to be refined and further experimented. The
research community as well is working hard to tackle similar topics to the one under analysis, as
illustrated in Section 5.1.4. The experiments conducted in this context are very challenging and
no similar works have been found during literature review. It is this author’s opinion that there
is still margin of improvement and further steps can be made in this direction to achieve better
performances.
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