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So far, we have addressed several important aspects in the prospect of real-world deploy-
ment of social robot tutors, such as studying the effect of embodiment and social signals in
challenging motor tasks, the development of an architecture for autonomous and incremental
person recognition, and its application for adaptive and personalized tutoring in physical
exercises.

Another aspect we addressed throughout this thesis was the suitability of the presented
solutions to group interactions since it is very likely that robots will interface with groups of
users in several tutoring contexts. The final framework presented in Chapter 6 represents a
possible starting point to study different personalization and behavioral strategies for robots
tutoring groups. Thanks to our architecture, the robot can autonomously manage several
users concurrently and organize its experience to customize future interactions. Nonetheless,
the proposed solutions still do not fully address one last important aspect: the design and
autonomous generation of the robot’s social behaviors that consider the complex dynamics of
groups. In other words, we need to enable robots to understand what action to take, when, and
to whom to address it, all the while considering the different members’ personalities, group
dynamics, and, eventually, their evolution over time. In our tutoring framework, the robot’s
actions, although based on autonomous reasoning and sensing processes, were delivered at
fixed moments of the interaction and based on pre-set rules chosen with the help of an expert
human tutor or based on social theories. However, prior literature also indicated that, due
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to the complexity of group interactions, robot behaviors might have different effects than
originally hypothesized [82, 136, 133]. For example, a robot behavior designed to reinforce
group member performance differences rather than equalize them led to higher perceived
cohesion, inverting the researchers’ hypothesis [133].

Therefore, we choose to take a participatory design (PD) and user-centered approach
to explore how to develop social robots that adapt to the different and complex dynamics
that may arise in group interactions. Such approaches have been used successfully in the
design of social (and particularly socially assistive) robots, e.g., for use in healthcare [89]
and education [5]. To our knowledge, no previous works have applied such an approach
specifically to develop robots for groups.

Indeed, while it is crucial to involve the experts in the design of the robot (as done in
chapter 6), it is equally important and ethical to involve the end-users in this process (of
course, as concerns the sphere of robots’ social behaviors and “personality traits”, rather
than the actual teaching strategy that remains a competence of the expert). Working with
end-users in the process of robot behaviors design and training could help tackle the difficulty
in developing effective and acceptable social robots for groups, even in the long term. From
this point of view, end-users become, as well as the intermediary (therapist/coach), experts
in the interaction domain and thus a valuable resource for developing appealing socially
assistive robots.

What we would like to investigate, specifically, is: 1) the implications of using a partici-
patory design and users-in-the-loop approach to shape the role and social behaviors of robots
assisting groups of teenagers; 2) how this role might need to change over time and among
groups; 3) whether our approach could be a solution to generate acceptable behavior policies
that are both reflective of and responsive to different users personalities and group dynamics.

To address all these questions, I will introduce the work done during my research period
abroad in collaboration with the Social Robotics Lab at KTH Institute, Stockholm, Sweden.
In particular, I will present the results and observations obtained from a two-week summer
school research study with teenagers.

Although the methodology followed in this chapter focused on social robots in the generic
role of assistants for group activities, I believe that the results obtained are of relevance to the
design of socially assistive robots in broader contexts involving group interactions (including
tutoring) and, therefore worth to be presented in the current thesis.

Moreover, children and teenagers, as shown in Chapter 6, are potential and interesting
end-users in tutoring scenarios, and our framework proved suitable and scalable for this
population as well. It is, therefore, appealing to consider what contribution they could bring
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to the design and development of social robots in such contexts, also given the importance
of groups interactions at this age [26]. I will provide a general overview of participatory,
end-to-end design methods (in particular with teenagers) in section 7.1.

Research questions and objectives

Given the growing interest and difficulties in developing robots capable of understanding,
interacting, and adapting to groups, we propose an alternative to the design of hand-crafted
robots behaviors that leverage psychology or social science theories.

In particular, to involve teenagers in the design of social robot behaviors, we combined
a methodology for expert-led design and automation of social robots (previously used
exclusively with adult experts in dyadic interactions [163] and described in detail in section
7.1) with best practices for working with teenagers [21, 22].

As a result, during our summer-school, we (1) engaged teenagers in focus groups and
interviews to discuss robots in groups, (2) involved them in creating a discrete set of robot
actions designed to support group interactions, and (3) invited them to wizard and experience
those jointly designed actions across multiple, in-situ group-robot interactions.

Working with 16 participants (split into three sub-groups) across a 2-week summer school
research study, we explored what role the robot should take, what actions it should present,
and what an appropriate behavior policy might ‘look like’, specifically examining if/how this
varied within and between different groups. Ultimately, our aim was to explore whether data
captured during this operation can be used to train a machine learning (ML) agent for the
production of an autonomous social robot, as per the methodology in [163]. We find this
approach compelling for its potential to simultaneously address the technical challenge of
designing robots for groups while also addressing the ethical imperative to include end-users,
specifically teenagers and children, in the design and development of AI-powered systems,
as per UNICEF’s recent AI policy guidance 1.

However, a detailed analysis of the implementation of ML models and their performance
will not be provided in this thesis, as this was not the primary focus of this study, and further
investigation on this aspect is needed (and planned to be addressed in future collaborative
work). However, I would like to provide insights about the first attempt to automate the
robot and the impressions our participants had about it since it brought interesting points
of reflection about the design implications related to this methodology, keeping in mind
that further analyses are needed to investigate to which extent the behavior of the model
developed can be improved with different methodological choices.

1https://www.unicef.org/globalinsight/reports/policy-guidance-ai-children
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Figure 7.1 Robot-group working sessions setup: teen left is controlling the robot’s actions
(Robot Controller, RC); teen right is reporting on group behavior (Group Observer, GO), and
the three teens in the middle are working on a discussion-based group activity assisted by the
robot (Group Members, GM).

With this work, we provide a twofold contribution. First, we deepen our understanding
of the role/impact of social robots in (teenagers) groups since our repeated robot training
sessions represent the kind of multi-session child-robot interaction study required to probe
beyond the novelty effect. Secondly, we provide an initial demonstration of how ‘group-in-
the-loop’ for the design and automation of social robots might be undertaken in practice,
reflecting on the pros and cons of our approach to inform future developments in this
direction.

We developed our summer school schedule and designed our research study to address
the following research questions:

• How do teens envisage and utilize a social robot to improve their group experience?
Specifically, what required robot action space do they identify, and how do they use it
in group-robot interactions?

• What is the impact of that (peer-designed/peer-controlled) robot on group interaction
and experience? Does this change across different groups? Furthermore, how does it
evolve across multiple interactions?

• What are the pros and cons of our approach? To what extent does this appear to be a
feasible and/or valuable approach to the development of autonomous social robots?
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7.1 Participatory robot design (with teenagers)

Lee et al. provide an overview of how Participatory Design (PD) methods can be applied
to social robotics, highlighting how mutual learning, i.e., two-way exchange between re-
searchers and end-users, can empower the latter to become active robot co-designers [89].
This concept of mutual learning, in line with an overall mutual shaping approach [118], was
fundamental for the design of our summer-school research study. Indeed, we aimed to learn
from teenage participants while simultaneously educating them about social robotics and
AI such that they were empowered to lead our co-design process (the research study part)
but also leave the summer school with an understanding and experience of such that goes
beyond ‘just’ our research study (the summer school part).

Specifically, in implementing PD with teenagers, Björling et al. demonstrated how these
methods could be used to engage with them meaningfully [21, 22]. Especially pertinent to
our current work, this included teens’ in-situ wizarding of robots. More broadly, the value of
working to robots design for children and with children has been repeatedly demonstrated in
HRI (see e.g. [6]). However, to our knowledge, PD with young people is yet to be applied to
robots for groups.

Recent work in social HRI has specifically tried to incorporate PD, mutual learning,
and in-situ evaluation processes into a single end-to-end design, automation, and evaluation
methodology (LEADOR: Led by Experts Design and Automation Of Robots [163]), where
non-roboticist, domain experts can lead all stages of robot design and development.

LEADOR essentially has two key stages: the first stage focus on using participatory
design to identify what the robot should be able to do (i.e., creating its behaviors or action
space) and what inputs the robot should use to decide which action to use when (i.e., creating
its input space). Notably, at this stage, the method does not try to identify any specific rules
connecting the two. This is instead addressed in the second stage, during which the “naive”
robot (with co-designed action and input space but no AI connecting the two for autonomous
operation) is deployed in-the-wild and “taught" how to behave by a domain expert (e.g.,
using ML) during interactions with end-users. As this approach seems very promising in
addressing the design and automation of social robots, we adopted and expanded it to robots
assisting groups.

For our chosen application of robots for teenage groups, recruiting, for example, a
schoolteacher or a child psychologist to take on the domain expert role would be more in line
with how this methodology has been applied previously [162, 130]. However, we decided to
emulate the meaningful participatory design approaches taken by Björling et al. in their work
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with teenagers [21, 22] and rely on UNICEF’s recent policy guidance about the importance
of including children and young people in the design of AI-powered systems. We hope the
proposed methodology will contribute to effectively tackle the challenge posed by the design
and automation of robots for teenagers and groups.

7.2 Methods

7.2.1 Participants and groups

The summer school was advertised via social media, through the university’s internal com-
munication channels, and via a research network of the teaching staff of local schools. Places
were primarily allocated on a first-come, first-served basis while attempting to foster some
diversity regarding participants’ age, gender, and school, thus creating more heterogeneous
groups. On a total of 24 applications, 16 participants were ultimately recruited (8 boys, 8
girls, ages 12-15, M = 12.8), of whom 14 participants attended all 10 days without absence.
Consent forms were collected from each participant in addition to a parent/guardian. Par-
ticipants did not pay and were not paid to attend the summer school, but on-campus lunch
was provided for all attendees every day, and participants were gifted a university ‘goodie
bag’ with pens, mugs, etc., on completion of the summer school. Participants were randomly
assigned to one of three groups (R2D2, Wall-E, and Baymax) primarily under the supervision
of three leading researchers (one of these being myself). Thereafter, we will refer to each
participant with a unique ID whose first letter represents the group they belong to (e.g.,
member 4 of group R2D2 will be R4).

7.2.2 Experimental design

In order to address our research questions, we designed the two week summer school-research
study as per Fig. 7.2. The activity schedule has been designed to allow for:

(i) Debrief and reflection activities: we included dedicated focus group sessions but
also brief, informal group interviews throughout the summer school in order to capture
participants’ qualitative feedback regarding both the robot and our approach. This
included discussions before and after group activities without the robot to facilitate
reflections on the robot’s impact (or lack thereof).

(ii) Participatory and co-design work, including different activities to raise awareness
about multimodal communication in HHI and HRI, and resulting in the co-design
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and refinement of robot’s action space to use in group activities during the ‘working
sessions’ (see next point). As concern instead the input space, we utilized a pre-
designed set of auditory features selected based on previous literature (showing their
pertinence for understanding groups in group-robot interactions [59]).

(iii) Robot-group working sessions: in-situ wizarding of and interacting with the robot
whereby participants took on the role of Robot Controller (RC), Group Observer (GO)
or Group Member (GM) as shown in Fig. 7.1. The aim of these sessions was to observe
how RCs used the robot action space and the impact this had on the group; moreover,
we wanted to collect training data (i.e., training examples made up of each RC action
choice combined with a vector listing the value of each input feature at the moment
that action was selected) with which we could train preliminary ML agents to produce
autonomous robot behavior.

Our overall approach was fundamentally centered around empowering students to lead
in the co-design of a robot group assistant, inviting them to become co-researchers on our
research project rather than ‘just’ participants. For this reason, we refrained from specifying
what the robot should do to make the group working better. In other words, we left it to
participants to tell us what ‘good’ versus ‘bad’ group experience looked and felt like and
what role, if any, a social robot might play in improving such an experience.

In addition to the experimental component of our work, we wanted to provide our
participants with a meaningful and enjoyable experience in which they could learn something
new about robotics and AI while working with their peers, especially after the isolation
enforced by the COVID-19 pandemic. For this reason, we organized additional activities, e.g.
lessons on AI and robotics led by the researchers and coding activities to perform in groups.

While we exposed participants to different social robots during the summer school (e.g.,
Cozmo, Furhat), we limited the design and training work to the NAO robot, a platform
commonly used in child-robot educational contexts (e.g., [130, 84, 92, 7]). The NAO
software development kit (SDK) supported the rapid implementation of the robot behavior
(i.e., our action space) that participants designed across days 1-3 of the summer school.

We were utterly upfront with participants about the nature of our research study. This
applied both to how we briefed them with regards to the purpose of the summer school (i.e.,
our intent to ‘do research’) but also to the transparency of our experimental setup, whereby
the use of cameras, microphones, etc., was all communicated to (and purposefully not hidden
away from) participants. Furthermore, we did not attempt to hide or even distance the robot
controller from the rest of the group during the training sessions (see Fig. 7.1). On the
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contrary, all these elements helped us explain to participants the longer-term goal of our
research regarding using ML techniques on the captured data so that the robot would be able
to behave intelligently, autonomously, based on real-time group behavior.
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Figure 7.2 Timeline of our summer school which provides an overview of the different
activities and methods used to explore and study social robot group assistants for teenagers.

7.2.3 Activities description

To support participants in all the stages of such experience, we prepared different activities
(reported in Fig. 7.2) discussed in detail in the following.

Focus groups and interviews

We used focus groups and interviews at three key stages of the program:

(i) Focus Group 1 - Naive ideas on Application of Social Robots in Groups Contexts: The
goal of the first focus group was to capture teenagers’ expert knowledge with respect
to groups prior to any interactions with the robot or presentation material from the
researchers in order to explore initial ideas of how social robots could support and
improve group work. The session was then supported by a researcher-led presentation
introducing examples of robotics applications from related literature. Researchers
presented several works (i.e., [132, 145, 136, 134]) introducing, for example, a version
of Keepon designed to reduce object possession conflicts [132] and the Micbot used to
balance engagement [145].

(ii) Focus Group 2 - Reflection on the Robot and its Impact: This focus group was primarily
thought to re-visit the topics from the first one. Since participants had the chance
to experience both controlling and interacting with the robot, we wanted to explore
their unique insights following this experience, i.e., what (if any) impact the robot had
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during group working and whether this matched their initial expectations. Also, we
included reflection on the robot teaching experience and RC-GM-GO setup.

(iii) Group Interviews - Removing the Robot: a quick interview with participants towards
the end of the summer school, after they undertook a group activity without the robot
being present.

Focus group and interview sessions were automatically transcribed and corrected by the
researchers. Resultant data was coded for key results following the Framework Method [112]
i.e., using a combined deductive and inductive approach to coding. We, thereby, were
primarily guided by the inductive approach using only a couple of high level initial codes
generated in line with the research question (e.g., robots’ role in groups, social signals to
understand groups dynamics, etc.). The two researchers and myself then independently coded
the data collected from the participant group they had worked with most. Post-hoc inductive
codes based on children observation were generated as required (e.g., robot appearance). The
results were discussed and a final coding scheme was generated for application to all data.

Activities to explore communication and robot abilities

With the researcher-led presentation in Focus Group 1, we wanted to ensure participants had
a realistic idea of social robot capabilities. In addition to that, we also engaged teenagers
in various activities and games to explore robot communicative possibilities. With these
activities, we also aimed to create awareness of different forms of verbal and non-verbal
communication (both in human-human and human-robot interactions). Our ultimate goal
was to help participants when co-designing the robot’s multimodal actions.

These activities included:

• An adapted version of the ‘telephone game’ or Chinese whispers 2 where participants
had to pass a message between themselves with each person using a different single
modality (movement, facial expression, sound etc.)

• Timed group discussions where one participant had to act on a specific prompt (e.g.,
try to encourage the person on your left to talk more) while subject to some modality
constraint (e.g., no speaking)

• An adapted version of the above where participants had to ‘program a robot’ (the robot
being role played by the three researchers across their allocated groups) by instructing

2https://en.wikipedia.org/wiki/Chinese_whispers

https://en.wikipedia.org/wiki/Chinese_whispers
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them how to deliver on that prompt, while we (researchers) made sure only to act out
explicit instructions given, e.g., by keeping a monotone voice and refraining from gaze
or head movements unless instructed otherwise.

Co-design of the robot action space

The iterative robot’s actions design process started with an initial brainstorming session
within groups. These initial ideas were then presented and negotiated among all participants
to decide upon the final set of abstract robot actions. After testing these actions in the first
working session, participants were invited to refine the originally designed actions. Further,
participants designed specific instances for each abstract action class using a multimodal
action design template we provided to help facilitate the process (see Fig. 7.3). Examples of
these actions are given in Table 7.1.

Action Name:

What is the aim of this action?

Is this action aimed at one person in the group, or at everyone/no-one?

When should this action happen?

Figure 7.3 On the left, teenagers working on the design of the robot’s action space, defining
different action instances by using the design template shown in the right panel.

Notably, we had first intended to let each group create and utilize only their actions
instances to increase the feeling of the robot being designed by, and personalized to, their
specific group. However, the students quickly identified that there would be much more
variety in the robot’s actions if all groups pooled their action instances, and all agreed that
they would prefer to take this approach. So, groups shared the same cumulative set of robot
action instances when working with the robot.
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Robot-group working sessions

The group working sessions (time-wise) made up the largest element of the study period.
We briefed participants that these sessions were training sessions for the robot as we would
eventually like to use machine learning to make the robot autonomous based on what they
“taught it". We explained why this meant undertaking multiple and repeated sessions.

Moreover, to answer the research question set out in this thesis, we observed how RC
participants utilized the robot in these group working sessions and the impact on the group
(equivalent to a multi-session HRI study).

The robot controller (RC) role was equivalent to the domain expert teacher referred to in
the LEADOR method [163] who “teaches" the robot which action to perform, when, and
to whom to address it by using the tablet shown in Fig. 7.4. The group observer (GO) role
was designed to reflect the witness role utilized by [22] when undertaking in-the-wild robot
studies with teenagers.

The setup was fixed as per Figure 7.1 such that while 3 out of 5 group members were
working on a discussion-based group activity, one group member was controlling the robot’s
actions (RC), and the final group member (GO) was observing the group to support subse-
quent reflections (using a second tablet to toggle group behavior descriptors, e.g., everyone is
taking part, too quiet/silence and uncomfortable/awkward).

Figure 7.4 Tablet used by the Robot Controller (RC) to wizard the NAO robot during
robot-group working sessions. The RC could choose whether to address a specific action to
the whole group or a single group member.

After explaining the group activity, the students were left to work primarily unsupervised
for each training session. Researchers sat in the adjacent classroom and occasionally checked
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on the group via the door window without interrupting. Sessions were made up of 3x15
minute rotations, in between which participants took quick breaks to complete post-session
evaluations and swap roles, rotating between the RC, GO, or GM. The group activities used
for these sessions included many in-house designed discussion-based activities (e.g., how
to use shared resources to design a smart city or rating the most suitable social robots for
different jobs) in addition to adaptations of publicly available activities (such as the MIT AI
ethics curriculum 3).

The data for analyzing participants’ use of the action space was collected directly from
the system based on ROS. The system automatically noted which action was executed from
the tablet, when it was delivered (i.e., the corresponding set of input features), and to whom
the action was addressed. In addition, the system saved the corresponding group descriptors
provided by the GO. Further, we noted who was RC and GO in each session.

7.3 Results

Teen design of a robot group assistant

Initial ideas on how a robot might help to improve group activities broadly fell into three cate-
gories: prompting interaction/ice-breaking, balance participation/turn-taking, and improving
efficiency and performance. On prompting interaction, all groups identified the potential
for a robot to act as an ice-breaker and to ease awkwardness when interacting for the first
time, as well as to encourage participants to elaborate more on their ideas. On turn-taking,
participants referred to making sure everyone got to speak and encouraging those who were
more introverted. However, there was some hesitation in one of the groups about whether
that was really helpful in groups that already know each other.

On improving efficiency and performance ideas, participants created several actions
centered around promoting the group (or specific individuals within the group) to stay
focused on the goal and keep working towards task completion (see the Focus action in
Table 7.1).

The researcher-led presentation about related prior works [132, 145, 136, 137, 134] also
seemed to strengthen participants’ ideas on using a robot to improve inclusiveness. For
example, Micbot, a robot microphone that rotates in order to equalize speaking time and
participation during group discussions [145], was particularly well-received, with participants
being impressed at how simple yet effective it was at getting all group members to participate

3An Ethics of Artificial Intelligence Curriculum for Middle School Students was created by Blakeley H.
Payne with support from the MIT Media Lab Personal Robots Group, directed by Cynthia Breazeal
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in the discussion: “Well, what I liked about the Micbot...it gave everyone a voice.” (R1).
This potential for increasing inclusiveness seemed to appeal equally to participants who
self-identified as (and were observed to be) extroverted/confident and introverted/shy: “And
it’s going to let the shy person be able to talk...and every one after might not speak over him"
(W4, more extroverted); “I can’t interrupt them and then I am screwed. So I wait and wait
and wait. So this microphone will be really good, so I could talk to the others" (W2, more
introverted).

The three main functions suggested above regarding how the robot might improve group
experience were reflected in the actions designed for NAO (Table 7.1). Moreover, after initial
testing of the robot on Day 3, participants quickly identified that the robot should always
refer to an individual by name when delivering an individual-targeted action. This necessity
had not initially been specified in any of the action instances they had created, seemingly
becoming clear only upon working with the robot directly. We therefore post-hoc added
target name in every (speech-based) individual-targeting action instance (see examples in
Table 7.1).

Use of the robot action space

How different RCs utilized this common action space during group-robot working sessions
varied significantly between groups, reflecting that they were quite different and distinct in
the way they interacted. For instance, as can be seen in Fig. 7.5, RCs in the Baymax group
appeared to use the robot in a teacher-like manner: prompting team members to focus on the
required task and nudging them toward cooperation. The R2D2 group, who appeared (and
self-identified as being) more disciplined and capable of self-managing their teamwork, used
the robot instead in a peer-like manner, mainly as a source of fun and entertainment.

As well as responding to (overall) group dynamics, RCs’ action choices also reflected
their own personalities and those of GM(s) their action choices targeted. For example,
Fig. 7.6 shows the actions executed by and targeted toward two participants within the Wall-E
group when they were in the RC and GM roles, respectively.

When in the RC role, W2 (self-identified introverted, often observed struggling to take
part in the conversation) mainly used implicit modes of communication (look at, nod) and
rarely used more controlling or authoritarian actions (e.g., ask, focus, reminder). When in
the GM role, actions addressed to her by the RCs seemingly tried to increase her engagement
(e.g., asking for her opinion or looking to her to elaborate more on ideas/opinions).

In contrast, W4 (self-identified extrovert, observed to be more often leading group
discussions) received a larger variety of actions, especially those that might be considered
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indicative of greater (unprompted) participation, but also an inclination to engage in off-
topic discussions or become distracted/over-excited (i.e., agree, disagree, focus and praise).
Similarly, when acting as the RC, W4 demonstrated great variety in his use of the action
space, often making use of the joke action as well as the ask and focus actions.

ASK
AGREE
FOCUS

DISAGREE
JOKE

PRAISE
NOD
ELABORATE
LOOKAT
REMINDER

Figure 7.5 Use of the robot’s action space across the groups reflects observed differences in
how those groups behaved and how therefore the robot could help best. For example, the
Focus action was used much more in the Baymax group (a group that appeared to struggle
with maintaining task engagement) compared to R2D2 (a group that worked very well
together) who instead appeared to use the robot as a mechanism for injecting some fun (via
the Disagree action for example) into their group work. Best viewed in color.

Group-robot dynamics and (evolving) impact of the robot on group experience

Our experimental protocol departs from that traditionally used in HRI studies in that our
participants knew the robot was ultimately being controlled by the RC, who was a peer
present in the room and accessible for interaction. Therefore, before discussing the impact
of the robot, we first comment on participants’ perceptions of the robot as an independent
social agent versus an interface or accessory to communication with the RC.

Observations of the training sessions suggested that groups generally followed this
protocol and engaged with the robot rather than the RC most of the time. However, we noticed
some interesting emergent behaviors around this, observing that the RC role essentially
represented an alternate form of group membership rather than the robot itself.

We probed this explicitly during Focus Group 2, asking how participants perceived the
robot and the RC. As group members, participants generally described thinking about the
robot as if it was ‘its own person’ until it did something ‘wrong’: “I can say something dumb
and then the robot disagrees with me, I’m like oh it’s just W4 messing with me" (W6); “if the
robot says something we don’t agree with, we turn to the person [controlling it]” (B1).
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Table 7.1 Final co-designed action space of the group assistant robot. Actions by default
targeted the entire group unless the robot controller indicated a specific individual target via
the teaching tablet (Figure 7.4).

Action Target Example Speech (written by participants)

Ask Opinion Group Let’s discuss our opinion about this!

Ind. Do you have an opinion on this matter [name]?

Agree Group I agree.

Ind. I agree with you [name]

Focus Group Please can we stay focused on the activity?

Ind. Don’t forget the task [name]!

Disagree Group I don’t agree with this.
Ind. I don’t agree with you [name]

Joke Group/Ind I wrote a song about a tortilla. Actually, it’s more of a wrap!

Praise Group Great job everyone!

Ind. "Wow! Good thing you brought that up [name]!"

Nod Group/Ind -

Elaborate Group Really? Why do you think so?

Ind. Can you maybe explain more what you mean [name]?

Look At Group/Ind. -

Reminder Group Remember: teamwork divides the task and multiplies the success.

Ind. [Name] remember that we are a team, we have to cooperate.
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This concept of the RC/robot doing something ‘wrong’ and its potential implications for
our approach are discussed further in the next paragraph. Further comments about how it felt
to be the RC reinforced this idea of alternate group membership: “I like it because I can do
things that I thought would be needed when I was in the group.” (R1) “It’s like you can be a
part of the discussion without really being a part of the discussion. It’s like a ghost almost."
(W3).

Concerning the impact of the robot on group experience, R2D2 generally described being
positively impressed by what the robot could do to improve the group work, but at the same
time, they felt that the robot was less helpful in the long-term since they know each other
better and already work quite well as a group. This sentiment was also echoed in the Baymax
group, more concerning group members becoming less hesitant to speak and hence less in
need of prompting. However, they also identified ways in which the robot did still actively
help, specifically by balancing involvement and keeping the group focused.

W2 W4

GM
RC

Figure 7.6 Use of the robot’s action space by two participants with different personalities
(introverted W2, left plots in red, versus extroverted W4, right plots in blue) when acting
as the Robot Controllers (RC) (top row), versus the actions that other RCs targeted towards
them when being Group Members (GM) (bottom row), with both reflecting their different
personalities.
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The impact of the robot was also evidenced by participants’ comments and evaluations
after undertaking group activities without the robot on Day 9 (see Fig.7.2). R2D2 maintained
their initial feeling that they did not really need the robot but noted it improved their
enjoyment: “These last days we have worked well even like the robot hasn’t needed to do
much. But it’s more fun when the robot is there. So you get like more energy." (R2).

Wall-E group had mixed opinions, with the impact of the robot varying depending on
which three participants took the GM roles. One Wall-E member specifically raised an
interesting idea regarding the robot actually being more important now for groups who know
each other rather than for groups working together for the first time: “If you know people very
well, I think it would help more than if you do not know them... because in first interactions
you wouldn’t be like screaming at them, you would be a little calm to get to know them.”
(W5).

Finally, all Baymax members seemed to agree that the robot was essential in helping
them to work together, noting that they did not work well at all as a group in these sessions
without it; “The robot always reminds you to focus, do things, ask questions, but now it’s so
easy to just lose focus and start talking about something else." (B4).

Reflections on pros, cons and practicalities of our approach for training an autonomous
agent

Firstly, all participants seemed to appreciate our pursuit of their involvement in the design
and development process, with some referring to the importance of end-user involvement in
general and some referring more specifically to their personal involvement in the design of
the robot. This is a strong motivator for the pursuit of such approaches (as it points towards
positive impacts on acceptability and effectiveness) and paves the way to further study of
peer versus self designed robots in these contexts.

However, we will focus for now on the implications of applying a “teen-in-the-loop”
design and automation approach. Between days 9 and 10, we trained a simple ML agent
based on the training data collected. In this way, participants could experience and evaluate a
first attempt at autonomous robot behavior based on the data they had generated throughout
the summer school. We observed that it worked relatively well except for disproportionately
executing the Disagree action. Further work is required to disentangle the extent to which
this reflects our specific choice of algorithms/features selection versus (excessive) use of that
action during training sessions.

However, on observing this, participants quickly surmised that certain RCs might have
biased the ML agent by over-utilizing the Disagree action - not with the intention of compro-
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mising the algorithm, but as a way of teasing their group members. Based on this, we further
probed teenagers on who exactly should be involved in training the robot to be autonomous,
i.e., whether we should collate everyone’s training data or only that of select RCs (or even
researchers ourselves) who were most likely to refrain from doing anything ‘silly’ and model
therefore exemplar group assistant behavior. While participants recognized that some of
them were probably over-enthusiastic in their use of the Disagree action in the final few
sessions, they were also hesitant to lose such behavior completely.

We report from the interview: [Would it have been better if we researchers controlled
the robot then?] “No. Because like you guys are a lot older than us. As a kid, it’s easier to
understand the interaction maybe. (R5) “Yeah I feel like you would have made the robot
a teacher more than a group member.” (R1). Other participants specifically suggested
these somewhat mischievous/silly actions by the RC might ultimately prove crucial for
robot acceptability and impact: “If I had a serious robot in front of me while I’m working
in a group...saying do this, do that... Yeah, I would probably be bored, but if it’s like a
fun robot that takes it serious when needed, but it’s still a fun guy, that would change the
whole perspective." (W4). Perhaps, hinting towards the ideal co-design scenario, one student
did wonder if there might be some way to ‘get the best of both worlds’ by combining the
data and ideas they generated with some from the researchers; another direction worthy of
consideration in future work.

About the training process more broadly, almost all participants preferred being the RC
or a GM rather than the GO during a training session, mostly finding the GO role to be the
most boring. Unsurprisingly, it did not seem to generate the same feeling of extended group
membership compared to the RC, and knowledge that the data generated by the GO might
also be used in the training of the robot did not seem enough to motivate their engagement
with it. GOs often did not consistently track and document group behavior and were generally
quite disengaged, just waiting to swap back into the RC or GM role. Based on this, we would
reconsider our implementation of the GO role in future iterations of this process.

7.4 Discussion

Theories on group development describe how each group and its processes move through
stages (forming, storming, norming, performing, adjourning) [150]. This theory is reflected
in the teen’s views and designs of social robot behaviors. For new groups which are still in
the stage of forming, the robot would represent an ice-breaker, something to help reduce the
awkwardness by asking questions and indicating who should speak. While there was some
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hesitation over whether its role would still be useful for established groups who knew each
other, the robot group working sessions demonstrated that this turn-taking (combined with,
e.g., focus reminders) became crucial for including all group members in the activity, keeping
them on task. Indeed, as these groups got past that initial awkwardness and seemingly moved
through the stages of storming and norming, the politeness driven turn-taking started to
decrease, so we saw the role of the robot evolved from an ice-breaker eliciting discussion to
more of a ‘turn manager’, ensuring all participants (those shyer and those easily distracted)
contributed equally to the task/activity. However, we also observed differences in how the
specific groups behaved throughout the stages resulting in different robot behaviors. For
example, for groups that appeared to self-manage turn-taking and focus, the robot evolved
into a fun-maker, being used to inject fun into the group work.

We conceptualize our groups as being along a spectrum with regards to their need/use
of the robot, ranging from the robot not really being needed but still somehow adding to
the experience (R2D2), to the use/necessity of the robot varying based on the specific sub-
combination of group members (Wall-E), to the robot playing a key role in helping the group
work together (Baymax). We suggest that it might be helpful to consider this spectrum when
designing for group-robot interactions and, for future work, to explore how specific group
dynamics, different personalities of group members, time spent working with the robot as a
group, and other factors might influence where the group is likely to be on it. Ultimately,
it would be desirable to let robots learn how to adapt or o ‘move dynamically’ along the
spectrum, based on a series of features detected both across groups and within a group.

We can also expand these considerations to the specific context of tutoring. We expect the
social behavior of the robot to take into account the group’s evolution over time, as well as the
variability that may exist between different groups depending on the members’ personalities.
Based on this knowledge, the robot’s social behavior may tend more towards a role of an
entertainer, a coach concerned with maintaining order or involving less participative people.

The co-design considerations made with the adolescent are valuable in understanding
what they expect from the robot. It is clear that the peer and participatory co-design process
was hugely important to our participants in their acceptance of the robot. Their ideas
for applying social robots to group work will undoubtedly prove valuable to researchers
interested in designing adolescent group-robot interactions.

Concerning robot automation, the training stage of the LEADOR method is fundamentally
based on the assumptions that (i) co-design will yield an appropriate action space and (ii)
resultant training examples generated by the RC will, the majority of the time, represent
an optimal action policy we want the robot to replicate. In our experience, participants’
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design, use, and evaluation of the action space (combined with post-session evaluation forms)
demonstrated that they were thoughtful robot developers who tailored the use of the robot’s
action space based on the knowledge of their group members and the group dynamics they
were observing. This even extends to the cases of RCs doing something “wrong” (i.e.,
potential “spamming” of “fun/silly” action). At first glance, one might wonder whether
this type of robot, which can sometimes assume a teasing behavior, really represents an
aid to group work or instead becomes a distraction. However, our qualitative data suggests
otherwise; participants we observed to be the most task-engaged, as well as those who were
more interested in social interactions with their group members, all suggested it should not be
gotten rid of entirely and that it might actually be crucial to the robot’s overall acceptability.

This would be worthy of study in future work, as we suspect it is precisely this sort
of behavior that would only emerge from a teen-in-the-loop, peer-designed approach and
would not have emerged if we had employed an adult domain expert to design and train the
robot. Further, our qualitative results also suggest that this fun element would make the robot
credible in the long run, such that users would happily engage with it rather than ignore it as
a proxy teacher figure.

Even if our study was still relatively short-term, each group spent ⇠10 hours working with
the robot, so we suggest our results go some way past the initial novelty effect, demonstrating
that while the role of the robot evolves along this time dimension, it does not necessarily
become obsolete for those groups that need it. Groups may be placed (and dynamically
move) on a spectrum based on their needs from a group assistant robot. We suggest the
presented methodology for the development (and automation) of such robots is a promising
way to address such requirements, and we will further explore the potential for ML-based
approaches to support this in future work.



Part IV

Conclusion



Chapter 8

Final discussion

8.1 Overview

In this thesis, we discussed how social robots could be very promising tools in the assistive
and tutoring fields by addressing critical issues such as the shortage of clinical staff, the
low motivation of patients, and the possible consequent impact on the overall learning
outcomes. Given these premises, we decided to address some theoretical and technological
open challenges aiming at the practical and long-term deployment of such robots within
real-world contexts.

The overarching objective of this work was to contribute to the design and development
of social robots tutors capable of understanding, managing, and personalizing interactions
both with individuals and groups. This goal was successfully achieved with the tutoring
architecture described in Chapter 6, based on the person recognition architecture for HRI
described in Chapters 4 and 5, and informed by the study about the influence of a social
embodied agent described in Chapter 3. Furthermore, Chapter 7 discussed how the involve-
ment of the end-users is valuable in shaping the role and social behaviors of robots assisting
groups’ activity (beyond those related to the pure sphere of teaching) by ensuring long-term
acceptability and effectiveness, particularly among teenagers.

I will now reiterate the philosophy of our approach, and the main pillars followed in
pursuit of these goals.

The complexity and variability of the application contexts targeted in this work do
not allow for easy scaling across different people, groups, and time, as the robot has to
continuously update and readjust to new evidence and new needs of its partners. As a
solution, we believe that robots should be as autonomous as possible in their learning,
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exploiting their first-hand experience via the interaction as a means to cope with incomplete
or incorrect evidence and generalize knowledge. This would also help intermediaries (e.g.,
therapists/coaches) and end-users (e.g., students/patients), generally not experts in robotics,
interact smoothly and naturally with robots, taking full advantage of their potential.

In other words, the interaction should not be seen as ‘the problem’, i.e., a further level of
complexity that hinders the development of intelligent systems, but rather as the solution for
reaching this goal. Unlike other technological devices like computers or smartphones, robots
can actively explore and experience the world, an essential factor in developing cognition.
Although they might perceive it differently from us, they still have access to the reality of
the environment through different sensors. Thus, they should benefit from the possibility
of learning while observing and interacting with their human partners in the same way as
humans, already as infants, do.

Following this approach, we developed a computational architecture to endow the robot
with the ability to autonomously organize its sensory experience in a structured way to
perform the task of person recognition (a crucial social skill to enhance autonomous person-
alization) in a self-supervised way. Our framework leverages human-inspired mechanisms
(e.g., attention, memory) to let the robot proactively collect the data necessary to train and
fine-tune deep-learning algorithms, avoiding relying on the time-consuming human annota-
tion process. We also expanded the architecture to a tutoring scenario to allow the robot tutor
to recognize its pupils, recall personal experiences and information, and behave appropriately.
Furthermore, we leveraged pro-active learning and human-in-the-loop methods to involve
human partners in the process of creating and labeling meaningful training data for the
autonomous generation of complex social behaviors.

Another essential element of this research was multimodality. For example, a multimodal
approach was necessary to let the robot autonomously interact with people (e.g., by using
attentive and reasoning mechanisms based on multimodal cues like faces and voices) and
recognize them, compensating for the inherently noisy nature of HRI contexts. Furthermore,
to develop social and affective intelligence, the robot should exploit different contextual
and sensory cues to model and predict the internal state of human partners. We saw how
this could be important in challenging motor training tasks, where people tended to show
more communicative behaviors when experiencing difficulties and frustration in front of
the robotic agent. Surprisingly, when experiencing greater difficulties, they tended to show
higher values of Valence, which is generally associated with positive feelings, confirming that
taking into account the specific interaction situation is crucial. In this sense, multimodality
plays a fundamental role in understanding and being more aware of the partner’s internal
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state, starting from observing multimodal social behaviors (e.g., facial expressions) and given
a specific context (e.g., the challenge level of the task).

Another objective we sought to fulfill was using ecological and loosely structured inter-
actions to validate the proposed solutions, ensuring their adaptability to multiparty contexts.
This choice stemmed from the desire to port the developed solutions to real-world con-
texts and encourage the study of adaptation and personalization strategies in robot-group
interactions.

This work demonstrated the importance of a multidisciplinary approach in the quest for
artificial intelligence in robotics. It showcased how integrating different scientific disciplines
(e.g., computer, cognitive, and social sciences) can benefit the development of more advanced
and ethical robots. Similarly, the involvement of experts and end-users should be taken into
account in the design and development process.

Finally, to promote reproducibility and scientific progress, we are committed to making
all code and other supplementary material described in this thesis available to the community
through open access platforms such as Github, Youtube, and Arxiv.

8.2 Summary of the contribution to knowledge

After having reiterated the main objective and the approach followed in this thesis, I sum-
marize here the main findings and contributions for each research objective presented in the
first chapter (and further deepened in each experimental chapter (3-7) and corresponding
published works). Each of the research objectives addressed a particular set of research
questions, contributing both technically (by developing software in multiple projects) and
scientifically (by evaluating the approaches’ impact) to the HRI field.

RO1: Understand the impact of a social embodied robot tutor providing physical
assistance in (challenging) motor learning tasks.

As a first research objective, we investigated how a social humanoid robot could influence
participants while learning a complex motor task. The innovative contribution that we
aimed to provide with this study lies in understanding how the training process is perceived
when physical assistance is attributed to the intervention of the embodied social agents
in a particular scenario where high focus and effort play a role. We were also interested
in exploring participants’ communicative behaviors during the task to understand better
which information the robot tutor should exploit in the future to build a comprehensive and
exhaustive user model to rely on when assisting.
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The results showed that learning while interacting with a humanoid social robot trainer
did not affect attention, effort, and perceived competence; it also did not result in a higher
self-reported cognitive workload. However, the involvement of iCub had a significant effect
on the participants’ intrinsic motivation, i.e., the interest and enjoyment they felt while
learning a task (albeit a challenging one), and it mitigated the feeling of frustration in case of
low performance. Since most of the participants were familiar with robots, we believe that
this increase in interest and enjoyment was not attributable to the effect of interacting with
novel technology. No significant differences were found in participants’ performance with
and without the social robot, neither during the training nor test phase. However, the tendency
to show better outcomes of the group interacting with iCub in the first sessions of the test
phase suggests that further investigation is needed to understand whether the presence of a
social agent could help model the dynamics of a particular task, separating the contributions
of the assistance and the task dynamics.

Concerning communicative social behaviors, we observed a significant difference in
facial expression, which was mainly driven by the novelty and difficulty components related
to the task rather than by the robot’s presence. This was probably also influenced by the
high concentration required to perform the task, limiting the interaction with the robot.
Surprisingly, we observed a significantly higher Valence value (generally associated with
positive feelings) when participants experienced a high level of challenge and difficulty,
reflected by low performance. After hearing their opinions and observing video recorded
sessions, we could conclude that their behavior was probably a reaction of sarcasm and
disbelief, together with general discomfort, in facing such a difficult task and not being
able to perform it successfully. These observations suggest that facial expressions can carry
information regarding a person’s state (e.g., the level of challenge they experience), but they
may bring incorrect conclusions if not related to the particular context in which they occur.
Also, correlations between self-reported states (i.e., frustration) of post-questionnaires and
facial expressions were found only in the group working with iCub, suggesting that the
presence of the social agent could have influenced the communicative intent of participants.

With this first work, we reinforced the evidence that the robot could be helpful in a
tutoring role, but its actions were all completely scripted and predefined. The rest of the
thesis focused on overcoming this limitation and allowing the robot to handle interactions
with higher autonomy.
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RO2: Promote long-term personalized interaction with social robot tutors by de-
veloping a computational architecture to autonomously recognize people in multiparty
HRI.

Recognizing a social partner is a crucial aspect in the development of cognition and social
intelligence and an important skill to enable robots to personalize interactions, making them
effective and engaging even after the novelty effect has worn off.

We showed how off-the-shelf machine learning solutions often have a drop in performance
when ported to robotics platforms, given the different nature of the data used in the training
phase and the challenging conditions typical of HRI contexts (e.g., low-resolution sensors,
ever-changing conditions, and real-time requirements).

Our contribution to addressing these issues consisted in the design, implementation,
and evaluation of a computational architecture that allows the robot to 1) organize its
multimodal sensory data in a structured dataset to perform person recognition in an open-set
and incremental manner autonomously; and 2) manage a context of dynamic, loosely-
structured social interaction with multiple partners concomitantly.

The novelty of this contribution lies in the effort to propose a comprehensive solution that
highlights the importance of both the robotic framework and interaction part (e.g., modular
architecture based on human-inspired mechanisms, suitability to loosely-structured multiparty
interactions, pro-active robot behavior) as well as the learning part (use of direct robot
experience in combination with deep-networks, autonomous dataset labeling, incremental
and rehearsal memory approaches).

Through different user studies, we have shown that using our architecture makes it possi-
ble to guarantee autonomous interactions and leverage the current experience to personalize
future encounters, thanks to the creation of a labeled dataset of the robot sensory data. We
then used these datasets to test pre-trained and fine-tuned deep-learning models (in the latter
case, using transfer learning techniques). Our approach allowed us to automate most of the
pipeline to recognize new and already met social partners.Indeed, we relied on an open-set
and, in a way, open-world approach, giving the robot the possibility to add new evidence for
already known classes and also to recognize people not encountered before and dynamically
add them to the system, using interaction as a method to avoid false predictions and thus
create a cleaner dataset and behave adequately.

Our results support the possibility of making robots learn from their experience with
minimal human supervision. Indeed, leveraging the robot’s direct experience can help
improve the model’s performance, avoiding creating new ad-hoc datasets annotated by
humans for each new encountered situation (e.g., recognizing people with and without
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masks). We have also demonstrated that using a multimodal and incremental approach
can help the robot cope with noisy and very variable data, boosting models’ accuracy and
suggesting that this could be a way forward to exploit the full potential of both robotics and
machine learning worlds.

Although further work is needed to address several limitations (discussed in the next
paragraph), equipping robots with such capabilities could be an essential step toward the
meaningful deployment of social robot tutors in real-world contexts.

RO3: Development of a tutoring framework for social robots that will allow for real-
time adaptation and long-term personalization by leveraging the architecture developed
in RO2.

In order to demonstrate how the developed architecture can contribute to the customization
of a tutoring interaction, we extended and integrated it with additional functionalities that
allowed the robot to: 1) behave appropriately with both previously met and new users, 2)
understand and manage tutoring sessions with multiple people, 3) personalize tutoring based
on both current and past user experience.

We tested it in a yoga tutoring scenario, and we showed that the robot was able to
provide real-time hints for adjusting the detected pose, and, in subsequent interactions, it
fine-tuned the complexity of the exercise and gave specific recommendations based on the
experience/performance of previous sessions.

Moreover, another essential point for us was the involvement of an expert in the field
to help design the task and the robot’s coaching behavior, as we believe that this kind of
dialogue should always be present when designing robots for real-world scenarios.

Although it was not possible to carry out extensive user studies due to time constraints,
we tested our framework in preliminary pilot studies, including external demos with groups
of adolescents and children. We thus demonstrated that our architecture is easily scalable
and adaptable to different populations and different levels of expertise.

By presenting the architecture, we provided an initial discussion of how to address
group interactions in such contexts. Indeed, with our work, we want to encourage further
investigation of personalization strategies in multiparty HRI, ensuring that the robot tutor is
both successful in training and socially competent; this means that it should be aware of the
needs of individual students but also of the group’s dynamics that may arise as a response to
particular behaviors.
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RO4: Understand the implications of a users-in-the-loop and peer design approach
for developing social behaviors of robots assisting groups.

As a final contribution to the development of social robot assisting groups, we provided
evidence about how involving end-users (in our case, teenagers) can help design the social
behaviors the robot should exhibit to enhance the group experience. These social behaviors
complement the actions related purely to teaching, which are instead driven mainly by the
expert. We also observed how these behaviors could change among different groups and
personalities. Furthermore, by exploring data collected through in-situ multiple group-robot
interactions, where participants controlled and experienced the jointly designed robot’s action
space, we investigated whether ‘teens-in-the-loop’ could be a valid approach to teach the
robot what to do, when, and to whom, in order to achieve as an ultimate, long-term goal the
autonomous generation of such behaviors. These results are the outcome of a collaboration
with the KTH Institute in Stockholm, where I spent three months for my Ph.D. visiting period
abroad.

Observations about the design, use, and evaluation of the robot’s action space demon-
strated that participants were thoughtful robot developers, tailoring the robot behavior to
the group members’ personalities and observed dynamics (as well as reflecting their own
personalities). This even extended to the cases of the robot controller doing something
apparently "wrong" or unnecessary (i.e., overuse of "fun/silly" actions). However, interviews
with participants revealed that this type of behavior (which could only emerge from this peer
designed approach) could be a crucial element for the acceptability of the robot, making it
credible in the long run, such that users would happily engage with it rather than ignore it as
a proxy teacher figure.

The peer participatory design process was enormously important to our participants.
Their considerations and use of the robot are valuable in understanding what they expect
from it, providing essential insights for research in adolescent group-robot interactions.

As a take-home message, we could conceptualize groups as being along a spectrum with
regards to their need and use of the robot, ranging from groups where the robot was not
really necessary (e.g., self-disciplined groups working already quite well together) but still
somehow adding to the experience, to groups where the robot played a key role in helping
work together (i.e., balancing participation and reminding focus). We believe it might be
helpful to consider this spectrum when designing for group-robot interactions. In our future
work, we would like to explore how specific group dynamics, different personalities of group
members, time spent working with the robot as a group, and other factors might influence
where the group is likely to be on this scale. Ultimately, it would be desirable to let robots
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learn how to adapt or ‘move dynamically’ along the spectrum, based on features detected
across and within groups.

To summarize, the two overarching contributions of the research presented in this thesis
are:

• The development of a computational robotic architecture (linked to deep-learning
networks), designed to perform autonomous open-world person recognition in loosely-
structured HRI scenarios and customize multiparty tutoring interactions on different
temporal levels, enabling robots to learn from their direct experience while interacting
with humans.

• Accumulation of in-depth considerations and findings regarding social robots’ role,
design, and impact in tutoring and assistive contexts for interactions with individuals
and groups.

8.3 Final considerations, limitations and future works

Replicating people’s social intelligence on a robot, e.g., the one observed when a tutor
interacts with the learner, is an arduous task requiring further understanding and the shared
effort of numerous disciplines. While the contribution provided with our current work is
not yet able to fulfill this kind of long-term objective, with the provided theoretical and
technological achievements, we could make some practical and useful steps in that direction
and facilitate the deployment of social robots in real-world scenarios.

Our proposed solutions support the possibility of having robots able to learn from their
experience and through interactions with humans. We believe that the inclusion of this ‘social
component’ of learning is critical in the future development of robots capable of observing
and understanding the world through an anthropomorphic perspective; in other words, robots
able to learn the language of the unspoken, going beyond explicit communication, and able
to understand and anticipate intentions, needs, and emotional states. Furthermore, these
mechanisms will require adapting to individual, cultural and contextual differences.

These challenges inspire and motivate us to explore additional aspects of the current
research that we have not been able to address for different reasons, such as time constraints
and all difficulties coming with the COVID-19 pandemic.

Indeed, this work presents some limitations, and in the following, I will discuss those we
plan to work on in the very short term.
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Firstly, we tested multimodal information fusion only when evaluating the person recog-
nition task as a close-set problem, but we did not yet test the multimodal approach when
evaluating the incremental model. Indeed, although our architecture is designed to collect
data of different nature, such as faces, voices, and other soft-biometric information (e.g., age,
nationality), we have not yet exploited all this information to make more robust predictions.

The yoga architecture was tested only on preliminary studies unfolding over two en-
counters. We plan to validate it on a more structured and extended user study, possibly in
a real-world scenario, to study which adaptation and personalization mechanisms are most
effective for tutoring in groups, as discussed in Chapter 6. In doing so, we will exploit not
only the ability to recognize the partner and the knowledge of the expert (as done so far) but
also all the evidence gathered as concerns expressive cues (presented in Chapter 3, which
we could not implement due to the presence of masks) and that gained from the study with
groups of adolescents (presented in Chapter 7).

In the development of the architecture, we always made an effort to make the framework
suitable for multiparty interactions. However, we treated the group more like a set of
individuals rather than a single entity, without delving into the complex dynamics that can
arise among their members or with respect to the figure of the robot.

We began to address this in Chapter 7, involving end-users in shaping the role, actions,
and behavioral policy social robots should have to be ‘socially intelligent to groups’, making
the experience pleasant and acceptable in the long run.

However, further work is required to understand whether and how ML methods can be
used for successfully generating an autonomous agent that can adapt its behaviors based on
different members’ personalities, groups’ necessities, and the evolution of their dynamics
over time, based on the training data collected with a user-in-the-loop approach.

8.4 Conclusion

This thesis aims to contribute to developing adaptive and autonomous robot tutors that can
interact in a personalized and effective way with both individuals and groups. Accordingly,
we first investigated the influence of embodied social robotic agents on people’s learning
experience and communicative behavior; then, we developed computational architectures to
make robots autonomous in managing the recognition of their social partners in multiparty
interactions. This architecture was extended and exploited in tutoring contexts to investigate
how the robots can autonomously manage tutoring sessions with groups of people with
different needs and expertise, ensuring adaptive and personalized behaviors both in real-time
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and across multiple interactions, thanks to memory mechanisms. Finally, we explored how
the robots’ social behaviors designed by end-users can adapt to different group dynamics and
users’ personalities. With the present work, we have shown that, although much work is still
needed to ensure that robots can understand and adapt autonomously to users, leveraging their
direct experience and the interactions can be an excellent solution to mitigate the complexity
of the problem and facilitate their use and acceptability in real-world applications.

Our proposed solutions presented promising results to further design and deploy person-
alized robots in healthcare and assistance domains. However, the truly reliable, adaptable,
and fully autonomous solutions that can handle variability in user and group behaviors will
need, in the future, to be developed in parallel with real-world studies in order to achieve
personalized robots that can meet user expectations and provide enjoyable and long-lasting
interactions.
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Zelinski, E., and Matarić, M. J. (2017). Understanding social interactions with socially
assistive robotics in intergenerational family groups. In 2017 26th IEEE International
Symposium on Robot and Human Interactive Communication (RO-MAN), pages 236–241.
IEEE.

[135] Spaulding, S., Gordon, G., and Breazeal, C. (2016). Affect-aware student models for
robot tutors. In Proceedings of the 2016 International Conference on Autonomous Agents
& Multiagent Systems, pages 864–872.

[136] Strohkorb, S., Fukuto, E., Warren, N., Taylor, C., Berry, B., and Scassellati, B. (2016).
Improving human-human collaboration between children with a social robot. 25th IEEE
International Symposium on Robot and Human Interactive Communication, RO-MAN
2016, pages 551–556.

[137] Strohkorb Sebo, S., Traeger, M., Jung, M., and Scassellati, B. (2018). The ripple effects
of vulnerability: The effects of a robot’s vulnerable behavior on trust in human-robot
teams. In Proceedings of the 2018 ACM/IEEE International Conference on Human-Robot
Interaction, pages 178–186.

[138] Sun, Y., Chen, Y., Wang, X., and Tang, X. (2014). Deep learning face representation
by joint identification-verification. Advances in neural information processing systems,
27.

[139] Sünderhauf, N., Brock, O., Scheirer, W., Hadsell, R., Fox, D., Leitner, J., Upcroft, B.,
Abbeel, P., Burgard, W., Milford, M., and Corke, P. (2018). The limits and potentials of
deep learning for robotics. The International Journal of Robotics Research, 37(5):405–
420.

[140] Süssenbach, L., Riether, N., Schneider, S., Berger, I., Kummert, F., Lütkebohle, I.,
and Pitsch, K. (2014). A robot as fitness companion: towards an interactive action-based
motivation model. In The 23rd IEEE international symposium on robot and human
interactive communication, pages 286–293. IEEE.

[141] Swift-Spong, K., Short, E., Wade, E., and Matarić, M. J. (2015). Effects of comparative
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