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In this thesis so far, we have presented the development of a computational architecture to
allow the robot to autonomously organize its first-hand multimodal experience in a structured
database and perform incremental open-set person recognition suitable for multiparty HRI.
In this chapter, we will discuss how the architecture could be a valuable means to develop
robot tutors able to customize the interaction with their pupils and behave appropriately with
new users not present in the system. Recognizing users is critical to improving the sense of
familiarity and rapport between the parties, thus enhancing the long-term relevance of the
robot tutor beyond the novelty effect. Additionally, by daily drawing direct information from
the users’ faces, voices, bodies, etc., it might be possible for the robot to learn incrementally
valuable information about their personalities and internal state (as well as any possible
changes over time). This knowledge, together with the information on performance and
progress in therapy, is essential for building long-term adaptive tutoring systems that aspire
to emulate the complex social interactions between therapists and learners. Finding ways
to effectively aggregate, synthesize and generalize all this knowledge to produce socially
intelligent behaviors is still an open challenge. However, enabling robots to infer and update
such knowledge by exploiting their direct experience can help us reach this goal. In this way,
we reduce the need for human operation and make it possible to fine-tune and generalize
learning to contexts not known a priori. Indeed, although the robot would never replace the
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human expert, it is essential to support professionals (who are generally not robotics experts)
with solutions as autonomous and easy to manage as possible.

Notably, our architecture is also suitable for multiparty scenarios. This aspect opens
the possibility for deployment in real-world tutoring contexts unfolding in groups, bringing
advantages both in engagement/motivation and logistical aspects. Additionally, methods
for personalizing tutoring strategy in HRI have been extensively studied for single user-
single robot interaction. It is reasonable to consider that, in the future, robots tutors could
interact with classes rather than just single students. Thus, they might need to adopt tailored
training strategies that consider different students’ profiles concomitantly and different groups
dynamics arising from these profiles.

Research questions and objectives

This chapter will describe how our person recognition architecture has been extended to a
tutoring scenario (namely a multi-session physical task) by integrating it with modules aimed
at adapting the training through real-time performance-related feedback and by considering
users’ past experiences. We leveraged a co-design approach involving HRI researchers and
an expert in the tutoring field (i.e., a rhythmic gymnastics coach).

I will present the final architecture resulting from this collaborative design process,
providing initial observations from its implementation in preliminary pilot studies and demos,
leaving as future work the conduction of a more systematic users study (possibly in real-
world scenarios). The main objective of this chapter then is to provide a practical example of
how the architecture can serve to personalize robotic tutoring, introducing some discussions
on how it can be further used to study personalization in group interactions. The research
questions addressed in this chapter are thus the following:

• How can we use the framework presented in Chapter 5 to build an architecture for
adaptive social robot tutors for groups?

• What core abilities should the robot possess to ensure that tutoring can be personalized
as autonomously as possible in real-time and over multiple encounters?

The presented framework is intended as a first contribution towards the achievement of
the following end-goals for robot tutors: 1) autonomously recognize users and introduce
them to the system if not already met; 2) tailor the social interaction and coaching strategy
(e.g., training program) according to their past experiences; 3) give real-time adaptive
feedback/behaviors according to the current situation 4) do all previous points in a socially
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competent way, i.e., a way that does not compromise the experience of the individual and
that at the same time takes into account possible dynamics arising from the group. We will
continue to address some of these aspects in the next chapter.

6.1 Computational architecture

By exploiting the modularity of our architecture, we easily adapted it to the new tutoring
scenario by modifying the module responsible for the interaction (now called the Yoga
Supervisor) and adding a new module to handle the teaching of the newly designed task
(the Yoga Teacher), as shown in Figure 6.1. In the perceptual system, we added the Pose
Estimation module, which computed the body’s skeleton of the users using the openPose
software [29]. The Working Memory was integrated with new information to keep track
of the participants’ state during the exercise session (is_trained, is_tested), and finally, the
Long-Term Memory was enriched with information about performance and training progress.
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Figure 6.1 Tutoring architecture built upon the one presented in the figure 5.1 allowing
for person recognition, real-time performance tracking and feedback delivery, participant
profiling, and interaction with multiple users
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Yoga teacher module

This module is accountable for all the teaching-related behaviors, including the customization
of the training program. It includes three main components, i.e., a Pose, a Trainer, and a
User Profiler class.

The Pose class computes the list of joint angles (i.e., the angles between two consecutive
body segments) that are important for the correct reproduction of the pose. For example, for
the first pose in Fig. 6.3, it is required to maintain an angle of approximately 90° on the right
knee, computed as the geometric angle between two body segments in the 2D space, in this
case, the thigh and the calf.

The Trainer class deals with all the behaviors related to general coaching, such as
evaluating the performance for each pose based on the differences between the joints’ angles
of the target pose (the one reproduced by the robot and defined by the expert) and the current
pose (the one detected from the user) ± a specific Margin Error (ME) of tolerance (to be
customized based on the context). Other tasks managed by this class include: giving feedback
to correct the posture if there are joints to be fixed and giving praise when there are no longer
any corrections, giving personalized feedback based on past performance (provided by the
User Profiler), showing the poses, and giving generic evaluation at the end of each test
session.

The class User Profiler handles the customization of training for each user, such as setting
the exercise parameters like Pose Retention Time (PRT) or Margin Error (ME) (for example,
by increasing it in the case of children and adolescents in a game scenario). It is also in
charge of computing the skill level used to select the training program and saving, loading,
and analyzing the log files with all the users’ information.

We provide in Table 6.1 a summary of the tasks performed by each module, with the
corresponding description and some examples of implementation.

Yoga supervisor module

The role of this module is to manage the tutoring session, dealing primarily with the interac-
tion rather than the pure sphere of teaching. For example, through communication with the
working memory, the module keeps track of users who have already been tested or trained. It
also deals with the transition through the different phases of the yoga session, such as poses
demonstration, start/end of the training, and start/end of the testing phase. Furthermore, it
decides which other module to start and stop (e.g., sound localization, tracking, etc.) based
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on external signals or events, similarly to the Interaction Supervisor presented in the previous
chapters.

Of course, this module can be easily adapted and modified if one needs a different
interaction design, as demonstrated in Section 6.3.2, where I briefly describe how we
adapted the interaction to a game-like training suitable for younger populations (children and
adolescents).

Table 6.1 Tutoring Modules and their relative tasks with corresponding descriptions. TR =
Training, TS = Test; V = Verbal, NV = Non Verbal (Body + Expressions); LTP = Long-Term
Personalization, RTA = Real-Time Adaptation.

Module Task Description/Examples Phase Modality Adaptation Level

Yoga Teacher

Show the pose Reproduce the pose using the robot body TR NV -

Compute joint angles Starting from body skeleton, compute
joint angles important for that pose TR+TS - -

Compute performance Compute differences between target and
current pose (accuracy and time) TR+TS - RTA

Give general feedback Say corrective utterances.
“Align your elbow with your shoulder” TR V RTA

Motivate/praise “Great! Go on like that!” TR V+NV RTA

Give personalized advice Remember previous error for each pose.
“This time, try to be focus on the knees!” TR+TS V+NV LTP

Test/evaluate user Evaluate users skill and give final score.
“Well done, but you can do better!” TS V+NV RTA

Tailor training program Compute user skill level and deliver
a suitable training program - - LTP

Save/upload log files Save performance information
in long-term memory TS/TR - LTP

Yoga Supervisor
Interact with known
and unknown users

Greetings known users and introduce
new ones in the system TR+TS V+NV LTP

Track participants state Remind users who have already
performed the training/test - - RTA

Switch trough different stage Decide when switching between training/test
phase or other interaction phase - - RTA

6.2 Methods

As previously explained, we could not perform extensive user studies. However, we tested
the architecture through pilot experiments, by recruiting volunteer participants, and by
conducting DEMOs for external visitors of different ages, including children and adolescents
(ages ranging from 7 to 16 years old) (see Fig. 6.6).

The main objectives of these preliminary experiments were to test the expanded architec-
ture and fine-tune (thanks also to the observations of the expert human tutor) the possible
behaviors of the robot and the characteristics of the task (poses to reproduce, parameters,
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etc.). This design process was done to make the complete session enjoyable and adaptable to
people with different skills (both adults and children), not to result in boredom or frustration.

These preliminary evaluations allowed us also to reflect on possible improvements in the
tutoring framework, which users’ behaviors (individual and group-related) the robot should
refer to learn to adapt, and what methods of autonomous learning might be reasonable to
investigate.

6.2.1 Task

We opted for a physical task that can engage all ages, is modular in its difficulty, and is
suitable for groups. Specifically, the task consisted in executing and maintaining different
poses inspired by the yoga practice. In Fig. 6.2, some moments from the yoga training
session are shown.

Figure 6.2 Two moments from the yoga training session: in the left panel, iCub shows a pose
to the participants; in the right panel, the participants try to reproduce the pose, receiving
feedback when it was not correctly executed (as in the case of the participants in the figure
on the left and on the right).

With the help of the expert, we identified three poses for three different levels of expertise
(beginner, intermediate, expert). The poses were chosen by taking into account the degrees
of freedom of the robot movements and the possibility of correctly recognizing the figure in
a 2D plane, as we used the openPose software to detect the skeleton of the participants [29].
The poses involved the whole body, including arms, legs, torso, and head.

We show, as representative examples, one pose for each difficulty level in Fig. 6.3. The
expert chose the poses (top row), which we then reproduced on the robot as a prefixed set of
positions in the joint space (bottom row).
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6.2.2 Experimental protocol

Users met for the first time (i.e., recognized and confirmed as ‘unknown’ as per the procedure
presented in Chapter 5), after being enrolled in the database, began their session from level
one (beginner). The session proceeded then with poses of incremental difficulty, up to a total
of 6 poses per session. For users recognized (and confirmed) as already enrolled in the system
(i.e., met in a previous yoga session), the robot greeted them in a personalized way (e.g., by
saying “Hi Giulia! Nice to see you again!”). At the same time, the Yoga Teacher module
retrieved the information relative to the previous training sessions, and it computed the user’s
skill level, in addition to information about past performance for each pose, including a
detailed report about the joint positions mistaken most often. Thus, for an already known
user, the training program started with an appropriate difficulty level, continuing then with
poses of incremental difficulty (again, for a total of 6 poses per session). All these processes
were handled by the robot autonomously.

Figure 6.3 Examples of one yoga pose for each difficulty level (left: beginner; middle:
intermediate; right: expert) done by the human expert (top row) and reproduced by the iCub
robot (bottom row).

For each pose to learn during the session, there was a first training phase and a second
test phase followed by a final general evaluation.
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Training Phase: during this phase, the robot showed the pose and then invited partic-
ipants to reproduce it, giving real-time feedback when it perceived errors in holding the
figure/posture correctly. An example of correcting feedback was “Try to keep your knee
perpendicular to your foot” or “Raise your elbow at shoulder level”. After the pose was
held correctly for at least 10 seconds, the robot congratulated the user.

Moreover, before demonstrating each pose, in the case of already known users, the robot
delivered personalized feedback based on previous performance relative to that particular
pose (e.g., by saying “This time, when doing the warrior pose, remember to pay particular
attention to keep the arms aligned!”).

For sessions with more than one person at the same time, the training phase could be
handled in two different ways: 1) the robot invited people to train in performing the pose
one at a time, monitoring each person individually; 2) the robot invited everyone to do the
training at the same time but, not having the possibility to monitor everyone simultaneously, it
alternated its attention on the participants (for tutoring feedback) in an equally distributed way.
This latter version is more similar to what a human coach would do and, therefore, preferable.
Additionally, in this way, the participants would have the possibility of self-correcting by
observing each other. However, both solutions relied on an interaction design set a priori.
How can we improve tutoring so that the robot can decide when and how to change its
supervisory behavior during training? A solution would be for the robot to distribute its
resources in a reasoned manner, considering whether and how to shift its attention to specific
team members or, better still, thoughtfully inviting class members to help each other to bridge
any disparities.

Furthermore, thanks to the architecture developed, we could provide the robot with the
ability to respond proactively to users requesting its help, using, for example, audio-visual
attentional mechanisms. However, the management of this eventual phase is also non-trivial
and requires further investigation.

Test Phase: After the training phase, the robot had to assess users’ acquired skills and
save all the information needed to customize subsequent sessions. At this stage, we decided
to address each participant individually. Thus, the robot asked one person at a time to take a
position in front of it (to acquire posture data better) and invited them to reproduce the pose
for a fixed period (PRT). In this phase, the robot gave no feedback, but it saved the position
of all joints in time from which it computed the performance metric, i.e., the ratio between
the number of frames in which the detected pose was correct and the PRT, expressed as a
percentage.
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At the end of this phase, the robot gave general feedback based on the final performance
by saying, for example, “You did great! Go on like that!” or “It was not so bad, but I think
we need to practice more”.

Figure 6.4 From left to right, yarp views showing: iCub cameras visualization, body skeleton
output computed through openPose, simulation of real-time iCub behavior. These interfaces
were visible only to the experimenter to check the correct execution of the experiment and
not to participants.

6.3 Preliminary results

6.3.1 Users evaluation and profiling

We provide in Fig. 6.5 an example of the performance shown by two different participants
during their first session (including 6 poses in total, 3 of beginner level and 3 of intermediate
level, represented respectively by green and yellow bars in Fig. 6.5). As explained before, the
performance was defined as the percentage of time the pose was held correctly during the test
phase and depended on the Margin Error (ME), i.e., the acceptable difference in joint angles
between target and actual pose (the blue line in Fig. 6.5). This threshold was empirically
decided based on observations from the expert human coach and may vary according to the
application context and population (e.g., it was decreased in the case of game-like interactions
with children and adolescents). As shown in Fig. 6.5 (second and third column), joint angles
were constantly monitored in time, triggering feedback from the tutor robot and defining
the final performance and skill level. The latter, in particular, was computed on the basis
of the average performance (and standard deviation) of the 3 poses for each difficulty level;
only when the participant acquired a certain mastery, the challenge level was increased (e.g.,
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by reducing the EM or increasing the PRT) and the training program was readapted with
exercises of appropriate difficulties with a focus on the poses and body parts that proved to
be most critical.
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Figure 6.5 Example of performance from two participants (P1 and P2). On the left: Perfor-
mance of the participants in the first yoga session, starting with the three poses of level 1
(green bars) and going on with three poses of level two (yellow ones). In the middle and on
the right: joints angles in time for pose Warrior (middle) and pose Warrior 2 (right). The
blue line represents the margin error.

Not just a matter of performance

The developed tutoring framework allows collecting in the robot’s long-term memory not only
information regarding the performance and progress in the task, but it also enables the robot
to associate a unique identity to each user with whom it interacts and to save autonomously
and in a structured way samples of face and voice, as well as general information (see
Fig. 6.1). We believe that this, coupled with the possibility of managing interactions of
(albeit small) groups autonomously, represents an innovative contribution to the real-world
deployment of social robots. Although having this variety of data available will not be the
ultimate solution to providing the robot with human-like social intelligence, it represents an
important starting point for the autonomous development of robots’ more complex social
skills.
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6.3.2 Interaction with younger population

The framework was also tested in interactions with children and adolescents on the occasion
of a demo, revisiting the tutoring session explained above in a more game-oriented way
but still valuable for physical training and learning (also about robotics). We tested our
framework with 36 children, interacting with the robot in 6 groups composed on average of
6±4.3 members each (average age 11.1±4.6).

Figure 6.6 Some moments from the yoga task in a gamified version revisited for younger
participants.

Participants performed a modified version of the Chinese whispers game (also known as
telephone game) 1, but instead of whispering a word to each other, they had to “pass a pose”.
The iCub tutor started the interaction by showing the first pose to the first child without the
others seeing it. At that point, the child had to learn the pose thanks to the feedback from the
tutor robot. Subsequently, each child showed the pose to the next until the last child had to
perform the pose in front of the robot, which rated how similar the last pose was to the one it
had initially shown. This process was repeated until each child was the first in the chain. In
this way, each participant was able to experience training and evaluation with the robot tutor
while also collaborating with their peers.

Participants reported they enjoyed the experience and showed no particular difficulty in
reproducing the poses (although their accuracy was generally lower than that of adults, and
therefore the robot’s evaluations considered a higher margin of error). The robot’s feedback
also seemed to be suitable, although in these cases, it is preferable to give more importance

1https://en.wikipedia.org/wiki/Chinese_whispers
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to visual feedback (e.g., showing the pose several times) rather than simply correcting with
verbal feedback.

6.4 Discussion

This chapter showed an extension and application of the previously presented architecture
(for open-set incremental person recognition) in a physical training context to start exploring
personalized systems in multiparty tutoring scenarios. Thanks to our framework, the robot
can autonomously organize its sensory experience during multiparty interactions. Based on
it, it can perform recognition of both previously encountered and new users’, adding the latter
to the system. Finally, we have provided the robot with some abilities essential to fostering
personalized tutoring strategies, leveraging real-time information and previous experience.

As previously mentioned, effectively synthesizing and generalizing all this information
for the robot’s learning process to be successful and adaptive requires further investigation.
However, equipping robots with the ability to deduce (and continually update/fine-tune) this
knowledge by exploiting their direct experience is a fundamental step towards this goal,
as well as an important requirement for facilitating their use by the staff who will act as
intermediaries to the end-users (e.g., therapists, coaches, etc.).

We have shown that our architecture is flexible and adaptable to different contexts and
populations, including children and adolescents. With the help of the human expert coach,
we tried to model the robot’s behavior so that the final interaction was pleasant and effective.
The robot’s ability to recognize people and personalize comments/feedback based on the
performance of previous sessions proved highly appreciated by users in the first pilot studies,
giving them the feeling of being truly followed and cared for by the robot.

Moreover, with our work, we want to encourage further investigation of personalization
strategies in multiparty HRI. Indeed, the robot tutor should be both socially competent and
successful in training in these contexts, meaning that it should be aware not only of the
individual learners’ needs but also of the group dynamics that may arise as a response to
particular behaviors, as it may unintentionally favor one member of the group or disadvantage
another. For example, if the robot’s goal is to maximize the performance of each team
member, it may decide to distribute more training resources to those team members identified
as under-performing in the task, but this may make them uncomfortable or may lead to other
members not feeling monitored enough. How can the robot understand when to prioritize the
“group component” over the “individual component”? And to what extent do the dynamics
observed in humans interactions apply to robot-group interactions in these peculiar contexts?
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It is necessary to explore these aspects more extensively in HRI in order to prevent algorithm-
based learning from resulting in unequal treatment, inter-group bias, and social exclusion of
team members [1].
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