
3

Deep learning in the
preoperative stage

The quantitative analysis of contrast-enhanced Computed Tomography An-
giography plays a crucial role in planning, aortic anatomy assessment, and
pathology identification. Currently, the preoperative evaluation of CTA im-
ages is manually or semi-automatically performed by radiologists.
This chapter describes in depth the deep learning techniques developed to
automate the procedures related to the preoperative phase. An overview
on aneurysm screening and preoperative planning is provided in the first
sections (Sections 3.1, 3.2). Since the aortic anatomy evaluation requires
the delineation of aortic lumen from the CTA and the eventual thrombus
identification, two di�erent pipelines performing lumen and thrombus seg-
mentations have been built (Sections 3.3, 3.4) . The segmentation methods
are both are built on a common schema: a first convolutional neural network
(CNN) is used to coarsely segment and locate the structure of interest from
the whole sub-sampled CTA, then three single-view CNNs are trained to ef-
fectively segment the structure from axial, sagittal, and coronal planes under
higher resolution. Finally, the predictions of the three orthogonal networks
are combined together to obtain a spatially coherent and smooth segmenta-
tion. Section 3.5n automatic aortic aneurysm screening based on the results
obtained from automated lumen and thrombus segmentations.
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3. DEEP LEARNING IN THE PREOPERATIVE STAGE

3.1 AAA Screening
As already described in Section 1.1, an abdominal aortic aneurysm (AAA)
is an arterial wall dilation with a lumen diameter at least 50% greater than
normal [40]. AAA can be treated with EVAR or OSR when it is detected.
However, the aneurysm commonly remains asymptomatic until its rupture,
that is one of the most serious emergencies in vascular surgery [41]. In
addition, AAA detection with diagnostic procedures is usually possible only
if the aneurysm is large and may already be at risk for rupture [42]. In Italy,
AAA rupture causes almost 6000 deaths per year. AAA rupture occurs
mainly in men over the age of 65 years and with an AAA diameter bigger
than 5 cm [41]. This condition is more common in men than in women [43].
The mortality for ruptured abdominal aortic aneurysms may vary between
85% and 95%. Most patients die before arriving at the hospital, while the
30-70% of those who arrive alive at the hospital survive [44]. By contrast,
when the aneurysm is detected and treated before rupture, the mortality rate
is lower than 5% [41].

AAA screening is usually performed by trained technicians using ul-
trasound (US) examination [45]. Ultrasound-based screening reduces AAA
mortality and are cost-e�ective, reasons why these screening programs have
been carried out in several countries [46]. Besides US examination, CT scans
can be used to detect asymptomatic AAA.
As an increasing number of patients are undergoing computed tomography
(CT) to detect various types of abdominal diseases, these CT acquisitions
represent an opportunity for radiologists to detect asymptomatic AAAs. In
these circumstances, AAAs occur in 1% of abdominal imaging procedure.
However, since the CT acquisition is performed to identify other diseases,
the aorta may not be analyzed and the AAA may remain undetected [42].
In their study, Claridge et al. [42] have shown that there is a significant AAA
prevalence (5.8%) in men and women over 50 years undergoing CT exam-
inations. Whereas for some of them AAA detection will provide no clini-
cal benefit because of comorbidities, most will receive specific treatments or
surveillance. Thus, the final prevalence of clinically relevant AAAs in the
study is 4.1%.
One of the major advantages is that patients who would not normally be
recruited in US-based screenings are included in the patient cohort. Patients
aged 50-64 years are not usually included in screening programs as their AAA
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3.1. AAA SCREENING

Figure 3.1: Example of the Chichester AAA US-screening program and
surveillance pathway [47]. Only men older than 65 years participate in the

screening.

prevalence is considered too low to justify screening. The study cohort also
included women, who are typically excluded by US screening programs as
the AAA prevalence is considered too low.
Thus, CT screening allows the examination who would normally be excluded
from US screening, but who may still present an AAA. Moreover, the CT
scans have already been acquired to evaluate type of abdominal diseases,
and no extra acquisitions or costs are needed. For both US- and CT-based
screening, aneurysm diameter is used as key information to determine pa-
tient treatment. Based on perspective studies, practice guidelines recom-
mend monitoring the patient until the aneurysm reaches 50-55 mm, then
surgery should be considered [48]. However, there is no consensus on the
definition and measurement of maximum AAA diameter [49]. In fact, AAA
diameters can be measured on single orthogonal planes (axial, sagittal, or
coronal plane) or considering reconstructed cross-sections perpendicular to
the lumen centerline [50]. AAA diameter measurement is subject to intra-
and inter-operator variability: this aspect should be taken into account espe-
cially when the measured diameter is close to the clinical threshold used for
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3. DEEP LEARNING IN THE PREOPERATIVE STAGE

intervention [49]. Using semi-automatic software requiring minimal opera-
tor intervention to perform centerline extraction and diameter measurements
can increase measurements reproducibility [51,52].

3.2 Preoperative endovascular planning

CTA is the standard imaging modality used for pre-procedural planning of
endovascular repair, while MRI is an alternative for patients who cannot re-
ceive iodinated contrast [53]. Axial CT slices are most commonly used to
compute the maximal aneurysm diameter, considering both patient lumen
and thrombus [2]. Usually, 3D workstations are used to perform multipla-
nar 3D reconstruction of the preoperative images and to extract the lumen
centerline to plan the procedure. Despite the workstations allow the semi-
automatic computation of the centerline, the operators still have to perform
manual measurements of length, diameters and angulation [54].
To perform AAA planning, aortic neck diameter is computed at the level of
the most inferior renal artery and 15 mm distal to the lowest renal artery
is evaluated (D1 and D2 in Figure 3.2, respectively). The assessment of
the aortic neck anatomy is critical for a successful stent-graft deployment
and long term results. An aortic neck less than 1.5 cm in length, neck an-
gle greater than 60° relative to the axis of the aneurysm and the presence
of calcification or thrombus are adverse features for EVAR [2]. The lowest
renal artery to aortic bifurcation length is computed as well, together with
the aortic bifurcation diameter. The lower renal artery to iliac artery length
is computed for both the left and right arteries separately, and the left and
right external diameters are extracted (Figure 3.2). Also thoracic endovascu-
lar repair (TEVAR) planning requires the analysis of geometric aortic feature
to identify the appropriate landing zones to deploy the stent graft.
After the key measurements are taken, the most appropriate stent size and
configuration is selected. For both EVAR and TEVAR, the measurements
of artic diameters and length are performed manually, thus the measures are
subjected to inter-operator and intra-operator variability.
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3.2. PREOPERATIVE ENDOVASCULAR PLANNING

Figure 3.2: Measurements for preoperative EVAR planning [55]

Parameters Zenith Excluder Endurant

Neck angle –1 [deg] Ø 120 Ø 120 Ø 120
Neck diameter D1 [mm] 18-28 19-29 19-32

Neck length L1 [mm] Ø 15 Ø 15 Ø 10
CIA diameter D5 [mm] 7.5-20 8-18.5 8-25

CIA length L3 [mm] Ø 10 Ø 10 Ø 15
Femoral artery diameter [mm] Ø 8 Ø 8 Ø 8

Table 3.1: Manufacturers anatomical suitability guidelines for EVAR. The
criteria used to assess patient anatomical suitability for EVAR are reported [56].

The considered parameters are displayed in Figure 3.2.
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3.3 Preoperative Aortic Lumen Segmentation
Computed Tomography Angiography (CTA) is one of the primary imaging
technique used to assess, manage, and monitor abdominal aortic aneurysms.
Accurate segmentation of the aortic lumen from CTA scans is a critical step to
measure aortic length and diameters in order to facilitate the sizing of endo-
grafts [57]. Besides the clinical applications, the aortic models obtained from
segmentations can be exploited to perform numerical simulations [58]. Com-
mercial software are used to measure aortic lengths and diameters to opti-
mize the sizing of endografts considering the patient-specific vessels anatomy.
However, these software are semi-automatic and require user initialization
to perform aorta localization and measurements [59]. An automatic tool
performing aortic lumen segmentation from CTAs would standardize and
speed-up the segmentation process.

In the last years, deep learning (DL) techniques have achieved impres-
sive performances in the field of medical image analysis, dealing with crucial
tasks like classification, segmentation, and detection [12]. In particular, some
studies have proposed deep learning methods in the cardiovascular field.
Larsson et al. proposed a fully automatic method to perform the segmen-
tation of abdominal organs including abdominal aorta [60]. A feature-based
multiatlas approach is exploited to coarsely localize the organ, then a 3D
Convolutional Neural Network is used to segment the structure of interest.
The overall dataset used in this study included 70 CT scans of abdominal
organs. Lopez et al. designed a fully automatic pipeline to detect and extract
the intraluminal thrombus from CTA scans [61]. A 2D CNN is used to per-
form thrombus segmentation, then the spatial consistency between sequential
slices is enforced by applying a Gaussian filter along the z-direction. The ex-
ploited dataset is composed by 13 postoperative CTAs. This study has been
subsequently extended replacing the 2D CNN with 3D CNN [62]. Noothout
et al. designed an automatic method to segment the ascending aorta, the
aortic arch and descending aorta from low-dose, non-contrast-enhanced CT
scans [63]. In the proposed pipeline, a dilated convolutional neural network is

This section is based on the following publication:

Fantazzini, Alice, Mario Esposito, Alice Finotello, Ferdinando Auricchio, Bianca Pane,
Curzio Basso, Giovanni Spinella, and Michele Conti. "3D automatic segmentation of
aortic computed tomography angiography combining multi-view 2D convolutional neural
networks." Cardiovascular engineering and technology 11, no. 5 (2020): 576-586.
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3.3. PREOPERATIVE AORTIC LUMEN SEGMENTATION

applied on axial, coronal, and sagittal planes, then the predictions obtained
from single-view models are averaged to provide the final segmentation. The
whole dataset used in this study is composed of 24 CT scans.
In the work by Mohammadi et al., the aorta is detected in CTA scans using
a patch-wise CNN classifier [64] and the lumen diameters are used to predict
the risk of AAA.
Few studies have been carried out for the automatic segmentation of aortic
lumen in type B aortic dissection. Cao et al. proposed a 3D deep learning
model to perform multitask learning and separately segment the true and
false lumen [65]. The dataset used to train the 3D CNN is composed of 276
CTA scans.
Despite some works based on DL have been already proposed to perform
detection and segmentation of aortic lumen and thrombi, most of them are
based on 2D CNNs and do not consider 3D spatial coherence. Moreover,
these works are designed to segment specific parts of the aortic lumen (tho-
racic, abdominal, or iliac) or thrombosis.
To overcome such limitations, we have developed a DL approach to locate
and segment the aortic lumen from thoracic aorta to the common iliac arter-
ies, including branch vessels in the aortic arch and abdominal segment, and
accounting for spatial consistency. Since deep learning approaches are data
and memory demanding, the whole pipeline exploits 2D CNNs instead of 3D
CNNs.
The proposed approach for automatic aortic segmentation is described in Fig-
ure 3.3. In particular, we have implemented a fully automatic pipeline for
preoperative aortic lumen segmentation, relying on a first CNN to coarsely
segment and locate the aortic lumen from the whole CTA scans followed by
other CNNs for its finer segmentation. The first 2D U-Net is trained on
low resolution axial slices in order to localize and coarsely extract a prelim-
inary aortic mask from CTA scans. The extraction of a Region of Interest
(ROI) is performed both to reduce the needed memory and to focus on the
information that is crucial to segment the aorta. The identified ROI is then
processed by 2D U-Nets trained on axial, sagittal, and coronal planes that
are obtained extracting 2D slices along the x, y, and z axes of the CTA scan
under higher resolution. The predictions provided by the three planes U-Nets
are then combined to provide a final segmentation that is spatially coherent,
overcoming the limitations of single-plane CNNs.
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Figure 3.3: Proposed method for aorta segmentation.On the left, the coarse
localization of aorta is performed on down-sampled images. On the right, models

trained on axial, sagittal and coronal axes are used to perform single-view
segmentations from the cropped CTA volume. The final segmentation is

obtained by integrating the three orthogonal segmentations.

3.3.1 Dataset
The dataset used in this study has been provided by IRCCS San Mar-
tino University Hospital (Genoa, Italy) and consists of 80 preoperative CTA
scans regarding patients with abdominal aortic aneurysm as primary pathol-
ogy. Patients with other diseases such as aortic dissections and thoracic
aneurysms were not included in this first study. All the subjects involved in
the study have signed the informed consent form, allowing the treatment of
their anonymized data for research purposes. Given the retrospective nature
of the analysis and the usage of anonymized data, we have not submitted the
ethics committee/IRB application. The mean age of the patients was 75 years
(range 60–91 years), with a male predominance (86% males compared to 14%
females). Each CTA scan has been semi-automatically segmented by trained
experts using the ITK-Snap interactive too [66]. The ground truth (GT)
segmentations include thoracic, abdominal, and iliac aortic segments. In
addition, aortic arch branch vessels (innominate artery, left common carotid
artery, and left subclavian artery) and abdominal aortic branch vessels (celiac
trunk, superior mesenteric artery, left and right renal arteries) were included
in the segmentations. The branch vessels were segmented up to a distance
of 2 cm from the beginning of the branch.
The CTA volumes and corresponding segmentations have been divided into
three groups:

• Training set with 64 CTA scans
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• Validation set with 6 CTA scans

• Test set with 10 CTA scans

The partitioning of patients into training, validation, and test sets is done
in a completely random fashion to avoid introducing bias into the algorithm.
Obviously, the axial, sagittal and coronal views into which the single CTA
volume is decomposed are used in the same set. During training, slices from
the training set are shu�ed at the end of each epoch so that the mini-batches
contain slices from di�erent patient CTAs.
While the train and the test sets are used to train and evaluate the net-
work, the validation set is used in three di�erent ways. During the training
process, the validation set is employed to prevent data overfitting through
early stopping regularization. After training, the validation set is used to
select the best binarization threshold used to binarize the raw probability
maps provided by the network. Finally, the validation set is also exploited to
select the integration approach used to combine the single axis predictions.
In future developments, k-fold cross validation could be included to have a
more robust estimate of the performance of automatic segmentation.

3.3.2 Data preprocessing
Data preprocessing is crucial to properly train the deep learning networks;
in the following, all the steps involved in data preprocessing are described:

• Voxel size normalization
Since input scans have varying spatial resolution (pixel size 0.76 ± 0.08
mm, spatial thickness 0.75 ± 0.26 mm), the CTA pixel size has been set
to 0.73 mm and the slice thickness to 0.62 mm to enable the network
to properly learn the spatial semantic. The selected pixel size and slice
thickness are computed as the median pixel size and thickness in the
dataset.

• Window level adjustment
In order to enhance the aortic lumen in the CTA scans, the window
level has been set to 200 Hounsfield Units (HU) with 800 HU window
width, resizing the image intensity between 0 and 255.

• Resizing
In order to train the first U-Net and coarsely extract the aorta location,
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Methods Coarse
segmentation

Finer axial
segmentation

Finer sagittal and
coronal segmentation

Degree range for rotations [-10°, +10°] [-7°, +7°] [-7°, +7°]
Width shift range [-20, +20] pixels [-22, +22] pixels [-22, +22] pixels
Height shift range [-22, +22] pixels [-22, +22] pixels [-72, +72] pixels

Zoom range [0.85, 1.15] [0.85, 1.15] [0.85, 1.15]

Table 3.2: Data augmentation parameters for lumen segmentation.

the axial slices have been down-sampled to 128x128 pixels (with down-
sample factor = 4).

• ROI Extraction
Given the preliminary axial segmentation, a cuboid of dimension 144x144x480
centered in the aorta is used to crop the CTA images at higher reso-
lution (down-sample factor = 2) and exclude part of the background.
The cuboid is used to train axial, sagittal, and coronal U-Nets.

• Data Augmentation
Random rotations, shifts, and zoom factors are applied to the slices
during the training process to augment both the training and the vali-
dation sets (Table 3.2).

3.3.3 Aortic Segmentation Pipeline
The segmentation pipeline is composed by three major modules, that include
aortic lumen localization in the CTA scan, single view segmentation (axial,
sagittal, and coronal), and multi-view aggregation. In the following, each of
the above-mentioned modules is described.

1. Localization
Segmentation is considered as a binary classification problem where
each pixel in the image is classified as belonging to aorta or background.
A first 2D U-Net model [25] is used to extract the aortic lumen from
the axial plane. As already mentioned in the previous section, this
preliminary network is trained and validated on low-resolution CTA
downsampled to 128x128 in order to reduce the needed memory. The
probability map provided by the 2D coarse segmentation model is bina-
rized with a binarization threshold that maximizes the Dice Coe�cient
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(DSC) on the validation set. Once the binary segmentation is ob-
tained, the center of aortic lumen is computed considering the biggest
connected component in the segmentation.

2. Single-view Segmentation
Given the aortic centroid computed at a lower-resolution, the CTA
scans are cropped with a cuboid of dimension 144x144x488 at higher
resolution. The cropped scans have half resolution with respect to the
original CTA volumes to deal with memory needs. The region of in-
terest (ROI) extracted from the CTA volume is parsed into 2D axial,
sagittal, and coronal views. According to Noothout et al. [63], a sepa-
rate deep learning model is trained for each orthogonal plane using the
same U-Net architectures and hyper-parameters. The three networks
are trained using the same CTA images, but taken from di�erent per-
spectives.

3. Multi-view Aggregation
Three di�erent CNNs have been separately trained on axial, sagittal,
and coronal planes to deal with the need for 3D spatial coherence in
segmentation. The outputs provided by the single-view networks are
2D probability maps where each intensity value represents the proba-
bility of a given pixel being aortic lumen or not. According to Lopez et
al., each 3D prediction map is obtained by concatenating the 2D prob-
ability maps and applying a Gaussian filter along the z-direction [61].
As already performed in the coarse segmentation task, the single-plane
3D label map is computed by binarizing the prediction map with a
threshold maximizing the DSC on the validation set. The aggregation
step is used to regularize the voxel prediction by considering the spa-
tial information from the orthogonal views. Three di�erent approaches
have been implemented to integrate the axial, sagittal, and coronal
segmentations:

(a) Majority Voting
Each network makes a prediction for the voxels in the CTA scan,
and the corresponding binary segmentation maps are generated.
According to the approach followed by Zhou et al., each label
(aorta or background) is assigned to the voxel in the final segmen-
tation following the majority voting rule among the predictions of
the single-plane networks [67].
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(b) Simple Average
Following the approach adopted by Noothout et. al, the raw
single-view probability maps are averaged to compute the final
prediction [63]. Each voxel x in the final prediction is computed
as follows:

pfinal(x) = 1
3pax(x) + 1

3psag(x) + 1
3pcor(x) (3.1)

with pax(x), psag(x), and pcor(x) the voxel prediction in axial, sagit-
tal, and coronal views respectively. The final binary segmenta-
tion is computed by thresholding the obtained averaged prediction
map.

(c) Integration of Majority Voting and Averaging
Given the axial, sagittal, and coronal binary segmentations, if the
three networks agree on the same label (aorta or background), the
probability value in the final probability map is set to be 1 if the
label is aorta, or 0 if the label is the background. Otherwise, the
final voxel probability is obtained averaging the raw probabilities
following the previous formula, as proposed by Lyksborg et al. [68].

3.3.4 Data Analysis
The aortic segmentations obtained with the developed pipeline must be com-
pared with the ground truth annotations performed by trained experts. Dif-
ferent types of criteria are used to quantitative evaluate the quality of the
produced segmentations:

1. Overlap measures
The Dice coe�cient (DSC) is used to evaluate the performance of the
multi-view network as an overlap measure between the predicted and
the ground truth segmentations. The Dice coe�cient between two bi-
nary segmentations is defined as follow:

DSC = 2|GT fl P |
|GT |+|P | (3.2)

where GT is the ground truth volume and P is the automatically seg-
mented volume. The Jaccard index (JAC), defined as intersection be-
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tween the two volumes divided by their union (IoU), is further consid-
ered:

JAC = |GT fl P |
|GT fi P | (3.3)

A visual explaination of the computed coe�cients is reported in Fig-
ure 3.4.

2. Symmetric surface to surface distance
This criterion is used to evaluate how closely the surfaces generated by
the predicted and the ground truth segmentations align. The distances
are obtained by means of the distance maps proposed by Maurer et al.
[69]. Mean and standard deviations of the surface-to-surface distances
are used to represent how the two surfaces globally align, while the
maximum distance is used to represent the spurious errors.

Figure 3.4: Overlap Metrics. The Jaccard index (here reported as IoU) and the
Dice score are reported. The more the predicted segmentation (in red) and the

ground truth segmentation (in blue) overlap, the higher the value of the
computed scores. [70]

3.3.5 Experiments and Results
Network Training

The experiments were performed using 80 CTA scans acquired in the same
hospital. Both training, validation and testing were performed on a NVIDIA
GeForce RTX 2080 Ti graphic card with CUDA compute capability = 7.5,
under Windows operating system.
The segmentation pipeline was completely developed using Python. The deep
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learning models were implemented using Keras framework based on Tensor-
flow (TF) with GPU support. To train the models, binary cross-entropy was
used as a loss function, and Adam optimizer with learning rate lr = 0.0001
was adopted to perform the parameters optimization. In each iteration, a
mini-batch containing 20 and 10 slices randomly sampled from the training
set was provided to the first CNN and to the single-view CNNs, respectively.
The images in the minibatch were modified on the fly with random rotations,
shifts, and zoom factors (Table 3.2) to perform data augmentation and make
the training process more robust to image variations. The loss function
evaluates each pixel individually by comparing the output predicted by the
network to the ground truth label. For each pixel in the segmentation mask,
the loss L can be defined as follows:

L = ≠[y log(p) + (1 ≠ y) log(1 ≠ p)] (3.4)

with y the pixel label (0 = background; 1 = aorta) and p the probability
that the pixel belongs to the aortic lumen.
In order to reduce data overfitting during the training process, both dropout
and early stopping have been exploited as regularization techniques. To
implement the early stopping strategy, we have evaluated the loss on the val-
idation set at the end of each training epoch. The training process is stopped
after 15 epochs (e.g., patience = 15) with no progress on the validation set.
Then, the model with the lowest error on the validation set is kept as the
final model.
The overall time needed to train the first U-Net and the single-view U-Nets
are reported in Tables 3.3 and 3.4, respectively.

Aortic Lumen Coarse Segmentation and Localization

Since the first U-Net is just aimed at coarsely identifying the aortic lumen
in the CTA scans, the performances were evaluated only in DSC terms,
regardless of Jaccard score and surface to surface distances. Indeed, this
first segmentation task is just intended to localize the aortic lumen in the
low-resolution CTA to exclude the background areas and focus the attention
on the Region of Interest. Table 3.3 lists the average ± standard deviation
DSC achieved on the 10 test scans.
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Summary Axial
Coarse Segmentation

Training CTA 64 (61507 2D slices)
Validation CTA 6 (5795 2D slices)

Test CTA 10 (9033 2D slices)
Image Dimension [128, 128]
Number of epochs 19

Training time [min] 111
Binarization threshold 0.4
DSC on the test set 0.92 ± 0.01

DSC on the validation set 0.92 ± 0.03

Table 3.3: Coarse axial segmentation summary. The quantitative results
obtained on the test set and validation set are shown in the last columns on the
right. The reported binarization threshold maximizes the DSC on the validation

set.

Single-Plane Lumen Segmentation

Axial, sagittal, and coronal U-Nets were separately trained on the CTA
cropped around the area of interest. Table 3.4 reports the average ± standard
deviation Dice coe�cients achieved on the 10 test scans.

Multi-view Aggregation

Multi-view aggregation is the final step in the developed pipeline. Three
di�erent approaches have been implemented to integrate axial, sagittal, and
coronal predictions into a final segmentation. The evaluation of the inte-
gration approaches have been performed on the validation set. As shown in
Table 3.5, the three approaches provide similar results in terms of overlap
and surface measures.
The integration methods based on simple averaging and the combination of
majority vote and averaging provide the same results to the fifth decimal
place, so they can be considered equivalent (Table 3.5). However, since the
combination of majority vote and average is superior to the simple average
(although considering the sixth decimal place), the combination of majority
vote and average is selected as integration method to evaluate the quality of
the final segmentation.
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Summary Axial
Segmentation

Sagittal
Segmentation

Coronal
Segmentation

Training CTA 64 (47087 2D slices) 64 (11658 2D slices) 64 (11122 2D slices)
Validation CTA 6 (4744 2D slices) 6 (1063 2D slices) 6 (1113 2D slices)

Test CTA 10 (7411 2D slices) 10 (1727 2D slices) 10 (1775 2D slices)
Image Dimension [144, 144] [480, 144] [480, 144]
Number of epochs 18 35 36

Training time [min] 252 378 327
Binarization threshold 0.40 0.45 0.40
DSC on the test set 0.920 ± 0.016 0.915 ± 0.038 0.913 ± 0.019

Table 3.4: Single-view segmentation summary. The quantitative results
obtained on the test set are shown in the last column on the right. The reported

binarization threshold maximizes the DSC on the validation set.

The results obtained with multi-view aggregation have been compared
with those provided by single-view segmentations to evaluate the impact of
the proposed approach on the test set. As it can be noticed from Table 3.6,
the integration of orthogonal segmentations provided better results compared
to those obtained with single view segmentations.

The quantitative measures of performance achieved with the single-view
and the multi-view models on individual test patients are reported in Fig-
ure 3.6. Patients with ID5 and ID6 present the lowest DSC and Jaccard
index as well as the higher mean and maximum surface-to-surface distances.
Patient with ID5 has an orthopedic prosthesis that caused artifacts in the
acquired CTA. The high maximum surface-to-surface distance is caused by
the fact that part of the prosthesis has been segmented as part of the aorta
(Figure 3.7). As regards the patient with ID6, we have noticed that parts of
vessels near the aorta have been included in the predicted segmentation, in-
creasing the number of false positives. Probably, the network segments parts
of those vessels as they have similar features to those of the aorta and the
other branches included in the ground truth segmentations (Figure 3.7). In-
creasing the training set may reduce the errors highlighted for patients with
ID5 and ID6. Including more patients with orthopedic prosthesis may avoid
the errors encountered in ID5 segmentations, reducing the number of false
positives. Besides, the inclusion of CTAs with heterogeneous anatomies may
increase the network ability to correctly identify the aortic lumen making the
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Figure 3.5: Distribution of maximum AAA lumen diameters.

segmentation more robust. For example, Figure 3.5 shows that the current
dataset includes mainly patients with maximum AAA diameters between 30-
45 mm. Patients with aortic lumen dilations greater than 60 mm are few in
number: including more patients with these morphological characteristics in
the dataset could allow the network to further improve performance.

A qualitative evaluation of the results provided by the developed pipeline
is presented in Figure 3.8 and 3.9, where the aortic segmentations performed
by the experts are overlaid with the segmentations obtained with multi-
view aggregation. In Figure 3.8, the segmentation provided by the proposed
method is smooth and e�ective. In Figure 3.9, the final result presents some
spurious errors. Figure 3.10 presents the 3D models generated from the
automatic and ground truth segmentations represented in Figures 3.8 and
3.9.
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Scores Majority voting Simple averaging Integration of majority
voting and averaging

Dice coe�cient 0.929 ± 0.021 0.930 ± 0.021 0.930 ± 0.021
Jaccard coe�cient 0.869 ± 0.037 0.870 ± 0.036 0.870 ± 0.036

Mean surface
distance [mm] 0.575 ± 0.193 0.559 ± 0.188 0.559 ± 0.188

Maximum surface
distance [mm] 32.888 ± 10.17 28.020 ± 5.807 28.020 ± 5.807

Table 3.5: Performances of di�erent multi-view aggregation approaches on the
validation set. The reported binarization threshold maximizes the DSC on the

validation set.

Scores Axial
view

Sagittal
view

Coronal
view

Multi-view
Integration

Dice coe�cient 0.920 ± 0.016 0.915 ± 0.038 0.913 ± 0.019 0.928 ± 0.013
Jaccard coe�cient 0.853 ± 0.02 0.845 ± 0.060 0.841 ± 0.032 0.866 ± 0.023

Mean surface
distance [mm] 1.457 ± 0.695 2.451 ± 3.680 1.363 ± 1.179 0.711 ± 0.644

Maximum surface
distance [mm] 121.772 ± 27.356 75.073 ± 42.470 82.364 ± 31.086 50.059 ± 37.285

Table 3.6: Performances provided by single-view and multi-view segmentations
on the test set.
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Figure 3.6: Quantitative evaluations at single-patient level. The Dice and
Jaccard scores, together with mean and maximum distance measurements, are

reported for each patient in the test set. Each patient is represented by an
identification number (ID). For each evaluation metric, the results provided by

single-view and multi-view segmentation are reported.
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Figure 3.7: Qualitative evaluations of errors. Patient with ID5 presents a high
maximum surface-to-surface distance because some pixels are wrongly labeled as
aorta in the iliac area. The presence of an orthopedic prosthetic may have caused
these errors. In Patient with ID6, some spurious errors are caused by the partial

segmentation of other vessels near the aorta.

Figure 3.8: Examples of qualitatively satisfactory segmentations. Ground truth
and predicted segmentations are overlaid onto a cropped CTA belonging to the

test set. The ground truth segmentation is represented in green, while automatic
segmentations is displayed in red
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Figure 3.9: Examples of segmentations with spurious errors. Ground truth and
predicted segmentations are overlaid onto a cropped CTA belonging to the test

set. The ground truth segmentation is represented in green, while automatic
segmentations is displayed in red. The automatic segmentation in slices (a) and

(c) presents some spurious errors.

Figure 3.10: 3D models of aortic lumen obtained from automatic segmentation.
The GT and predicted models are painted green and red, respectively. (a) The

predicted model aligns with GT. (b) The predicted model presents some spurious
areas and extends deeper into the iliac arteries. (c) Zoomed version of the

spourious areas in (b).
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3.3.6 Discussion and Conclusions
We have described a deep learning approach designed to perform a spatially
coherent segmentation of thoracic aorta, abdominal aorta, and iliac arteries.
In the proposed pipeline, the aortic lumen is first coarsely localized in the
CTA scans, then the axial, sagittal, and coronal slices are segmented from the
cropped region of interest using three distinct 2D orthogonal networks. Fi-
nally, the single view segmentations are combined to provide a final smoother
segmentation. The presented method can localize and e�ectively segment the
aorta from preoperative CTA scans of patients a�ected by AAA.
Since the lack of annotated data is one of the most common limitations
encountered in many deep learning approaches [61–63], a semi-automatic
segmentation protocol have been designed to collect an annotated dataset.
The experts have segmented a total amount of 80 CTA volumes to enable
end-to-end learning. Since each CTA scan is decomposed into stacks of axial,
sagittal, and coronal 2D slices, the networks have been trained with a large
amount of data. Moreover, the CTAs in our dataset comprise annotations of
thoracic, abdominal, and iliac segments, including aortic arch branch vessels
(innominate artery, left common carotid artery, and left subclavian artery)
and abdominal aortic branch vessels (celiac trunk, superior mesenteric artery,
left and right renal arteries), while most of the studies available in literature
are focused on a single area [60–63]. In this way, the proposed approach
allows the analysis of the whole aortic morphology.

The first step in the proposed pipeline is the automatic, coarse iden-
tification of the aortic lumen from CTA scans. This step is performed to
preserve only the information needed to segment the aortic lumen, excluding
part of the background. In the work proposed by Lopez et al., a 2D specific
detection network is exploited to perform thrombus localization from CTA
images [61]. In our work, we have adopted another approach exploited for left
atrium automatic segmentation [71]. Here, a first 3D U-Net was exploited
to extract the region of interest from MR images, then a second 3D U-Net
performed a finer segmentation on MR cropped at higher resolution. We
have adapted this strategy to our case study.

In our work, three state-of-the-art approaches performing multi-view
integration were evaluated to find out which one suits our problem better; our
results showed that simple averaging and the integration of majority voting
with simple averaging provided the best predictions. Since 3D CNNs usually
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require larger dataset and are memory-demanding [72], some studies focused
on the integration of orthogonal 2D-CNNs for medical image segmentation
[67, 68, 73, 74]. To the best of our knowledge, only one publication deals
with 3D integration of 2D CNNs in the endovascular field [63], where the
authors average together axial, sagittal, and coronal predictions to provide a
smoother segmentation of the aortic lumen from CT scans. Following these
state-of-the-art approaches, we have adopted a combination of 2D UNets
trained on orthogonal planes to provide a final 3D segmentation.

The adoption of a larger dataset should further improve the perfor-
mances of the proposed pipeline, leading to a better generalization and pre-
venting overfitting problems. Moreover, including CTA acquired in di�erent
hospitals and with di�erent scanners should increase the variability in the
training, validation and test sets, leading to better segmentation results.

The adopted dataset is composed of 80 CTAs has been semi-automatically
segmented by trained experts. The models in the pipeline learn in a super-
vised manner how to segment CTA images. As a consequence, the accuracy
of the pipeline strongly depends on the quality of the ground truth segmen-
tations generated by the experts using the semi-automatic software. Having
the same CTAs segmented by several experts would be helpful to deal with
interobserver variability. However, since ground truth generation is a time-
consuming task, in the present study we have provided only one ground truth
segmentation for each patient.

In this work, we have not analyzed the impact of patient anatomy on the
segmentation results. In future developments, given a bigger test set it might
be possible to evaluate the variation of the segmentation performance with
respect to the patient anatomy. In particular, it would be interesting to test
the performance of the segmentation model with patients characterized by
anatomic variations such as the presence of accessory renal arteries or very
complex aneurysm geometries. This analysis might enable the identification
of anatomies that are more di�cult to segment and the development of a
classification algorithm capable of automatically identifying these challenging
cases.

Moreover, in future developments, the results obtained with the pro-
posed multi-view methodology could be further evaluated by o�ering a quan-
titative comparison with other machine learning approaches. In particular,
it would be interesting to compare the developed algorithm with both other
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DL based methods and more classical machine learning techniques.

In conclusion, the proposed automatic segmentation pipeline has shown
promising applications both for clinical practice and numerical analysis. Con-
sidering that the aortic lumen segmentation is the first step for morphology
analysis and stent-graft sizing, this approach may significantly reduce the
workload for surgeons in the planning stage and facilitate decision making.
Moreover, the automatic segmentation of the lumen in all the aortic segments
represents an advantage, as it enables di�erent types of geometric analysis
(e.g., iliac tortuosity estimation, thoracic aortic arch analysis, etc.).
Finally, the 3D models obtained from the automatic segmentation may be
used to perform di�erent types of numerical analysis (e.g., simulation of
guidewire insertion during EVAR, simulation of stent graft deployment, hemo-
dynamic simulations, etc.). On average, the whole pipeline took only 25±1s
per scan, making it suitable for application in studies including large volumes
of images.

3.4 Preoperative Aortic Thrombus Segmen-
tation

As already discussed in Section 1.1, an aortic aneurysm is as a permanent
localized dilatation of the aorta with at least a 50% diameter increase com-
pared with the expected normal diameter [57]. More specifically, an AAA is
an aortic aneurysm that is located in the portion of the aorta between the
renal arteries and the common iliac arteries. Approximately 75% of relevant
AAA are covered by intraluminal thrombus [75]. The severity of the disease,
determined with the analysis of AAA diameters and lengths, is currently
assessed by the analysis of CTA scans [76].

While the segmentation of the aortic lumen is facilitated by contrast-
agent enhancement, manual assessment of thrombus boundaries from sur-
rounding tissues can be challenging. For this reason, thrombus segmentation

This section is based on the following paper accepted for publication:

Brutti Francesca, Alice Fantazzini, Alice Finotello, Ferdinando Auricchio, Bianca Pane,
Lucas Omar Müller, Giovanni Spinella, and Michele Conti. "Deep learning to automat-
ically segment and analyze abdominal aortic aneurysm from computed tomography an-
giography." Cardiovascular engineering and technology
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is a time-consuming task and should be performed by trained users [59].
An automatic tool performing thrombus segmentation would speed-up and
standardize the analysis of AAA anatomy, overcoming the problem of intra-
and inter-observer variability. In particular, an automated segmentation tool
would ensure a rapid segmentation procedure in large databases, facilitating
clinical research, and would also address situations where segmentation is
needed quickly.

Some studies have previously addressed the problem of semi-automatic
and automatic AAA segmentation to overcome the above-mentioned di�cul-
ties. In literature, two di�erent approaches are used to segment the thrombus
from CTA: some of them combine intensity information with shape or ap-
pearance constraints, others propose machine learning-based approaches. In
both cases, the majority of them perform thrombus segmentation after lu-
men extraction. Lareyre et al. [59] developed an automatic pipeline based on
active contour to segment the aortic lumen and AAA. The lumen is first ex-
tracted from the CTA scans, then it is set as initial level set to segment the
thrombus region. A morphological snake Active Contours Without Edges
is applied to grow the thrombus region from the initial level set, with a
strong balloon force to extract the elliptic feature of the thrombus. Maiora
et al. [76] proposed a segmentation approach based on a supervised Random
Forest classifier applied on a set of features extracted from each voxel and its
neighborhood. The adopted approach is semi-automatic and no comparison
with ground truth segmentations was reported in the paper.

In recent years, deep learning approaches have achieved excellent perfor-
mance in medical image analysis [12]. In the following, some deep-learning
studies focusing on automatic thrombus segmentation are reported. These
methods are fully automatic, thus they do not require neither user interac-
tion, nor a priori knowledge of the thrombus geometry ( [61,62]). Hong and
Sheikh [77] proposed an automatic approach to perform preoperative AAA
detection and segmentation. The method is based on two Deep Belief Net-
works (DBN) for detection: one network is used to detect large aneurysms,
while the other one detects small aneurysms, bones, and air. The detection
is done in 2D with samples coming from a unique dataset. The thrombus
segmentation consists of another DBN trained over 40 image samples, and
the obtained results were not quantitatively compared with ground truth seg-
mentations. The work proposed by Lòpez-Linares et al. starts with the paper
published in 2018 [61] and expands with the paper published in 2019 [62]. The
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initial work exploited a Convolutional Neural Network to detect the throm-
bus and a modified Holistically-Nested Edge Detection (HED) Network to
perform segmentation. The dataset was composed of 13 postoperative CTA.
The models were trained on 2D single slices in the axial view, and a Gaussian
filter was applied on the z-direction to enforce spatial consistency. In the sec-
ond paper, the pipeline proposed in Lòpez-Linares et al. [61] was extended
using 3D networks instead of 2D networks, increasing the segmentation per-
formance working on 3D volumes and taking into account spatial coherence.
Since 3D networks are data demanding, the used dataset was increased up to
80 CTA preoperative and postoperative scans. Finally, the work by Caradu
et. al [78] assessed the quality of PRAEVAorta, a fully automatic software
developed by Nurea (https://www.nurea-soft.com/) used to detect the
aortic lumen and thrombus.

Once thrombus segmentation is performed, geometric analysis and eval-
uation can be performed. In particular, the geometrical analysis of the lumen
and thrombus is crucial when planning EVAR procedure or investigating mor-
phological changes of the vessel during follow-up. Given the need to perform
diameters and volume measurements on the obtained segmentations, devel-
oping an automated and fast procedure to perform the analysis is of great
interest.
Singh et al. [79] carried out a work studying intra- and inter- observer vari-
ability in the measurements of abdominal aortic and common iliac artery
diameter with CT. Their work pointed out that interobserver variability be-
tween expert measurements with CT is not negligible and is higher than
intraobserver variability. Moreover, the measurement variability was higher
for patients with aneurysms. Kaladji et al. [80] studied a dataset of 32
patients with AAA and measured maximum and minimum diameter of the
aneurysm using Endosize (V. 3.1.25 64 bits Therenva SAS, Rennes, France), a
semi-automatic three dimensional sizing software. The software needs an ini-
tialization step to perform lumen extraction, and it takes 13.1±4.53 minutes
to perform one sizing. An Intraclass Correlation Coe�cient (ICC) above 0.9
is computed comparing software results with manual measurements. These
results show a good correlation between manual and semi-automatic proce-
dures, thus stressing the e�ectiveness and lower human-e�ort requirement in
semi-automatic approaches. In Caradu et al. [78], the aortic centerline and
oblique cross-sectional planes normal to the centerline are extracted to com-
pute the quantitative measures related to aortic geometry. This computa-
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tion is performed to limit the interobserver variability a�ecting the maximum
cross-section diameter measurements.

Given the state of the art, the work described in this Section implements
a fully automatic deep learning-based pipeline able to perform abdominal
aortic thrombus segmentation and quantification. This automated pipeline
is intended to facilitate and standardize the aortic geometry analysis. More
in detail, following the approach described in Section 3.3, the segmentation
pipeline exploits a first Convolutional Neural Network to localize the throm-
bus from the whole CTA scans and other three multi-view CNNs to perform a
finer segmentation. Our approach improves the results achievable with stan-
dard 2D networks because not only the 2D context is considered but also the
3D one, thanks to the integration of orthogonal views. In addition, using
separate 2D networks for axial, sagittal, and coronal planes reduces memory
requirements and computational costs compared to 3D networks. Moreover,
each CTA scan is parsed into a list of axial, sagittal, and coronal images, and
thus the dataset available for network training is larger than that considered
with purely 3D approaches. Finally, our pipeline also includes automatic ex-
traction of thrombus measurements, which allows faster geometric analysis
of AAA.
The obtained thrombus segmentation is then combined with the aortic lumen
segmentation (Section 3.3), and the automatic aneurysm geometrical anal-
ysis is performed using Vascular Modeling ToolKit (VMTK) open source
library [81].

The developed pipeline is illustrated in Figure 3.11. In a first phase,
both the aortic lumen and the thrombus are automatically segmented from
the input CTA scans using two di�erent deep learning-based procedures. Sec-
ondly, the centerline is automatically extracted from the lumen segmentation
mask and exploited to perform geometrical evaluations on the thrombus and
lumen.

3.4.1 Dataset
The dataset used in this study has been provided by IRCCS Ospedale Poli-
clinico San Martino (Genoa, Italy) and consists of 85 preoperative CTA scans
of patients a�ected by AAA as primary pathology selected by an expert vas-
cular surgeon to represent a large variability of cases.
The IRCCS Ospedale Policlinico San Martino is the regional reference center

49



3. DEEP LEARNING IN THE PREOPERATIVE STAGE

Figure 3.11: Proposed method for aneurysm segmentation and evaluation.

for aortic pathologies highly experienced in open and endovascular proce-
dures. The CTA images have been acquired in four di�erent hospital de-
partments using four di�erent scanners (General Electric Medical Systems
Optima CT660, General Electric Medical Systems LightSpeed 16, Siemens
SOMATOM Flash, Siemens Sensation). For the collected dataset, pixel spac-
ing varies from 0.57 mm to 0.98mm, with an average value of 0.76±0.08 mm.
Slice thickness varies in the range 0.5-5 mm, with a mean value of 0.82±0.56
mm. The mean age of the patients is 75 years (range: 60-91 years), with a
male predominance (81% males).
The collected dataset has been manually segmented by a trained expert and
by a trainee using the MITK segmentation toolset [82], and the expert op-
erator performed the segmentations twice. Intra-observer and inter-observer
variability returns a Dice Similarity Coe�cient of 0.96±0.2 and 0.93±0.2, re-
spectively. The CTA scans and the corresponding segmentations have been
pre-processed following the steps described in Section 3.3. The CTAs have
been resampled and image intensity has been rescaled in range 0-255. To
address the segmentation problem, the whole dataset has been divided into
three sets: a training set used to train the network in thrombus segmenta-
tion (n = 63 scans); a validation set used to prevent overfitting and tune the
model (n = 8 scans); and a test set (n = 14 scans) used to assess the model
performance.

The geometrical analysis, performed using the Vascular Modeling ToolKit
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(VMTK), has been carried out only on the test set. The VMTK is a collec-
tion of C++ classes wrapped by python that enable largely automated geo-
metric characterization and visualization of vascular structures from medical
images, requiring low user-interaction. In particular, the geometric analy-
sis heavily depends on centerline definitions from the segmented structures.
The library relies on two major open source frameworks: the Visualization
Toolkit (VTK) [83] and the Insight Toolkit (ITK) [84].

3.4.2 Data Preprocessing
Image preprocessing is a critical step that is performed before and dur-
ing network training. Most of the preprocessing-steps are applied to the
dataset prior to training. Other modifications are applied on the fly during
the training with the goal of reducing data overfitting. The preprocessing
steps adopted follow those already exploited for lumen segmentation (Section
3.3.2), and are schematically shown below:

• Voxel size normalization
Because the input scans used for aortic lumen segmentation had vari-
able spatial resolution (pixel size 0.76±0.08 mm, spatial thickness 0.75±0.26
mm), the CTA pixel size was set to 0.73 mm and the slice thickness
to 0.62 mm. These values were computed as the median pixel size and
thickness in the dataset used for aortic lumen segmentation. The same
pixel size and spatial thickness were adopted to pre-process the CT
scans used to address the thrombus segmentation problem.

• Window level adjustment
To better visualize the thrombus in CTA scans, the window level was
set to 200 Hounsfield Units (HU) with 800 HU of window width. These
values were the same used to enhance the lumen segmentation.

• Resizing
In order to train the first coarse U-Net and localize the thrombus, the
axial slices have been down-sampled to 128x128 pixels (with down-
sample factor = 4).

• ROI Extraction
given the preliminary thrombus segmentation, a cuboid of dimension
384x384x384 centered in the thrombus is used to crop the CTA images
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Methods Coarse
segmentation

Finer axial
segmentation

Finer sagittal and
coronal segmentation

Degree range for rotations [-8°, +8°] [-8°, +8°] [-3°, +3°]
Width shift range [-20, +20] pixels [-22, +22] pixels [-22, +22] pixels
Height shift range [-22, +22] pixels [-22, +22] pixels [-72, +72] pixels

Zoom range [0.85, 1.15] [0.85, 1.15] [0.85, 1.15]

Table 3.7: Data augmentation parameters for thrombus segmentation.

at full resolution. The cuboid is used to train axial, sagittal, and coronal
U-Nets.

• Data Augmentation
Random rotations, shifts, and zoom factors are applied to the slices
during the training process to augment both the training and the vali-
dation sets (Table 3.7).

3.4.3 Developed Pipeline
Two di�erent steps must be addressed to segment and analyze an AAA from
a CTA scan. First, the thrombus and the lumen must be extracted from the
CTAs, then the geometric analysis is performed.

Thrombus Segmentation

Following the pipeline for lumen segmentation described in Section 3.3, a
first U-Net [25] is trained on low resolution CTA scans to perform a coarse
localization and segmentation of the thrombus. The network is trained to
segment downsampled CTA scans parsed into axial view (downsample factor
= 4). After coarsely segmenting the thrombus, the centroid of the low-
resolution segmentation is identified. Then, the centroid is reported in the
full resolution CT scan, and a cuboid centered in the thrombus is used to
crop the CTA scan and focus on the region of interest. The cuboid has
dimensions of 384x384x384, with pixel size set to 0.73mm and slice thickness
of 0.62 mm. To choose the size of the cuboid, a bounding box was calculated
for each manual segmentation in the dataset. The largest bounding box in
the dataset was selected, and its value was slightly increased. We consider the
larger bounding box in order to include information about adjacent tissues
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in the ROI, since some background information may be useful in segmenting
the thrombus. Unlike lumen segmentation, since the cuboid is quite small in
size, the cropped scans have full resolution.
The bounding box extraction is used to focus the attention on the relevant
regions and to exclude the background areas. Moreover, cropping a Region
of Interest (ROI) from the whole CTA is desirable as the computational
requirements are reduced.

Starting from the slices detected in the ROI, each CTA scan is parsed
into 2D axial, sagittal, and coronal views and three separate U-Nets are
used to segment the three orthogonal views separately (Figure 3.12). These
networks are referred to as single-view networks because they process the
orthogonal planes independently. Finally, the raw probability maps provided
by the axial, sagittal, and coronal models are integrated into a single final
probability map. This aggregation step aims to regularize voxel prediction by
considering the spatial information of the three orthogonal views. In order to
integrate all the predictions together, the sagittal and coronal segmentations
are resliced into the axial view so that the average segmentation can be
coherently calculated as follows:

pfinal(x) = 1
3pax(x) + 1

3psag(x) + 1
3pcor(x) (3.5)

with pax(x), psag(x), and pcor(x) the voxel prediction in axial, sagittal, and
coronal views respectively.
Then, the validation set is used to select the best threshold value to binarize
the probability map computed with multi-view aggregation and obtain the
final segmentation. We refer to this integration step as a multi-view approach
because results obtained with single-view models are merged together, thus
considering axial, sagittal, and coronal views.

Finally, the raw probability maps predicted by the three models are
fused together by computing their simple average. Then, the validation set
is used to define the threshold value to binarize the average raw probability
map obtained with multi-view aggregation. As we have demonstrated in the
previous section, this integration step regularizes final predictions, avoids the
local errors, and improves model accuracy.
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Figure 3.12: Proposed pipeline for multi-view thrombus segmentation. On the
left, the low resolution CTA scan is processed through a first U-Net to identify
the region of interest (ROI) containing the thrombus. On the right, the ROI is
processed with three U-Nets networks trained on orthogonal views. The single

network predictions are then combined into a final segmentation

AAA Geometric Analysis

Once the thrombus has been segmented from the CTAs, both lumen and
thrombus segmentations are used as input to the geometric analysis pipeline,
without the need for user interaction. Thrombus segmentation spatial ex-
tent is used to mask the lumen segmentation, which extends from the aortic
root to the common iliac arteries. To perform the geometrical analysis, both
lumen and thrombus isosurfaces are reconstructed using Marching Cubes al-
gorithm [85]. The total AAA is obtained by coupling the lumen and thrombus
3D reconstructions. To analyze only the abdominal aneurysm and exclude
the healthy tracts of the aortic lumen, the lumen segmentation is clipped
considering the first and last slices where the thrombus is segmented. Then,
the clipped lumen segmentation and the thrombus segmentation are paired
to obtain the abdominal aneurysm segmentation. Given the aneurysm seg-
mentation, the first step in the geometric analysis pipeline involves the auto-
matic extraction of the centerline from the 3D model of the aneurysm. Using
VMTK library [81], the centerline can be extracted by specifying its initial
and final seed point. In our pipeline, the source seed is automatically com-
puted as the centroid of the first slice of the cropped lumen segmentation,
whereas target seeds can be one or two (in the case of iliac involvement) and
are calculated as the centroid(s) of the lumen segmentation in the last slice
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Figure 3.13: Steps for centerline extraction from lumen and thrombus volumes.

(Figure 3.13). A smoothing factor of 0.5 and a resampling step of 2.5 are set
as centerline generation parameters.
Once the centerline is obtained, the cross-sections are generated at every
point on the centerline using the vmtkcenterlinesections function. The same
centerline is adopted to extract both the lumen and total aneurysm cross-
sections. These sections are generated perpendicular to the computed center-
line, and for each section the maximum diameter is computed. Finally, the
section with the maximum aneurysm diameter value is extracted and both
the aneurysm and lumen diameters calculated on this section are compared
with manual measurements.
The developed pipeline is able to:

1. Reconstruct the lumen and thrombus polygonal meshes from their seg-
mentations.

2. Extract the total aneurysm and lumen diameters.

3. Compute the volumes of the lumen and of the total aneurysm.

3.4.4 Data Analysis
The segmentations predicted by the multi-view segmentation network are
compared against manual annotations. The manual segmentations were per-
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formed by trained experts with MITK [82]. In order to evaluate the predicted
segmentations, the Dice score and symmetric surface to surface distance have
been computed (Section 3.3.4).
Moreover, the results obtained from the automatic geometric analysis are
compared to manual measurements, performed by an expert surgeon, through
di�erent approaches:

• Intraclass Correlation Coe�cient 1-1 (ICC 1-1)
This coe�cient estimates the degree of absolute agreement among any
two measurements made on randomly selected objects. It is used to
compare model measurements with the measurements made by an ex-
pert. To compute the coe�cient, the approach described by A. Salarian
in [86] has been implemented. First of all, the measurement matrix M is
created and the number of rows and columns of M are denoted as n and
k respectively. Secondly, mean squared error for the rows (MSR) and
within-judge variability (MSW ) mus be computed. Hence, ICC1 ≠ 1
is defined as:

ICC1,1 = MSR ≠ MSW

MSR + (k ≠ 1)MSW
(3.6)

• Mean Absolute Di�erence
This index expresses the mean di�erence between the values measured
with the developed pipeline and the values measured by the expert
(considered as "real" values). By denoting the real value with GT , the
measured value with P , and the number of data with N , the mean
absolute di�erence D is computed as follow:

D =
Nÿ

i=1

|GTi ≠ Pi|
N

(3.7)

Both segmentation and geometric analysis results are evaluated using:

• Interquartile range (IQR)
This metric quantifies the 50% extension of the element distributions lo-
cated around the median value. It is based on dividing a rank-ordered
dataset into four equal portions. The values that separate parts are
the first, second, and third quartiles, denoted by Q1, Q2, and Q3 re-
spectively. The IQR lies between the lower and upper quartiles, Q1
and Q3. Q1 is the median of the n smallest values, while Q3 is the

56



3.4. EXPERIMENTS AND RESULTS

Coarse
segmentation

Axial
segmentation

Sagittal
segmentation

Coronal
segmentation

Number of 2D slices 88826 29184 29184 29184
Image size 128x128 384x384 384x384 384x384

Training time [min] 200 863 862 1294
Number of epochs 3 2 2 11

Table 3.8: Coarse segmentation and three orthogonal views training
information for thrombus.

median of the n largest values, with n depending on the number of
element in the dataset.

3.4.5 Experiments and Results
The experimental settings adopted to train and validate the DL networks
are the same described in Section 3.3.5. The aneurysm geometry analysis is
implemented using functionalities of the Vascular Modeling ToolKit (VMTK)
[81].

Thrombus Segmentation

Table 3.8 shows the number of images and their size, the training time,
and the number of epochs in which the coarse segmentation and the three
networks achieved the best model configuration on the validation set. The
training process is time expensive for all the three views networks. After
the single-view training, the validation set has been used to compute the
best threshold value (Th = 0.4). This threshold is used to binarize the final
segmentation obtained after the multi-view integration step.

The quantitative results obtained using single-view and multi-view mod-
els on the test set composed by 14 CTA patients are reported in Figure 3.14;
in particular, for each patient, the computed DSC, mean and maximum dis-
tance are shown. Single-view models are obtained by training the model
with the corresponding 2D view (axial, sagittal, and coronal). During the
test phase, these models are used individually to obtain the thrombus seg-
mentation by considering only the information given on a single axis. In
the case of the multi-view model, the results provided by single-view models
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are integrated together to obtain a final segmentation. Figure 3.14(b) shows
that the DSCs obtained with the multi-view integration are higher than the
ones provided by an approach based on the single view thanks to the multi-
directionality of the information.
The plots of mean and maximum distance in Figures 3.14(b) and 3.14(c)
show how the integration step reduces the surface to surface distance ob-
tained with the single-view models.
In particular, Patients 1 and Patients 3 present large mean and maxima dis-
tances in the axial and sagittal views respectively. At the same time, Patients

11 presents a very large peak in maximum surface distance in the sagittal
view. These errors occur because patients’ single-view segmentations in-
clude wrong parts with similar texture and pixel intensities to the abdominal
thrombus, but located in another area. For example, axial segmentation of
Patients 1 includes part of the thoracic aortic thrombus, although there were
no examples of it in the ground truth segmentations because the model is
focused on the abdominal aortic section. Because of these extra segmented
parts, single-view segmentations return large maxima and mean distances
from the ground truth. Despite this, in all the three cases those peaks are
not present in the integrated segmentation. Indeed, the integration step al-
lows to exclude the false recognitions from the final segmentation, improving
mean and maxima distances. Moreover, it can be noticed that in more than
one patient one of the three views returns poor results, and despite this the
final segmentation is equal to or better than the view that returns more sat-
isfactory results. It means that the integration step gives enough stability
to our method, preventing that a single wrong segmentation strongly a�ects
the final one. The final results reported in Table 3.9 confirm the discussed
plots.
Figures 3.15(a) and 3.15(b) display the 3D reconstructions of the thrombus
segmentation predicted by the network and produced by the experienced
operator, respectively. Comparison between prediction and ground truth is
displayed in Figure 3.15(c), overlapping the surfaces. The agreement between
both reconstructed thrombi is satisfactory, despite spurious points.

AAA Geometrical Analysis

The geometrical analysis is performed to retrieve information on aneurysm
volume, lumen and total aneurysm diameters. The geometrical measure-
ments are computed from the same 14 patients of the test set used for
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(a)

(b)

(c)

Figure 3.14: Results of the single three orthogonal view and the multi-view
integration for thrombus segmentation. (a) Graphic of Dice coe�cient. (b) and

(c) are graphics of mean and maximum distance respectively
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(a) (b) (c)

Figure 3.15: 3D thrombus visualization. (a) 3D reconstruction of thrombus
segmentation predicted by the model. (b) 3D ground truth thrombus

segmentation. (c) Prediction (red) and ground truth (yellow) thrombus
segmentations overlapped.

Axial Sagittal Coronal Integration

Mean DSC 0.86±0.06 0.86±0.05 0.81±0.09 0.89±0.04
IQR DSC 0.83-0.90 0.81-0.90 0.78-0.90 0.87-0.92

Mean distance [mm] 1.63±1.53 2.21±2.14 2.03±1.25 1.09±0.72
IQR Mean distance [mm] 0.85-1.44 0.90-1.91 1.21-2.09 0.58-1.13

Max distance [mm] 36.95±24.94 52.05±35.5 30.47±17.14 26.7±16.46
IQR Max distance [mm] 17.88-42.59 24.69-75.37 18.92-32.49 15.03-33.15

Prediction time [s] - - - 63±14

Table 3.9: Results obtained from comparison between networks prediction over
the test set and ground truth segmentations. DSC, distances, IQR, and

prediction time are displayed
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Total aneurysm diameter Lumen diameter
ICC 0.92 0.89
Mean Absolute
Di�erence [mm] 3.2 ± 2.4 3.18 ± 3.76

IQR Absolute
Di�erence [mm] 1.70 - 3.45 1.15 - 3.32

Time extraction [s] 115 ± 84

Table 3.10: Intraclass Correlation Coe�cient (ICC), mean absolute error, and
Interquartile Range (IQR) between model and ground truth measurements.

thrombus segmentation. The maximum diameters of the AAA and lumen
are computed on the same section perpendicular to the centerline. To per-
form the measurements, the section with the largest aneurysm diameter is
selected.
The automatic pipeline returns a mean maximum total aneurysm diameter
of 55.3 ± 11.5 mm, and a mean lumen diameter of 32.3 ± 10.3 mm. By cou-
pling the aorta and thrombus 3D reconstructions, the total aneurysm and
abdominal lumen volumes can be computed. The mean total volume of the
14 patients is assessed to be 143.6 ± 104 cm3, while the mean abdominal
lumen volume is 68.2 ± 58.7 cm3. The maximum total aneurysm and lumen
diameters extracted are compared with the ones manually measured by an
expert in order to evaluate the performances obtained with the geometrical
analysis. Mean absolute di�erence, Intraclass Correlation Coe�cient, and
Interquartile range of absolute di�erence are reported in Table 3.10. These
metrics are computed separately for the total aneurysm and the lumen.

Figure 3.16 reports an example of manual measurements of maximum
and minimum diameters of the total aneurysm and lumen in the axial view.
Figure 3.17 shows the 3D reconstruction of the same patient, the section ex-
traction made by our model and the representation of the maximum diameter
section of the aneurysm and the lumen.

3.4.6 Discussion and Conclusions
Starting from the work described in Section 3.3, the aim of this work is to
extend the proposed segmentation model for thrombus segmentation, allow-
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(a) (b)

Figure 3.16: Manual diameter measurements performed by the expert. (a)
Manual measurements of the total aneurysm and (b) lumen diameters from

CTAs. Both measurements are extracted using Endosize software [80].

ing a fully automatic analysis of AAAs.
Once the multi-view segmentation method has been trained to segment the
thrombus from the CTAs, the automatic extraction of aneurysm geometric
information has been addressed. In fact, aneurysm treatment involves mea-
surements of diameters and volumes in order to select the best treatment
option. In this work, by coupling the models for preoperative lumen and
thrombus segmentation, a fully automatic pipeline for aneurysm measure-
ments extraction has been implemented and validated. The results obtained
with thrombus segmentation are promising. The mean DSC is 0.89, that is
a satisfactory results compared to the state-of-the-art research.

Table 3.11 summarizes the main aspects of literature works approaches
for thrombus segmentation and analysis, considering only the ones that pro-
vide comparison with ground truth. As in our study, the datasets of the
four works reported in Table 3.11 are obtained from di�erent CT scanners.
However, the datasets of these studies include fewer CTAs. Lopez et al. [62]
present a dataset similar to ours in terms of the number of data but uses a 3D
approach, while we split each CTA into the three orthogonal views. In this
way, the dataset used to train each neural network involved in our pipeline is
much larger (Table 3.8). For what concerns the validation of the manual seg-
mentations, inter-observer variability is performed over three ( [61]) or two
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(a) (b) (c)

Figure 3.17: Pipeline results. (a) 3D reconstruction of lumen and thrombus
from the predicted segmentations. (b) Lumen and AAA sections are

perpendicular to the centerline; the maximum aneurysm diameter section is
highlighted in purple. (c) Section with maximum aneurysm diameter: thrombus

area is represented in red; lumen area is in green
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( [78]) operators and no intra-observer variability is provided. Among deep
learning-based methods, the performance of our model is consistent with the
ones reported in both the works of Lòpez et al. ( [61,62]), but unlike them it
presents a 2.5D approach by combining three single-view U-Net CNNs with a
final multi-view integration step. Since 3D networks require a lot of data and
computation power, several studies have suggested the use of 2.5D segmen-
tation approaches that fuse volumetric spatial information into 2D CNNs to
improve the accuracy while reducing the computational cost [69]. Integrat-
ing the segmentations obtained from di�erent planes allows to decrease the
computational cost and improve the accuracy of the final segmentation, as
will be shown in the results. Moreover, the results obtained by Caradu et.
al [78] using PRAEVAorta software are comparable with those obtained by
Lòpez et al. [61] exploiting the 2D approach. Finally, our pipeline does not
require a priori knowledge of the lumen region, as in the case of the work of
Lareyre et al. [59] which addressed a feature-based approach strongly depen-
dent on lumen segmentation, and as in the case of Caradu et al. [78] which
set lumen segmentation as the initial level for segmenting the thrombus. For
what concerns the maximum aneurysm diameter extraction, Lòpez et al.
( [61, 62]) perform the diameter computation considering the axial segmen-
tation of the aneurysm, without computing the lumen centerline. For each
segmented slice the minimum enclosing circle of the aneurysm mask is com-
puted, and finally the largest diameter is selected among those extracted. In
their work, aneurysm diameter extraction is performed using this automatic
method on both network-predicted and manual segmentations. Therefore,
the mean absolute maximum diameter di�erence is only used to assess the
quality of the automatic segmentation method, as the obtained maximum
diameter is not compared with the diameter manually measured by the ex-
pert. In contrast, Caradu et. al calculate aneurysm diameters starting from
centerline extraction and cross-sections computation [78]. The centerline was
computed based on the lumen segmentation and defined as the path along
the lumen keeping the largest distance to lumen boundaries. The maximum
transverse diameter was then defined as the maximum diameter computed in
the planes orthogonal to the centerline, including the lumen and the throm-
bus. In addition, they compare the diameters obtained with the automatic
method to those manually measured by a junior and an experienced surgeon.

In clinical practice, experts visually inspect the CTA slices and take
measurements of the diameters in the slice where the thrombus diameter ap-
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pears larger. The measurements of lumen and aneurysm diameters depend
on the choice of the target CTA slice, and the slice identification is subject to
inter- and intra-operator variability. In our automatic pipeline, the center-
line extracted from the lumen segmentation is used to compute the aneurysm
and lumen diameters from the corresponding 3D models. The diameters are
extracted from sections that are perpendicular to the lumen centerline, and
the section with maximum aneurysm diameter is chosen to perform the di-
ameter measurements. Thus, the di�erence between automatic and manual
measurements, reported in Table 3.10, may depend on the planes selected
to perform the measurements. Moreover, Singh et al. [79] have recorded an
absolute interobserver di�erence of the maximal infrarenal aortic diameter of
82% between interobserver pairs and a mean interobserver variability in the
infrarenal aortic section of 4.2 mm. Caradu et al. [78] dealt with this aspect
too by computing the di�erence in the maximum infrarenal aortic diameter
obtained by a senior and a junior surgeon. The evaluation returns a mean
absolute di�erence of 2.8 ± 3.8 mm. It means that manual measurements
are not objective and hardly reproducible, hence model results on measure-
ments extraction strongly depend on the manual measurements taken. Our
measured ICC value agrees with the one provided by Carudu et. al in [78],
where they show that the semi-automatic manual segmentations present low
interobserver variability given intraclass coe�cient values greater than 0.90.
In addition, our IQR of the mean absolute di�erence in total aneurysm max-
imum diameter is smaller than those in Caradu et al. It means that the
spread of the middle 50% of values is quite smaller and our measurements
have less variability.
The developed thrombus segmentation and AAA analysis provide results
similar to those obtained with manual procedures, and take considerably less
time than manual segmentation and analysis. In particular, Table 3.9 shows
that the proposed automatic thrombus segmentation takes about 1 minute
versus the 25-40 minutes required to perform manual segmentation [59], and
geometry analysis for each patient is performed in about 2 minutes, as re-
ported in Table 3.10.

Although the proposed segmentation model achieves a very good per-
formance, in future works it might be necessary to increase the training
and validation dataset in order to deal with patients morphology variabil-
ity. In particular, patients with very large and very small aneurysms should
be included in the dataset, since our dataset involves mostly medium-sized

66



3.5. AUTOMATIC CTA SCREENING

aneurysms. Moreover, since the current model is trained only on preop-
erative CTA scans, postoperative CTA scans could be used to extend the
dataset and provide more examples for the network. In addition, similarly to
the case of automatic lumen segmentation, in future developments it would
be interesting to compare the results obtained using the proposed algorithm
with other machine learning methods.

In conclusion, the developed pipeline could be used for di�erent pur-
poses. First of all, the automatic analysis of AAAs would enable a fast
screening of the CTA scans and a consequently faster diagnosis. Secondly,
the automatic geometrical analysis would allow a faster selection of the pa-
tients suitable for EVAR procedure, and a faster collection of robust and
reproducible measurements for the treatment. Moreover, the model might
be used to compare the diameter and total volume of the aneurysm before
and after the surgery. This would help in tracking the progress of the en-
dovascular treatment in the long term. Besides the clinical applications, the
3D thrombus reconstruction can be also exploited in the future to perform
finite element simulations [58].

3.5 Automatic CTA screening
AAA is associated with high rates of morbidity and mortality, and its treat-
ment relies on surgical approaches including open and endovascular surgery.
AAA screening programs rely primarily on the use of ultrasound examina-
tion. However, as more and more patients undergo abdominal CT scans,
CT screening for aneurysm identification may be an excellent opportunity to
detect the pathology (Section 3.1). In order to perform aneurysm detection
from CT scans, it is necessary to identify the aorta and measure the aortic
diameters. Commercially available CT scan analysis software creates recon-
structions of the AAA and allows measurement of aortic lengths and vessel
diameters in order to minitor the maximum diameter of the aneurysm and
ultimately optimize the sizing of endografts [59]. However, these systems
require user intervention to initiate aortic localization and measurement pro-
cesses. In addition, these software do not account for the presence of intra-
luminal thrombus. Manual measurement of aortic diameters is a laborious
procedure and subject to inter-observer variability. For this reason, we pro-
pose automatic segmentation and automatic diameter analysis to assess the
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aortic dilation in screening settings.

In this preliminary work, the goal is to bring together the results ob-
tained on lumen and thrombus segmentation to facilitate automated aneurysm
screening from CTAs.
In summary, in the previous sections we have built automatic segmenta-
tion pipelines that allow the extraction of lumen and thrombus from CT
scans. We also automatically extracted the maximum thrombus diameter
using functions from the VMTK library.
To perform automatic aneurysm screening from CTAs, we start from the au-
tomatic lumen and thrombus segmentations provided by the networks. Next,
the maximum diameter measurement is performed considering the coupled
lumen and thrombus model. In case the thrombus is not present, only the
maximum diameter of the lumen is calculated. Finally, the extracted maxi-
mum diameter is compared with the threshold value (30 mm) to determine
whether the patient has an aneurysm or not: if the measured diameter is
greater than the threshold value, the abdominal aorta is considered aneurys-
mal.
The pipeline is similar to that used in geometric aneurysm analysis (Sec-
tion 3.4.5). The method involved the automatic segmentation of the aortic
lumen and thrombus, and then the extraction of lumen centerline in order
to assess the maximum diameter of the aneurysm in the perpendicular sec-
tions identified along the centerline. However, it is necessary to modify the
lumen centerline extraction so that the analysis can be performed even in
the absence of the intraluminal thrombus. In the previous case, in fact, the
segmentation of the thrombus was used to crop the lumen segmentation and
focus attention only in the damaged area of the aorta. The source seeds and
target seeds for centerline extraction were calculated as the centroids of the
lumen segmentation in the first and last slice where the thrombus is present.
In the absence of the thrombus, it is necessary to identify di�erently the
seeds used for centerline extraction.
The proposed approach involves the following steps:

1. Automatic segmentation of lumen and thrombus

2. Automatic landmark identification from the lumen segmentation

3. Diameter analysis starting from the abdominal area, excluding the tho-
racic and iliac tract.
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3.5.1 Landmark detection
Automatic landmark detection is used in many medical image analysis meth-
ods such as those requiring specific anatomical starting points or landmark-
based image alignment. However, automatic landmark identification can be
a non-trivial task due to anatomical variations between patients [87].

In this preliminary work, landmark identification is used to identify the
source and target seeds needed for calculating the centerline from the aortic
lumen. Unlike other applications, in this context it is not necessary that the
landmarks identified by the network correspond exactly with those defined
by hand in the ground truth. It is su�cient that the predicted landmarks
are in the correct area, so that the centerline extraction is appropriate.

In recent years, several deep learning based approaches have been pro-
posed to solve the landmark detection problem [88]. One of the most used
methods is based on heatmap regression: the image is used as input and the
network outputs a synthetic heatmap that denotes the probability that each
pixel/voxel belongs to the landmark. Thus, the landmark detection problem
can be formulated as a semantic segmentation task. To obtain the final pre-
diction, the landmark is chosen as the maximum responses of the predicted
heatmaps.
In our work, the landmark detection problem is formulated following the
heatmap approach. As input image we directly use the automatic segmen-
tation of the aortic lumen: voxels belonging to the background have value
0, while voxels belonging to the aortic lumen have value 1. To obtain the
ground truths, the landmarks are manually identified from the aortic lumen
and convolved with a Gaussian kernel to convert them into a spatial proba-
bility map.
A 3D U-Net architecture is implemented to perform heatmap estimation. We
have used 16 base filters with 3 layers of convolutions in the encoding and
decoding path.
The segmentations are resampled to a voxel dimension of 0.625 mm on the
three axis. Since 3D CNNs are memory demanding, the lumen segmentations
(which are the input to the network) and the corresponding heatmaps are
subsampled with a factor of 2 on the x,y, and z directions. Then, to further
reduce the size of the input and output data, the resulting volumes are split
into two subvolumes of size [256, 128, 128]. The first subvolume is obtained
by cropping the image with a box starting from the first slice where the lu-
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Figure 3.18: Data preprocessing. On the left, the aortic lumen segmentation
with the manual landmarks (in red) is represented. On the right, the data is

divided into two sub-volumes to reduce the memory needs.

men segmentation is present. The last one is obtained by using a box that
reaches the last slice where the lumen is segmented. The two subvolumes are
then provided to the network as two separate data, in order to avoid prob-
lems of out of memory (OOM) during the training of the network (Figure
3.18). The network is trained for 300 epochs, with learning rate and patience
set to 0.01 and 200, respectively. Given the memory issues, the algorithm is
trained with a batch size of 1.

3.5.2 Diameter Analysis
Given the automatic lumen segmentation and the landmarks identified by the
neural network, the first step in the analysis involves the automatic extrac-
tion of the lumen centerline. The polygonal model of the lumen is obtained
from the segmentation using Marching Cubes algorithm [85]. In order to
extract the centerline, vmtkcenterlines function with resampling step = 2.5
and smooth factor = 0.5 is used. The source seed is selected as the land-
mark that has the highest z coordinate, while the remaining landmarks are
used as target seeds . At this point, the goal is to focus the analysis only
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Figure 3.19: Proposed pipeline for centerline extraction. The aortic lumen is
processed to extract the anatomical landmarks. Then, the lumen centerline is

extracted using the computed landmarks.

on the area of interest and to exclude the thoracic and iliac tracts from
the analysis. For this purpose, aortic branches are identified on the lumen
surface using a specific function of VMTK library (vmtkbranchextractor).
Then, vmtkbranchclipper is used to remove the branches from the surface.
To focus the analysis on the abdominal part of the aorta, the vmtkbifurca-

tionsections function is used to identify the first and last bifurcation point on
the global centerline. The first bifurcation point is located in the renal tract,
while the last bifurcation is the iliac bifurcation. These bifurcations are used
as source and target seeds for the abdominal centerline calculation. Given
the abdominal centerline, the goal is to calculate the diameters and extract
the maximum diameter to determine whether the patient has an aneurysm.
When the thrombus is present, the diameters are measured from the global
3D model that includes both thrombus and lumen (i.e., the total aneurysm).
Otherwise, the sections are calculated considering the lumen surface. The
vmtkcenterlinesections function is used to extract the the diameters of the
abdominal tract and to determine the maximum diameter. If the maximum
diameter is greater than the clinical value (30 mm), the aorta is defined as
aneurysmal.
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Figure 3.20: Centerline and mesh post-processing. On the left, the aortic
centerline is limited to the abdominal tract. On the right, the branches are

removed from the initial surface. The aortic lumen is represented in green, while
the thrombus (if present) is represented in red.

Figure 3.21: Aneurysm identification. Given the cropped centerline and the
surface without branches, the centerline sections are extracted. Then, the

maximum section diameter is computed and compared to the clinical reference
value (30 mm).
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Figure 3.22: AAA screening. In gray, the global 3D reconstruction of the aortic
lumen and intraluminal thrombus (if present). In red, the section with maximum

diameter is reported.

3.5.3 Results
The developed pipeline was tested on a set of 20 AAA patients with preop-
erative CTA acquisitions. These patients were excluded from the sets used
for training and validation of the networks of thrombus and lumen segmen-
tation and the network used to identify landmarks. Thus, the outcome of the
screening pipeline depends on the results obtained on 4 di�erent blocks: the
segmentation of the lumen, the segmentation of the thrombus, the prediction
of landmarks from the aortic lumen, and finally the geometric analysis based
on VMTK library. In the final step of the geometric analysis, the maximum
diameter estimated with the geometric pipeline is compared with the clinical
reference value in the abdominal tract. If the extracted diameter is greater
than the reference value, the patient is defined as aneurysmal.
In our dataset, 16 patients with AAA are correctly classified by our pipeline

as having aneurysm. The 4 patients that are misclassified present errors at
the level of landmark extraction, although they present very good reconstruc-
tions of the lumen and thrombus. Specifically, since the geometric analysis
involves landmarks identification to extract the centerline and to isolate the
abdominal tract, if the identification of landmarks fails it is possible that
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the procedure will fail as well. Starting from the complete centerline, the
abdominal tract is extracted by cropping the centerline from the first bifur-
cation point (at the level of celiac tripod) to the last bifurcation point (iliac
bifurcation).
If the landmark detection method does not correctly identify the bifurcation
at the celiac tripod level, the geometric pipeline may have errors. Given these
considerations, it is clear that robust landmark identification is critical. For
this reason, there is a need to further develop this preliminary study and to
work on the robustness of landmark identification.
Considering the developed methodology, using a classification method based
on geometric analysis for aneurysm screening is particularly useful for the
clinical setting, since the result provided by the geometric pipeline is fully
interpretable by clinicians. In fact, in this work artificial intelligence is used
to obtain segmentations and identify landmarks, but the screening result is
completely trustworthy.
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