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Abstract

The future where the industrial shop-floors witness humans and robots working in unison and the
domestic households becoming a shared space for both these agents is not very far. The scientific
community has been accelerating towards that future by extending their research efforts in humanrobot interaction towards human-robot collaboration. It is possible that the anthropomorphic nature
of the humanoid robots could deem the most suitable for such collaborations in semi-structured,
human-centered environments. Wearable sensing technologies for human agents and efficient humanaware control strategies for the humanoid robot will be key in achieving a seamless human-humanoid
collaboration. This is where reliable state estimation strategies become crucial in making sense of the
information coming from multiple distributed sensors attached to the human and those on the robot to
augment the feedback controllers designed for the humanoid robot to aid their human counterparts.
In this context, this thesis investigates the theory of Lie groups for designing state estimation
techniques aimed towards humanoid locomotion and human motion estimation. The abstract nature
of Lie theory provides a unified approach to handle the three-dimensional machinery and the complex
geometry required for modeling free-floating, highly articulated multi-body systems. It enables
suitably appropriate methods to perform rigorous calculus over complex nonlinear spaces and to
handle the notion of uncertainties in such spaces, which are important for an estimator design.
Methods for loosely-coupled and tightly-coupled sensor fusion for floating base estimation of
a humanoid robot are presented through the theory of averaging and filtering on Lie groups. The
problem of human motion estimation through wearable sensing technologies is tackled through a
combination of dynamical systems’ theory-based Inverse Kinematics and filtering on Lie groups,
demonstrated to be directly applicable also for humanoid state estimation. Experimental validations
of the estimators for humanoid base estimation and human motion estimation have been carried out
on simulated datasets and datasets collected from real-world experiments conducted on the iCub
humanoid robot and Xsens Motion capture technology, respectively.
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(right) A zoomed-in snapshot of the plot in the left between time t = 15 to t = 20
seconds.

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5.10 iCub with feet fixed to the ground in Gazebo simulation environment is made to go
through a falling motion by commanding the ankle joints to its software limits, while
the feet remain fixed to its initial pose. . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.11 Comparison of pitch orientation estimates from SWA estimator employing fusion
methods based on averaging Euler angles (green dashed) and averaging on SO(3)
(blue dash-dotted) for a Gazebo simulated falling experiment.

. . . . . . . . . . . . 112

5.12 Schmitt trigger thresholding based contact detection . . . . . . . . . . . . . . . . . . 113
5.13 Orientation, position and linear velocity estimates of the base link from SWA (blue)
and legged odoemtry (red) in comparison with ground-truth trajectory (black) retrieved
from Vicon motion capture system.

. . . . . . . . . . . . . . . . . . . . . . . . . . 115

5.14 Position estimate along the z-direction from SWA estimator and legged odometry (LO)
without imposing flat floor constraints in comparison with ground-truth trajectory
retrieved from Vicon motion capture system. . . . . . . . . . . . . . . . . . . . . . . 116
6.1

High level block diagram for DILIGENT-KIO. . . . . . . . . . . . . . . . . . . . . 118

xii

List of figures
6.2

Orientation and velocity estimates from 25 trials of OCEKF and DILIGENT-KIO
(proposed) for a forward walking experiment on the iCub humanoid platform using
the same noisy measurements from the robotic hardware, noise statistics and initial
covariances, but initialized with random orientations and velocities. The dashed black
line is the ground truth trajectory from the Vicon motion capture system. DILIGENTKIO (bottom row) is seen to converge considerably faster than OCEKF (top row) in
almost all the directions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

6.3

Experimental comparison of DILIGENT-KIO with state-of-the-art estimators. . . . . 133

6.4

Comparison of evolution of position and velocity errors (blue lines) respectively along
with 99% estimated uncertainty envelope (red lines) for state-of-the-art methods. . . 144

7.1

Data flow diagram for human motion estimation. . . . . . . . . . . . . . . . . . . . 151

7.2

Rectangular approximation of the foot geometry . . . . . . . . . . . . . . . . . . . . 156

7.3

Upper body joint velocities and positions from Dynamical Inverse Kinematics block
in comparison with joint encoder measurements for the robot walking experiment. . . 174

7.4

Left and right leg joint velocities and positions from Dynamical Inverse Kinematics
block in comparison with joint encoder measurements for the robot walking experiment.175

7.5

Contact wrench decomposition to contact normal forces at the vertices for left and
right rectangular foot for the robot walking experiment. . . . . . . . . . . . . . . . . 176

7.6

Center of Pressure (CoP) and contact normal forces evolution for robot walking
experiment. CoP shown as black dot evolves within the support polygon affecting
the normal forces at the vertices of the foot. Blue arrows depict forces of vertices in
contact, while red arrows depict forces of vertices not considered to be in contact.
Red dots denote the loss of contact. . . . . . . . . . . . . . . . . . . . . . . . . . . . 177

7.7

Base pose and velocity estimates for robot walking experiment using the outputs from
contact detection and dynamical inverse kinematics block. . . . . . . . . . . . . . . 178

7.8

Human motion reconstruction for in-place walking experiment. . . . . . . . . . . . . 180

7.9

Base pose and velocity estimates along with feet rotation estimates for human inplace-walking experiment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 181

7.10 Human motion reconstruction for squatting experiment. . . . . . . . . . . . . . . . . 182
7.13 Base pose and velocity and feet rotation estimates for human squatting experiment. . 185
7.14 Human motion reconstruction for in-place swinging experiment. . . . . . . . . . . . 186
7.15 Joint positions of left and right leg estimated by the Dynamical IK shown as a blue
line for the in-place swinging experiment. Red dotted lines indicate the joint limits
obtained from the URDF model. There is a clear asymmetry in the hip and ankle
RotX joints of left and right leg.

. . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

7.16 Base pose and velocity estimates along with feet rotation estimates for human in-place
swinging experiment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188

List of tables
1.1

Sensor specifications of iCub; C.M. denotes Custom Modifications on the original
platform.

3.1

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

Link properties of the human model: link labels, shapes and mass as a percentage of
total human subject mass (extracted from Winter (2009)) (Latella (2019)). . . . . . . 62

3.2

Moments of inertia for a solid rectangular parallelopiped with width w, height h and
depth d, a solid cylinder of radius r and height h and a sphere of radius r, each having
mass m (Latella (2019)). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.3

Joint properties of the human model: joint labels, DoFs per joint (along with reduced
DoFs) and links connected through the given joint (Latella (2019)).

5.1

. . . . . . . . . 63

Errors comparison of Simple Weighted Averaging estimator (SWA), SWA with feet
IMU, and Legged Odometry (LO) for arbitrary high-frequency perturbation experiment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5.2

IMU Noise parameters from Allan Variance . . . . . . . . . . . . . . . . . . . . . . 114

5.3

Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) comparison of
Simple Weighted Averaging estimator (SWA) and Legged Odometry (LO) for walking
experiment. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

6.1

Comparison of DILIGENT-KIO with the state-of-the-art . . . . . . . . . . . . . . . 119

6.2

Noise parameters used for the estimators. . . . . . . . . . . . . . . . . . . . . . . . 131

6.3

Prior deviations used for the estimators. . . . . . . . . . . . . . . . . . . . . . . . . 131

6.4

Left invariant Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) comparison for walking and CoM sinusoid experiment. . . . . . . . . . . . . . . . . . . 134

6.5

Left invariant Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) comparison for CoM sinusoid experiment. . . . . . . . . . . . . . . . . . . . . . . . . . 134

7.1

Noise parameters used for the base estimator. . . . . . . . . . . . . . . . . . . . . . 173

7.2

Right invariant absolute trajectory error and relative pose error for the walking experiment using the dynamical inverse kinematics and EKF base estimator. . . . . . . . . 177

List of tables

xiv

A.1 Matrix Lie groups depicting the group of rotations, poses, extended poses, and
translations, respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 201

Prologue
Humans have marveled upon multitudes of science fiction depictions portraying cyber-physical beings
that would resemble our anthropomorphic structures but have a distinct bio-mechanical schema, either
aiding us towards a utopian future or haunting us in a dystopian alternative. We are in a time where
these cyber-physical systems have already long-crawled out of our imaginations to coexist with us
in our physical reality during this post-Industrial Revolution era.
These mechanical systems, we now call robots, were initially developed on a large commercial
scale by Unimation, in the 1960s, for reducing human labor along the assembly lines, in the manufacturing process of the automotive industry. However, the recent decades have seen a myriad of venues
that can be beneficial through the application of cutting-edge robotic technologies, from medical
sciences and healthcare to disaster-response and interplanetary operations. The term robot would
now imply physically and cognitively embodied machines capable of performing tasks autonomously,
either mundane or super-human. Our next step seems to be towards a future where robots collaborate
with humans in a productive and ethical manner, enriching our societal lifestyles.
In the 21st century, a field of study in robotics is focused on developing technologies for HumanRobot Collaboration (HRC) that will allow the robots to operate safely through effective interaction,
cooperation, and collaboration with humans in an industrial or a domestic setting. While robots of
several morphologies exist, humanoid robots that have a similarity with our anthropomorphic structure
may have the advantage of being well-suited for human-centered environments and might also be
useful in complementing the studies in human biomechanics and ergonomics.
Despite the advantages of being well suited for human-robot collaboration, humanoid robots are
hard, in the sense that formulating control strategies for achieving efficient locomotion for a humanoid
robot still remains an active and challenging research problem. A humanoid robot in collaboration
with a human counterpart should not only regulate its own balance and locomotion but also actively
control the interaction forces that it might want to exchange with the human in order to perform a
task. Further, such robots do not usually remain fixed to their environment. Their capability to freely
move and interact with their surroundings classifies them as floating base systems contrary to their
fixed-base counterparts, where the term floating base reflects their freely moving or free-floating
nature. In order to fully describe the motion of the robot over time, it is necessary to track some
physical quantities such as its position and orientation (collectively called as pose) in its environment
along with its velocity. These properties referring to the kinematic description of the robot constitute
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its state. More generally, the state may contain any variable that describes a desired behavior of the
system. In a collaborative scenario, the robot should thus be aware of its own state and that of its
human counterparts in order to regulate itself through feedback-control strategies.
Owing to their highly-articulated and free-floating nature, the underlying geometry for modeling
both humans and humanoid robots is not straightforward. As mentioned already, the robot state is
partly composed of its orientation (often called as rotation) or its pose, which are geometric objects
evolving over a space different from the well-known Euclidean vector space and thus, require careful
attention to enable a proper representation. Further, the state, of such a floating-base system, reflecting
their geometric configuration, usually cannot be measured directly through sensors but needs to be
estimated. With the recent advances in sensing technologies, it has become a common approach to
equip both the robots and humans with multiple, distributed sensors to measure quantities that might be
relevant in perceiving their state; not only kinematic and dynamic states but also physiological states in
the case of humans. Such an approach by itself poses deeper questions of how to fuse multiple sources
of information to obtain a reliable estimate. Appropriate state estimation strategies, relying on a proper
representation of both the state to be estimated and the observations measured by the multiple sensors
along with their associated uncertainties, thus, become crucial for both humans and humanoid robots.
In this thesis, we apply state estimation techniques for humanoid locomotion and human motion
estimation using the theory of Lie groups focusing mainly on the kinematics reconstruction for the
involved agents. The theory of Lie groups enables the construction of estimators that capture the
underlying geometry of these agents effectively while providing insights, through its abstract nature,
into the three-dimensional machinery that a roboticist might use on a daily-life basis to make the robots
move. We explore estimator designs employing averaging and filtering methods for an appropriate
sensor fusion in complicated state and measurement spaces for achieving rigorous nonlinear state
estimation. This research work has been carried out during my tenure as a Ph.D. candidate in the
Artificial and Mechanical Intelligence laboratory at the Italian Institute of Technology in Genova,
Italy. The doctoral program has been carried out in accordance with the requirements of University
of Genoa, Italy in order to obtain a Ph.D. title.

This thesis is divided into two parts.
Part I: Background and Thesis Context
This part provides an introduction to the fundamental concepts required for understanding the developments made in this thesis and reviews the state-of-the-art methods relevant to the context of the thesis.
• Chapter 1 begins by motivating the need for state estimation in the application context of this
thesis. It also introduces, in brief, the underlying technologies used for implementing the
algorithms presented in this thesis.
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• Chapter 2 provides a highly condensed account of matrix Lie groups and their application
within the theoretical framework of estimation on Lie groups. The notion of uncertainty over
matrix Lie groups is introduced with the concept of Concentrated Gaussian Distributions (CGD).
This chapter provides a self-contained derivation of Extended Kalman Filtering on matrix Lie
groups using the concept of CGD. Appendix A provides examples of matrix Lie groups that
are most commonly used in robotics.
• Chapter 3 presents a unified modeling approach for representing human and humanoid robot
systems within the framework of rigid multibody systems.
• Chapter 4 provides a detailed literature review on the state-of-the-art methods used in state
estimation for humanoid robots and human motion estimation. In order to gain a broader
perspective on the landscape of intersecting domains, the review also surveys the body of
literature from the SLAM and the legged robots community.
Part II: Thesis Contributions
This part provides a detailed account of the contributions from the research work carried out for
developing this thesis.
• Chapter 5 presents a loosely-coupled sensor fusion approach for the problem of floating base
estimation of a humanoid robot. In particular, we exploit the theory of averaging on matrix
Lie groups to perform the fusion of rotations and poses. We apply the averaging approach
to formulate contact-aided, kinematic-inertial odometry and demonstrate its extension for
localization in a known environment. Such an approach with its foundation based on a powerful
toolkit of Lie groups is mainly motivated to provide practitioners with a simple-yet-effective
sensor fusion approach for humanoid robots that maintains a scalable algorithmic structure to
combine multimodal measurements, while providing reliable estimates for closed-loop control.
• Chapter 6 presents the development of a tightly-coupled sensor fusion approach for the problem
of floating base estimation of a humanoid robot. For applications demanding fully-coupled inference of relevant states from multimodal measurements, we motivate ourselves in formulating a
filtering based estimation approach that generalizes the current standard approach of quaternion
based EKF for humanoid base estimation using the theory of matrix Lie groups. The estimator
design is based on extended Kalman filtering on Lie groups with the consideration that both the
states and measurements evolve over distinct matrix Lie groups. The design is mainly focused
on formulating a proprioceptive floating base estimator for a humanoid robot, however, its
straightforward extension to absolute humanoid localization is also discussed. Further, multiple
variants of the proposed estimator are analyzed as a consequence of the choice of Lie group
error and the time representation of the system dynamics used for designing the estimator.
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• Chapter 7 demonstrates a proprioceptive estimator design for human motion estimation exploiting the use of wearable sensing technologies such as a motion capture suit with distributed
inertial sensors and sensorized shoes attached with force-torque sensors. This work is motivated
from the standpoint of achieving full-body motion tracking in the absence of position sensors
while being able to meet the computational requirements for time-critical applications. The
estimator design uses a cascading architecture of a dynamical Inverse Kinematics optimization
followed by invariant extended Kalman filtering on Lie groups to solve joint state estimation and
floating base estimation using inertial measurements and ground reaction force measurements.
A Center of Pressure based contact detection strategy is used assuming a simplified geometry of
the foot which allows accounting for dynamic heel-to-toe motions of the human. This approach
is demonstrated to be applicable for both human and humanoid robot estimation.

Research publications
The findings from the research work within the scope of this thesis have been (or will be) disseminated
as peer-reviewed research publications. Supplementary material including, video presentation and
software repository for the associated publication, are listed wherever available, aiming for the
reproducibility of conducted research.
The contents of Chapter 6 appear in a conference publication,

P. Ramadoss, G. Romualdi, S. Dafarra, F. J. Andrade Chavez, S. Traversaro and D.
Pucci, "DILIGENT-KIO: A Proprioceptive Base Estimator for Humanoid Robots
using Extended Kalman Filtering on Matrix Lie Groups," 2021 IEEE International Conference on Robotics and Automation (ICRA), 2021, pp. 2904-2910, doi:
10.1109/ICRA48506.2021.9561248.
Video: click here, Github: click here.

The dissemination effort for a few contributions of this thesis has been planned after the submission
of this PhD thesis. The extended contents of Chapter 6 will be combined for a journal publication
tentatively titled as,

Prashanth Ramadoss, Stefano Dafarra, Silvio Traversaro, and Daniele Pucci. An
Experimental Comparison of Floating Base Estimators for Humanoid Robots with
Flat Feet. IEEE Robotics and Automation Letters (2022), (Submitted, Under Review).
Github: click here, Preprint: click here.

The contents of Chapter 7 will be submitted for a journal publication tentatively titled as,
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Prashanth Ramadoss, Lorenzo Rapetti, Yeshasvi Tirupachuri, Stefano Dafarra, Silvio
Traversaro, and Daniele Pucci.Whole-Body Human Kinematics Estimation using
Dynamical Inverse Kinematics and Contact-Aided Lie Group Kalman Filter. IEEE
Robotics and Automation Letters (2022), (To be Submitted).
Preprint: click here.

Apart from the publications directly related to the theoretical framework of this thesis, contributions
have also been made in the dissemination of other closely related research.
The following journal publication describes a framework for dynamics estimation of a human
through a cascading architecture of simplified models capturing the centroidal dynamics and complete
models describing the whole body dynamics of the human through the use of wearable sensing
technologies. I have contributed in this dissemination by aiding the first author with the validation,
software testing and experimental analysis for the proposed theoretical formulation. The dynamics
estimation becomes fundamental in human-robot collaboration scenarios and relies heavily on the
kinematic state of the human, thus having a direct implications from the developments of this thesis.
Yeshasvi Tirupachuri, Prashanth Ramadoss, Lorenzo Rapetti, Claudia Latella,
Kourosh Darvish, Silvio Traversaro, and Daniele Pucci. Online non-collocated estimation of payload and articular stress for real-time human ergonomy assessment. IEEE
Access, 9:123260-123279, 2021
Video: click here, Github: click here

The journal publication mentioned below, reports on a benchmarking evaluation of different
control strategies for achieving locomotion on a humanoid robot. My contribution towards this
publication was concerned with the development of a simple state-estimation sub-module to close
the loop for the feedback controllers using estimates of robot pose and velocity Further, I supported
the first author in the experimental procedures for the proposed architectures. The context of this
publication is a motivating application scenario for the theoretical developments of this thesis.
Giulio Romualdi, Stefano Dafarra, Yue Hu, Prashanth Ramadoss, Francisco Javier
Andrade Chazvez, Silvio Traversaro, and Daniele Pucci. A benchmarking of dcmbased architectures for position, velocity and torque-controlled humanoid robots.
International Journal of Humanoid Robotics, 17(01):1950034, 2020

The four subsequent chapters begin by building the foundational context for the developments of this
thesis. The last three chapters report, in detail, the contributions made by this thesis.

Part I

Background and Thesis Context

Chapter 1

Introduction
1.1

Unified Control Architecture for Human-Humanoid Collaboration

Among many innovation challenges foreseen by the European robotics community in employing
robotic technologies for the betterment of societal well-being and environmental aspects, interaction
technologies that allow for a safe, human-compatible physical interaction and collaboration over
a range of tasks are one of the expected outcomes that would create significant economic, social
and environmental value (Zillner et al. (2020)). In this context, effective human-robot collaboration
is remarked as a key technology enabler that will allow a broad deployment of robots to augment
human capabilities across several sectors, "Human-robot collaboration will require high-level decision
making to be part of the safety concept for robots, e.g. by predicting the movement of a human in direct
interaction. Safety will no longer solely be accomplished by a dedicated layer but will rely on various
types of sensors for perception, high-level algorithms for the interpretation of the sensor data, and
trustworthy decision-making to act accordingly. Distributing the safety to different layers will make
robots more flexible and reactive while maintaining an acceptable level of risk (Zillner et al. (2020))."
The demand for human-robot collaborative scenarios in several sectors such as manufacturing, domestic assistance, and healthcare require to endow robots with sensing capabilities and control strategies
that allow for a partner-aware robot collaboration with the human. The success of a safe and effective
collaborative task, however, relies heavily on the robot being able to predict complex motions of the
human and respond accordingly to improve human ergonomics in such a task (Latella et al. (2020)).
The development of an interaction technology that allows for a reliable physical Human-Robot
Interaction (pHRI) can be benefited through the realization of a unifying control architecture for
human-humanoid collaboration that will account for the several complexities and challenges within
the problem. Such a high-level collaborative control architecture is depicted in Figure 1.1 combining
cascaded and nested layers of trajectory optimization, control, and estimation for both robots and
humans. This architecture combines the capabilities of two distinct components namely robot control
and human behaviour architectures, each of which can be seen as engines driving the robot motions
and assisting human actions respectively to bring a collaborative task into fruition.
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The robot control architecture observed as a standalone component is composed of three main highlevel layers communicating with the robot in order to generate the desired motion. These layers are
called as whole-body shared trajectory optimization, whole-body shared Quadratic Programming (QP)
control and robot state estimation. The adjective shared comes into play when the robot is in active
interaction with another agent, either a robot or a human, and needs to regulate its motion considering
the agent’s interactions (Rapetti et al. (2021)). The trajectory optimization layer is in charge of generating desired trajectories, such as end-effector and Center of Mass (CoM) trajectories, for the robot by
accounting for any reference trajectories as inputs. The whole-body QP control layer is then used to
produce the necessary joint commands to control the robot’s motion by exploiting its known model to
guarantee the tracking of desired high-level trajectories. Oftentimes, it is also necessary to introduce
an intermediate layer known as simplified model control between the trajectory optimization and
whole-body control layers to ensure the tracking of trajectories generated by the former layer in a computationally efficient manner with the help of reduced-order models that approximate the full model of
the robot effectively (Romualdi et al. (2020)). Both the trajectory optimization and whole-body control
layers rely on continuous feedback from the robot to generate, regulate and track the motions on the
robot. The state estimation layer is then used to make sense of information obtained from the multiple
sensors on the robot to estimate the robot state which is then passed as feedback to the other layers.
The human behavioural architecture is composed of three layers, namely, human state estimation,
human trajectory generator and human whole-body control, acting in synergy with the human
collaborator equipped with wearable sensing and actuation technologies. The sensing technologies
are used to retrieve some useful information from the human agent such as quantities describing
the kinematic, dynamic, and physiological state required to understand and predict human motion
and fatigue. The human state estimation layer is then used to determine these states of the human
which are usually not directly measurable and can only be estimated. The human state is then
passed as feedback to a trajectory generator layer that is used to generate recommended high-level
trajectories called as assistive trajectories, such as postures and hand trajectories, required for the
completion of the collaborative task. The whole-body control layer then uses the assistive trajectories
to compute assistive torques by optimizing for human ergonomics. These assistive torques then act
as recommended stress exertions for the human during the task. Wearable actuation technologies
are used to actively assist or guide human actions to effectively coordinate their interactions with
their partner or the environment. While the human behavioral model provides active assistance for
the human agent to augment their capabilities in the collaborative task, the human state feedback is
also passed on to the robot control architecture to allow the robot to regulate itself suitably, for better
human working conditions.
In this thesis, we narrow our focus onto the state estimation algorithms for human motion and
humanoid locomotion that play an important role of providing the necessary feedback for the control
layers in the unified control architecture. We motivate the context of the state estimation algorithms
developed in this thesis along the basis of a primary application scenario depicted in Figure 1.2. The
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Figure 1.1: A unified control architecture for human-humanoid collaboration composed of robot
control architecture and human behavioural architecture components.
figure depicts a robot involved in active collaboration with a human carrying a load to the desired location, for instance, in a warehouse environment. The first and foremost objective in this scenario is to
augment feedback controllers developed for locomotion and collaborative strategies on the humanoid
robot. To be robust towards model uncertainties and unpredictable environments, a multi-modal sensor
fusion-based floating base estimation becomes crucial. Moreover, the importance of the floating base
estimation for the humanoid robot and whole-body motion estimation for the human becomes directly
apparent from such a scenario where the robot needs to understand both its system configuration
and that of the human counterpart in an absolute reference frame within the warehouse. This is
necessary to augment the planning and control strategies designed for human safety and ergonomics.
This can, in turn, lead to a reliable and shared floating base estimation algorithm that can allow a
proprioceptive terrain mapping of the environment local to these agents which might be necessary
for efficient navigation in cases where the perception systems all have an occluded field of view and
become obsolete for mapping or landmark association. In particular, we take a few preliminary steps
to investigate state estimation strategies for a humanoid robot and a human subject equipped with
distributed wearable sensors, aimed towards effective human-humanoid collaboration.
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Figure 1.2: Example scenario where a human subject performs collaborative work with the robot.

1.2

Enabling Technologies

In this section, we briefly describe the technological resources used for the experimental validation
of the thesis developments. We first introduce the iCub humanoid robot on which the humanoid
state estimation algorithms are tested, followed by a description of the wearable sensing technologies constituting a whole-body human perception system with which the human motion estimation
experiments are verified.

1.2.1

Description of iCub

The iCub humanoid robot is a child-size robot, born out of the EU funded RobotCub project, developed
by the iCub Tech in the Italian Institute of Technology. The robot was mainly created to support
research in embodied artificial intelligence. One of the primary research goals focuses on providing
iCub with capabilities that allows it to indulge in active physical interactions with the environment and
human counterparts (Metta et al. (2008); Natale et al. (2017, 2021)). In 2021, 42 of these robots built
into different versions have been distributed to several laboratories worldwide. The robotic platform
used for experimental validation of the algorithms developed in this thesis is the iCub version 2.5,
depicted in Figure 1.3.
iCub v2.5 is a 1.04 meter tall robot weighing close to 33 kilograms. It consists of 53 degrees of
freedom (DoFs) of motion with the distribution of 6 DoFs for each leg, 7 and 9 DoFs for each arm and
hand respectively, 3 DoFs for the torso, and 6 DoFs for the head and the eyes. A reduced subset of 32
(or sometimes 26) DoFs for the neck, torso, legs, and arms, which are most relevant for locomotion
purposes, are considered in this thesis. Each of these DoFs is electrically actuated with Brushless
DC (BLDC) motors and a harmonic drive transmission (Parmiggiani et al. (2012)). This subset of
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Figure 1.3: iCub v2.5, additionally equipped with a Realsense camera and a Vicon marker mount
on its waist, making them base-collocated sensors.
DoFs is also equipped with joint encoders and hall effect sensors that are used to measure the joint
angles and velocities at 1000 Hz.
iCub is a sensor-rich platform with numerous sensing modalities distributed across the entire body
of the robot. We will describe only those modalities which are relevant to the scope of this thesis.
To support advanced physical interaction with its environments, the robot needs to be capable of
measuring and controlling the forces to be exchanged with the environment. iCub is equipped with
six internal six-axis force-torque sensors as shown in Figure 1.4, of which four of them are attached
at the base of each limb while two of them are attached on the foot, close to the ankle of the robot.
These force-torque sensing technologies are developed in-house at the Italian Institute of Technology,
Genova (see Figure 1.5) based on the principles of strain-gauge sensing. They also consist of an
Inertial Measurement Unit (IMU) and temperature sensor on-board for effective non-linear modeling
required for the calibration of these sensors (Chavez et al. (2016)). These force-sensing technologies
along with a Bosch BN055 IMU placed on the head of the robot is used for the implementation of
whole-body dynamics estimation algorithms that allow retrieving contact wrenches at the end-effectors
(feet and hands) and joint torque estimates on the robot by exploiting the model information (Nori
et al. (2015a,b)). These calibration and estimation algorithms have been used successfully in the
development of whole-body controllers for balancing and locomotion algorithms for achieving highly
dynamic motions on the robot (Dafarra et al. (2016); Pucci et al. (2016); Romualdi et al. (2020)).
Besides that, a vast array of three-axis accelerometers and three-axis gyroscopes are distributed in
various parts of the body as depicted in Figure 1.4. Table 1.1 provides a consolidated list of sensors
used in the development of the state estimation strategies proposed in this thesis.
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(a)

(b)

(c)

Figure 1.4: Distribution of (a) six-axis force-torque sensors and (b, c) inertial sensors i.e gyroscopes
(left) and accelerometers (right) in iCub v2.5 (Traversaro (2017)).
Table 1.1: Sensor specifications of iCub; C.M. denotes Custom Modifications on the original platform.
Sensor

Model

Encoders

AES absolute encoder (joint
side), incremental encoder
(motor side)
Bosch BNO055
XSens MTi-300
IIT STRAIN2
Bosch BNO055

Head IMU
Base IMU (C.M.)
F/T Sensors
F/T Onboard IMU

Operating
Frequency
(Hz)
1000

Experimental Use Case

100
100
100
100

Whole-body dynamics estimation
Floating base estimation
Whole-body dynamics estimation
Feet IMUs for improving floating base
estimation

Generic

Custom Modifications to iCub
Our particular version of the robot in the Artificial and Mechanical Intelligence laboratory is equipped
with an XSens MTi-300 series IMU mounted in its base link providing linear accelerometer, gyroscope,
magnetometer and orientation measurements streaming at 100Hz. This custom modification was
done on our robot to be able to have an IMU collocated on the base link for enabling floating base
estimation algorithms beyond legged odometry.
In order to obtain ground truth of base link trajectories from a state-of-the-art motion capture
system such as Vicon, we developed custom mounts equipped with reflective markers that are directly
mountable on the base link of the robot (see Figure 1.3). Additionally, in order to support an extension
towards vision based floating base estimation, this support allows to attach a Realsense D435i camera
which can complement the stereo vision cameras mounted in the eyes of the robot.
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(a)

(b)

(c)

(d)

(e)

Figure 1.5: (a) Six-axis force-torque sensors developed at the Italian Institute of Technology (IIT);
(b) Strain gauge; (c, d) Internal electronics highlighting an Inertial Measurement Unit (IMU) and a
temperature sensor; (e) Sensor reference frame (Tirupachuri (2020)).

(a)

(b)

Figure 1.6: (a) An early prototype of sensorized shoes equipped with six-axis force torque sensors at
its front and rear parts of the sole along with the visualization of coordinate system relationships for
the sensor and the human foot. (Latella (2019)). (b) Latest version of the iFeel shoes.

1.2.2

Description of Wearable Sensing Technology

A concise description of the wearable sensing technologies used within the context of this thesis is
depicted in Figure 1.7. It comprises of a whole-body motion tracking suit and sensorized shoes.
iFeel Sensorized Shoes
The sensorized shoes depicted in Figure 1.6 is a wearable technology developed by iFeel1 which is a
part of a whole-body wearable technology suite aimed at real-time human motion tracking, articular
stress analysis and fatigue assessment. Each shoe is mounted with two six-axis force-torque sensors
at the front and rear balls of the foot (near the toe and the heel). These force-torque sensors rely on
the force sensing technologies described earlier (Figure 1.5). The wrench measurements from these
force-torque sensors are measured in their local frames which are then transformed into a common
heel frame and streamed as a net wrench at the rate of nearly 100 Hz. Depending on the foot geometry
of the human-subject, another relevant transformation is required to express these measurements in
the coordinate frame associated to the foot. These coordinate frames are depicted in Figure 1.6.
1 https://ifeeltech.eu/
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Xsens Motion Capture Suit
The whole-body motion tracking suit is an Xsens2 suit consisting of a set of 17 inertial measurement
units distributed in selected locations on the human body. This motion capture suit is capable of
providing several kinematic and dynamic quantities relevant for human motion estimation. Within the
scope of this thesis, we mostly rely on the absolute orientation and the angular velocity measurements
provided by the distributed IMUs streamed at a rate of 60 Hz frequency. Xsens suit offers a thorough
calibration procedure to align all the measurements in a single frame of reference. We additionally
carry out a secondary calibration using some known conditions at the first instant of operation to align
these measurements into our desired frame of reference.

Figure 1.7: A concise visualization of wearable technologies used: Human subject wears Xsens
inertial motion tracking system and a pair of sensorized shoes equipped with force/torque sensors
developed at IIT (Tirupachuri et al. (2021)).

In the subsequent chapters, we will look at the mathematical background and familiarize with the
tools used for the development of state estimation techniques in this thesis.

2 https://www.xsens.com/

Chapter 2

State Estimation using Matrix Lie
Groups
This chapter presents the mathematical background for the estimation machinery used within the
scope of this thesis. Most of the material discussed in this chapter is based on the works of Barfoot
and Furgale (2014); Barrau (2015); Bourmaud (2015); Fang et al. (2018); Hall (2013); Sola et al.
(2018). Section 2.2 presents a brief introduction to matrix Lie groups and some useful matrix
Lie group identities. Examples of most commonly used matrix Lie groups in state estimation for
robotic applications are described in the Appendix A. Section 2.3 describes a notion of uncertainty
representation and propagation over matrix Lie groups. Sections 2.4 and 2.5 provide an overview
of two common filtering techniques using matrix Lie groups which are used as the foundations for
deriving the state estimation methods presented in this thesis. Finally, averaging on matrix Lie groups
is presented in Section 2.6.

2.1

A Primer on State Estimation

In order to understand the evolution of many real-world phenomena, we tend to use the theory of
dynamical systems to model them into a mathematical description. The behavior of these systems
can be inferred through a minimal set of variables, called the state variables.The evolution of these
variables over time is obtained as the result of the considered system dynamics. When we are not fully
certain about the system dynamics, sensor measurements may be used to complement the information
obtained from the system dynamics. However, in most practical applications, either the measurement
observations of the system state are very noisy or having a complete observation of the system is not
possible. In the latter case, some of the states are not directly measurable but can only be estimated.
State estimation is the process of inferring the evolving state of the system from a complete or a
partial set of noisy observations.
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One of the common approaches to state estimation follows a Bayesian way of thinking. This
approach provides a framework to understand how an existing belief of a variable in consideration
is changed or updated when new evidence about this variable is available. Within this framework,
both the system state and the measurements are considered as random variables. While the system
dynamics provides a prediction of the unknown state variable, the measurement-based update is used
to correct these predicted state estimates.
Consider a nonlinear, dynamical system,
xk+1 = f (xk , uk ) + wk ,

(2.1)

zk = h (xk ) + nk .

(2.2)

Here, we denote xk ∈ R p as the unknown state vector of dimensions p, uk ∈ Rm as the control input
and zk ∈ Rq is the vector of measured system outputs with dimensions q. The nonlinear mapping
f : R p 7→ R p describes the system dynamics, usually used as the prediction model in the state estimation problem (Barfoot (2017)). The function h : R p 7→ Rq is the measurement model that maps
the system state to expected observations. For stochastic systems, the prediction and the measurement models are assumed to be affected by noise to model the uncertainty in these models. The
process noise wk and the measurement noise nk are usually assumed to be zero-mean white Gaussian
noise with covariance matrices Qk ∈ R p×p and Nk ∈ Rq×q respectively. Given a set of observations
Zk = {z1 , z2 , . . . zk } at time instant k, the problem of state estimation is then to obtain an estimate of
xk using the conditional probability distribution p (xk | Zk ).
Fang et al. (2018) presents a concise tutorial review of various state-of-the-art techniques used for
nonlinear Bayesian estimation. Computing and tracking the conditional probability density function
for systems with strong nonlinearity and non-Gaussian probability distributions of the stochastic
variables is often intractable due to the lack of a closed-form solution. This led to the development
of a simplified and tractable solution called Kalman filtering. Under the assumption that the state and
measurements are characterized by Gaussian distributions, this approach tracks only the mean and
covariance of the state estimates conditioned over the measurements while being subject to the nonlinear transformations. In contrast to filtering methods, there exist great alternatives such as smoothing
methods and optimization-based state estimation approaches that can be used for applications with
varying degrees of complexity. In this thesis, we only focus on Kalman filtering approaches, however
a brief comparison with other methods is done in Chapter 4.

2.1.1

Extended Kalman Filter

While the Kalman filter is an optimal state estimation approach when applied to linear systems (Fang
et al. (2018); Särkkä (2013); Simon (2006)) with state and measurements characterized as Gaussian
variables, it is however not directly applicable for nonlinear systems. A nonlinear version of the
Kalman filter called the Extended Kalman Filter (EKF) is a widely used state estimation technique that
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linearizes the nonlinear functions about the mean and the covariance of the current state estimate. The
EKF can be viewed as a two-step process involving a propagation (or a prediction) step and an update
step. The propagation step uses the state estimate from the previous time instant to produce a prior estimate of the state at the current time instant. An innovation or a residual is then computed, in the update
step, as the difference between the expected observation obtained from the current prior prediction
and the actual observation. This residual error is multiplied by an optimal Kalman gain and combined
with the previous state estimate to obtain a refined posterior state estimate. The outcome of the EKF
at the end of the propagation and the update step is a conditional probability of the state xk+1 given
a set of observations Zl , where l = k for the propagation and l = k + 1 for the update. Given the prior
estimate x̂k|k of the state xk and the exogenous input vector uk , the prediction model is linearized as,


f (xk , uk ) ≈ f x̂k|k , uk + Fk (xk − x̂k|k ),

Fk =

∂f
|x=x̂k|k ,uk ∈ R p×p ,
∂x

leading to the computation of the estimated state x̂k+1|k and the covariance Pk+1|k of the state prediction
error in the prediction step as,


x̂k+1|k = f x̂k|k , uk ,

(2.3)

Pk+1|k = Fk Pk|k FTk + Qk ,
where, x̂k+1|k ∈ R p , Pk+1|k ∈ R p×p . The measurement model can then be linearized around a new
operating point x̂k+1|k as,


h (xk+1 ) ≈ h x̂k+1|k + Hk+1 (xk − x̂k+1|k ),

Hk+1 =

∂h
|x=x̂k+1|k ∈ Rq×p ,
∂x

leading to the innovation covariance Sk+1 = Hk+1 Pk+1|k HTk+1 + N̂k+1 ∈ Rq×q . The innovation,


z̃k+1 = zk+1 − h x̂k+1|k ∈ Rq , is defined as the difference between the measured observation and
the expected observation from the predicted state estimate. The Kalman gain is computed as
p×q , where P
T
Kk+1 = Pk+1|k HTk+1 S−1
k+1|k Hk+1 is the cross-covariance between the predicted
k+1 ∈ R

state x̂k+1|k and the measurement zk+1 .
An updated state estimated after incorporating the measurements is given as,
x̂k+1|k+1 = x̂k+1|k + Kk+1 z̃k+1 ,

Pk+1|k+1 = I p − Kk+1 Hk+1 Pk+1|k ,

(2.4)

where, x̂k+1|k+1 ∈ R p , Pk+1|k+1 ∈ R p×p and I p ∈ R p×p is an identity matrix.
For a more detailed understanding of the Extended Kalman Filter and other state estimation
methods, one may refer to Fang et al. (2018); Särkkä (2013); Simon (2006). In this thesis, Kalman
filtering on special mathematical structures called the matrix Lie groups is used to formulate the state
estimation problems.
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Matrix Lie Groups

The theory of Lie groups serves as a powerful mathematical toolkit that allows tackling problems
related to mechanical systems with complex underlying geometries in a manner rigorous for handling
uncertainties, derivatives, and integrals for such systems more faithfully. A subset of Lie groups
realized as a group of matrices, known as the matrix Lie groups, can be used to provide appropriate
representations of spatial relationships for such mechanical systems.

2.2.1

Lie Group and Lie Algebra

A Lie group is a mathematical structure that is a combination of two mathematical objects known as
groups and differentiable manifolds. Specifically, a Lie group G is a differentiable manifold whose
elements obey the axioms of a group. The concept of a differentiable manifold has its origin in set
theory where it is related to the point-set topology that describes the continuity or closeness of a
space (Weisstein (2021b)). At each point on the manifold, a vector space can be defined that best
approximates the manifold structure within the local neighborhood of the point. This vector space is
called as the tangent space defined at the point on the manifold.
Remark 2.1. A differentiable or a smooth manifold is a topological space in which every point is
associated with a unique tangent space, usually characterized as a local linear or a vector space, in
which calculus operations can be performed (Sola et al. (2018)). It is also called as analytic manifold
that are infinitely differentiable and has a convergent Taylor series (Weisstein (2021a,c)).
Definition 2.1 (Group). A group is a mathematical structure that constitutes a pair (G, ◦) consisting
of a set G and a binary operation ◦ such that for any elements g, g1 , g2 ∈ G, the following properties
always hold,
• Closure: For every element g1 , g2 ∈ G, their operation g1 ◦ g2 also belongs to G.
• Associativity: For every element g1 , g2 , g3 ∈ G, (g1 ◦ g2 ) ◦ g3 = g1 ◦ (g2 ◦ g3 ).
• Identity: There exists an element e called identity, such that ∀g ∈ G, e ◦ g = g ◦ e = g.
• Inverse: For every element g ∈ G, there exists an element g−1 called inverse of g, such that
g ◦ g−1 = g−1 ◦ g = e.
Definition 2.2 (Matrix Lie Group). A matrix Lie group (G, ◦) is a group for which the set G is a
differentiable manifold in which,
• each element X ∈ G is an n × n matrix,
• the group operation "◦" is the matrix multiplication,
• the identity element is the identity matrix I ∈ Rn×n ,
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• the inverse is the matrix inversion,

• the mappings a(X1 , X2 ) = X1 ◦ X2 and b(X) = X−1 are both analytic i.e. mappings for
which a convergent Taylor series can be defined.
Remark 2.2. A Lie group in which the group elements are matrices, but the group operation is not
the matrix multiplication is not a matrix Lie group.
Definition 2.3 (Action of a Lie group, Sola et al. (2018), Section II.B). Given a Lie group G and a set
H, the action of X ∈ G on h ∈ H is denoted as X.h, if for an identity element I ∈ G and an arbitrary
element Y ∈ G,
I.h = h,

(2.5)

(X ◦ Y).h = X.(Y.h).

(2.6)

Definition 2.4 (Tangent Space of a Lie Group, Sola et al. (2018)). Given a point γ(t) : R 7→ G moving
dγ(t)
dt belongs to the space Tγ G tangent to G at the
Rn×n related to the smooth function γ(t) for which:

on the manifold of Lie group G, it’s velocity γ̇ =
point γ. This is the space of all matrices A ∈

A=

dγ(t)
dt


, γ(T ) ∈ G.

(2.7)

t=T

Intuitively, the tangent space at a point can be viewed as the space of possible velocities at a given
element on the group manifold.
Definition 2.5 (Lie algebra). Given a Lie group G, the tangent space TI G at the identity element
I ∈ G is called as the Lie algebra g of G.
The Lie algebra captures all the properties of the Lie group. Since the Lie algebra is a vector
space, its elements can be equivalently identified by vectors in R p through bijective mappings [.]∨G and
[.]∧G , called the vee and hat operators respectively, where p is the dimension of the matrix Lie group.
Specifically, the Lie algebra g ⊂ Rn×n is a p-dimensional vector space defined by a basis of p real
matrices [ei ]∧G called as generators, where ei defines the natural basis of R p . The Lie algebra defines an
open neighborhood around 0 p×1 in its associated vector space, over which the notions of calculus are
applicable. Let A ∈ g and a ∈ R p , the Lie algebra and its associated vector space are related as follows,
p

A = [a]∧G = ∑ ai [ei ]∧G ∈ g,

[.]∨G : g 7→ R p ,

[.]∧G : R p 7→ g.

(2.8)

i=1

2.2.2

Exponential and Logarithm Mapping

The Lie group and the Lie algebra can be related through two important maps which transport the
elements from one space to the other. These are the exponential and the logarithm map of the Lie group.
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Definition 2.6 (Exponential Map). The exponential map of the Lie group expG : g → G maps an
element [a]∧G at the Lie algebra to an element X in the Lie group.
Definition 2.7 (Logarithm Map). The logarithm map of the Lie group logG : G → g, is the inverse of
the exponential map that takes an element of the Lie group and produces an element of the Lie algebra.
The relationship between the exponential map and the logarithm map is straightforward,



∧
logG expG [a]G
= [a]∧G .

(2.9)

Interestingly, for matrix Lie groups, these mappings are just the matrix exponential and matrix
logarithm, respectively.
Definition 2.8 (Matrix Exponential). Given a matrix A ∈ Rn×n , the exponential of the matrix A,
indicated with exp (A), is defined as:
Ak
∑ .
k=0 k!
∞

exp (A) =

(2.10)

Definition 2.9 (Matrix Logarithm). Given a matrix X ∈ Rn×n , the matrix logarithm is defined by the
Taylor series about the identity matrix:
∞

log (X) = log(In − (X − In )) =

∑ (−1)k+1
k=1

(X − In )k
.
k

(2.11)

A short-hand notation composing the hat operation with the exponential map and the logarithm
mapping with the vee operation can be introduced,
expG : g → G,
exp∧G : R p → G,

logG : G → g,
log∨G : G → R p .

Furthermore, depending on the context, these composition operators are sometimes overloaded as
ExpG ≜ exp∧G and LogG ≜ log∨G . In contexts where the underlying group is clear, the subscript G may
also be dropped.
Since the exponential map is a continuous group homomorphism of the one parameter subgroup
of G, indicated as γ : R → G, it has some useful identities.
Property 2.1 (Homomorphism of exponential map). ∀ t, t1 , t2 ∈ R, a ∈ R p , [a]∧G ∈ g,
γ(t) = exp∧G (t a) ,
−1
γ(−t) = exp∧G (− t a) = exp∧G (t a)
= γ −1 (t),
γ(0) = In ,

γ(t1 + t2 ) = exp∧G (t1 + t2 ) a = exp∧G (t1 a) exp∧G (t2 a) = γ(t1 ) γ(t2 ).

(2.12)
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2.2.3

Adjoint Representation

Adjoint representation is an important map which is an invertible linear transformation that operates
on the vectors of the tangent space TX G at a certain element X ∈ G and transports them to Lie algebra.
Definition 2.10 (Adjoint action of a matrix Lie group on its Lie algebra, (Hall, 2013) Definition 3.32).
For each element X in the Lie group G and a corresponding element A in its Lie algebra g, the adjoint
map of the group Ad X : g 7→ g is defined as:
Ad X (A) = X A X−1 .

(2.13)

Along with the exponential map, the adjoint map captures the non-commutativity of a matrix Lie
Group. An equivalent matrix operator called the Adjoint matrix can be defined that acts directly on
the elements in the vector space,
∀ X ∈ G, a ∈ R p ,
h
i∨
AdX a = X [a]∧G X−1 ,



G
∧
X expG [a]G = expG [AdX a]∧G X,

(2.14)

X exp∧G (a) = exp∧G (AdX a) X.
The Lie bracket is obtained as a consequence of the derivative of the adjoint transformation of a
one-parameter subgroup (Chirikjian (2011)),

d 
AdexpG (t B) C
= [ B, C]] = BC − CB,
dt
t=0
B = [b]∧G , C = [c]∧G ∈ g. The Lie bracket satisfies the Jacobi identity (Hall, 2013,
Definition 3.1) and [ B, B]] = 0 .

∀ b, c ∈ R p ,

Definition 2.11 (Adjoint action of a Lie algebra on itself, (Hall, 2013) Definition 3.7). For each
element A, B ∈ g, the adjoint map of the Lie algebra adA : g 7→ g, sometimes called as the small
adjoint operator, is defined as:
adA B = [ A, B]].

(2.15)

Consequently, we have adB c = [B, C]], adC b = [C, B]] = −[[B, C]] and adB b = 0.
A concise visual description of a matrix Lie group is provided in Figure 2.1. In summary, a
Lie group is a mathematical construct that has the structure of a smooth, differentiable manifold G
represented by the grey surface in the figure; it can simply be thought of as a collection of entities with
similar characteristics where at each entity the notion of a derivative can exist and every entity satisfies
the properties of a group. Its associated Lie algebra is the tangent space represented by the blue
plane at the identity element In . The exponential and the logarithmic mapping of the Lie group can
intuitively be thought of as moving from a curved, nonlinear space to a flat, linear space, and vice-versa,
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Figure 2.1: An illustration of a Lie group and its operators transporting elements between the group,
Lie algebra and the associated vector space.
respectively. An analogous example of such operations applied to scalars are the exponential function
that converts an "addition to multiplication" (a, b ∈ R, ea+b = ea eb ) and the (natural) logarithm
function that has a "multiplication-to-addition" property (log(ab) = log(a) + log(b)). The linear
space of the Lie algebra can further be mapped to a space of vectors (and vice-versa), a familiar space
where we could perform calculus. Further, for Lie groups that define a non-commutative, bilinear
operation between its elements, the adjoint representation quantifies how much an element fails to
commute with another element in the group. It can also be viewed as a coordinate transformation of
vectors from one tangent space to another.

2.2.4

Left and Right Jacobians

The Jacobians of the matrix Lie group map any changes in the local coordinates of the Lie group to
the generalized velocity of the corresponding element in the Lie group.
Definition 2.12 (Jacobian of matrix Lie group, Chirikjian (2011)). Given q ∈ R p is a vector of

local coordinates and X(t) = X̃ q(t) is a curve in the Lie group G, where X̃ : R p 7→ G is the local
parametrization of the Lie group G,
• the left Jacobian matrix is defined as the matrix JlG (q) that relates rates of change q̇ to Ẋ X−1 ,
• the right Jacobian matrix is defined as the matrix JrG (q) that relates rates of change q̇ to X−1 Ẋ.
Another notion of the left and right Jacobians of the matrix Lie group can be obtained from the socalled Baker-Campbell-Hausdorff formula which will be an important tool to handle uncertainties on
matrix Lie groups. The Baker-Campbell-Hausdorff (BCH) formula defines an important relationship
between the Lie bracket, the matrix exponential, and the matrix logarithm.
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Definition 2.13 (Baker Campbell Hausdorff formula, (Chirikjian (2011)), Section 10.2.7). For each
element B, C ∈ g, the logarithm of the product of two Lie group elements written as the exponential of
the Lie algebra elements is related to Lie bracket as,


1
log exp (B) exp (C) = B + C + [ B, C]] +
[ B, [ B, C]] ] + [ C, [ C, B]] ] + . . . .
12

(2.16)

Since the Lie bracket is related to the small adjoint operator, the Baker-Campbell-Hausdorff
(BCH) formula can be equivalently written as,

1
1
(adB adB c + adC adC b) + . . . .
log∨G exp∧G (b) exp∧G (c) = b + c + adB c +
2
12

(2.17)

A slight manipulation of the BCH formula leads to the Jacobian of the matrix Lie group,

1
log∨G exp∧G (−a) exp∧G (a + b) = −a + (a + b) + ad[−a]∧ (a + b) + . . .
G
2
1 2
1
= b + ad[−a]∧ b + ad[−a]∧ b + . . .
G
G
2
6
∞
1
=∑
adk[−a]∧ b
G
(k
+
1)!
k=0

(2.18)

= JlG (−a) b = JrG (a) b,
k
1
where, we have used the identity ad[−a]∧ a = 0, and JrG (a) = ∑∞
k=0 (k+1)! ad[−a]∧ denotes the right
G

G

Jacobian operator of the matrix Lie group G. As a consequence, we have the so-called push-forward
identity of the matrix Lie group which captures the effect of any additive perturbations in the tangent
space onto the multiplicative perturbations on the group manifold.

exp∧G (−a) exp∧G (a + b) = exp∧G JrG (a) b ,

exp∧G (a + b) = exp∧G (a) exp∧G JrG (a) b .

(2.19)
(2.20)

The right Jacobian inverse is related to the BCH formula approximated to the first order as,

−1
log∨G exp∧G (a) exp∧G (b) ≈ a + JrG (a)
b.

(2.21)

Similar identities can be obtained for the left Jacobian,


exp∧G (a + b) = exp∧G JlG (a) b exp∧G (a) ,

−1

log∨G exp∧G (b) exp∧G (a) ≈ a + JlG (a)
b.

(2.22)
(2.23)
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2.2.5

Invariant Error

In control and estimation, we often define error residuals or cost functions as a difference between
the true state and the desired or observed state, respectively. Such error definitions are then useful, in
control, for driving the system towards the desired state using the feedback of the current state, while
it is used in estimation to get an estimate that closely describes a prediction or an observation of the
current state. This is usually done so by the minimizing the error residuals or the cost functions. An
appropriate choice of these errors is then often useful for formulating non-linear observers and control
algorithms. It is straightforward to construct errors for variables evolving in a vector space due to
its additive nature, e = x − x̂, where, e ∈ R p is a linear state-error between the true state x ∈ R p and
the estimated state x̂ ∈ R p .
The errors for variables evolving in matrix Lie groups are constructed with the help of the
composition operator which is the matrix multiplication and the inverse operator which is the matrix
inversion. For matrix Lie groups, there is a possibility of constructing invariant errors to compare
trajectories. These are errors that remain the same even for a transformed system under a left- or
right-group action, i.e. the error is invariant to a transformation or changes to the system introduced
by left- or right-translations.
Definition 2.14 (Left and right invariant error of type 1). For S, Y ∈ G, given the left translation
LS : G 7→ G, LS Y = S Y and the right translation RS : G 7→ G, RS Y = Y S, the invariant errors
between a true state X ∈ G and an estimated state X̂ ∈ G are,

−1
 −1
η L = X̂−1 X = LS X̂
(LS X) = SX̂
(SX) = X̂−1 S−1 SX (left-invariant),

−1
 −1
η R = X X̂−1 = (RS X) RS X̂
= (XS) X̂S
= XSS−1 X̂−1 (right-invariant).

(2.24)
(2.25)

Definition 2.15 (Left and right invariant error of type 2). The invariant errors between a true state
X ∈ G and an estimated state X̂ ∈ G can also be defined as,


 
η L = X−1 X̂ = (LS X)−1 LS X̂ = (SX)−1 SX̂ = X−1 S−1 SX̂ (left-invariant),


 
η R = X̂ X−1 = RS X̂ (RS X)−1 = X̂S (XS)−1 = X̂SS−1 X−1 (right-invariant).

(2.26)
(2.27)

In the context of Kalman filtering on Lie groups, the choice of error affects the evolution of
linearized error variables through the filter equations, thereby affecting the manner in which the
covariance is propagated through time-updates and measurement-updates. Thus, a proper choice of
error often helps in formulating an estimator with strong convergence and consistency properties.
The Lie group operators for most commonly used matrix Lie groups in robotics are described in
Appendix A. Having defined the notion of an error in matrix Lie groups, in the following section we
define the notion of uncertainty over a matrix Lie group using the so-called Concentrated Gaussian
Distributions (CGD) on matrix Lie groups.
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2.3

Uncertainty Representation in Matrix Lie Groups

The group of rotations and rigid body transformations are particularly important groups that provide
a representation of spatial relationships for a rigid body moving in three-dimensional space (for
definitions, see Appendix A). Usually in robotics, estimating uncertain spatial relationships is a
significant problem which requires establishing the notion of uncertainty over such matrix Lie groups.
In general, the notions of uncertainty over matrix Lie groups are different from the standard notion of
uncertainty described in vector spaces. The notion of uncertainty can be introduced with the concepts
of random variables and their associated mean and covariance.
A random variable in the vector space x ∈ R p can be associated with a probability density function
(pdf), p(x) that satisfies,
∀x ∈ R p ,

p(x) ≥ 0,

Z
Rp

p(x)dx = 1,

which is also characterized by the mean,
µ = E[[x]] =

Z
Rp

xp(x)dx,

and the covariance about the mean,
Σ = E[[ε ε T ] =

Z
Rp

(x − µ) (x − µ)T p(x)dx,

where, we use E[[.]] to denote the expectation operator, and ε = x − µ as a zero-mean perturbation
acting on the noise-free value µ. Focusing solely on Gaussian distributions, the density function in
R p can be defined as,



1
1 T −1
p(x) = p
exp − ε Σ ε
2
(2π) p det Σ

This notion of additive uncertainty given by x = µ + ε, where ε ∼ NR p (0 p×1 , Σ ) may not be directly
applicable for matrix Lie groups. This is because Lie groups are characterized by constrained nonlinear
spaces as seen in Section 2.2 and directly applying the above-mentioned definition of uncertainty might
break the group structure, i.e. the evolution of random variable might no longer belong to the group.
The random variables in a matrix Lie group can be defined as,
X = X̂ exp∧G (ε) ,
X = exp∧G (ε) X̂,

(perturbations ε applied locally),

(2.28)

(perturbations ε applied globally),

(2.29)

where, X̂ ∈ G is a large, noise-free value and ε ∈ R p is a small perturbation induced into the group.
A simple and commonly used method to express uncertainty on matrix Lie groups is to use
the concept of Concentrated Gaussian Distribution (CGD). A CGD can be defined for a connected,
unimodular matrix Lie group. The property of connectedness for a matrix Lie group shows the
existence of continuous paths in G from any element X ∈ G to the identity element in G (Hall
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(2013), Def. 1.9). The property of unimodularity (Wolfe and Mashner (2011)) defines a bi-invariant
integration measure dX for the matrix Lie group such that the concept of probability densities p(X)
makes sense in the integral,
Z

Z

p(Y ◦ X)dX =

p(X)dX =
G

G

Z

p(X ◦ Y)dX = 1,

G

for any fixed Y ∈ G and ◦ is the group operation (matrix multiplication in this case).

Consider the small perturbation ε ∼ NR p 0 p×1 , P to be tightly focused around a region ε ∈ S ⊂
R p with a zero-mean Gaussian distribution with covariance P. When the probability mass of ε is
tightly focused or close to one within the region S, the following approximation remains valid,

log∨G exp∧G (ε) = ε.
As described in Figure 2.2, the probability distribution of ε ∈ R p induces a CGD on G around its
identity element, which can be transported around X̂ ∈ G using the left action
LX̂ exp∧G (ε) = X̂ exp∧G (ε) ,
producing a CGD around X̂, where X̂ is the mean of X and ε is the zero-mean Lie algebraic error with
covariance P. The eigenvalues of the covariance matrix P can be used to characterize the uncertainty
related to the variable, where these values represent the variance of the distribution in the direction of
eigenvectors of P. The major assumption in the definition of CGD is that the maximum eigenvalues
of P is required to be sufficiently small, such that the Gaussian distribution is not very spread out
within/beyond the region S.
Definition 2.16 (Concentrated Gaussian Distribution on Matrix Lie groups). Concentrated Gaussian
distribution on a matrix Lie group G is a distribution NG (X̂, P) for which the mean X̂ is defined on
the group G and the covariance P is defined on the Lie algebra g, such that the distribution defined
by perturbation vector ε ∼ NR p (0n×1 , P) in the vector space associated to the Lie algebra remains
sufficiently close to zero.
For such a definition, the mean lies on the Lie group while the covariance is strictly defined on the
Lie algebra. Furthermore, here we have considered a left-trivialized perturbation (counterintuitively,
the perturbation is applied on the right), meaning that the perturbation is acting locally, which leads to
the use of the left action LX̂ for transporting the distribution in G to X̂. The choice of right-trivialized
perturbation (perturbation applied on the left), meaning the perturbation is acting globally, leads to
the use of the right action for transporting the distribution in G.
To summarize the notion of CGD in simple words, a zero-mean Gaussian distribution can be
defined on the vector space such that the spread of this distribution is sufficiently small. This
distribution can be expressed straightforwardly around the zero element of the Lie algebra using the
hat operator (See Eq. 2.8 for the relation between hat operator and Lie algebra). Samples obtained
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Figure 2.2: Concentrated Gaussian distributions on matrix Lie groups. This figure demonstrates how
a distribution in the vector space induces a distribution in group G.
from the distribution on the Lie algebra produce perturbation elements on the group G, through
the exponential map, which remain closed to the group identity (see Fig. 2.2). These perturbation
elements can then be transported from the identity element to the mean using the left- or right-action
of the mean element on the perturbation element.
In order to change variables from ε and express a pdf over X, it is necessary to define an infinitesimal volume dX of X. The infinitesimal volume element dε is related to dX through the
determinant of the right Jacobian of matrix Lie group, dX = |det JrG | dε (Chirikjian (2011); Park
(1991)). Considering the left-invariant error of type 1 η = X̂−1 X (see Eq. 2.24), the pdf induced in G
by the pdf in R p can be observed through a change of coordinates using the relation ε = log∨G (X̂−1 X),


1 T −1
1=
αexp − ε P ε dε
2
Rp

Z

T

 dX
1
= α exp − log∨G X̂−1 X P−1 log∨G X̂−1 X
2
|det JrG |
G


Z

T


1
= β exp∧G − log∨G X̂−1 X P−1 log∨G X̂−1 X dX
2
G
Z

Z

=

p(X)dX,
G

(2.30)
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1
(2π) p det P

where, the normalizing factors are α = √

β=

and

1

,
T
r
r
p
(2π) det JG P JG

α
=r
|det JrG |

with JrG ≜ JrG (ε) being the right Jacobian of the matrix Lie group (due to the choice of the error as
a consequence of BCH formula). The dependence of the normalization factor β on X through JrG
prevents p(X) to be a valid Gaussian distribution. However, when the perturbation ε is small, the
Jacobian of the matrix Lie group remains close to identity resulting in a reasonable approximation
of the Gaussian distribution. Interestingly. unimodular matrix Lie groups have the property that
|det JrG | = |det JlG | (Chirikjian (2011)), which is true for the case of most matrix Lie groups of interest
in robotic applications, for example SO(3), SE(3), SL(3).
Remark 2.3. It must be noted, if we define the concentrated Gaussian distribution starting from
the perturbation vector ε which consequently induces the distribution in G as shown in Eq. (2.30),
then the assumption of unimodularity of the Lie group is relaxed due to the configuration-dependent
normalization factor β .
Barfoot and Furgale (2014), Wolfe and Mashner (2011), Wang and Chirikjian (2006) and Su and
Lee (1992) all provide slightly modified accounts of this distribution for describing the uncertainty on
matrix Lie groups. Barfoot and Furgale (2014) and Su and Lee (1992) both start by defining p(ε)
directly in R p and then inducing p(X) through X = X̂ exp∧G (ε) leading to the normalization factor β
dependent on X. The other works define p(X) directly and choose a normalization factor β ′ which is
constant in order to obtain a valid pdf. It must be noted that the definition by Barfoot and Furgale
(2014) is a more intuitive and sufficient representation for most robotic applications while being
computationally efficient. The definition by Barfoot and Furgale (2014) is used within this thesis.

2.4

Extended Kalman Filtering using Matrix Lie Groups

This section follows the derivation of a discrete Extended Kalman Filter (EKF) over Lie groups
described in Bourmaud et al. (2013), in which both the state and the observations are evolving over
different Lie groups G and G′ , respectively.
Consider a discrete dynamical system for which both the state and the measurements are evolving
over distinct matrix Lie groups,

Xk+1 = Xk exp∧G Ω (Xk , uk ) + wk ,
Zk = h(Xk ) exp∧G′ (nk ) .

(2.31)
(2.32)

The function Ω : G × Rm → R p is the left trivialized velocity (or the motion model) of the matrix Lie
group expressed as a function of the state Xk ∈ G and an exogenous control input uk ∈ Rm at time
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instant k. We use wk ∼ NR p (0 p×1 , Qk ) to denote discrete-time Gaussian white noise with covariance
Qk ∈ R p×p acting on the motion model.
The observations Zk are considered to be evolving over a matrix Lie group G′ of dimensions q
distinct from the state space G. h : G → G′ is the measurement model mapping the states X ∈ G to
the space of observations G′ . We use nk ∼ NRq (0q×1 , Nk ) to denote the measurement noise described
as a discrete-time Gaussian white noise with covariance Nk defined in the q-dimensional vector space
of the observations.
The procedure for deriving the EKF on matrix Lie groups is similar to the two-step process
described for Euclidean vectors, as already seen in the Section 2.1.1. This problem involves finding
the optimal estimate X̂ given a set of observations Zl = Z1 , . . . , Zl at time instants l = k for the
propagation and l = k + 1 for the update. The estimated state at each step is given by the mean X̂k+1|l
of the conditional probability and its covariance is Pk+1|l .
p(Xk+1 | Z1 . . . Zl ) ≈ NG (X̂k+1|l , Pk+1|l ),


Xk+1|l = X̂k+1|l exp∧G εk+1|l ,

(2.33)

εk+1|l ∼ NR p (mk+1|l = 0 p×1 , Pk+1|l ),
where, p(Xk+1 | Z1 . . . Zl ) is the conditional probability distribution characterized as a concentrated
Gaussian distribution.
Remark 2.4. The invariant errors considered in this section are of type 1 (Eq. (2.24) and Eq. (2.25)).
In the following subsections, we will derive the discrete extended Kalman filter equations by considering left-invariant error formulation of type 1 (η L = X̂−1 X) and right-invariant error formulation
of type 1 (η R = XX̂−1 ) respectively, for systems whose state and measurements are evolving over
distinct matrix Lie groups.

2.4.1

EKF using left-invariant error formulation of type 1

In this subsection, we will understand how the mean and covariance of the CGD are propagated using
the system dynamics in the propagation step and updated through measurements in the update step,
considering the left-invariant error formulation of type 1 denoted as η = η L = X̂−1 X (see Eq. 2.24)
for defining the error between the true state X and the estimate X̂. This leads to the Discrete Lie
Group Extended Kalman Filter (abbreviated as DILIGENT) whose filter equations are summarized in
Algorithm 1. Even before getting into the details of the derivation, it can already be seen that the filter
structure of DILIGENT resembles that of the standard EKF.
Remark 2.5. The algorithmic structure reduces to the regular EKF algorithm if G and G′ are
considered as Euclidean spaces.
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Algorithm 1: Discrete extended Kalman filter on matrix Lie groups with left-invariant error
formulation of type 1
Input: X̂k|k , Pk|k , Zk+1 , uk
Output: X̂k+1|k+1 , Pk+1|k+1
Propagation:
 
X̂k+1|k = X̂k|k exp∧G Ω̂k
 
 T
Pk+1|k = Fk Pk|k FTk + JrG Ω̂k Qk JrG Ω̂k
Update:




−1
h
X̂k+1|k Zk+1

−1
Kk+1 = Pk+1|k HTk+1 Hk+1 Pk+1|k HTk+1 + Nk+1

z̃k+1 = log∨G′

m−
k+1 = Kk+1 z̃k+1


X̂k+1|k+1 = X̂k+1|k exp∧G m−
k+1



T

r m−
Pk+1|k+1 = JrG m−
I
−
K
H
P
J
p
k+1
k+1
k+1|k
G
k+1
k+1
where, 

Ω̂k = Ω X̂k|k , uk
 
Fk = Adexp∧ (−Ω̂k ) + JrG Ω̂k Fk
G
  
∂
Fk = ∂ ε Ω X̂k|k exp∧G εk|k , uk
Hk+1 =

∂
∂ε

log∨G′

εk|k =0
!

 


−1
∧
h
X̂k+1|k h X̂k+1|k expG εk+1|k
ε=0
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Propagation
We first derive the propagation of the mean and covariance through the prediction model described by
the system dynamics. As already discussed in Section 2.1.1, this preliminary step involves using the
state estimate from the previous time instant to produce a predicted estimate of the state at the current
time instant with the help of the prediction model. The distribution of the state in the propagation
step with discrete time step l = k is given by NG (X̂k|k , Pk|k ). The mean and the covariance of the
posterior distribution is propagated to obtain the distribution NG (X̂k+1|k , Pk+1|k ) between two sensor
measurements in the interval [k, k + 1).
The propagation of the mean can be directly obtained from the system dynamics in Eq. (2.31).
 


X̂k+1|k = X̂k|k exp∧G Ω̂k , Ω̂k = Ω X̂k|k , uk .
(2.34)
We will now derive the linearized error dynamics and propagation of covariance using the prediction model which depends on the choice of error. The linearized error or the error in the vector
representation of Lie algebra is given as, ε = log∨G (η), from which the covariance can be directly
computed as E[[εε T ] . At the end of this step, the aim is to have the mean mk+1|k = E[[εk+1|k ] of propagated linearized error which must be equivalent to a zero vector 0 p×1 and a state-error covariance
T
Pk+1|k = E[[εk+1|k εk+1|k
].
Given the true state Xk+1 and the predicted state estimate X̂k+1|k . we know that,


∧
ηk+1|k = X̂−1
X
=
exp
ε
.
k+1
k+1|k
G
k+1|k
Substituting Eq. (2.31) and Eq. (2.34) in ηk+1|k , we have,

 −1
∧
ηk+1|k = X̂k|k expG Ω̂k
Xk+1

 −1 
−1

= exp∧G Ω̂k
X̂k|k
Xk exp∧G Ω (Xk , uk ) + wk


= exp∧G −Ω̂k ηk|k exp∧G (Ωk + wk )


 
= exp∧G −Ω̂k exp∧G εk|k exp∧G (Ωk + wk ) ,

(2.35)

where, Ωk ≜ Ω (Xk , uk ). Here, the identities, ∀ X, Y ∈ Rn×n , (XY)−1 = Y−1 X−1 and ∀ t ∈ R, A ∈
−1
g, exp(tA)
= exp(−tA) have been used.
Using the adjoint identity from Eq. (2.14),
ηk+1|k =

exp∧G





Adexp∧ (−Ω̂k ) εk|k exp∧G −Ω̂k exp∧G (Ωk + wk ) .
G

(2.36)
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Given Xk = X̂k|k exp∧G εk|k , Ωk can be linearized around X̂k|k using the Taylor series expansion
up to the first-order as,

  
∧
Ωk = Ω X̂k|k expG εk|k , uk


≈ Ω X̂k|k , uk + Fk εk|k = Ω̂k + Fk εk|k ,
where, Fk =

∂
∂ε Ω


  
∧
X̂k|k expG εk|k , uk

(2.37)

is the Jacobian of the left trivialized motion model Ωk

εk|k =0

at the current state estimate X̂k|k with an infinitesimal additive perturbation εk|k in the vector space.
On substituting Eq. (2.37) in Eq. (2.36) and using the Jacobian identity from Eq. (2.19), we have,


ηk+1|k = exp∧G εk+1|k






∧
= expG Adexp∧ (−Ω̂k ) εk|k exp∧G −Ω̂k exp∧G Ω̂k + Fk εk|k + wk
G


  

∧
∧
r
= expG Adexp∧ (−Ω̂k ) εk|k expG JG Ω̂k
Fk εk|k + wk
.

(2.38)

G

On applying logarithm map on both sides and using the truncated BCH formula (Def. 2.13) up to
first-order terms, we obtain,
 

εk+1|k = Adexp∧ (−Ω̂k ) εk|k + JrG Ω̂k
Fk εk|k + wk
G

  
 
r
= Adexp∧ (−Ω̂k ) + JG Ω̂k Fk εk|k + JrG Ω̂k wk
G
 
= Fk εk|k + JrG Ω̂k wk ,

(2.39)

 
where, Fk = Adexp∧ (−Ω̂k ) + JrG Ω̂k Fk is the linearized error-propagation matrix accounting for the
G

proper transport of the error in the Lie algebra to an appropriate tangent space for the associated error
propagation, while considering any effects on the error due to perturbations on the motion model.
The mean and the covariance of the predicted error can be obtained by applying the E[[.]] operator
and by ignoring negligible terms such as the product of noises and linearized error,
mk+1|k = E[[εk+1|k ] = 0 p×1 ,
 
 T
T
Pk+1|k = E[[εk+1|k εk+1|k
] = Fk Pk|k FTk + JrG Ω̂k Qk JrG Ω̂k .

(2.40)

Update
Having computed the predicted mean X̂k+1|k and Pk+1|k in Eqs. (2.34) and (2.40) in the propagation
step, the incoming measurements evolving over the group G′ are incorporated in the update step to
correct these quantities if there are any errors between the predicted state and the observed state. This
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is done by defining an innovation term which is the error between the actual measurements and the
expected measurements obtained by passing the predicted estimates into the measurement model. The
innovation term along with the adaptively tuned Kalman gain is then used to correct the measurement
updates. At the end of the update step, the aim is then to have the updated state estimate X̂k+1|k+1 , its
associated state error covariance Pk+1|k+1 for which the mean of linearized state error m−
k+1 = 0 p×1 .
An innovation term is defined as the error between the expected and the actual measurements that
can be written as,
z̃k+1 =

log∨G′





−1
h
X̂k+1|k Zk+1 .

(2.41)

Upon substituting Eq, (2.32) in the innovation term defined in Eq. (2.41) and applying the left
Jacobian-logarithm identity from Eq. (2.23) with the consideration that the left Jacobian of zero-mean
measurement noise is identity (JlG′ (nk+1 ) ≈ Iq ), the innovation is reduced as,
z̃k+1 =
=

log∨G′

h

−1

!

 


∧
∧
X̂k+1|k h X̂k+1|k expG εk+1|k
expG′ (nk+1 )

nk+1 + log∨G′

h

−1

(2.42)

!

 


∧
X̂k+1|k h X̂k+1|k expG εk+1|k
.

By linearizing the measurement model about the state estimate X̂k+1|k and neglecting higher-order
terms, the innovation term can be approximated as,
!

 


∂
z̃k+1 =
log∨G′ h−1 X̂k+1|k h X̂k+1|k exp∧G εk+1|k
∂ε

εk+1|k + nk+1

ε=0

(2.43)

= Hk+1 εk+1|k + nk+1 .
where, the measurement model Jacobian Hk+1 is defined as,
!

 


∂
Hk+1 =
log∨G′ h−1 X̂k+1|k h X̂k+1|k exp∧G εk+1|k
∂ε

.

(2.44)

ε=0

Since, the Eq. (2.43) is linear in εk+1|k , the classical EKF update equations can be applied to
−
−
obtain the posterior distribution εk+1|k+1
∼ NR p (m−
k+1 , Pk+1|k+1 ),


−1
Kk+1 = Pk+1|k HTk+1 Hk+1 Pk+1|k HTk+1 + Nk+1
,

m−
k+1 = 0 p×1 + Kk+1 z̃k+1 − Hk+1 0 p×1 ,
P−
k+1|k+1 = (I p − Kk+1 Hk+1 ) Pk+1|k .

(2.45)
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−
At the end of the update step, the mean of the conditional probability distribution E[[εk+1|k+1
]=
−
mk+1 ̸= 0 p×1 , while the expected value needs to be E[[εk+1|k+1 ] = 0 p×1 to satisfy the definition of the

concentrated Gaussian distribution. Thus, a state reparametrization is required to satisfy this condition.
We have,


−
Xk+1 = X̂k+1|k exp∧G εk+1|k+1


∧
−
−
= X̂k+1|k expG mk+1 + rk+1 ,

(2.46)



−
p 0 p×1 , P
where, r−
∼
N
R
k+1
k+1|k+1 . On using Eq. (2.21),
 




−
∧
r
−
−
Xk+1 =
mk+1 expG JG mk+1 rk+1


= X̂k+1|k+1 exp∧G εk+1|k+1 ,
X̂k+1|k exp∧G

(2.47)





−
r m−
where, X̂k+1|k+1 = X̂k+1|k exp∧G m−
and
ε
=
J
k+1|k+1
G
k+1
k+1 rk+1 . On reparametrization,
the probability distribution is characterized by the mean and covariance,
mk+1|k+1 = E[[εk+1|k+1 ] = 0 p×1 ,



T
r
−
−
r
−
Pk+1|k+1 = JG mk+1 Pk+1|k+1 JG mk+1 .

(2.48)

Thus, gathering the estimated states and covariances at the end of the propagation step and the
updates steps along with a few intermediate Jacobian computations results in the overall algorithm of
Discrete Lie Group Extended Kalman Filter as described in Algorithm 1.

2.4.2

Changes in the EKF equations for right-invariant error of type 1

In this subsection, we will understand how the mean and covariance of the CGD are propagated and
updated while considering the right-invariant error formulation of type 1 denoted as η = η R = XX̂−1
(see Eq. 2.25) for defining the error between the true state X and the estimate X̂. This leads to the
Discrete Lie Group Extended Kalman Filter with Right Invariant Error (abbreviated as DILIGENTRIE) whose filter equations are summarized in Algorithm 2.
When the right-invariant error is chosen, the error propagation, update and the state reparametrization are changed from the left-invariant error variant accordingly. The error propagation equation can
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Algorithm 2: Discrete extended Kalman filter on matrix Lie groups with right-invariant
error formulation of type 1
Input: X̂k|k , Pk|k , Zk+1 , uk
Output: X̂k+1|k+1 , Pk+1|k+1
Propagation:
 
X̂k+1|k = X̂k|k exp∧G Ω̂k
 T
 
Pk+1|k = Fk Pk|k FTk + AdX̂ JlG Ω̂k Qk JlG Ω̂k AdTX̂
k|k

k|k

Update:




z̃k+1 = log∨G′ h−1 X̂k+1|k Zk+1

−1
Kk+1 = Pk+1|k HTk+1 Hk+1 Pk+1|k HTk+1 + Nk+1
m−
k+1 = Kk+1 z̃k+1

X̂k+1|k+1 = exp∧G m−
k+1 X̂k+1|k



T

l m−
Pk+1|k+1 = JlG m−
I
−
K
H
P
J
p
k+1
k+1
k+1|k
G
k+1
k+1
where, 

Ω̂k = Ω X̂k|k , uk
 
Fk = I p + AdX̂ JlG Ω̂k Fk
 k|k  

∂
Fk = ∂ ε Ω exp∧G εk|k X̂k|k , uk
Hk+1 =

∂
∂ε

log∨G′

εk|k =0
!

 


−1
∧
h
X̂k+1|k h expG εk+1|k X̂k+1|k
ε=0
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be written as,
ηk+1|k = Xk+1 X̂−1
k+1|k

 −1
∧
=
Ω (Xk , uk ) + wk X̂k|k expG Ω̂k
 




= exp∧G εk|k X̂k|k exp∧G Ω̂k + Fk + wk exp∧G −Ω̂k X̂−1
k|k
  

 
= exp∧G εk|k X̂k|k exp∧G JlG Ω̂k Fk εk|k + wk
X̂−1
k|k


 
 

= exp∧G εk|k exp∧G AdX̂k|k JlG Ω̂k Fk εk|k + wk
.
Xk exp∧G



(2.49)

where, Eqs. (2.22) and (2.14) have been used along with the definition,


 
∂
∧
Ω expG εk|k X̂k|k , uk
.
Fk =
∂ε
εk|k =0
The linearized error propagation becomes,

  
 
l
εk+1|k = I p + AdX̂k|k JG Ω̂k Fk εk|k + AdX̂k|k JlG Ω̂k wk ,

(2.50)

 
leading to the linearized error-propagation matrix Fk = I p + AdX̂k|k JlG Ω̂k Fk .
With the choice of the innvoation in Eq. (2.41), the only modification in the update equations is
with the measurement model Jacobian which is defined as,
!



 
∂
∨
−1
∧
Hk+1 =
logG′ h
X̂k+1|k h expG εk+1|k X̂k+1|k
∂ε

.

ε=0

Finally, the state reparametrization follows,


−
Xk+1 = exp∧G εk+1|k+1
X̂k+1|k


∧
−
−
= expG mk+1 + rk+1 X̂k+1|k
 




∧
l
−
−
= expG JG mk+1 rk+1 exp∧G m−
k+1 X̂k+1|k


= exp∧G εk+1|k+1 X̂k+1|k+1 ,

(2.51)
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leading to the update of mean and covariance as,


X̂k+1|k+1 = exp∧G m−
k+1 X̂k+1|k ,


−
εk+1|k+1 = JlG m−
k+1 rk+1 ,



T
−
l
−
Pk+1|k+1 = JlG m−
P
J
m
.
G
k+1
k+1
k+1|k+1

(2.52)

It must be noted that the left Jacobians are acting on the covariance matrix in this case differently
from the right Jacobians from the case of left-invariant error formulation. This is clearly due to the
consequence of the expression of the perturbation vector, i.e. the perturbation is expressed in a global
frame for a right-invariant error while the perturbation is expressed locally for the left-invariant error.

2.5

Invariant Extended Kalman Filtering using Matrix Lie Groups

For a particular class of continuous-time systems on matrix Lie groups with discrete vector observations, it is possible to derive a non-linear observer, known as the Invariant Extended Kalman Filter
(InvEKF), which often has stronger convergence properties than the standard EKF. In this section,
we review the InvEKF derived for systems with continuous-time system dynamics and discrete
observations, introduced in Barrau and Bonnabel (2017).
It must be noted that for the derivation of InvEKF, we will use a definition of the dynamical
system that is different from the definition in Eqs. (2.31) and (2.32). The purpose and benefits of
such a change in the design choice is described later in this section. The state is modeled to evolve
over matrix Lie groups along a continuous-time trajectory while the observations obtained at discrete
time-instants evolve over vector spaces. The considered class of dynamical systems evolving over
matrix Lie groups is given as,
d
Xt = fut (Xt ) ,
dt

(2.53)

where, the state evolves over the Lie group Xt ∈ G, ut ∈ Rm is the exogenous control input and the
system dynamics is given by fut (Xt ) ≜ f (Xt , ut ). If the system dynamics defined in Eq. (2.53) obeys
a so-called group-affine property (Eq. (2.56)), then the resulting filter design has a key property
related to the propagation of the state error through the linearized error dynamics associated with the
system. The estimation error obeys an autonomous equation, i.e., the error propagation is independent
of the state trajectory, leading to guaranteed local convergence properties.
Remark 2.6. The invariant errors considered in this section are of type 2, η L = X−1 X̂ and η R =
X̂ X−1 (See Eq. 2.26 and 2.27).
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Algorithm 3: Invariant Extended Kalman Filter with invariant error formulation of type 2
Input: X̂t , Pt , Ztk , ut
Output: X̂t+k , Pt+k
Propagation:
 
d
X̂
=
f
X̂t
t
u
t
dt
d
dt Pt

= Aut Pt + Pt ATut + Q̂t

Update:
if Right Invariant
do:
 EKF


+
∧
X̂tk = expG Lk X̂tk ztk − b
X̂tk
else if Left Invariant
 EKF
 do:

X̂t+k = X̂tk exp∧G Lk X̂t−1
ztk − b
k



end
Sk = H Ptk HT + N̂k
Lk = Ptk HT (Sk )−1
Pt+k = I p − Lk H Ptk

The choice of error, right-invariant or left-invariant, affects the observation structure for the
discrete measurements. The measurement models may fall into to the family of vector observations,
ztk = Xtk b + ntk
ztk = Xt−1
b + ntk
k

(left-invariant observation),
(right-invariant observation),

(2.54)
(2.55)

where, b ∈ Rn is a known, constant vector and ntk ∈ Rn is a vector containing continuous-time
white Gaussian noise with covariance Nk affecting the measurements. The choice of right-invariant
or left-invariant observation for filter design leads to the name Right-Invariant EKF (RIEKF) and
Left-Invariant EKF (LIEKF), respectively in the literature (Barrau and Bonnabel (2017)).
The complete set of equations for the Invariant EKF on matrix Lie groups, using invariant error
formulations of type 2 (see Eq. 2.26 and 2.27) is summarized in Algorithm 2.
Having drawn the outline of the InvEKF, we will take a detailed look into the filter design to
understand a few properties that allow for better convergence of the estimates. The invariant EKF
design relies on two important properties such as autonomous error dynamics and log-linearity of
the error variable. These properties lead to an EKF design generalizing those of linear systems. With
such a design, a wide range of nonlinear problems can lead to linear error equations through a correct
parameterization of the error.
Definition 2.17 (Autonomous error, (Barrau and Bonnabel (2017), Def. 1)). The left-invariant and
right-invariant errors are said to have a state-trajectory independent propagation if they satisfy a
differential equation of the form

d
dt ηt

= gut (ηt ).
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Theorem 2.1 (Autonomous error dynamics, (Barrau and Bonnabel (2017), Theorem 1)). The three
following conditions are equivalent for the dynamics (2.53),
• the left-invariant error η L = X−1 X̂ is state-trajectory independent,
• the right-invariant error η R = X̂ X−1 is state-trajectory independent, and
• ∀t > 0 and X1 , X2 ∈ G,

fut (X1 X2 ) = fut (X1 ) X2 + X1 fut (X2 ) − X1 fut I p X2 ,

(2.56)

where, I p denotes of the identity element of the group G, and Eq. (2.56) describes the dynamics of a
group-affine system. Moreover, if one of these conditions is satisfied then we have,
 
d L
ηt = gLut ηtL ,
dt
 
d R
ηt = gRut ηtR ,
dt

 
 

gLut ηtL = fut η L − fut I p η L ,
 
 

gRut ηtR = fut η R − η R fut I p .

(2.57)
(2.58)

Theorem 2.2 (Log-linear property of the error, (Barrau and Bonnabel (2017), Theorem 2)). Consider
the left or right invariant error ηt as defined by (2.26) or (2.27) between two arbitrarily far trajectories
p
∧
of form (2.53) satisfying (2.56). Let
 ε0 ∈ R be such that initially expG (ε0 ) = η0 . Let Aut be defined



2
∧
by gut exp∧G (ε) = Aut ε G + O |ε| . If εt is defined for t > 0 by the differential equation in R p

d
εt = Aut εt ,
dt

(2.59)

then, we have for the true non-linear error ηt , the correspondence at all times and for arbitrarily
large errors
∀t ≥ 0

ηt = exp∧G (εt ) .

(2.60)

Remark 2.7. The proofs for Theorems 2.1 and 2.2 can be found in Barrau and Bonnabel (2017).
Assuming the error to be small (ηt = exp∧G (εt ) ≈ In ), the results of Theorem 2.1 can be extended
to a noisy model of the form,
d
Xt = fut (Xt ) + Xt [wt ]∧G ,
dt

(2.61)

where, wt ∼ NR p (0 p×1 , Qt ) is a continuous-time white noise belonging to g with covariance Qt
defined in R p . The error propagation becomes,
 
d L
L
η = gut ηtL − [wt ]∧G ηtL ,
dt t
  

d R
ηt = gRut ηtR − X̂t [wt ]∧G X̂t−1 ηtR ,
dt

(2.62)
(2.63)
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with the linearized error equations,
d L
ε = ALut εtL − wt ,
dt t
d R
ε = ARut εtR − AdX̂t wt .
dt t

(2.64)
(2.65)

For systems whose dynamics satisfy the group-affine property, these results of autonomous error
and log-linear error equations play a significant role in the propagation step of the invariant EKF
leading to state-independent linearized error systems.
Given the underlying geometrical structure of the invariant EKF, autonomous innovation equations
can be formulated with an appropriate choice of measurement models. This allows the error updated
from the set of incoming observations to remain independent of the true state. The autonomous
innovations for the left- and right-invariant error (Eqs. (2.26) and (2.27) resp.) become,
z̃tLk = X̂t−1
ztk
k

(innovation for left-invariant error),

(2.66)

z̃tRk = X̂tk ztk

(innovation for right-invariant error).

(2.67)

Therefore the update equations can be computed as,
 

−1
=
Lk X̂tk ztk − b
(left-invariant update),
 


X̂tk (right-invariant update),
X̂t+k = exp∧G Lk X̂tk ztk − b
X̂tk exp∧G

X̂t+k

(2.68)
(2.69)

where, Lk : Rn 7→ R p is a gain function defined using the linearization of the error system.
The error-update equations can be computed to show that the evolution of the invariant error at
the update step is independent of the state trajectory when the measurement noise is not considered,
ηtL+
k
ηtR+
k

=

Xt−1
k

=

X̂t+k

X̂t+k

Xt−1
k

exp∧G

=

ηtLk

=

exp∧G

 
!
−1
L
−1
Lk
ηtk
b − b + X̂tk ntk
,

 

R
Lk ηtk b − b + X̂tk ntk
ηtRk .

(2.70)
(2.71)
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Linearizing the error using the Taylor’s series expansion of the exponential map upto the first
order leads to the linearized error equation in R p ,
 

!∧

h
i∧ 
h i∧ 
h i∧ 
 

I + εtL+
≈ I + εtLk
I − εtLk
b − b + X̂t−1
ntk  
I + Lk
k
k
G

G

G

G

 h i
#∧
h
i∧
h i∧
∧
I + εtL+
≈ I + εtLk + Lk − εtLk
b + X̂t−1
ntk
k
k
"

G

G

G

"

 h i
h
i∧
h i∧
∧
R+
R
εtk
= εtk + Lk − εtRk
b + X̂t−1
ntk
k
G

G

(2.72)

G

#∧

G

G

 h i


∧
L
L
−1
L
L
εtL+
=
ε
+
L
−
ε
b
+
X̂
n
=
ε
−
L
H
ε
−
n̂
k
k .
k
tk
tk
tk tk
tk
tk
k
G

h i∧
where, we have used H εtLk = εtLk b, n̂k = X̂t−1
ntk and H forms a time-invariant measurement model
k
G

Jacobian. Similarly, on linearizing the right-invariant error update equations, we have,
 

!∧

h
h i∧ 
h i∧ 
i∧ 
 

I + εtR+
≈ I + εtRk
I + εtRk
b − b + X̂tk ntk  
I + Lk
k
G

G

G

G

" 
#∧
h
i∧
h i∧
h i∧
R+
R
R
I + εtk
≈ I + εtk + Lk εtk
b + X̂tk ntk
G

G

G

G

(2.73)

h i
#∧
h
i∧
h i∧
∧
= εtRk + Lk εtRk
b + X̂tk ntk
εtR+
k
"

G

G

G

G
h i



∧
R
R
R
R
+
L
−
L
−
n̂
εtR+
=
ε
ε
b
+
X̂
n
=
ε
H
ε
.
t
t
k
k
k
t
t
t
t
k
k
k
k
k
k
k
G

h i∧
where, we have used H εtRk = − εtRk
b, n̂k = X̂tk ntk and H forms a time-invariant measurement
G

model Jacobian. Since, the linearized error propagation and update resemble that of standard EKF
equations, the gain Lk can be computed using the Ricatti equations, similar to EKF’s Kalman gain
(Lk ≜ Kk ) and the measurement update step is given by Kalman filter update equations.
d
Pt = Aut Pt + Pt ATut + Q̂t ,
dt
Sk = H Ptk HT + N̂k ,

(2.74)

Lk = Ptk HT (Sk )−1 ,

T
Pt+k = I p − Lk H Ptk I p − Lk H + Lk N̂k LTk .
where, Q̂t and N̂k are the modified process noise and measurement noise covariance matrices depending on the choice of the invariant error. In order to decrease computational complexity, the covariance
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update can be reduced to,

Pt+k = I p − Lk H Ptk .

2.6

Averaging on matrix Lie groups

Having already seen filtering on Lie groups in the previous section, we now consider the operation
of averaging on matrix Lie groups. Averaging is a fundamental operation that can be used to obtain
a descriptive statistic for the distribution of quantities, such as an arithmetic mean for a set of real
numbers. Geometrically, it might describe the center of the mass of a scattered set of points in a given
space. Averaging of points distributed in a Euclidean space is usually straightforward, however, such
a computation on a complex space such as a matrix Lie group is usually much more complicated.
An operator called the Karcher mean was introduced by Karcher (1977) to describe the center of
mass of elements on a Riemannian manifold that can be visualized as points distributed over a curved
surface given that these elements lie close to one another.
Definition 2.18 (Karcher Mean Manton (2004)). If d : G × G 7→ R is the distance function defined
for a Lie group G, the Karcher mean of points X1 , . . . , Xk ∈ G is the point X minimizing,
f (X) =

1 k 2
∑ d (X, Xi ).
2k i=1

(2.75)

The global minimum of f (X) is unique as long as the elements X1 , . . . , Xk lie close to each other,
which is a necessary condition for the Karcher mean to be well-defined.
Another condition for the Karcher mean to reflect the structure of a Lie group (due to its noncommutativity) is that the mean needs to be left- and right-translation invariant. This means that ∀ Y ∈
G, if X is the Karcher mean of X1 , . . . Xk , then LY (X) must be the Karcher mean of LY (X1 ), . . . LY (Xk ),
and analogously for the right-translation function. This means that the distance function must be a
bi-invariant metric and such a distance function can be chosen naturally for elements of X, Y of matrix
Lie group G if they are sufficiently close as,
d 2 (X, Y) = log∨G (X−1 Y)

2

.

(2.76)

Manton (2004) provides a globally convergent algorithm (Algorithm 4) for the computation of the
Karcher mean for a Lie group G, which can be seen as a Riemannian gradient descent algorithm for
minimizing X in Eq. (2.75).
The gradient of the Karcher mean with the distance function from Eq. (2.76) can be obtained as,
1 k
− X ∑ log∨G (X−1 Xi ),
k i=1
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Algorithm 4: Manton’s convergent algorithm for computation of Karcher mean
Input: X1 , . . . , Xk ∈ G
Output: X ∈ G
Initialize:
X = X1
Desired tolerance τ > 0
Iterate until convergence:
a = 1k ∑ki=1 log∨G (X−1 Xi )
if ∥a∥ < τ break.
else, do:
X = X exp∧G (a).

which needs to be zero as per the necessary condition of the elements lying sufficiently close to
each other. Geometrically, this would mean that the center of mass of the points log∨G (X−1 Xi ) for
i = 1, . . . , k must lie at the origin of the Lie algebra, around the zero elements. Figure 2.3 depicts an
iteration of the gradient descent and how a step will be taken in the tangent space then projected onto
the group manifold using the Lie group operators. For a much more detailed explanation of the global
convergence proofs for the Riemannian gradient descent algorithm to compute the Karcher mean, it
is suggested to refer to the original paper by Manton (2004).

Figure 2.3: Riemannian gradient descent. The gradient shown in red arrow depicts the direction
of descent in the tangent space at X ∈ G scaled by the learning rate ∆t and the resulting change is
projected onto the manifold to result in the element Y ∈ G.
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A Probabilistic View

A direct extension of averaging towards a probabilistic perspective can be obtained by considering
the problem of fusion on Lie groups. The works from Barfoot and Furgale (2014); Chirikjian
(2011); Wolfe and Mashner (2011) account for a rigorous treatment of Bayesian fusion on Lie groups
assuming Concentrated Gaussian Distribution (CGD). It must be noted that, by definition, the tightly
focused assumption of the CGD (see Sec. 2.3) seems quite similar to the necessary condition used
for computing the Karcher mean (elements lying close to each other). In fact, the fusion approach
proposed by Barfoot and Furgale (2014) for combining k estimates of poses and their uncertainties is
analogous to computing a Karcher mean of poses weighted with the associated uncertainties. Here,
we describe briefly the fusion generalized to any matrix Lie groups.
Given the estimates of a set of elements and their associated covariances,
n
o
(X̂1 , P1 ), . . . , (X̂k , Pk ) ,
the problem of fusion is then to determine a single estimate (X̂, P) that optimally combines all the
estimates from the given set.
Considering the optimal estimate X̂∗ and individual estimate X̂k , we can initialize the optimal
estimate to X̂ affected by a perturbation ε. An error ek ∼ N(0 p×1×, Pk ) between X̂∗ and X̂k can be
written as,


ek = log∨G (X̂∗ )−1 X̂k


= log∨G (X̂ exp∧G (ε))−1 X̂k


= log∨G exp∧G (−ε)X̂−1 X̂k

(2.77)


= log∨G exp∧G (−ε) exp∧G (εk )
= εk + (JlG (εk ))−1 ε,


where, εk = log∨G X̂−1 X̂k is the error between the current best guess and k-th individual estimate
and the BCH formula relation with the left Jacobian of Lie group from Eq. (2.23) has been used in
the last step. It must be noted that the definition of the error ek depends on the choice of error used
for the distance function.
The distance function defined in Eq. (2.76) can be modified into a Mahalanobis distance based
cost function (Barfoot and Furgale (2014)) with inverse covariance matrices as the weighting matrices,
V=

1 k T −1
∑ ek P k ek
2 i=1

1 k
l
−1
≈ ∑ (εk + (JlG (εk ))−1 ε)T P−1
k (εk + (JG (εk )) ε).
2 i=1

(2.78)
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Thus, determining an optimally fused estimate boils down to minimizing the cost function V with
respect to ε in an unconstrained optimization problem which can be alternatively seen as maximizing
the joint likelihood of individual estimates. The system of linear equations for the optimal value of
ε is given by,
!

k

k

l
−1
ε = − ∑ (JlG (εk ))−T P−1
∑ (JlG (εk ))−T P−1
k (JG (εk ))
k εk .

i=1

i=1

The optimal perturbation ε is then obtained to the current best guess as, X̂ = X̂ exp∧G (ε). The optimally
fused covariance matrix can be obtained in the last step of the minimization procedure as,
k

P=

!−1

l
−1
∑ (JlG (εk ))−T P−1
k (JG (εk ))

.

i=1

While the convergent algorithm proposed by Manton (2004) is seen as a Riemannian gradient
descent since it computes the gradient and takes a step along the tangent space in the direction of
the gradient, the fusion described here resembles a Gauss-Newton minimization problem, given the
occurrence of the Hessian matrix in the form
!

k

∑

l
−1
(JlG (εk ))−T P−1
k (JG (εk ))

.

i=1

The latter resembles the procedure described by Barfoot and Furgale (2014) for fusing uncertain poses.
Remark 2.8. Barfoot and Furgale (2014) uses a form of error different from what is described in this
section and considers the multiplication of perturbation on the left, contrary to what is done here.
However, the underlying procedure is the same as that described by those authors.
For a more in-depth review of averaging techniques specifically applied to rotations, it is recommended to refer to Hartley et al. (2013) which can offer insights into averaging on matrix Lie groups.

Chapter 3

Modeling of Floating Base Systems
In this chapter, we review some fundamental concepts of rigid body and rigid multibody systems
that form the crux for formulating state estimation methods for tracking relevant physical quantities
for a humanoid robot or a human. Most of the material in this chapter is based on the works of
Featherstone (2014); Lynch and Park (2017); Müller (2018); Murray et al. (2017); Park et al. (1995);
Siciliano et al. (2010); Traversaro (2017) and Latella (2019). Section 3.1 presents an overview of rigid
body kinematics from a mechanical systems’ perspective while drawing connections with the Lie
groups formalism of rigid body transformations. This is followed by the description of the kinematics
of free-floating rigid multibody systems in Section 3.2. Finally, Section 3.3 demonstrates how the
framework of the multibody system is used for modeling humans as a highly-articulated, free-floating,
rigid multibody system.

3.1

Rigid Body Kinematics

Rigid body
A rigid body is a body that is not subject to any internal deformations. In other words, the body is
assumed to be non-deformable. This means that the distance between any two points on the body
remains the same at all times even when subjected to any external disturbances, in the form of forces
or moments. Although the rigid body is only an ideal model of a physical object from the real world,
it is suitable in the study of most mechanical systems whose dominant kinematics and dynamics can
be captured through the rigid body assumption.
Frames of Reference
The kinematics or the study of the motion of a rigid body is usually described by attaching a frame
A = (oA , [A]) to the rigid body which is a combination of a point on the body called the origin oA and
an orientation frame [A] with an orthonormal basis in the three-dimensional space R3 . Since the motion
of a body can be described only relative to another, a frame of particular importance is the so-called
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inertial frame (Lynch and Park, 2017, Chapter 3). This is a frame of reference that does not undergo
any acceleration, and any object in rest or constant rectilinear motion, described in reference with the
inertial frame, will remain to be so until it is subjected to an external force. This concept of an inertial
frame or an absolute frame (denoted by A in this thesis) is particularly useful in understanding the spatiotemporal evolution of rigid bodies described with non-inertial frames, i.e. the position or orientation
of the moving body in interest described by frame B can be specified with respect to this fixed frame A.

3.1.1

Rotations and Homogeneous Transformations

Given unit vectors⃗xA ,⃗yA and⃗zA defining the orientation frame [A], the coordinate vector of a point p
with respect to the frame A,


⃗r oA ,p .⃗xA


A

p=
⃗r oA ,p .⃗yA  ,

(3.1)

⃗r oA ,p .⃗zA

is defined as the coordinates of the three-dimensional vector ⃗r oA ,p from origin oA to the point p,
expressed in the orientation frame [A].
The coordinates of the point p expressed in the frame A as A p can be transformed to be expressed
in a different frame B through a rotation B RA ∈ SO(3) as,
B

p = B RA A p.

(3.2)

The rotation matrix B RA denotes the coordinate transformation from frame A to frame B. Through the
lens of Lie theory, this transformation can be seen as an action of an element of the SO(3) group on a
three dimensional vector (see Def. 2.3), transforming the original vector to produce a rotated vector.
Given a frame F = (oF , [F]), and the position B oF of the origin oF expressed in the frame B, then
we can define a homogeneous transformation matrix B HF that also maps the coordinate vector F p to
Bp

through a homogeneous representation of the coordinate vectors, B p̃ = B HF F p̃ or,


Bp







B

 =  RF
1
01×3

Bo



Fp

F

1

1


,

(3.3)

which is the same as B p = B RF F p + B oF in matrix representation and B p̃ ≜ vec(B p, 1) ∈ R4 is
the homogeneous representation of B p (F p̃ for F p accordingly). The homogeneous transform B HF
belongs to the SE(3) group of rigid body transformations thereby representing the relative positionand-orientation, referred to as pose, between the frames B and F rigidly attached to same or different
rigid bodies in space. Eq. (3.3) simply denotes a SE(3) group action on vectors from R3 .
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3.1.2

Rigid Body Velocity

Given frames A and B, the relative velocity between these frames can be obtained by starting from the
the time-derivative of the homogeneous transformation matrix A HB ∈ SE(3),
A


A
ṘB
d A
ḢB = ( HB ) = 
dt
01×3

A


ȯB 
0

.

(3.4)

A

On multiplying ḢB by the inverse of A HB either on its left- or the right-side leads different
representations of 6D velocities belonging to the elements of se(3).
Remark 3.1. The different representation of the 6D velocities are referred to as trivialization throughout this thesis as described in (Traversaro and Saccon, 2019, Section 5).
Left Trivialized Rigid Body Velocity
Premultiplying Eq. (3.4) on the left with the inverse of the transform leads to the left-trivialized
velocity B vA,B of B with respect to the frame A,

A

HB

−1 A

A

ḢB = 

RB

T

A

− RB

01×3



1

TA

A

RB ṘB
=
01×3
The term A RB

TA

T A
o

A

RB


B

TA

0

A

 ṘB
01×3


ȯB 

A


ȯB 
1

(3.5)

∈ se(3).

ṘB is skew-symmetric and belongs to the Lie algebra of SO(3). The skewA

symmetric nature of RB

TA

ṘB can be proved by starting from the equality A RB

TA

RB = I3 given by

the definition of the orthonormality of rotation matrices. On differentiation, we have,
A

ṘB

leading to,
A

ṘB

T

T

T A

A

RB + A RB

A

A

RB = −( ṘB

ṘB = 03 ,

T

A

RB )T ,

(3.6)

(3.7)

through the transpose identity of square matrices (∀ X, Y ∈ Rn×n , (XY)T = YT XT ). The skewsymmetric matrices are those matrices A ∈ Rn×n for which, by definition A = −AT .
The vectors B v A,B ∈ R3 and B ω A,B ∈ R3 can be defined such that,
B

T

v A,B ≜ A RB A ȯB ,
h
i∧
TA
B
ω A,B
≜ A RB ṘB .
SO(3)

(3.8)
(3.9)
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It can be seen that the

B

ω A,B

∧
SO(3)

: R3 7→ so(3) ⊂ R3×3 is the hat operator of SO(3) that moves the

3D vector B ω A,B to the space of skew-symmetric matrices or the Lie algebra so(3). Thus, the left
trivialized 6D rigid body velocity of frame B with respect to frame A is given as,

B

vA,B ≜ B

leading to the definition,
h

B

where,

B

vA,B

∧
SE(3)

Bv

vA,B

i∧


A,B 

= A HB

SE(3)

∈ R6 .

ω A,B

−1 A

(3.10)

ḢB ,

(3.11)

: R6 7→ se(3) ⊂ R4×4 maps the 6D vectors to the Lie algebra of SE(3).

Remark 3.2. It must be noted that [.]∧SO(3) and S(.) are used interchangeably in this thesis.
Right Trivialized Rigid Body Velocity
Similar to Eq. (3.5), the right-trivialized velocity A vA,B of B with respect to A can be obtained by
post-multiplying Eq. (3.4) on the right by the inverse of homogeneous transform,

A

ḢB A HB

−1

A

A



A

ṘB
=
01×3

A
T
ṘB A RB
=
01×3

A

T

ȯB   RB
01×3
1
A

−A RB

T A
o

1

A

ȯB − ṘB A RB

TA

0


B


oB 

(3.12)
∈ se(3).

T

It must be noted that the term ṘB A RB is also a skew-symmetric matrix. The vectors A v A,B ∈ R3
and A ω A,B ∈ R3 can be defined such that,
T

A

A

v A,B ≜ A ȯB − ṘB A RB A oB ,
h
i∧
T
A
A
ω A,B
≜ ṘB A RB ,
SO(3)

(3.13)
(3.14)

leading to the definition of the right trivialized velocity as,

A

Av

vA,B ≜ A


A,B 

ω A,B

∈ R6 .

(3.15)

and consequently by construction,
h

A

vA,B

i∧
SE(3)

A

= ḢB A HB

−1

.

(3.16)
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The linear part of right trivialized velocity can also be written as,
A

v A,B = A ȯB + S(A oB )A ω A,B ,

by exploiting the skew-symmetric nature of

i∧

h

Aω

A,B

SO(3)

.
A

In connection with the Lie theory, the time derivative ḢB ⊂ R4×4 of a rigid body trajectory
A
HB (t) : R 7→ SE(3) lies in the tangent space TA HB SE(3), while the right- and left- trivialized 6D
h
i∧

∧
and B vA,B SE(3) respectively both belong to the Lie algebra of
velocities (or twists) A vA,B
SE(3)

SE(3) denoted by se(3).
Left and Right Trivialized Angular Velocities
A

Similar analogy applies also to a trajectory A RB (t) ∈ SO(3), for which the time derivative
ṘiB lies in
h
∧
A
the tangent space TA RB SO(3) of the rotation group, while the right- and left- velocities ω A,B
∈
SO(3)


∧
R3×3 and B ω A,B SO(3) ∈ R3×3 belong in the Lie algebra so(3) of the SO(3) group.
i∧

h

B

ω A,B

h

A

ω A,B

SO(3)
i∧
SO(3)

= A RB

T A

ṘB ,

(3.17)

T

A

= ṘB A RB .

(3.18)

Therefore, B ω A,B and A ω A,B then become the left- and right- trivialized velocities of SO(3) also called
as angular velocities of the frame B with respect to A, respectively.
Remark 3.3. In cases where the frames A and B correspond to the inertial frame and a body-fixed
frame B, the left-trivialized velocity of B with respect to A is also called as body-fixed velocity or
velocity in the local frame B, while the right-trivialized velocity of B with respect to A can also be
called as the spatial velocity or the velocity in the inertial frame.
Adjoint matrix for frame transformation of velocities
The left- and right-trivialization arise naturally in these Lie groups due to the underlying noncommutative nature of the matrix multiplication used as the composition operator. The adjoint
representation of the group (see Eq. (2.14)) is then used to capture the commutativity in these groups.
From Eqs (3.11) and (3.16), we have,
h

A

vA,B

i∧
SE(3)

= A HB

h

B

vA,B

i∧
SE(3)

A

HB

−1

.

(3.19)
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which is in the form of Def. 2.10. The relationship between the right-trivialized rigid body velocity
and the left-trivialized rigid body velocity can then be captured through a linear mapping,
A

vA,B = A XB B vA,B ,

(3.20)

where, the adjoint matrix of SE(3), denoted as A XB , allows the coordinate transformation of velocities
expressed in a frame B to another frame A,



Ao ) AR
R
S(
B
B
B
A
.
XB = A XB (A HB ) = 
A
03
RB
A

A

(3.21)

XB is usually called only as "adjoint matrix" by dropping the context of SE(3), in reference with the

spatial algebra notation described in Featherstone (2014). However, it is important to emphasize that
the term adjoint matrix is applicable for all Lie groups and not only SE(3), and each adjoint matrix
acts on the elements from one tangent space and transforms them to a different tangent space.
Remark 3.4. The 6D velocity vectors are constructed by serializing the linear part first followed by
the angular part throughout this thesis. It must be noted that many works in literature (for example,
Featherstone (2014)) follow the opposite serialization of angular part first followed by linear part.
The choice of the serialization affects how the adjoint matrices used for the coordinate transformation
of these velocity vectors are constructed.
Analogously, the relationship between the right- and left- trivialized angular velocity can be
obtained through the adjoint matrix of SO(3), which is the rotation itself.
A

ω A,B = A RB B ω A,B .

(3.22)

This can be proven as,
i∧

h

A

ω A,B

SO(3)

A

= ṘB A RB

T
T A

T

= A RB A RB ṘB A RB
h
i∧
T
A
= A RB B ω A,B
RB
SO(3)
h
i∧
= A RB B ω A,B
.

(3.23)

SO(3)

Applying the vee operators, [.]∨SO(3) on both sides gives us the equation in Eq (3.22).
Mixed Trivialized Rigid Body Velocity
A particular representation of the rigid body velocity known as the mixed-trivialized rigid body
velocity (Traversaro and Saccon (2019)) becomes useful in control algorithms when representing the
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Figure 3.1: Demonstration of a mixed frame B[A] shown in dotted lines with origin at the body frame
B and the orientation of the inertial frame A. XYZ axes of the coordinate frames follow the RGB
color convention.
state associated with a system described by Newton-Euler equations, expressed in a linear-angular
momentum serialization (Siciliano et al. (2010)). Further, in many applications, it is most intuitive
and computationally efficient to express the rigid body velocity of B with respect to A in the form,



ȯ
 B ,
Aω
A,B
A

(3.24)

where, the linear velocity corresponds directly to the time derivative of the position of B with respect
to A. This velocity can be associated with the left- or right-trivialized velocity in a straight-forward
manner by the introduction of a so-called mixed frame B[A] = (oB , [A]) as shown in Figure 3.1, where
the origin of the frame is coincident with frame B, while it has the same orientation as the frame A.
This leads to a relative pose between frames B[A] and B,



R
0
B
3×1 
B[A]
HB = 
.
01×3
1
A

(3.25)
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Thus, the rigid body velocity of B with respect to A is expressed in B[A] as,
B[A]

vA,B = B[A] XB B vA,B
 



TA
A
A
A
ȯ
R
0
ȯ
R
B 
B
3  
B
B
= A
,
=
Bω
ω
03 A RB
A,B
A,B

(3.26)

and is called the mixed velocity of frame B with respect to A (Traversaro, 2017, Section 2.3).

3.1.3

Rigid Body Acceleration

The left-, right- and mixed-trivialized rigid body acceleration can be obtained by a straight-forward
time derivative of the associated rigid body velocities, respectively. Of particular interest within the
scope of this thesis is the relationship between the linear part of the mixed-trivialized rigid body
acceleration and the measurement of a three-axis linear accelerometer from an Inertial Measurement
Unit. To understand this relationship, we may first define what is called as the sensor acceleration
(Traversaro, 2017, Section 2.4) as,



TA
R
ö
B
B
αA,B = B XB[A] B[A] v̇A,B =  B
ω̇ A,B
A

(3.27)

Subsequently, the proper acceleration is defined using the sensor acceleration as,


A

g
αA,B
= αA,B − 

RB

TA

03×1


g

(3.28)

The linear part of the proper acceleration can be directly obtained as an accelerometer measurement
g,lin
α̃A,B
from an inertial measurement unit whose coordinate frame is aligned with the frame B, while the

angular part of the acceleration can be obtained by a time-derivative of the gyroscope measurement
B

ω̃ A,B . These measurements are discussed in much detail in the Section 6.1.2 of this thesis where an

IMU based model is used to predict the state evolution of a floating base system.

3.2

Multi Body Kinematics

In this section, we will review the concepts of a free-floating, multi-body mechanical system which is
a commonly used mathematical model for describing humanoid robots.

3.2.1

Modeling of Multi Body Systems

Consider a multi body system which is composed of nL rigid bodies called links interconnected by
nJ = nL − 1 mechanisms called joints. An example of a multibody system is shown in Figure 3.2. It
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Figure 3.2: A multibody system consisting of links L1 , . . . , L7 (shown as outlined ovals) connected
by one DOF joints J1 , . . . , J6 (shown as solid circles). The link L1 is the root link which is associated
with the floating base frame B connected virtually to the inertial frame A with a 6 DOF joint.
can be represented by a couple (L, J), where L is the set of all the links {L1 , L2 , . . . , LnL } and J is
the set of all joints {J1 , J2 . . . , JnJ }. The joint constrains the relative motion between pairs of links
and the number of degrees of freedom (DOFs) of a joint is the number of unconstrained relative
degrees of freedom between two links. The joints are thus modeled as sets containing two distinct
links {Li , Li+1 } ∈ J.
Definition 3.1 (Path connecting link D with link B). A path πB (D) between links B and D of length
d is defined as the unique ordered sequence of links, (L1 , L2 , . . . , Ld ) such that L1 = B, L2 = D and
∀i ∈ 1, 2, . . . , d {Li , Li+1 } ∈ J.
The readers are recommended to refer to Featherstone (2014); Traversaro (2017) for a detailed
description of multi body systems and its relationship with graph theory.
Assumption 3.1 (Multi Body with only revolute joints). In this thesis we consider only revolute joints
which is a 1-dof joint whose configuration lies in R.
The consideration of Assumption 3.1 is a commonly used approach in the design and model
of humanoid robots due to it’s simplicity, nevertheless, enabling a wide range of anthropomorphic
motions on the robot. The revolute joint with an axis a ∈ R3 , ∥a∥ = 1, induces a joint transform
between two links B and D through the joint position θ ∈ R,




HD (θ ) = 

RD (θ ) 03×1 

B

B

01×3

1

,

(3.29)
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with B HD (0) = I4 . The rotation is given by the Rodrigues’ formula using axis-angle representation,
B

RD (θ ) = I3 + cos(θ )S(a) + sin(θ )S(a)2 .

The relative velocity of D with respect to B is given by its relationship with joint velocity θ̇ ,
dB
HD (θ ) =
dt




d B
HD (θ ) θ̇ .
dθ

(3.30)

The left-, right- and mixed trivialized relative velocity is then given by,
"
D

B

D

D

B

B

vB,D = sB,D (θ )θ̇ ,

vB,D = sB,D (θ )θ̇ ,

sB,D (θ ) =

B

"
sB,D (θ ) =

HD

−1

#∨
d B
(θ )
HD (θ )
dθ
SE(3)
#∨



d B
HD (θ )
dθ


D[B]

vB,D = D[B] sB,D (θ )θ̇ ,

D[B]

sB,D (θ ) =

B

HD

−1

(θ )

(3.31)

(3.32)
SE(3)



d B
dθ oD (θ )

∨ 



T
 d B RD (θ ) B RD (θ )

dθ
SO(3)

(3.33)

The vector D sB,D ∈ R6 is called the (left-trivialized) joint motion subspace vector. This vector is useful
in constructing the relative Jacobian that maps the velocities of all the joints of the system to a relative
velocity between two links in a path.
The internal dofs of the multi body system, is then the sum of all the dofs of all its joints,
n = ∑J∈J DOFs(J). The shape of the system is defined as the position of all the joints in the system,
s ∈ Rn . It is also called the joint configuration of the system. The velocity and acceleration of the
joints are given as ṡ ∈ Rn and s̈ ∈ Rn , respectively. Usually, a link is chosen to be used as the base link
B to induce directionality in the multi-body system representation. With the choice of the base link,
the multi body system can be represented as a directed tree (when no loops are present) with base link
as the root of the tree. Given that the base link is the root, it has no parent link. The parent link for
other links can be defined as the function λB : L − B 7→ L that maps every link except the base link
to it’s unique parent. Similarly, the set of children of a link L can be defined as all the links whose
unique parent is L, µB (L) = {D ∈ L | λB (D) = L}. It must be noted that the origin of the coordinate
frame associated with the joint coincides with that of the child link.

3.2.2

Relative Forward Kinematics

The relative forward kinematics is used to compute the relative pose L HD (s) between two arbitrary
links L and D as a function of the shape s of the multi body system. The relative forward kinematics
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FK : Rn 7→ SE(3) is then defined as,
d−1

FK(s) = L HD (s) = L HλD (L) λD (L) HλD2 (L) . . . λD

(L)

Hλ d (L) .
D

(3.34)

This is done so by using the definition of the path from links L to D in Def. 3.1 and inducing the
directionality by choosing link D as the root of the chosen path, then starting from the leaf link L,
post-multiplying by the transform between the i-th link and it’s parent in an iterative fashion. The
relative transform L HλD (L) (s j ) between adjacent links L and it’s parent λD (L) in the path is given by
the definition of joint transform of the joint J = {L, λD (L)}, in our case by Eq. (3.29). The relationship
between the relative velocity of links L and D is related to the joint velocities ṡ through a relative
Jacobian matrix. Consider the left-trivialized velocity of D with respect to L,
D

vL,D =

h

D

HL

−1 L

ḢD

i∨
SE(3)

.

Using the time derivative of the relative forward kinematics map defined in Eq. (3.34), we have,
D

HL

−1 L

ḢD =

D

∑

HL L HE

i∈πLDOF (D)

∂ E
HF (si )F HD ṡi
∂ si

∂ E
HF (si )F HD ṡi
∂
s
i
DOF
i∈πL (D)
h
i∧
F
= ∑ D HE F sE,F
HD ṡi

=

D

∑

HF F HE

SE(3)

i∈πLDOF (D)

=

h

D

∑

(3.35)

XF F sE,F

i∈πLDOF (D)

i∧
SE(3)

s˙i ,

where, E and F have been introduced to denote adjacent links along the path and we have used
F
∧
sE,F SE(3) = F HE ∂∂si E HF (si ) from Eq. (3.31) and the adjoint definition of rigid body velocity from
Eqs. (3.19) and (3.20). Further, πLDOF (D) is defined as the set of DOFs that belong to the path πL (D)
connecting links L with D. Therefore, the left-trivialized velocity of D with respect to L is written as,
D

vL,D =

∑



D

XF F sE,F



s˙i =

D

SL,D (s) ṡ,

(3.36)

i∈πLDOF (D)

where D SL,D (s) is the left-trivialized relative Jacobian that maps the joint velocities to relative rigid
body velocities constrained by the joints along the path connecting these bodies. The right- and the
mixed-trivialized relative Jacobians can be obtained by following a derivation similar to Eq. (3.35).

3.2.3

Free Floating Kinematics

So far, we have seen how the topology of the multibody system defined by its shape or joint configuration dictates the relative pose of each link with respect to any other link in the kinematic tree.
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However, it is not necessary that the base link is rigidly attached to its environment, i.e. the base link
need not be a fixed link. For floating-base mechanical systems, the base link is a free-floating link,
and the overall configuration of the system with respect to an inertial frame A is determined by the
pose A HB of the base link with respect to the inertial frame along with the joint positions s ∈ Rn . The
overall configuration of the free-floating system position is considered to be evolving in the space of
Q = SE(3) × Rn and is defined as,
qB = (A HB , s) ∈ Q.

(3.37)

The system configuration of a free-floating multi body system is dependent on the base link B. The
pose of any link L ∈ L with respect to the inertial frame A can then be determined in a straight-forward
manner from qB . Let A HL (qB ) : Q 7→ SE(3), then

A



A

RB
HL (qB ) = A HB B HL (s) = 
01×3

Ao
B B

1

HL (s) ∈ SE(3).

(3.38)

The free-floating system velocity ν B can be obtained by taking the time derivative of the system
A

position, q̇B ≜ ( ḢB , ṡ). The trivialization of the base link velocity naturally induces a trivialization
on the system velocity as well. The left-trivialized system velocity ν B/B ∈ R6+n is defined as,



A



Bv
A,B 

ν B/B = 

ṡ

RB

T A

ȯB
i∨

h
T A

=  A RB ṘB

ṡ





 ∈ Rn+6 ,
SO(3) 

(3.39)

where, B vA,B is the left-trivialized base velocity and ṡ is the joint velocities. The right trivialized base
velocity induces a right-trivialized system velocity ν B/A ∈ R6+n ,



ν

B/A

=



A
 vA,B 

ṡ

A

A

A

TA



ȯ − ṘB RB oB

 hB
i
T ∨

 A
ṘB A RB
=
 ∈ Rn+6 .
SO(3) 

ṡ

(3.40)

The mixed-trivialized system velocity ν B/B[A] ∈ R6+n is defined as,





B[A] v
A,B 

ν B/B[A] = 

ṡ

A

ȯB



i∨ 
h
T A


=  A RB ṘB
 ∈ Rn+6 .
SO(3) 

ṡ

(3.41)

The system velocity can be used to determine the velocity of any link L with respect to the inertial
frame A using the so-called free-floating Jacobian matrix JL,B . The free-floating Jacobian is dependent
on the system position qB . The velocity of the link L using the left-trivialized system velocity is is
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given by,
L

vA,L (qB , ν B ) =

h

L

XB

B

i
SL,B (s) ν B/B = JL,B/B (qB ) ν B/B .

(3.42)

The system position and the system velocity described in the Eqs. (3.37), (3.39), (3.40) and (3.41)
define the overall system state while Eqs. (3.38) and (3.42) together define the forward kinematics of
a floating base mechanical system.

3.2.4

Inverse Kinematics

Inverse Kinematics (IK) (Waldron and Schmiedeler (2016)) is referred to as the process of estimating
the configuration of a mechanical system when provided with task space measurements. Consider
a set of n p frames P = {P1 , P2 , . . . , PNp } associated with target position measurements A oPi (t) ∈ R3
and target linear velocity measurements A ȯPi (t) ∈ R3 . Similarly, consider a set of no frames O =
{O1 , O2 , . . . , ONo } associated with target orientations A RO j (t) ∈ SO(3) and target angular velocity
measurements A ω A,O j (t) ∈ R3 . Given the kinematic description of the model, IK is used to find the
state configuration (q(t), ν(t)), such that


p
A


 oPi (t) = hPi (q(t)),



A


RO j (t) = hoO j (q(t)),




A ȯ (t) = Jlin (q(t))ν(t),
Pi
Pi
ang
A ω

A,O j (t) = JO j (q(t))ν(t),




Aq s(t) ≤ bq ,






Aν ṡ(t) ≤ bν ,

∀ i = 1, . . . , n p
∀ j = 1, . . . , no
∀ i = 1, . . . , n p

(3.43)

∀ j = 1, . . . , no

where, q(t) ≜ qB (t) and ν(t) ≜ ν B/B[A] (t) is the position and velocity of the mechanical system,
hPpi (q(t)) and hoO j (q(t)) are the position and orientation selection functions from the forward kinematics of frames Pi and O j respectively, while Jlin
Pi (q(t)) is the linear part of the mixed-trivialized Jacobian
ang

matrix JB,Pi /Pi [B] (qB ) and JO j (q(t)) is the angular part of the Jacobian matrix JB,O j /O j [B] (qB ). Aq and
bq are constant parameters representing the limits for joint configuration s(t), while the constant
parameters Aν and bν represent the limits for joint velocities ṡ(t). The targets can be collected in a
pose target tuple x(t) ∈ (R3 )n p × (SO(3))no and a velocity target vector v(t) ∈ (R3 )n p × (R3 )no for
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having a compact representation.
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(3.44)

A,Ono (t)

Similarly, the forward kinematics map and the Jacobians necessary for the differential kinematics can
be stacked as follows,



hPp1 (q(t))


..
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.
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..
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ang
JOno (q(t))

(3.45)

leading to the set of equations,
x(t) = h(q(t))

(3.46)

v(t) = J(q(t))ν(t).
When the targets are not consistent, a solution to the system of equations described in Eq. (3.46) may
not exist at all. However, when such a solution exists, it is usually challenging to find an analytical
solutions for the system state configuration (q(t), ν(t)) that satisfies the Eq. (3.46), especially for
highly articulated systems like humans. Thus, a numerical approach through a non-linear optimization
is usually preferred to find an optimal solution for the system state configuration,
minimize
q(tk ),ν(tk )

subject to

Kq rq (q(tk ), x(tk ))


s(t
)
k 
A
≤ b,
ṡ(tk )

2

+ Kν rν (ν(tk ), v(tk ))

2

(3.47)

where rq and rν are residual cost functions for target position and velocities with Kq and Kν being
the associated gain matrices for the target quantities.
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3.3
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Human Modeling

In this section, we recall the basic concepts for human modeling based on a more detailed development
presented by Latella (2019) and Tirupachuri (2020). This becomes important in the context of human
motion estimation since our algorithms rely heavily on the model representations for the human
body. Human modeling has remained an active topic of research for many years focusing on varying
degrees of model representation such as skeletal modeling, muscle modeling, non-deformable models,
data-driven models, and so on (Loper et al. (2015); Seth et al. (2011)). The human model, in this
thesis, is developed within the formalism of rigid multibody systems described in the previous sections.
Such a representation does not fully capture the biomechanics of the human body which is a much
more complex structure containing muscles, tendons, soft tissues, cartilages, and bones functioning in
harmony to generate a wide range of dynamic motions and static exertions. Nevertheless, it sufficiently
captures the skeletal geometries and inertial properties of the several body parts and joint articulations
to represent realistic motions on the human in a simplified manner.
Remark 3.5. The terms body, segment or links are used interchangeably in this thesis.
Assumption 3.2 (Simple Geometric Shapes of Human Model). The human model is represented as
a set of rigid bodies with simple geometrical shapes such as solid parallelopipeds, solid cylinders
and solid spheres.
Assumption 3.3 (Link Density, Hanavan Jr (1964)). The density of each link of the human model is
uniform and isotropic.
The model developed for the Xsens MVN motion capture system Roetenberg et al. (2009) is used
as a baseline for the human model developed in this thesis. We use a description format commonly
used in the robotics community called the Universal Robot Description Format (URDF) to represent
human models. It is tailored for describing highly-articulated robots with rigid links as kinematic
trees. Given its possibility to handle complex tree structures and the possibility to support the idea of
representing both human and robot models using the same representation, we choose the URDF as a
unifying representation for describing human models. Figure 3.4 shows a graphical visualization of
the human model described using URDF representation.
In the following subsections, we briefly go through the modeling of links and joints of the human
body that are the fundamental building blocks for representing a human model.

3.3.1

Modeling of Links

The kinematic tree of the human model is considered to have nL = 23 moving links with labels
inherited from the Xsens model as seen in Figure 3.3. The choice of origin and orientation of the
coordinate frames associated with each of the links is detailed by Latella (2019). According to
Assumption 3.2, the link geometries are simplified to be either a parallelopiped, cylinder or a sphere.
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Figure 3.3: Xsens MVN representation of human model (Karatsidis et al. (2017)).
The dimensions of the solid shapes are calibrated using measurements from the Xsens motion capture
system to remain scalable with subject proportions. The mass of each link is obtained as a ratio of the
total human mass according to a lookup table generated from anthropometric studies (Winter (2009)).
The list of links in the human model, its associated shape, and the mass ratio is given in Table 3.1.
Inertial Properties
The inertial parameters of mass, the center of mass, and moments of inertia capture the rigid body
dynamics faithfully enabling the prediction of realistic motion patterns. With the assumptions 3.3
and 3.3, simple analytical formulas can be used to represent the inertia tensor as a diagonal matrix
with principal moments of inertia as the elements. The moments of inertia can be easily computed
with the help of the link masses registered with the help of anthropometric evaluations. The inertia
tensor thus takes the form,


Ixx 0 0



I=
0
I
0
yy


0 0 Izz

(3.48)

where, Ixx , Iyy and Izz are the principal moments of inertia and the moments of inertia for each shape
listed in Table 3.2.

3.3.2

Modeling of Joints

The links are coupled by joints and the modeling of joints requires information about the motion type
described by the number of DoFs, links connected by the joints, and the joint coordinate system. The
joint labeling is similar to that of the links are also derived from Xsens nomenclature The origin of the
frame associated with the joint coincides with that of the child link. Rotational joints with one, two,
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Table 3.1: Link properties of the human model: link labels, shapes and mass as a percentage of total
human subject mass (extracted from Winter (2009)) (Latella (2019)).
Label

Shape

Link mass to total mass ratio

Pelvis
L5
L3
T12
T8
Neck
Head
RightShoulder
RightUpperArm
RightForeArm
RightHand
LeftShoulder
LeftUpperArm
LeftForeArm
LeftHand
RightUpperLeg
RightLowerLeg
RightFoot
RightToe
LeftUpperLeg
LeftLowerLeg
LeftFoot
LeftToe

parallelopiped
parallelopiped
parallelopiped
parallelopiped
parallelopiped
cylinder
sphere
cylinder
cylinder
cylinder
parallelopiped
cylinder
cylinder
cylinder
parallelopiped
cylinder
cylinder
parallelopiped
parallelopiped
cylinder
cylinder
parallelopiped
parallelopiped

0.08
0.102
0.102
0.102
0.04
0.012
0.036
0.031
0.030
0.020
0.006
0.031
0.030
0.020
0.006
0.125
0.0365
0.013
0.015
0.125
0.0365
0.013
0.015

Table 3.2: Moments of inertia for a solid rectangular parallelopiped with width w, height h and depth d,
a solid cylinder of radius r and height h and a sphere of radius r, each having mass m (Latella (2019)).
Moment of Inertia

Parallelopiped

Cylinder

Sphere

Ixx

1
2
2
12 m(w + h )

1
2
2
12 m(3r + h )

2
2
5 mr

Iyy

1
2
2
12 m(h + d )

1
2
2 mr

2
2
5 mr

Izz

1
2
2
12 m(d + w )

1
2
2
12 m(3r + h )

2
2
5 mr

or three DoFs are considered for modeling different joints and the number of DoFs is chosen based on
the relative biological joint. The relative biological joint represents a point on the human body where
relevant bones articulate. For the sake of generality, three DoFs are sometimes assumed for all joints
leading to the total number of DoFs in the human model as 3(nL − 1) = 66 DoFs but with proper
classification using the information about relative biological joints, the reduced model has 48 DoFs.
The list of joints, DoFs per joint, and the links connected through each joint are detailed in Table 3.3.
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Table 3.3: Joint properties of the human model: joint labels, DoFs per joint (along with reduced
DoFs) and links connected through the given joint (Latella (2019)).
Label

DoFs (Reduced DoFs)

jL5S1
jL4L3
jL1T12
jT9T8
jT1C7
jC1Head
jRightHip
jRightKnee
jRightAnkle
jRightBallFoot
jLeftHip
jLeftKnee
jLeftAnkle
jLeftBallFoot
jRightC7Shoulder
jRightShoulder
jRightElbow
jRightWrist
jLeftC7Shoulder
jLeftShoulder
jLeftElbow
jLeftWrist

3(2)
3(2)
3(2)
3
3
3(2)
3
3(2)
3
3(1)
3
3(2)
3
3(1)
3(1)
3
3(2)
3(2)
3(1)
3
3(2)
3(2)

Connected links
Pelvis
L5
L3
T12
T8
Neck
Pelvis
RightUpperLeg
RightLowerLeg
RightFoot
Pelvis
LeftUpperLeg
LeftLowerLeg
LeftFoot
T8
RightShoulder
RightUpperArm
RightForeArm
T8
LeftShoulder
LeftUpperArm
LeftForeArm

←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→
←→

L5
L3
T12
T8
Neck
Head
RightUpperLeg
RightLowerLeg
RightFoot
RightToe
LeftUpperLeg
LeftLowerLeg
LeftFoot
LeftToe
RightShoulder
RightUpperArm
RightForeArm
RightHand
LeftShoulder
LeftUpperArm
LeftForeArm
LeftHand

The modeling tools described in this chapter will be used in unison with the Lie-theoretic,
estimation machinery described in Chapter 2 to develop state estimation algorithms for humans and
humanoid robots described as floating-base, rigid, multibody mechanical systems.
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head
jC1Head
jT1C7

fore arm

upper arm
jC7Shoulder

neck
T8

jShoulder

hand

jWrist

jElbow

jT9T8
jL1T12
jL4L3

shoulder
T12
L3
L5
pelvis

jL5S1
jHip

pHipOrigin

upper leg

jKnee

lower leg

foot
jAnkle

toe

jBallFoot

Figure 3.4: URDF representation of human model (Latella (2019)).

Chapter 4

State of the Art and Thesis Context
The technological objective of this thesis is the development of state estimation algorithms for
floating base estimation of humanoid robots and whole-body human motion reconstruction. A reliable
estimation of the humanoid robot’s floating base state and the motion of the human is useful in the
development of a shared human-humanoid collaborative control framework.
The primary problem of state estimation for humanoid robots requires determining the spatial
relationship of the many links of the robot in its environment. For the objective of humanoid base
estimation, we survey the state-of-the-art in Simultaneous Localization and Mapping (SLAM), Lietheoretic estimation, legged robots and humanoids community. Since SLAM, at its fundamental
level, tries to solve a more general problem that is usually faced in robotics: understanding uncertain
spatial relationships between the robot and other objects in its environment and their motion in
the environment, it becomes an important topic of study in state estimation. Further, the theory
of Lie groups offers a toolkit for useful representations of these spatial relationships. Drawing
connections between the SLAM community and the legged robots community allows us to understand
the landscape of theoretical developments made in both these communities in the context of state
estimation, which might help further the existing body of literature for humanoid robots. Many of
the promising state-of-the-art techniques that have been applied to the state estimation of highlyarticulated structures like legged robots and humanoids have originally been ideas developed for
general mobile robot systems, mainly in the context of navigation systems. This is due to an inherent
similarity in the underlying problem, as seen in Figure 4.1. However, it must be emphasized that
application of such techniques on humanoid robots and legged robots are usually more challenging
than the other mobile robot systems due to many inherent complexities in the former that might
usually not be faced by a generic mobile robot.
The latter objective aims at the reconstruction of the whole-body motion of a human using
measurements obtained from a distributed set of sensors worn by the human. These measurements
usually describe the motion of body parts indirectly, which when incorporated with the knowledge of
the skeletal model of the human, can enable achieving whole-body motion reconstruction. For this
purpose, we look at the state-of-the-art estimation methods employed for human motion estimation
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Figure 4.1: A demonstration of the fundamental problem of estimating spatial relationships in SLAM
and humanoid base estimation.
using wearable sensing technologies such as distributed inertial sensors and sensorized shoes providing
ground reaction force measurements.
The aim of this chapter is to first draw out relevant works done in related fields of state estimation
before diving into the survey for humanoid robot and human state estimation. Having painted a big
picture, we then zoom into the context of this thesis to highlight where the contributions fit in, and
finally review the design decisions taken for the proposed contributions.
The chapter begins with a review of the state estimation methods used for SLAM and navigation
systems, in Section 4.1. Then, Section 4.2 highlights the trends in the application of Lie theoretical
tools for filter design and how some issues in SLAM are solved through such a filter design. Section
4.3 covers the advances made in the topic of state estimation for legged and humanoid robots and
their connections with the topics of SLAM. Then, a brief review related to the different approaches
for achieving human motion estimation using motion capture technologies is presented in Section 4.4.
Finally, we introduce the context of this thesis and its contributions to the topics of state estimation
in humanoid robots and human motion estimation in relevance to the cutting-edge technologies
developed in both fields.

4.1

SLAM and Navigation Systems

In the context of robotics, state estimation finds itself focusing mainly on the problem of estimating
a set of quantities such as position, orientation, and velocity of the robot that faithfully describe its
motion over time using measurements coming from a variety of sensors mounted on the robot (Barfoot
(2017); Kok et al. (2017); Schwendner et al. (2014)). In plain words, it is necessary to answer the
following questions; "what does the world look like?", "where am I in this world?" and "where should
I go next?". These questions fall under the general problem of simultaneous localization and mapping
(SLAM, Bresson et al. (2017); Cadena et al. (2016); Fernández-Madrigal (2012); Thrun (2002)),
where the robot estimates its location in the environment (localization) while simultaneously building
a map of its environment (mapping).
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Of particular interest are navigation systems that focus on a subset of the SLAM problem relying
mainly on light-weight and low-cost sensors for motion estimation. Ubiquitously-used sensors such
as inertial and visual sensors enable the state estimation of robots even in situations lacking the
availability of absolute position sensors or in GPS-denied environments (for example, underwater
and indoor environments). These systems are usually referred to as Inertial Navigation Systems (INS)
which rely on an Inertial Measurement Unit (IMU, Chatfield (1997); Titterton et al. (2004)) and Visual
Inertial Navigation System (VINS, Huang (2019)) which additionally includes a visual source such as
a camera. The camera provides rich information about the surrounding environment complementing
the IMU measurements constituting the angular velocity and linear acceleration. Several decades
of continuing research efforts are being put into the field of INS, VINS, and SLAM making them
a significant body of literature consisting of several theoretical and computational developments
relevant to state estimation problems.

4.1.1

Navigation Systems

Advances in sensor technologies are crucial for achieving a reliable state estimation for our robots.
While Global Positioning Systems (GPS) remained an important technology of the twentieth century
mainly used for aerospace and navigation purposes, inertial navigation systems have been a cornerstone technology in tracking the motion of a body in a self-contained or a "proprioceptive" manner, in
the absence of global information. Inertial sensors composed of a three-axis linear accelerometer and
a three-axis gyroscope were primarily used for attitude estimation of spacecraft vehicles (Crassidis
et al. (2007)) and eventually became frequently used in navigation. The gyroscope measures the
angular velocity and the accelerometer measures the specific force acting on the sensor constituting
the sensor acceleration and Earth’s gravity. These quantities are implicitly related to the position and
orientation of the body equipped with such a sensor. The technique of having the inertial sensors
rigidly attached or strapped down to the body of the host vehicles (Titterton et al. (2004)) allowed
the emergence of small, light-weight, and more accurate inertial navigation systems known as the
strap-down inertial navigation systems. This technology had a dramatic impact on navigation leading
to highly efficient and cost-effective methods.
Although inertial sensors provide measurements at high sampling rates, the accuracy of the
estimation using inertial sensors depends on the sensor characteristics like precision, biases affecting
the sensor measurements, and their noise levels. These effects lead to significant drifts in the estimated
position and orientation over a long duration of operation, thereby limiting their use only for a short
duration. The more expensive an inertial sensor, the more resilient it is towards these degrading effects
resulting in better motion estimates with lesser drifts. However, such an expensive sensor becomes
a hindrance for widespread, commercial deployment. A standard approach relies on complementing
the inertial sensors with other sensors for enabling inexpensive and reliable motion estimation. The
most sought-after sensor is a camera which is a low-cost, energy-efficient sensor that provides rich
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Figure 4.2: Sensor-based classification of navigation systems and its connection to humanoid base
estimation.
information about the environment. Using a camera to complement the inertial sensor for motion
estimation results in what is referred to as Visual Inertial Navigation Systems (VINS, Huang (2019)).
Many other relevant sensor fusion techniques in the SLAM community try to include sensors like
a laser rangefinder, LIDAR, SONAR, infrared sensors, Ultra Wide Band (UWB) position sensors, Wifi
networks, and auditory sensors for state estimation. Since we are mostly interested in the theoretical
development perspectives of the state estimation algorithms from the SLAM community which are usually common for a variety of sensors used, we will narrow our focus on VINS algorithms developed for
Visual-Inertial Odometry (VIO) systems in subsequent sections. These algorithms can provide insights
into the algorithms used in the state-of-the-art methods for humanoid state estimation (see Figure 4.3).

Figure 4.3: Evolution of theoretical tools and approaches for solving the VINS problem.
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Tightly-Coupled vs Loosely-Coupled Sensor Fusion

A broad classification of VINS algorithms arises depending on how different sets of measurements
are combined within the state estimation algorithm. One such classification is based on the looselycoupled sensor fusion and tight-coupled sensor fusion methods. Within a loosely coupled sensor
fusion approach, the visual and inertial measurements are pre-processed separately to infer the motion
constraints established by each of these measurements on their own and then are combined to obtain a
fused estimate (Lynen et al. (2013); Weiss and Siegwart (2011)). On the contrary, tightly-coupled
sensor fusion combines the measurements within a single process resulting in higher accuracy and
less information loss (Eckenhoff et al. (2019); Shen et al. (2015)). The type of sensor-fusion used to
implement an estimator is usually a design decision depending mainly on the computational budget
and simplicity-to-performance trade-offs.

4.1.3

Filtering-based vs Optimization-based Estimation

Under a certain taxonomy, VINS algorithms can be broadly classified into filtering-based and
optimization-based methods. Most filtering-based estimation algorithms are commonly based on the
EKF, where the IMU measurements are used for state propagation and the vision-based measurements
are used for measurement updates (Bloesch et al. (2014); Mourikis and Roumeliotis (2007)). EKF
relies on the linearization of nonlinear models using a first-order Taylor expansion around the current
estimate. As long as the linearization is made around the true state, EKF is shown to demonstrate optimality and theoretical guarantees for convergence. Due to its simplicity and ease of implementation,
it has been a very common tool in developing SLAM algorithms.
EKF methods although suffer from limitations when handling highly nonlinear measurement models due to the fact that the linearization of these measurement models is done only once at the measurement update step. This might potentially lead to large linearization errors leading to the degradation of
the estimator performance and eventually the divergence of the filter. UKF offers a derivative-free solution; however, the usage of UKF for SLAM algorithms is limited due to its computational complexity.
In contrast to filtering methods, optimization-based state estimation methods have been proposed
that solved a non-linear least squares problem over a set of measurements aiming to minimize the
residual error between the expected measurement given the current estimated state and the actual
measurement (Ding et al. (2021); Nisar et al. (2019); Qin et al. (2018); Wisth et al. (2021a)). This
approach can be viewed as maximizing the conditional probability of the state estimate given a
set of observations. This approach allowed the reduction of linearization errors through repeated
linearizations at the expense of computations. Nevertheless, a strong dependence on the linearization
points for both the filtering and the optimization methods makes them vulnerable to linearization
errors. The choice for opting either a filtering-based or an optimization-based estimation framework
is a crucial design decision that needs to be taken upfront based on the requirements of modularity,
performance, computational complexity and implementation issues.
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Filtering vs Smoothing
A common debate or a design decision that arises while constructing estimators is the choice between
filtering and smoothing (Strasdat et al. (2010)). The filtering approach fuses measurements in a sequential manner without considering the complete history of states while smoothing methods perform
a batch optimization by considering either the complete state trajectory, or a selected keyframe of
the past states or a sliding window of a number of previous states. The latter allows for a drift-free
long term operation given the continuous re-optimization of the estimated states given the history and
incoming measurements. Such a dichotomy in the estimation approaches clearly begs the question
of why and whether one approach is more suitable for the application in hand. At a conceptual
level, both these approaches boil down to a nonlinear least-squares problem that minimizes a desired
cost function or a Maximum a Posteriori (MAP) inference that maximizes the posterior density
of the states given a set of measurements (Dellaert et al. (2017)). Thinking visually in terms of a
factor graph, for the filtering approaches all the previous states are marginalized, thus keeping the
graph compact and not growing with time. Whereas, for smoothing approaches such a factor graph
might grow arbitrarily causing computational cost to rocket rapidly. However, in terms of modularity
in implementation and scalability to several cost functions and constraints within the estimation
problem, smoothing based methods might offer some advantage also allowing us to also choose from
several off-the-shelf numerical optimizers to solve for the least-square solution. The relative merits
of smoothing- and filtering-based approaches in terms of accuracy, computational cost, scalability and
modular implementation relies mainly on the application in hand and their efficiency and performance
must be considered as a key-performance indicator for designing estimators.
Preintegration Theory
Preintegration theory is an important tool that was first introduced in the seminal work of Lupton
and Sukkarieh (2011) that allowed to summarize a large number of high-frequency measurements
into a single motion constraint between the interval of low-frequency measurements, in a manner
independent of initial conditions. The summarized motion constraint is then combined with the
low-frequency measurement enabling fast computations of the filter-based or optimization-based
approaches. Figure 4.4 shows the preintegration of high-frequency measurments between the lowfrequency keyframes of visual measurements. This computationally efficient alternative for integrating
inertial measurements within a VINS framework is being adopted as a standard in many state-of-theart estimation approaches (Eckenhoff et al. (2020); Forster et al. (2016); Qin et al. (2018)). Further, the
preintegration theory is being generalized to consider other high-frequency measurements apart from
the inertial sensor measurements (Ding et al. (2021); Nisar et al. (2019)). The concept of preintegration
is being popularized also in the context of legged robot state estimation using factor-graph optimization
based state estimation methods (see Section 4.3 for a detailed review). However, it must be noted that
the idea was originally introduced with filtering strategies, hence can be effectively applied with easily
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implementable filtering or constrained filtering methods, well suited for legged robot state estimation,
especially dealing with IMU based prediction models during flight phase or absence of contacts.

Figure 4.4: IMU preintegration in a VINS problem summarizing high frequnecy IMU measurements
as a preintegrated IMU measurement between the image keyframes. (Forster et al. (2016))

4.1.4

Effects of Inconsistencies and Drifts

Most VINS estimators by construction do not consider any global measurements and rely on reconstructing the position and orientation of the robot along with its linear velocity from a partial set of
observations from IMU and visual measurements. Due to the nature of the measurement set, the VINS
problem has an inherent unobservability along four directions corresponding to the global translation
and the rotation about the gravity vector. However, there might be cases where the dimensions of
the unobservable subspace are reduced than its actual dimension of four. This situation can arise in
the presence of large linearization errors or due to the choice of the linearized system itself. Such
an event causes the filter to gain spurious information along the unobservable directions resulting in
an inconsistent estimate, which might eventually lead to filter divergence as well. Several techniques
such as first-estimates Jacobian EKFs (FEJ-EKF, Huang et al. (2009)) and observability-based rules
for constructing consistent EKFs (OC-EKF, Huang et al. (2010)) have been proposed to solve the inconsistency problems in the EKF. The former approach relies on filter Jacobians computed around the
first-ever available estimates for every state leading to the error-state system model having an observable subspace of the same dimension as the underlying nonlinear system. While the latter relies on the
selection of linearization points by imposing constraints on the observability matrix to always maintain
the expected dimensions in its unobservable subspace. The inconsistency problem is not specific
to only EKF based estimators but also optimization-based estimators that rely on Jacobian matrices
through the linearization of the non-linear models. Similarly, this problem pertains not only to VINS
but affects also legged robot state estimation and it is crucial to be considered during estimator design.
Robot-Centric Estimators
A common approach to constructing VINS estimators is based on a world-centric perspective where
the estimates of the robot state are given with respect to a fixed world or inertial frame. However, a
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few works (Huai and Huang (2018)) which construct robot-centric estimators have shown to preserve
observability properties independent of linearization points and greatly reduce the filter divergence.
In the robot-centric approach, the estimates are always provided with respect to the robot position and
allow to maintain better consistency in the filter. This approach might also be useful for maintaining
local maps of the environment thereby improving obstacle avoidance.

4.2

State Estimation using Lie Groups

So far in the previous sections, we have reviewed a few important developments that have been made
to strengthen the state-of-the-art in VINS. However in the review so far, we had not discussed the
representation choice for the state variables and an important paradigm shift that was taking place,
in parallel, for constructing efficient state estimation methods that considered different choices of
state representations for the spatial relationships. This paradigm shift was related to the construction
of state estimation algorithms by employing the tools provided by the corpus of "Lie theory" which
allows solving many problems discussed so far in an implicit manner (see Figure 4.5 depicting the
connection with SLAM).
As noted already, the state estimation problem in robotics is focused on estimating the position and
orientation of a body, put together called as pose. A common challenge then arises in choosing a proper
representation for the pose variables, specifically the representation for the orientation embedded in the
pose variable. This becomes a crucial modeling choice. A few common representations for orientation
include rotation matrices, quaternions, Euler angles each of which is either an over-parametrized
representation or prone to singularities. Each of these representations has some constraints that need
to be satisfied in order to be physically meaningful. Considering these variables for state estimation
requires the design to respect the constraints they impose, which is rather difficult to establish
innately, leading to complex estimator designs (some of which are reported by Hertzberg et al. (2013)).
For example, Euler angle representation, which is a minimal representation for the rotations, is
computationally efficient however is prone to singularities. Different types of Euler angle choices have
singularities in different configurations. There exists a few estimator designs which rely on switching
the choice of the Euler angle when the current choice approaches its singularity configuration. This
is a working idea, nevertheless, an unnecessarily complex design. Many other works rely on the
over-parametrized yet computationally efficient representation of unit quaternions which relies on
a unit norm constraint and requires an orthonormalization trick whenever the constraint is violated.
Further, associating uncertainties to such quantities is usually challenging, since it is not intuitive
to define a probability distribution for these variables. This is due to the fact that these variables are
not vectors and establishing a notion of probability distribution with a valid definition of a probability
density function (pdf) is not straightforward.
Lie theory, originally developed by the Norwegian mathematician Sophus Lie (1842-1899), offers
tools to consider these types of variables in the state, without the need to to impose any constraints
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Figure 4.5: Evolution of Lie-theoretic estimation tools and its connections to the SLAM community.
while allowing to establish an appropriate notion of uncertainty for such variables in a feasible manner.
A remarkable amount of theoretical developments assimilated in the works of Barfoot (2017); Barfoot
and Furgale (2014); Blanco (2010); Bonnabel et al. (2009); Chirikjian (2009, 2011); Hall (2013);
Mahony et al. (2008); Sola et al. (2018) provides tools and methodologies for constructing estimators
that allow for an appropriate representation and uncertainty management for complex non-linear
quantities like rotations and poses. With a proper choice for state and its associated uncertainty
representation, we can construct rigorous and accurate state estimators.

4.2.1

Uncertainty Representation

One of the earliest notable works that dealt with uncertainties associated with homogeneous transformation matrices was done by Su and Lee (1992) where the uncertainty representation is derived using
the first-order approximation of the exponential map of SE(3). This work demonstrated propagation,
fusion and compounding of spatial uncertainties. These techniques for uncertainty representation of
rigid body transformations were then consolidated in Chirikjian (2009, 2011); Wang and Chirikjian
(2006) with the application of the Concentrated Gaussian Distributions (CGD) on Special Euclidean
groups, which allowed for the formulation of the so-called concentrated pdfs over SE(3). The CGD
formulation relied on the definition of the mean of the distribution in the Lie group, with the covariance defined in the Lie algebra(where calculus operations are possible). Wang and Chirikjian
(2008) considered a second-order theory. instead of the first-order approximation of the exponential
map, for the propagation of mean and covariance of the pdfs over SE(3). Wolfe and Mashner (2011)
generalized the notion of CGD for all Lie groups considering first and second-order theories for
uncertainty propagation and a rigorous Bayesian fusion on Lie groups.
Barfoot and Furgale (2014) provides an accessible and specific implementation for handling
spatial uncertainties that is only subtly different from the previous works but gains in terms of its ease
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in computations. The previous works begin by computing the pdf directly over the group and switches
to parametrizing the pose objects using exponential coordinates, while Barfoot and Furgale (2014)
begins by defining a pdf in the vector space and then induces a corresponding pdf in the Lie group
using the definitions of several Lie group operators. The latter is an easier approach to intuitively
grasp and communicate the notion of uncertainties over Lie groups.
It must be noted that the notion of concentrated Gaussian distributions allows the definition of the
uncertainty to be valid only locally which might cause the estimation algorithms to fail when the covariance associated with the variable of interest becomes large. A global representation of uncertainties
over Lie groups has also been investigated in the context of rotation group of SO(3) by Lee (2018); Lee
et al. (2008). Nevertheless, the uncertainty representation using the concept of CGD is a commonly
used approach and has demonstrated its usefulness in various real-world applications (Barfoot (2017)).

4.2.2

Estimator design on Lie Groups

The viewpoint of designing state estimators on Lie groups has contributed significantly to the SLAM
community in the recent decade. Long et al. (2012) applied the concept of Gaussians in exponential
coordinates and Lie group representation for poses to the EKF-SLAM problems of a differential
drive robot and demonstrated that such a definition can be used to faithfully describe the banana
distribution that results from multiple sample paths obtained from the robot moving in planar space, as
shown in Figure 4.6. This banana distribution does not have elliptical probability density contours that
are usually obtained from Gaussians in Cartesian coordinates and such a density usually introduces
inconsistencies in the estimation when the true distribution becomes widely-spread. The former
representation which captures the underlying distribution with more accuracy and precision allows for
developing consistent estimators over the groups of SE(2).

Figure 4.6: The so-called banana distribution formed by a mobile robot moving on a plane along a
constant-curvature trajectory. The pdf contours of Gaussian in exponential coordinates marginalized
about the heading direction is seen to represent the true distribution more faithfully than the Gaussian
in Cartesian coordinates (Long et al. (2012)).
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While state estimators considering a probabilistic perspective were being developed, a considerable
amount of work was done by Bonnabel et al. (2009) for developing the theory of non-linear observer
design exploiting the geometry of the Lie group structure. These designs focused on exploiting
the so-called symmetry of the system which are certain features in a system that remain unchanged
when subjected to some transformation. This work evolved into the topic of invariant filtering
over Lie groups which exploited the dynamics structure for a specific class of systems called as
group-affine systems. This property enables an autonomous error evolution, meaning the evolution
of the error in the state variable with respect to the true system state is independent of the state
variable itself (invariance). Additionally, another property of these systems known as the log-linearity
property allowed the non-linear error of the state evolving over the Lie groups to be linearized in a
straight-forward manner using a suitable change of coordinates. These combination of properties
resulted in an estimator design with strong convergence guarantees of the estimated state towards
the true state (Barrau (2015); Barrau and Bonnabel (2017)). Further, measurement models evolving
in vector space can be chosen in such a way that it leads to a definition of the so-called invariant
observations.This results in the update equations of the propagated error using the available sensor
measurement becoming independent of the system state.
With keen observation, it can be noticed that at a certain level the linearization through a suitable
change of coordinates is quite similar to the notion of uncertainty using the CGD. This is true due to
the fact that the underlying formulation for both approaches depends on approximating the so-called
Baker-Campbell-Hausdorff (BCH) formula which is used to compute the logarithm of a product
of two exponentials (see Def. 2.13). However, the strength of the invariant filter design lies in the
properties of autonomous error-evolution and autonomous error-updates which lead to time-invariant
Jacobians for filter design. This automatically implies a remedy for the consistency problems faced in
EKF-SLAM or optimization-based methods which rely on the Jacobians that depend on the choice of
linearization points around the current state estimate, as discussed in Section 4.1.4. The applications of
Invariant Extended Kalman Filter (InvEKF) have been demonstrated in Barrau (2015) for constructing
consistent EKF-SLAM estimators.
Barrau (2015) also introduces the group of double direct isometries or the group of extended poses
SE2 (3) that extends the pose objects of SE(3) to also contain linear velocity within the same matrix
in a semi-direct product with the rotation, similar to the position. This representation of rotation,
position and linear velocity embedded within the same matrix allows a direct relation relation of
quantities of interest efficiently within the context of inertial navigation algorithms. Wu et al. (2017)
applied the InvEKF algorithm for the VINS problem accommodating the SE2 (3) representation to
demonstrate the improved consistency properties within this context.
While InvEKF proposed by Barrau and Bonnabel (2017) was suited for continuous systems
possessing symmetries such as the group-affine dynamics, it did not handle observations evolving over
matrix Lie groups. Bourmaud (2015); Bourmaud et al. (2013, 2015) developed EKF algorithms using
the concept of CGD with both the state and observations evolving over distinct matrix Lie groups;
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Continuous-Discrete Lie Group EKF (CD-LG-EKF, otherwise renames as CODILIGENT within this
thesis) for dealing with continuous system dynamics and discrete observations and a Discrete Lie
Group EKF (D-LG-EKF, otherwise renamed as DILIGENT within this thesis) for handling discrete
system dynamics and discrete observations. This is an interesting improvement from the case where
only vector observations were considered and facilitated a natural generalization of the EKF over
vector spaces to EKF over matrix Lie groups (as a preview, we explore these methodologies within
the scope of the thesis). However this filter formulation does not account for group-affine properties
of the system dynamics, therefore might not implicitly lead to a consistent estimator.
Very recent works of Phogat and Chang (2020a,b) try to address the consideration of matrix Lie
groups for the representation of both state and observations within the framework of invariant filtering.
This approach is different from the usual approaches of transporting the non-linear error to the vector
space using the logarithm map for the necessary linearization. This approach of invariant filtering
on matrix Lie groups could provide an alternative that strengthens over the framework developed by
Bourmaud et al. (2013, 2015).
It is also worth mentioning some notable works along the line of estimator design on Lie groups.
Brossard et al. (2017, 2018) develop an Unscented Kalman Filter on Lie groups by exploiting the
concept of CGD applied to the problem of visual-inertial odometry. The computational burden of
UKF-based VINS is relaxed by combining the invariant propagation of the InvEKF along with the
use of an unscented transform inferred Jacobian for the measurement update. Forster et al. (2016)
extended the IMU preintegration introduced in Lupton and Sukkarieh (2011) to the group of rotations
SO(3), enabling singularity-free uncertainty management within the smoothing based approaches.
Recent noteworthy work is from Mahony and Hamel (2017) which proposes a non-linear observer for
the SLAM problem with the introduction of a so-called SLAMk (3) group which is a generalization
of the group of extended poses (SEk (3)) to contain n vector quantities in semi-direct product with the
rotation (in this thesis, we will use SEk (3) for denoting this group). This observer does not require any
linearization and demonstrates constant-time computational complexity along with global-asymptotic
stability in estimating the robot motion along with sparse landmarks, owing to much more rigorous
geometric formulation. Some studies have also been made in Chauchat et al. (2018); Huai et al. (2021)
to design invariant smoothing algorithms for building consistent optimization-based VINS estimators.

4.3

State of the art in Humanoid State Estimation

Simply taking a SLAM-based perspective of state estimation is not the most feasible way to achieve
a reliable estimation on legged and humanoid robots. When it comes to the latter, there is a clear
distinction in the need of estimation aimed for autonomy and feedback control. This is due to the
fact that these types of robots are in persistent interactions with the environment and rely heavily
on controlling the external wrenches exerted on the environment to generate a desirable motion.
Therefore, it becomes necessary to exploit the mechanical structure of these systems, their underlying
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geometry, and their intermittent interactions with the environment in order to design suitable state
estimation technologies. Further, these robots rely on high-frequency, low-latency state estimates for
feedback control, Rephrasing the words of Maurice Fallon from one of his talks on state estimation
for legged robots, "control guys do not want perfect estimates, they want good estimates faster" 1 , it is
evident from practical experience that proprioceptive estimation is fundamental for state estimation
since such high rates are not yet feasible through estimation based on exteroceptive sensors (exception
being the relatively young technology of event-driven cameras). In this section, we will first survey
the state-of-the-art state estimation for legged robots exploiting the point foot contact model focusing
both on proprioceptive (see Figure 4.7) and their extension to exteroceptive approaches. Subsequently,
we will review the body of literature specific to humanoid base estimation.

4.3.1

State Estimation for Legged Robots

One of the earliest works to estimate the body pose of a legged robot using its kinematic configuration
in a legged odometry fashion was done by Lin et al. (2006b), demonstrated for a walking hexapod
robot operating on flat terrain. Later, this approach was extended to fuse also inertial measurements
within an EKF based approach in Lin et al. (2006a). Chitta et al. (2007) proposed a proprioceptive
estimator for global localization of a quadruped by combining kinematic and inertial measurements
along with terrain information through a particle filter. This estimator was designed for robots
performing statically stable gaits and allowed for global localization through data associated with the
terrain characteristics. The idea of global localization through proprioception is rather interesting,
however, the uncertainty about its localization grows rapidly in the case of flat terrains due to feature
scarcity for data association and there are also possibilities of localizing towards a wrong state in case
of similar terrain characteristics.
Contact-Aided Filtering
An observability-constrained Quaternion EKF was developed by Bloesch (2017); Bloesch et al. (2013)
combining leg kinematics and inertial measurements to design a consistent proprioceptive estimator.
The linearization points for the Jacobian computations in the filter were chosen by constraining the
unobservable subspace of the filter to always respect its ideal dimensions (translation and rotation
about gravity). Quaternion EKF implies that the chosen representation for the base orientation
within the state vector was a quaternion representation. The linearized error corresponding to the
base rotation was chosen in exponential coordinates. Further, the state vector was augmented to
maintain also feet positions to better constrain the problem. This estimator draws inspiration from
the SLAM community where the robot would simultaneously estimate its state along with landmark
positions from the environment. Analogously, here the landmarks are replaced by foot positions with
relative measurements coming from the leg kinematics. Yang et al. (2019) proposed a derivative-free
1 Walking

robot navigation and state estimation: a talk by Maurice Fallon and Marco Camurri
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alternative for Bloesch et al. (2013) using an SR-UKF through a contact-centric estimator design
differently from the IMU-centric approach used in the latter. Unlike Bloesch et al. (2013), they
consider using accelerometer measurements in the observation model instead of passing them as
inputs to the prediction model. This allows the estimator to be resilient from the sensitivity of the
accelerometer measurements with foot-ground impacts.
Hartley (2019); Hartley et al. (2020) combines the efforts made in legged robots community (by
Bloesch et al. (2013)) and SLAM community (by Barrau and Bonnabel (2017)). The invariant filtering
approach allows to maintain consistency and observability properties of the filter while enabling fast
convergence from random initial states. This estimator uses SEk (3) Lie group for state representation
to estimate robot base state along with foot positions, easily extensible to consider also landmark
positions from the environment. Alternately, a proprioceptive estimator using a cascade architecture is
proposed by Fink and Semini (2020) which decouples the overall state estimation through a non-linear
attitude estimation followed by a linear estimation of position and velocity. A globally exponentially
stable non-linear attitude observer on SO(3) is to handle large initialization errors. This estimator
provides a simple yet effective loosely-coupled sensor fusion approach. Such contrasting filter designs
beg the question of choice between tightly-coupled and loosely-coupled fusion approaches for legged
robot state estimation, in the context of simplicity-performance trade-offs.
Contact-Aided Smoothing
Several works using the optimization-based state estimation approach and exploiting the theory of Lie
groups have also been proposed recently drawing inspiration from the trends in the SLAM community.
Hartley et al. (2018b) developed a loosely-coupled smoother to complement the pose measurements
coming from a perception system with forward kinematics, IMU, and contact measurements. The
preintegration theory is used to design a pre-integrated contact factors in Hartley et al. (2018a,b) that
summarizes the evolution of a contact frame pose between successive low-frequency measurements
assuming a rigid point contact model and accounting for slip through Gaussian noise models. Fourmy
et al. (2021) consolidates this theory through the concepts of Lie groups to provide a unified framework for preintegration of arbitrary proprioceptive measurements. They proposed a contact force
preintegration factor based on centroidal dynamics to be used with pre-integrated IMU factors, legged
odometry, and centroidal kinematics factors within the optimization framework. This is a tightlycoupled estimation of both centroidal and floating base states crucial for the control of legged robots.
These methods become more sensible when extended towards constrained optimization frameworks
that are well-suited for legged robot state estimation. Although, these tools provide powerful, scalable
frameworks for legged robot state estimation, the amount of groundwork, degree of complexity and
time-to-deployment for such systems are relatively higher than filtering based methods.
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Figure 4.7: Evolution of theoretical tools for proprioceptive state estimation of a legged robot. The
methods proposed in this thesis are closely related to the tools depicted in the red box.
Contact-Constrained Estimation
The intermittent breaking and making of contacts by these articulated systems are quite challenging
for state estimation. Within the context of state estimation, contact kinematics and dynamics play
a crucial role in achieving reliable base estimation. Usually, a strong assumption of a rigid contact
is made for determining base velocities from the null velocities of the stance foot imposed by its
holonomic constraints. This restricts the filter to be used only conservatively within no-slip scenarios.
Varin and Kuindersma (2018) proposed a contact-constrained Kalman filter that takes the complementarity constraints of the contact force and a polyhedral friction approximation within the filter design
allowing for the estimation to be valid also for slipping and sliding scenarios. This is done by a simple
reformulation of the EKF equations into a Maximum A Posteriori estimation through a constrained
optimization problem. A factor graph-based smoothing alternative for this problem is proposed by
Wisth et al. (2020), where pre-integrated velocity factors are introduced that allow accounting for
velocity biases in estimated velocities that may be introduced in scenarios of slipping or sliding, which
might otherwise result in position drifts when not considered. Lim et al. (2021) introduces gait-specific
factors that are adaptive to different walking patterns of the robot and allow to compensate for errors
due to vibrating or wobbling motion behaviors on the robot. This approach can be seen as dynamically
scaling the covariances of the factors based on the motion of the features observed in the consecutive
camera images to regulate the effect of constraints introduced by leg kinematics. Teng et al. (2021)
tackles the same problem by replacing the heavy computation of the constrained Kalman filter with
augmented sensing technologies. This is done by extending the invariant EKF on Lie groups proposed
by Hartley et al. (2020) to consider base velocity measurements from a camera mounted on the robot
as non-invariant observations. It can be seen that a suitable sensor augmentation with a simple yet
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mathematically rigorous filtering approach can allow to tackle complex situations that might be faced
by a legged robot. However, in the absence of such sensors, more rigorous algorithms such as above
must be formulated in order to handle the complexities of contacts.
Multimodal sensor fusion
Nobili et al. (2017) present a multi-modal sensor fusion framework for the base estimation of a
quadrupedal robot combining legged odometry, inertial measurements, visual and LIDAR measurements in a loosely-coupled modular EKF. The term loosely-coupled comes from the fact that a
visual odometry module is used to obtain pose increments in parallel to point cloud registration
from the LIDAR which provides another estimate of the pose, which are then combined with the
high-frequency estimates through the EKF. The performance of this estimator is benchmarked for
various real-world experiments and different types of IMU sensing hardware. A similar work that
performs a tightly-coupled multi-modal sensor fusion within the context of optimization-based state
estimation is presented in Wisth et al. (2019, 2021b). The difference between these works is that the
latter exploits the theory of Lie groups for state representation with uncertainty representation using
CGDs and considers an unconstrained optimization over manifolds for the underlying MAP estimator.
The research interest for invariant filtering and optimization-based approaches has been increasing
in parallel within the legged robots community. While the former allows the construction of filters
with consistency properties the latter provides a framework to include constraints from the contact
and impact events seamlessly within the estimators. Many very recent works within the SLAM
community have started looking into invariant smoothing methods (Chauchat et al. (2018); Huai and
Huang (2018)). Meanwhile, in the legged robotics community, research in hybrid dynamical systems
has led to the development of the so-called Salted Kalman filter by Kong et al. (2021) that allows
for proper uncertainty management in discontinuous scenarios through the so-called saltation matrix.
This accounts for the propagation of uncertainties through well-defined jump maps. Hybrid Invariant
Kalman filter has also been recently studied in an unpublished work (2021).
All of these methods present a vast landscape of design tools and design decisions that need to be
considered while formulating an estimator for legged robots. Positioning our own estimator designs
in this vast landscape requires to analyze these choices critically, which is reviewed in Section 4.5,
after presenting the context of the thesis contributions.

4.3.2

State Estimation for Humanoid Robots

Although state estimation for humanoid robots may seem quite similar to that of legged robots given
their corresponding characteristics of establishing contacts with the environment, the influence of
complex articulated structures in humanoid robots is not negligible. Figure 4.8 depicts a common
architecture for developing humanoid locomotion strategies. This architecture involves a high-level
planner and controller generating the desired center of mass and feet trajectories which are then
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passed as inputs to a whole-body controller. This low-level controller then creates the necessary
actuation commands for the generation of motion on the robot. The controllers for humanoid robots
rely heavily on the feedback of centroidal states such as Center of Mass (COM), COM velocity, and
centroidal momentum (specifically angular momentum plays a key role) in order to realize stable
walking motions while establishing contacts with their environments using their flat foot structures. A
reliable floating base estimation deems crucial for estimating the necessary centroidal states of the
humanoid robot. Masuya and Ayusawa (2020) provides an excellent review of the developments done
for state estimation of humanoid robots. In this section, we highlight a few relevant works from their
review and augment them with more relevant works in the context of base estimation.

Figure 4.8: A generic control architecture for humanoid locomotion.

Proprioceptive Estimation
The importance of a reliable COM estimation for humanoid locomotion is reported by Xinjilefu
et al. (2015) which was developed in the context of DARPA Robotics Challenge (2013). A reliable
estimation of the center of mass allowed the robot to prevent itself from falling throughout the
competition. Many works in recent years have focused specifically on the estimation of the center
of mass and angular momentum derivative for human motion analysis and improving humanoid
locomotion. (Bailly et al. (2019); Carpentier et al. (2015, 2016); Piperakis and Trahanias (2016))
based on different estimation techniques combining different sources of proprioceptive measurements.
Piperakis et al. (2018) highlights the need for an accurate floating base estimation which is important for obtaining the inputs necessary for the centroidal estimation, usually required to be expressed
in an inertial frame. A cascading architecture of floating base estimation and COM estimation is
presented by Bae et al. (2017) within the framework of Moving Horizon Estimation (MHE). This
is a flexible optimization-based framework that allows seamless integration of constraints within the
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estimation problem and consideration of non-Gaussian noise models. This paradigm of constrained
optimization-based estimation in a cascaded fashion could be translated into a stack of tasks estimation
approach as done for human dynamics estimation by Tirupachuri et al. (2021), inspired from its original framework used for humanoid control and also has its similarities with factor-graph optimization
based state estimation approaches presented in the previous section. A decoupled approach for wholebody state estimation was proposed by Xinjilefu et al. (2014) where an inertial-kinematic EKF is used
for base state estimation while steady-state Kalman filter is used for joint state estimation exploiting
the full-body dynamics for joint velocity estimation. Simple estimators fusing proprioceptive sensors
in a cascading fashion are proposed by Flayols et al. (2017) for a decoupled humanoid base estimation,
first estimating the base orientation then estimating the base position to avoid having a lack of convergence guarantees that might occur as a result of improper linearizations within a tightly-coupled EKF
framework. It is evident that for deploying locomotion controllers which more recently rely on reduced
models based on the centroidal dynamics, a reliable floating base estimation is necessary. This again
brings forth the question on the degree of complexity for design such estimators for humanoid robots.
Exploiting the Flat Foot
Estimating the rotation of the humanoid robot’s flat foot is crucial for achieving accurate estimates
of the base pose in order to also account for position displacements from the foot rotations. Rotella
et al. (2014) extend the Observability Constrained Quaternion EKF developed by Bloesch et al.
(2013) for humanoid robot’s flat foot scenarios in order to consider feet orientations within the state,
allowing to better constrain the estimation problem resulting in improved accuracy of the estimates.
Masuya and Sugihara (2015) combines base orientation estimated by an attitude estimator using
IMU measurements with a decoupled, fast estimation of position and velocity estimates using a dead
reckoning approach. The position and velocity estimation is based on a complementary filter on
kinematic, force, and inertial measurements. The position displacements caused by the rotation of the
foot are taken into account using a concept called Anchoring Pivot (AP). This is a point in proximity
to the point of action of the net ground reaction force of the supporting foot. Benallegue et al. (2020)
expands over the idea of modeling the contact as the anchor point to present a globally exponentially
stable non-linear observer for velocity and tilt estimation. Benallegue et al. (2015) and Mifsud et al.
(2015) exploit a flexibility deformation in the robot’s feet to estimate base kinematics through the
fusion of kinematic, inertial, and force-torque sensing capabilities within an EKF framework. These
methods show that when designing either loosely-coupled or tightly-coupled sensor fusion approaches,
it is useful in augmenting the base state with the information about the feet of the robot. This is
important because the feet acts as an interface with the environment and through constant exchange of
interaction forces with the environment, it affects the centroidal states of the robot thereby relating to
a change in the floating base state of the robot.
Recent work by Qin et al. (2020) tries to extend the invariant EKF proposed by Hartley et al.
(2020) for point foot models towards humanoid flat foot model. Further, the authors rely on a
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foot contact probability estimator (similar to Camurri et al. (2017)) using wrench measurements
from a force-torque sensor attached to the foot for dynamically scaling the covariances of the filter
corresponding to a constant motion model assumed for the feet position and orientation.
Combining Proprioception and Exteroception
An early effort to bridge the gap between the SLAM and humanoid community has been made by
Stasse et al. (2006). The authors proposed to combine information about planned Zero Moment Point
(ZMP) and robot waist trajectory from a walking pattern generator as observations within a monocular
vision-based EKF SLAM framework. Hornung et al. (2010) combines kinematics and measurements
from a laser rangefinder for a global localization of the robot in a known environment demonstrating
the potential for autonomous humanoid robot operation within complex indoor environments. Contact
aided kinematic-visual-inertial odometry approaches are presented by Oriolo et al. (2016) and Piperakis (2019) within an EKF framework and an estimator robust to the presence of outliers in visual
measurements has been developed in Piperakis et al. (2019), all of which demonstrate the benefits
of heterogeneous sensor fusion for humanoid state estimation.
A full-stack multi-modal sensor fusion framework called Pronto was developed by Fallon et al.
(2014) which combines kinematics, inertial, stereo vision, and LIDAR data in a cascading stage
of estimators for joint state estimation, base estimation, and global localization architected in a
manner suitable for control, planning, and navigation. High-frequency state estimates from an EKF
combining foot placements with kinematic and inertial measurements are used as feedback to the
control loop while a drift-free alignment is provided by visual processing along with global position
corrections coming from a particle filter on LIDAR data. The performance of this estimator has been
demonstrated in the experiments conducted for the DARPA Robotics Challenge (2013). Camurri
et al. (2020) extends and generalizes the Pronto framework for heterogeneous sensor fusion using
filtering and smoothing methods applicable for legged and humanoid robots and the performance of
this framework is benchmarked across several robots for several real-world experiments. Raghavan
et al. (2018) combine the EKF proposed in Fallon et al. (2014) with a LIDAR Odometry And Mapping
(LOAM) module in a closed-loop architecture to achieve a high accuracy state estimation with reduced
drifts. An optimization-based smoothing approach for absolute humanoid localization combining
inertial and fiducial marker pose measurements is proposed by Fourmy et al. (2019). The authors
introduce a novel IMU deltas Lie group that is well-suited for IMU preintegration.
Although, the humanoids community has been progressing in constructing advanced state estimation strategies and architectures necessary for handling the overall complexity of these systems,
the body of literature showcases a limited number of approaches focusing on rigorous nonlinear
estimator designs using the theory of Lie groups. An interesting future direction can combine the
theoretical aspects of constrained optimization and hybrid dynamical systems-based invariant filtering
approaches through the lens of Lie theory to achieve a full-fledged state estimator for humanoid robots.
In this thesis, we mainly look into the development of filters on matrix Lie groups exploiting the flat
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foot nature of the humanoid robot with the high degree of focus relying on proprioceptive sensing,
nevertheless extensible towards exteroceptive sensing as well.

4.4

State of the Art in Human Motion Estimation

A reliable human motion estimation can be a crucial technology for accelerating the benefits of humanrobot interaction. The utility of human motion estimation can apply to a wide range of applications
like gait analysis (Tao et al. (2012)), allowing robots to be used as walking-aids for humans (Huang
et al. (2015)), assessment of human ergonomics (Yan et al. (2017)), augmenting human capabilities
using exoskeletons (Vigne et al. (2019)), and human-robot collaborative work in industrial scenarios
(Kyrkjebø (2018)), robot collision avoidance for locomotion in shared spaces. Suiting these purposes,
real-time human motion capture is becoming a commonplace technology in various fields ranging
from entertainment to medicine. Further, it is proving to be an essential tool in robotics especially
in the context of teleoperating robots in remote environments suited for human morphology (Darvish
et al. (2019)). In this section, we will review different sensing modalities used for motion capture and
focus on the estimation techniques used for motion estimation through distributed wearable inertial
sensors (see Figure 4.9).

Figure 4.9: Trends in Human Motion Estimation.

4.4.1

Sensing Modalities for Human Motion Estimation

The most common approach for human motion estimation has been using optical motion capture
systems where a human subject wears multiple reflective markers on different parts of their body
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and performs desired motions in a dedicated motion capture environment within the field of view
of multiple cameras (Guerra-Filho (2005)). Such a setup is usually expensive and is not applicable
for real-world scenarios. This drove the research community to estimate human motion from videos,
single or multiple images from a camera (Bogo et al. (2016); Cao et al. (2019); Ganapathi et al. (2010);
Xie et al. (2021)). For a practical deployment, these approaches require the intervention of an active
camera following the human subject or the subject required to be within the camera’s field of view.
Although using cameras is the most common approach, other sensing modalities have been
explored for the localization of a human within an indoor environment such as Wifi networks, ultrawideband position sensors, infrared sensing, RFID tags, and so on (Pham et al. (2018)), all of which
still rely on sensing modalities mounted at different places within a controlled environment.
Owing to the advances in wearable sensing technologies, there have been several developments
in the use of distributed wearable sensors that allows human motion to be estimated in several outdoor
and indoor environments without any active intervention. Wong et al. (2015) notices in their survey
that the most common wearable technologies have been mobile force plates, pressure insoles for
shoes, inertial sensors, EMG sensors, and body-mounted cameras (Mitjans et al. (2021); Sorrentino
et al. (2020)). The progress in MEMS technology has seen an increased use of IMU-based wearable
sensing that enable high-frequency and low-latency data well-suited for real-time motion tracking
applications. This technology deems to be a promising alternative over marker-based Optical Motion
Capture (OMC) systems and vision-based motion estimation mainly due to its inherent ability to
be proprioceptive. In combination with the other proprioceptive wearable sensing technologies, a
full-fledged, reliable motion capture suit may allow the tracking of most relevant signals for embodied
human state estimation, i.e. kinematic, dynamic and physiological states.

4.4.2

Human Motion Estimation using Wearable Sensors

Sensor fusion of measurements from distributed IMU sensors has been used to estimate human motion
assuming varying degrees of biomechanical models for the human body with the help of coarsely
known location of these sensors in the highly articulated kinematic chain of the model (see Filippeschi
et al. (2017); Lopez-Nava and Munoz-Melendez (2016) for a detailed review). Roetenberg et al.
(2009) presented a commercially available full-body wearable sensor suit that was capable of tracking
the 6-DOF human motion enabling full-body motion capture without the need for any external sensor
and relying only on wearable sensing technologies. Several EKF-based and optimization-based
methods for body segment-to-sensor calibration and motion estimation based on a biomechanical
model exploiting different physical constraints and IMU measurements in the presence/absence of
magnetometer measurements have been reported in Kok et al. (2014); Li et al. (2021); McGrath and
Stirling (2020); Qiu et al. (2016); Zhu and Zhou (2004). Miezal et al. (2016) compares Extended
Kalman Filter (EKF)-based and optimization-based sensor fusion methods for inertial body tracking
accounting for robustness to model calibration errors and absence of magnetometer measurements
for yaw corrections. The same authors extend their work to ground contact estimation and improved
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lower-body kinematics estimation in Miezal et al. (2017). It was noted that the common source of
errors inducing drifts in human motion estimation was related to the segment-to-sensor calibration and
the non-rigidity of sensor placement. Furthermore, considering a Zero Velocity Update information
within the measurement model effectively reduces drifts in motion estimation.
An approach to solve the human estimation problem has been to rely on the model-based inverse
kinematics. Inverse Kinematics (IK) is the problem of finding the joint space motions when the
target motions or the end-effector motions are given. This approach has found its application in fields
ranging from computer graphics, gaming, and robotics. Several methods for solving the IK problem
exist in the literature such as analytical methods, numerical methods, data-driven methods, and
hybrid methods (a detailed survey in Aristidou et al. (2018)). Usually, for highly articulated systems,
analytical methods are not easily applicable to find closed-form solutions for the joint motion, hence a
numerical approach is preferred. An instantaneous optimization-based IK on kinematic chains has
been successfully applied by Monzani et al. (2000) for reconstructing human motion estimation in the
computer graphics community. Such an approach was also followed by Tagliapietra et al. (2018) for
validating model-based IK using measurements from distributed IMUs as IK targets. Recently, Rapetti
et al. (2020) proposed to apply a model-based IK combining dynamical systems’ theory with the IK
optimization, thereby calling it Dynamical Optimization-based IK, to human motion estimation and
demonstrated full-motion reconstruction on a human model with 48-DoFs and a 66-DoFs in real-time.
Contrary to the instantaneous methods, this approach converges to a solution that maximizes the
likelihood of IMU measurements in multiple steps rather than a single step.

4.4.3

Human Motion Estimation using Lie Groups

A human moving in space is usually modeled as a floating base system which implies the necessity
to consider the evolution of the configuration space of joint angles and base pose over a differentiable
manifold. The theory of EKF over Lie groups proposed by Bourmaud et al. (2013) is exploited by
Ćesić et al. (2016) for the problem of reconstructing a whole-body human motion using 3D position
measurements of motion-capture markers distributed across the body. The estimator design exploits
a state representation evolving over a complex manifold of the product of SO(3) and SO(2) rotations
and is compared with an EKF using Euler angles. The former is shown to be robust even when
approaching configurations close to the gimbal lock while the performance of the latter degrades
in such situations. Using a similar approach, Joukov et al. (2017) presents a markerless alternative
using wearable IMU sensors by explicitly considering the non-Euclidean geometry of the state space
while maintaining the required computational efficiency for real-time applications. An observability
analysis for the filtering on Lie groups is also reported by the same authors Joukov et al. (2019)
for the problem of human motion estimation. A full-body reconstruction with reduced IMU count
through optimization-based estimation on Lie groups is proposed by Von Marcard et al. (2017) to
maintain a history of measurements for achieving an improved position estimation by exploiting the
accelerometer measurements effectively into a suitable motion constraint. Sy et al. (2020a,b) propose
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to estimate lower limb kinematics with reduced wearable sensor count using an EKF over Lie groups
accounting for physical constraints from the human body.
The trends in human motion estimation using distributed inertial sensors are seen to be increasingly benefiting from the use of Lie-theoretic tools for estimator design. Suitable choice of rigorous
estimation methods along with low-cost MEMS sensors can enable a democratization of the motion
capture technology. In this thesis, we look into the development of a cascading framework of joint state
and floating base estimation of a human based on dynamical optimization based inverse kinematics
in series with a filter on matrix Lie groups.

4.5

Thesis context

Having painted a landscape of the research efforts made in the field of humanoid floating base
estimation and human motion estimation, before delving into the details for the contributions of the
thesis, we would like to reiterate the motivational standpoint for the developments in this dissertation
by formulating the following thesis statement,
Seamless human-humanoid collaboration requires reliable state estimation strategies for both the
human and the humanoid robot combining measurements from multiple distributed sensors on the
robot and wearable sensing technologies for the human while dealing with the underlying complex
geometry related to the free-floating, highly articulated, multi-rigid body nature of these systems.
Can the design of floating base estimators exploiting the theory of matrix Lie groups to represent the
state, measurements and their associated uncertainties aid in the development of appropriate fusion
methods over complex nonlinear spaces to obtain reliable state estimates for these systems which will
further be used to augment the control architectures for human-humanoid collaboration?
With that standpoint, we now detail the context of the thesis contributions in the following
subsections. The contributions of Chapter 5 and 6 fall in the intersecting domain of the SLAM,
estimator design on Lie groups, legged robots and humanoid robots community, as seen in Figure
4.10. The contributions of Chapter 7 fall in the intersection of wearable sensing technologies, inverse
kinematics based motion capture and estimator design on Lie groups, as seen in Figure 4.11.

Chapter 5: Loosely-Coupled Sensor Fusion for Floating Base Estimation of Humanoid
Robots
Literature gap:

When put forth with the problem of base estimation, a natural question arises on

the choice of representation for orientations and how to efficiently fuse orientations from different
measurement sources. A common loosely-coupled fusion approach uses a simple averaging on Euler
angles owing to its ease of use. Although, the issue of singularities with Euler angles is well-known,
the literature in humanoids community still lacks in reporting methods that demonstrate simple
averaging approaches for quantities like orientations and poses. Therefore, the averaging of such
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quantities for a simple fusion to achieve humanoid robot base estimation in a loosely-coupled sensor
fusion approach is reported in this chapter.
Motivation:

Practitioners often debate only about filtering and smoothing dichotomies when de-

signing estimators for floating base estimation. Although such formulations lead to high-accuracy
estimation, they usually require tedious formulations and suitable computational budget. Although
state estimation for a humanoid robot is a challenging task due to several complexities, we must
sometimes ask whether such inference approaches are really crucial for high-performance humanoid
control or if decoupling the estimation of position, orientation and velocity states inferable from
multiple sensing modalities significantly impacts the estimation quality. Moreover, nowadays most
sensing capabilities come with dedicated on-board computing and state-of-the-art estimation algorithms providing us with some motion estimates. It is worth understanding if we are able to formulate
a simple-yet-effective loosely-coupled sensor fusion that allows us to estimate the floating base
state by combining multimodal measurements outsourced to existing off-the-shelf methods and how
can these complex quantities such as pose and rotations be fused in a meaningful manner to obtain
physically consistent estimates. In this regard, we motivate ourselves with the following question for
an estimator design based on a loosely-coupled sensor fusion approach,
How much can the design of a floating base estimator for a humanoid robot be simplified while
maintaining a degree of algorithmic structure that is scalable to multiple sensing modalities, offering
performances comparable with established state-of-the-art methods, and simultaneously remaining
mathematically rigorous, and intuitive to implement, tune and debug?
The formulation of such an estimator design is shown to be feasible using Lie-theoretic tools
presented in Chapter 2.
Context of Contribution: This chapter presents contact-aided kinematic-inertial odometry for the
floating base estimation of humanoid in a loosely-coupled sensor fusion approach. We take inspiration
from the two simple estimators proposed by Flayols et al. (2017) as alternatives for the commonly used
extended Kalman filtering strategies. These simple estimators decouple the nonlinear estimation of
base orientation from the linear estimation of base position and velocity in a cascading manner using
only proprioceptive measurements such as a base collocated IMU, encoders, and six-axis force-torque
sensors attached on the feet. A similar cascading architecture of decoupled orientation estimation and
position-velocity estimation is proposed by Fink and Semini (2020) for quadrupedal robot base estimation where they use a globally exponentially stable non-linear observer for the attitude estimation.
Differently from Flayols et al. (2017) who chooses to fuse orientation estimates from kinematics
and base collocated IMU in the roll-pitch-yaw based Euler angles representations, we propose a
fusion in the SO(3) space of rotations through the theory of averaging on matrix Lie groups to
combine legged odometry and IMU orientation estimates. This approach allows a singularity-free
fusion of estimates and its abstract nature allows a straightforward extension to pose-averaging for the
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localization of the robot in a known environment. In comparison with Fink and Semini (2020), we
only use off-the-shelf attitude estimators such as a locally stable quaternion Extended Kalman filter or
a nonlinear observer on SO(3) proposed by Mahony et al. (2008).
For the fusion of velocity estimates of the base link, the joint velocity measurements, gyroscope
measurements from the base collocated IMU, and null velocity measurements of the stance foot are
combined in a regularized weighted-pseudo inverse based differential inverse kinematics approach
using a rigid contact assumption for the foot (Englsberger et al. (2018)). This approach is further
improved to support measurements from IMUs attached to the feet of the robot along with contact
wrench measurements to handle scenarios of foot rotations during locomotion.
Design Choices:

A natural question that arises regarding the applicability of such an estimator

design is "when to opt for such an estimator?". Clearly, this approach can be used, instead of
designing dedicated estimators from scratch, when the practitioner wants to use several existing,
off-the-shelf methods in a modular fashion and want to combine the estimates from these methods
using a reliable fusion approach in an agnostic manner. A straightfoward extension of the averaging
over Lie groups to the Bayesian fusion over Lie groups as seen in Section 2.6 can allow to handle
uncertainties in the estimates effectively, thus bringing this approach on par with the tightly-coupled
sensor fusion based filtering and smoothing approaches. The algorithmic scalability from rotationaveraging to pose-averaging paves the way to multimodal sensor fusion where pose estimates from
exteroceptive localization modules such as visual odometry, point-cloud registration based odometry
can be combined in a modular fashion within the proposed method. Moreover, application of domainspecific knowledge such as corrections from anchoring pivot point of the foot can be applied directly
into the estimator formulation without having to go through tedious computations.

Chapter 6: Floating Base Estimation for Humanoid Robots using Filtering on Matrix
Lie Groups
Literature gap:

Accounting for the constraints imposed by the rotations of the foot within the

estimator design leads to the flat-foot filter that improves the accuracy of floating base estimation of
humanoid robot. This chapter tries to fill the gap in which the design of the flat-foot filter can consider
the evolution of state and observations over distinct matrix Lie groups, contrary to the commonly
used vector-space representations.
Motivation:

Comparing the current standard approach of quaternion-based Observability Con-

strained EKF (OCEKF) used for proprioceptive humanoid base estimation (Rotella et al. (2014)) with
the invariant Lie group filtering methods employed recently for legged robot state estimation (Hartley
et al. (2020)), it is evident that there is room for improvement in filtering-based humanoid state estimation. Eventhough several approaches different from filtering have been proposed already in the past for
humanoid base estimation as seen in Section 4.3.2, filtering based methods still seems to be preferable
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Figure 4.10: The context of humanoid base estimation approaches presented in this thesis (denoted
by star) at the intersecting domains of SLAM, Lie-theoretic estimation techniques, and estimation
methods in legged robots and humanoids community.
in the community for it’s relative ease of use and implementation. With such requirements in mind, we
motivate ourselves with the following question for a tightly-coupled proprioceptive estimator design,
Given the measurement set from contacts, kinematics and base-link collocated IMU, is it possible
to formulate proprioceptive estimator with a degree of accuracy suited for humanoid locomotion
while considering both the state and the measurements evolving over complex nonlinear spaces
such as distinct matrix Lie groups? Can such an estimator be implemented as a computationallyeffective generalization of the commonly used flat foot filter design based on the quaternion EKF
while remaining extensible to handle also exteroceptive measurements?
In this chapter, we formulate a few variations of such a generalizable filter applied for contact-aided
kinematic-inertial using the theory of filtering on matrix Lie groups.
Context of Contribution: A commonly used approach for proprioceptive floating base estimation
in both the legged robots’ and the humanoid robots’ community uses an extended Kalman filter based
on a strap-down IMU-based system dynamics and relative forward kinematics-based measurement
models. In this chapter, we investigate this approach for tightly-coupled sensor fusion for floating
base estimation.
This work is closely related to those of Bloesch et al. (2013), Rotella et al. (2014), Hartley et al.
(2020) and Qin et al. (2020) who present similar methods each improving over the other. As already
noted, Bloesch et al. (2013) used an observability-constrained quaternion EKF for a consistent fusion
of IMU and encoder measurements for the base estimation of a quadrupedal robot considering the
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augmentation of the base state with feet positions through point foot contact models. This was then
extended by Rotella et al. (2014) for the flat-foot contact scenario of humanoid robots who chose to
incorporate also the feet rotations within the state to better constrain the estimation problem. This
resulted in improved accuracy for humanoid base estimation. Recently, Hartley et al. (2020) proposed
an invariant extended Kalman filtering approach using the theory of matrix Lie groups as an alternative
to the consistent estimator proposed by Bloesch et al. (2013) for robots with point foot contact models.
This estimator promises strong convergence properties along with inherently consistent estimation
owing to the properties of the Lie group-based error evolution and group-affine system dynamics.
The matrix representation chosen by Hartley et al. (2020) couples the foot positions with the base
orientation in a semi-direct product along with base position and linear velocity in a SEk+2 (3) matrix
Lie group, where k may denote the number of feet or even the number of landmarks in the case
of exteroceptive state estimation. Such a state representation along with the group-affine dynamics
property allows for autonomous error propagation and updates resulting in an extended Kalman filter
in the form of a locally asymptotically stable observer. The work of Hartley et al. (2020) has been
extended to the flat-foot scenario of the humanoid robots to consider the foot rotations within the state
in Qin et al. (2020). They do so by considering two axes of the overall foot rotation and coupling it
with the base orientation in the semi-direct product.
Our approach is the most similar to Qin et al. (2020) which was based on the important work by
Hartley et al. (2020). We also develop a flat-foot filter for the humanoid robot by incorporating foot
rotations within the state while exploiting matrix Lie group representations. Differently from Qin et al.
(2020), we choose a matrix Lie group representation that completely decouples the foot pose from the
base state within the state representation and they become related only through the measurement model.
We consider a discrete Lie group Extended Kalman filter for which both the state and the observations
evolve over distinct matrix Lie groups, contrary to the case of only vector observations in all the
previous works. This is done at the cost of the stability guarantees that the invariant filtering approach
offers straightforwardly. Experimental validation of the proposed estimator is performed in comparison
with the SWA estimator approach proposed in Chapter 5 and the state-of-the-art methods of Rotella
et al. (2014) and Hartley et al. (2020) for walking and center-of-mass swinging motion experiments
conducted on the iCub humanoid robot. Further, different variants of the filters based on the choice
of error and time-representation for the system dynamics are also investigated. A straightforward
extension of the proprioceptive estimator for absolute humanoid localization is also discussed.
Design choices:

If a fully coupled inference is crucial for a contact-aided kinematic-inertial odome-

try problem, one may choose from filter-based or smoothing-based tightly-coupled sensor fusion both
of which solve an unconstrained non-linear least squares problem, as seen in Sections 4.1.3 and 4.3.1.
However, it maybe possible that filtering based approaches are sufficient enough to obtain reliable
estimates with an appropriate choice of state and observation representation, given the exact linearization tools offered by Lie-theoretic filtering methodologies, while providing established theoretical

State of the Art and Thesis Context

92

guarantees and remaining relatively simple to implement. Such approaches reduces the computational
burden on the hardware while remaining relatively easier to deploy and debug. The argument of
dealing with constraints within a smoothing based optimization problem in a straightforward manner
can also be tackled by extending the EKF towards constrained filtering approaches, which might be
suitable for more rigorous handling of contact events. Further, when dealing with high-frequency
measurements which is often the case for proprioceptive estimation relying on IMUs, joint sensors
and force-torque sensors, the temporal budget for estimator computations is limited which might
often be a bottleneck for smoothing-based estimation approaches. Besides that, the running frequency
of the estimator must be such that it can be used to close the loop with the locomotion controllers
at high rates and low latency. This rationale drives us in the favor of developing an EKF-based
estimator. However, when extending towards a visual information aided kinematic-inertial odometry
to consider landmark information within the estimation, the filtering costs to maintain the map of
landmarks might grow rapidly, in which case one may opt for incremental smoothing methods which
are computational efficient promising alternative to the filtering method proposed here for long-term,
drift-free estimation. Cascading architectures of concurrent filtering and smoothing approaches can
also be formulated, however in this thesis we focus mainly on filtering methods.

Chapter 7: Human Motion Estimation using Wearable Sensing Technologies
Literature gap:

A computationally effective whole-body joint state and floating base estimation

for a highly articulated system such as a human, using distributed inertial sensing and ground reaction
forces seems to be lacking in the human motion estimation literature. Most of the existing works in
the literature are either not wholly proprioceptive or demonstrate only reduced motion reconstruction,
such as pertaining only to limb kinematics. We try to formulate a fully proprioceptive approach that
allows for a whole-body motion estimation using only wearable sensors that can be used in a unifying
manner on humans and humanoid robots.
Motivation:

Physically meaningful human motion reconstruction can be achieved by formulating a

contact-aware whole body kinematics estimation where the information about the contacts constrains
the lower limb kinematics effectively and also aids in the propagation of the 6D pose of floating base
link. With the consideration of incorporating the contact information effectively within a motiontracking framework based on proprioceptive sensing, we motivate ourselves with the following
question that enables an extension of motion tracking to also physically consistent pose estimation,
Is it possible to recover whole body kinematic motion of a human solely from densely equipped
IMUs and contact wrench measurements through a reliable joint state and 6D floating base pose
estimation? In particular, can a reliable reconstruction of also the linear quantities such as base
position and linear velocity be obtained by sequentially cascading an Inverse Kinematics optimization
approach with Lie group filtering based contact-aided kinematic inertial odometry?
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In this chapter, we combine dynamical optimization-based inverse

kinematics, center-of-pressure-based contact detection, and invariant filtering on Lie groups for
floating base estimation to achieve a whole-body human motion estimation using wearable sensing
technologies such as a distributed IMUs based motion capture suit and sensorized shoes mounted
with force-torque sensors. This work comes as an extension of the model-based inverse kinematics
proposed by Rapetti et al. (2020) for real-time human motion estimation to account for a contact-aided
floating base estimation.

Figure 4.11: The context of proposed approach for Human motion estimation in this thesis (denoted
by star) combining wearable sensing technologies, inverse kinematics based motion capture and
Lie-theoretic estimator design.
Contrary to the EKF and instantaneous optimization approaches proposed in Kok et al. (2014);
Miezal et al. (2017); Tagliapietra et al. (2018), here we use a dynamical system based inverse
kinematics optimization to recover the joint states from the distributed inertial sensors. This can
be seen as a control loop converging towards the desired solution minimizing the error between
the expected model-based kinematics and the target measurements obtained from the several IMUs.
The recovered joint states along with the contact information are then used within an EKF over Lie
groups for floating base estimation. The contact detection strategy relies on an approximation of
the foot with a simplified rectangular geometry and considering the vertices as candidate contact
points whose contact status is inferred based on the local center of pressure information (Dafarra
(2020)). For the floating base estimation, instead of directly translating the IMU measurements into
6-DoFs floating base state as done by Sy et al. (2020b); Von Marcard et al. (2017), we borrow the
techniques of the robotics community to use contact-aided kinematic odometry. We use constant
motion models for the system dynamics and propose to combine right-invariant, left-invariant, and
non-invariant observations within the same filter structure. The performance of this approach is first
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demonstrated for a walking experiment conducted on the iCub humanoid robot and further applied to
human walking experiments.
Design choices:

The cascading architecture of dynamical system based IK optimization and filtering

over Lie groups aims primarily to reduce the computational burden. The dynamical system based IK
optimization is shown to be a computationally efficient approach for the reconstruction of motion
for highly articulated systems with a large number of degrees of freedom in comparison with other
optimization based methods while accounting for densely equipped IMU sensors. The dynamical
system based IK optimization stands out in comparison with other instantaneous optimization methods.
The latter although converges fast towards a desired solution for most robotic applications, it suffers
to achieve high rates while finding solutions for an overly complex human model during time-critical
applications. Instead, the dynamical system based IK reformulates IK as a control problem and the
model configuration is controlled to dynamically converge to sensor measurements over time. Thanks
to this dynamical nature of the model configuration, it is not required for the solver to perform repeated
iterations at one time step to find a suitable solution. Since the error dynamics of the control problem
is guaranteed to decay, we obtain a suitable method for solving whole-body inverse kinematics for
time-critical motion tracking of complex models. Beyond motion tracking and reconstruction, this
method can also benefit motion imitation applications especially aimed at retargeting human motion
on the robot. However, its advantages for motion tracking is particularly important for achieving
reliable floating base estimation of the human that rely on contact-aided kinematics to propagate
the base state through time. If the orientation measurements from multiple IMUs are expressed in a
common calibrated frame and other IMU measurements can still be expressed in local frames, this
implies that the joint state estimation can be made invariant of the floating base pose. The joint state
estimates can then be used for floating base estimation only through relative kinematics which along
with contact information is sufficient to reconstruct the 6D pose of the human. Further, the joint state
estimation from the IK is decoupled from the base state estimation also with the perspective to include
the advantages of invariant filtering and extending the base pose estimation with different sensing
modalities. This approach clearly relies on a known model for reconstructing the human motion and
the estimator performance relies on joint state reconstruction based on densely equipped IMUs while
being most suitable only with the availability of ground contact wrench measurements.

Basic Notation
This section describes the basic notation which is commonly used throughout this thesis.
• Matrices are denoted in bold capital letters such as X, Y, and vectors are denoted in bold small
letters u, v.
• Scalars and function names are denoted by small letters, p, q and f (.), h(.) respectively.
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• Greek symbols ω, θ may represent either a vector or a scalar depending on the context.
• In denotes an identity matrix of dimensions n × n.
• 0n denotes a zero matrix of dimensions n × n, while 0n×m denotes a zero matrix with n rows
and m columns.
• Coordinate frames are denoted by capital letters A, B, F.
• The elements of a Lie group are usually denoted as X, Y, Z, while the elements of a Lie algebra
are denoted as A, B, C and corresponding vectors as a, b, c.
The next part of the thesis will describe the contributions of this thesis in detail, with the help of
the mathematical background and the context built thus far.

Part II

Thesis Contributions

Chapter 5

Loosely-Coupled Sensor Fusion for
Floating Base Estimation of Humanoid
Robots
The simplest way to design a floating base estimator for a humanoid robot is to fuse available estimates
from multiple sources of information. In a loosely-coupled sensor fusion approach, the measurements
from different sensing modalities are processed separately to infer the state to be estimated which
are then combined to obtain a fused estimate. In this chapter, we develop a loosely-coupled sensor
fusion approach for the floating base estimation of a humanoid robot. A method decoupling the
non-linear quantity of base orientation with the linear quantity of base velocity is proposed, using a
singularity-free fusion for orientations, cascaded by a linear estimation of velocity of the base link, as
shown in Figure 5.1. We employ the technique of averaging on matrix Lie groups to average rotations
estimated by legged odometry and an IMU for a floating base orientation estimation along with a
decoupled base velocity estimation using a least-squares approach in Section 5.1. Experimental results
validated on a humanoid robot platform is discussed in Section 5.3. Further, Section 5.2 presents a
pose averaging approach for demonstrating localization of the robot in a known environment.

5.1

SWA: Simple Weighted Averaging Estimator

In this section, we describe the Simple Weighted Averaging (SWA) estimator used for a looselycoupled floating base estimation of a humanoid robot. The rotation estimates from an IMU and the
legged odometry module are fused using the concept of averaging on Lie groups. While, a fused
velocity estimate is obtained by combining gyroscope measurements and the legged odometry based
velocity estimate obtained using the encoder measurements. The methods closest to this estimator
are described by Fink and Semini (2020); Flayols et al. (2017); Masuya and Sugihara (2015) where
estimates from different proprioceptive sources of information are combined in a cascading manner.
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Figure 5.1: A block diagram representation of Simple Weighted Averaging Estimator.
The main distinction from the other methods is the consideration of averaging for the rotation estimates
in the space of SO(3). This method remains an easy-to-implement and simple method to obtain a
fused estimate on a robot equipped with an IMU on the base link and encoders.

5.1.1

Legged Odometry

We can compute the floating base pose and velocity of the robot with respect to an inertial frame
assuming that at least one link of the robot is in rigid contact with the environment at any time
instant. This is done by propagating the relative forward kinematics between the link currently in
contact with the environment and the link that will establish a new contact with the environment. Such
computations require a combination of information coming from the joint encoders measuring the joint
angles s and information from contact switching deciding the link in contact with the environment.
As shown in Figure 5.2, given the pose of a fixed link F w.r.t. the inertial frame A described by the
homogeneous transform A HF at the first time instant, t = 0, the base pose at t = 0 can be computed as,
A

HB = A HF F HB (s),

where, F HB (s) is the homogeneous transform between the fixed link and the base link obtained
through relative forward kinematics. The pose of the fixed link F is assumed to be constant until a
contact switch is triggered. As soon as a new link Fnew makes a rigid contact with the environment,
the old fixed link Fold is discarded and F is changed to be the new link Fnew . The base pose is updated
accordingly as depicted in Figure 5.3,
A

HB = A HFold

Fold

HFnew (s) Fnew HB (s).
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Figure 5.2: Initial known coordinate transformations for initializing legged odometry computations
assuming a fixed transform between inertial frame A and fixed frame F.

Figure 5.3: A visual description of Legged Odometry. As the robot makes a new contact at Fnew ,
the relative transforms with the base link B and old contact Fold computed through relative forward
kinematics as a function of joint positions s are used to update the base pose of the robot.
The decision about the contact switching can be obtained through a contact detection strategy,
such as, a Schmitt Trigger thresholding on the contact normal forces. The contact normal forces, in
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turn, can be obtained from force-sensing technologies attached to the end-effector or estimated using
the external wrench estimation method exploiting the whole-body dynamics of the robot. The Schmitt
trigger thresholding, is based on two parameters for force thresholds to infer events of contact making
and breaking while two other parameters for timing thresholds are chosen to judge a stable switching
of rising and falling edges of the force signals. If the contact normal force of the foot exceeds the
make threshold over a rising period of time, then a contact switch is made from off to on. A contact
is said to be lost if the force falls below the break threshold over a falling period of time. This choice
of parameters allow for a contact switching robust to noisy force measurements obtained from the
estimated contact wrenches.
The floating base velocity, B[A] vA,B , is computed considering the holonomic constraint of a link
in contact with the environment. When a link is rigidly attached to the environment, the velocity of
the link is zero. As a consequence, the floating system velocity ν B/B[A] can be computed through the
free-floating Jacobian JA,F/F[A] of the link F in contact,
F[A]

vA,F = JA,F/F[A] ν B/B[A] = 06×1 .

(5.1)

By expressing the Jacobian JA,F/F[A] , in terms of base velocity and joint velocities as JFB and JFs
respectively, the floating base velocity B[A] vA,B can be computed as,

h
JFB
JFB
B[A]

i

JFs 

B[A]

B[A] v

ṡ


A,B 

= F[A] vA,F ,

vA,B + JFs ṡ = 06×1 ,
−1

vA,B = −(JFB ) JFs ṡ.

(5.2)
(5.3)
(5.4)

It can noted that JFB is an adjoint matrix operator of SE(3) which acts as a coordinate transformation
for the twists. Hence, it is a 6 × 6 square matrix and is always invertible. While, JFs is a relative
Jacobian matrix that maps joint subspace velocities to the task space velocities, in this case, null foot
velocities. The structure of these matrices depends on the chosen trivialization for the base link and
foot link twists. Here, we have chosen a mixed-trivialized representation for the velocities.

5.1.2

Fusion with a Base Collocated IMU

Assuming that the robot is equipped with an IMU collocated on the base link of the robot, we
can exploit the orientation estimates obtained from IMU measurements along with the gyroscope
measurements to get a fused estimate in combination with the legged odometry estimates.
The orientation estimate is obtained using an off-the-shelf attitude estimator, nonlinear observer
proposed by Mahony et al. (2008) or a quaternion Extended Kalman Filter Kok et al. (2017). Such
attitude estimators typically fuse accelerometer, gyroscope and magnetometer measurements to estimate the absolute orientation of the body equipped with the IMU. The gyroscope and accelerometer
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measurements together allows a reliable estimation of roll and pitch angles while magnetometer
measurements are relied upon to make the heading or the yaw angle observable. The magnetometer
measurements mainly rely on the measure of Earth’s magnetic field to infer the heading or the yaw
angle and are prone to be affected by ambient magnetic disturbances, thus inducing vulnerability to
yaw drifts. This makes the yaw estimates to suffer from low robustness with respect to reproducibility
based on local environmental conditions, and hence for this reason we neglect the magnetometer
measurements from the IMU. When magnetometer measurements are not considered, the orientation
estimates from an IMU have an unobservable direction about the gravity vector described by the heading/yaw of the IMU. To resolve this unobservability issue in a trivial manner, we project the heading
estimated by the legged odometry as the heading estimated by the IMU through a Roll-Pitch-Yaw
Euler angle decomposition of both the estimates. This is done so assuming an alignment of the inertial
frames assumed by IMU and legged odometry estimator.
For the fusion of orientation estimates, a deterministic weighted averaging over SO(3) is proposed
as a fusion method for rotations (Hartley et al. (2013)). An averaged rotation is obtained from the
definition of Karcher’s mean in Section 2.6 and Manton’s algorithm (Algorithm 4) as the corresponding
averaging algorithm. As already seen in Eq. (2.76), a bi-invariant distance metric based on the geodesic
length between two points on the group of rotations,
d 2 (R 1 , R 2 ) = log∨SO(3) (R −1
1 R2)

2

= log∨SO(3) (R T1 R 2 )

2

, ∀ R 1 , R 2 ∈ SO(3),

is chosen as the metric with respect to which the averaging is performed. It is straightforward to
show that d 2 (R 1 , R 2 ) is a bi-invariant metric on SO(3). Consider elements of the rotation group,
R 1 , R 2 , R ∈ SO(3). We can make use of the fact that the error between two rotations R 1 and R 2
given by R T1 R 2 , R 1 R T2 , R T2 R 1 and R 2 R T1 all represent a rotation through same angle to show that
d 2 (R 1 , R 2 ) is right-invariant,
d 2 (R 1 R, R 2 R) = log∨SO(3) ((R 1 R)T R 2 R)
= log∨SO(3) (R 1 R(R 2 R)T )
= log∨SO(3) (R 1 RR T R T2 )
= log∨SO(3) (R 1 R T2 )
= log∨SO(3) (R T1 R 2 )

2
2

2

2
2

= d 2 (R 1 , R 2 ).
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Similarly, we can show that d 2 (R 1 , R 2 ) is left-invariant as follows,
d 2 (RR 1 , RR 2 ) = log∨SO(3) ((RR 1 )T RR 2 )
= log∨SO(3) (R T1 R T RR 2 )
= log∨SO(3) (R T1 R 2 )

2

2

2

= d 2 (R 1 , R 2 ).

The base link rotations estimated individually from the legged odometry and the IMU, A RB
and A RB

IMU

LO

respectively, are considered as inputs. Normalized weights wLO and wIMU are assumed

for the legged odometry and IMU estimate respectively for a weighted averaging in the tangent space
of SO(3). These weights can be tuned manually with the intuition of a linear interpolation between
the legged odometry estimate and the IMU estimate or can be directly obtained from the inverse of
estimated covariances obtained from encoder and IMU measurements. The optimization problem is
initialized with the rotation estimated by the legged odometry and the Riemannian gradient descent is
performed considering a step size ∆t and an error tolerance τ as a termination condition to obtain the
A

fused estimate R̂B . The fusion of rotation based on Manton’s convergent algorithm is described in
Algorithm 5. In this case, where only two rotation quantities are averaged, this can simply be viewed
as a weighted linear interpolation performed in the tangent space of rotations estimated by the legged
odometry and the IMU measurements.
Algorithm 5: Weighted Rotation Averaging
LO

IMU

Input: A RB , A RB
∈ SO(3)
wLO , wIMU ∈ R, wLO + wIMU = 1
A
Output: R̂B ∈ SO(3)
Initialize:
A
LO
R̂B = A RB
Desired tolerance τ > 0
Step Size ∆t > 0
Iterate until convergence:
A
i
r = ∑2i=1 wi log∨SO(3) (( R̂B )T A RB ) where, i = {1, 2} ≜ {LO, IMU}
if ∥r∥ < τ break.
else, do:
A
A
R̂B = R̂B exp∧SO(3) (r∆t).

Followed by the orientation estimation, a weighted pseudo-inverse method is used to obtain a fused
base velocity estimate (Englsberger et al. (2018)). This is done so by defining a constrained velocity
vector composed of the null velocity F[A] vA,F of the stance foot assuming holonomic constraints, gyroscope measurements IMU ω̃ A,IMU obtained from the base collocated IMU and joint velocities s̃˙ measured
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by joint encoders and defining a linear system of equations with respect to the robot velocity ν B/B[A] ,




F[A] v
A,F


A RIMU IMU ω̃ A,IMU 



s̃˙



JA,F/F[A]



 ang
 B/B[A]

=
.
J
 A,IMU/IMU[A]  ν

(5.5)

Bc

This is in the form of an over-constrained system of equations y = Ax, where y ∈ Rm is the constrained
velocity vector, A ∈ Rm×(n+6) is the constrained velocity matrix constructed using the configurationdependent, free-floating
h
i Jacobians of the frames associated with the stance foot and the IMU. The

matrix Bc = 0n×6 In is a selector matrix for the joint velocities in order to consider the measured
joint velocities as a regularizing term for the system of linear equations. The solution for this system
of linear equations can be obtained as regularized weighted pseudo-inverse,
x∗ =


−1
AT WA + ∆
AT Wy,

where, W ∈ Rm×m is a weighting matrix for the considered measurements, ∆ ∈ Rm×m is a regularizer
term that dampens the least-square problem in order to avoid singularities during matrix inversion.
The estimate x∗ is the optimally fused estimate of the system velocity ν B , from which the fused base
velocity estimate B[A] vA,B can be obtained.

5.1.3

Exploiting Feet IMUs and Contact Wrenches

The assumption of the stance foot velocity to be null for the computation of the base velocity is rather
a strong one, assuming perfectly rigid contacts with the environment. However, there might be cases
when the foot might be rotating or slipping when in contact with the ground, and enforcing the zerovelocity constraint to compute the base velocity usually results in poor estimates of the base velocity.
An alternative approach, assuming that the humanoid robots are equipped with an IMU in their endeffectors, is to exploit the measurements from the feet IMUs and contact wrench estimates to improve
the base velocity estimates. In the case of a rotating foot, the gyroscope measurement from the foot
IMU can be used to detect a rotation while it is in contact and enforce that only the linear velocity of
the point in contact with the ground is zero, instead of considering the entire velocity of the foot is zero.
In case of a non-zero stance foot velocity, the base velocity can be computed from Eq. (5.2) as,
B[A]

vA,B = −(JFB )−1



F[A]


vA,F − JFs ṡ ,

where, the stance foot velocity can be expressed in linear and angular parts as,

F[A]

F[A] v

vA,F = 

Aω


A,F 

A,F

.

(5.6)
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The feet IMU provides the angular velocity measurement FIMU ω̃ A,FIMU in its local frame and this
can be used to obtained the angular velocity of the foot A ω A,F directly, since the angular velocity
remains the same for the rigid body,
F

ω A,F = F RFIMU FIMU ω̃ A,FIMU ,

where, F RFIMU is a known, fixed rotation between the foot link frame F and the rigidly attached IMU
sensor frame FIMU obtained from the robot model. Thus, the right-trivialized angular velocity of the
foot is given as,
A

A

ω A,F = R̂F F ω A,F ,

(5.7)

A

where, R̂F is obtained as an estimate combining base orientation estimate and relative kinematics or
as an absolute orientation measurement from the IMU.
Obtaining the linear velocity F[A] v A,F of the rotating foot is not straightforward. A possible
approach can rely on approximating the foot to have a rectangular geometry, using the vertices of the
foot as candidate contact points, and enforcing the velocity of the candidate contact point to be zero
when actually in contact. This information about the candidate point in strongest contact with the
environment can in turn be used to compute the linear velocity of the foot.
As depicted in Figure 5.4, the strongest contact point is found with the help of contact wrenches
acting on the foot. The wrench is decomposed into contact normal forces weighted on the local Center
of Pressure (CoP). Using the decomposed contact normal forces, the points in contact are found based
on a threshold force for inferring contact and the point that is in strongest contact with the environment.
More details about the rectangular foot approximation and contact wrench decomposition into contact
normal forces are provided in Section 7.3, which is done in the context of human motion estimation,
but nevertheless applicable also in the context of the robot given the assumption of a rigid multi-body
model consideration for both humanoid robots and humans.
Using the composition rule of velocities, the left-trivialized linear velocity F v A,F of the foot F in
relation with the linear velocity P v A,P with the strongest contact point P is given as,
F

v A,F = F RP P v A,P + S(F oP ) F RP P ω A,P + F v P,F .

By the definition of a rigid body, the velocity F v P,F of point P on a rigid body with frame F is zero
(F v P,F = 03×1 ). Given that point P is the point in strongest contact with the environment inferred from
the contact normal forces, the velocity P v A,P of point P is zero (P v A,P = 03×1 ). Thus, the left-trivialized
linear velocity of the foot can be obtained as,
F

v A,F = S(F oP ) F ω A,F .

(5.8)
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Figure 5.4: Incorporating the velocity of the strongest contact point during foot rotations. The 6D
wrench fx shown as a force-moment pair is decomposed in contact normal forces shown as red/blue
arrows at the vertices of the rectangle. This decomposition is based on the position of the center
of pressure (CoP) within the support polygon. Blue arrow means the vertex is in contact, while red
means loss of contact. The vertex P with highest magnitude force is chosen as the contact point.
The mixed-trivialized linear velocity of the foot can be obtained as,
F[A]

A

v A,F = R̂F F v A,F ,

(5.9)

where we have all the necessary quantities from the IMU measurements and the model. The nonzero stance foot velocity obtained from Eqs. (5.7) and (5.9) can be used to compute an improved
base-velocity estimate using Eq. (5.6).
As a concluding remark, it must be noted that the method presented in this subsection is quite
similar to the concept of Anchoring Pivot (AP) described by Masuya and Sugihara (2015) which
was used to correct the estimated base position with the position displacements due to foot rotations.
Similarly, the method used to get the strongest point in contact using the CoP of the foot in contact
is closely related to the method described in Flayols et al. (2017) to weight the base pose estimates
obtained using the relative kinematics of the feet (left and right) in the contact. The method by Flayols
et al. (2017) uses a truncated bivariate Gaussian distribution with mean at the center of the foot and
spread until the boundaries and the weight for the pose estimated from the corresponding limb is
obtained using the probability of the location of the Zero Moment Point (ZMP) within the foot. While
the method described by those authors is used for inter-foot weighting, the method described in this
section is used for intra-foot weighting.

5.2

Extension to Absolute Localization in a Known Environment

A straightforward application of the averaging on the Lie groups is proposed as an approach to localize
the robot in a known environment of landmarks. A multiple landmark consensus algorithm is used
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to obtain the absolute pose of the robot in the inertial frame. This follows a weighted averaging over
SE(3) to obtain the pose of the base link from a set of measured relative poses and known landmark
poses, where the weights are decided by the inverse distance of the landmarks with respect to the base
frame at the current time instant.
An environment with known landmark poses is described by the set of poses,
HA,L = {A HL1 , . . . , A HLk }.
As the robot moves through this environment, the observed landmark measurements at each timeinstant describe the relative poses HB,L = {B HL1 , . . . , B HLk }. The absolute base pose measurements
then can simply be obtained by a composition of the a priori known absolute landmark pose and the
relative poses between the robot base and the landmark:
HA,B = {A HL1 (B HL1 )−1 , . . . , A HLk (B HLk )−1 }.
The base pose estimated from the several landmark observations might not be the same, assuming
the noisy nature of the observations. Thus, a weighted average of the base pose estimates is chosen
to represent the optimal estimate of the base pose in the known environment. The weight of each
landmark is computed using a normalized inverse distance metric,
wi =

1
di
1
d1

+ · · · + d1k

,

where di is the distance of the i-th landmark from the base link frame. From the set of absolute
base poses HA,B estimated from the known landmarks and the associated inverse distance weights
A

w = {w1 , . . . , wk }, the weighted averaging of SE(3) gives the optimal base pose ĤB . The fusion
method is described in Algorithm 6, whose underlying structure is the same as Algorithm 5.

5.3

Experimental Results

In this section, a preliminary validation of the existing Manton’s convergent algorithm (Manton (2004))
for weighted of averaging rotations and poses is performed first to simply demonstrate the computational utility of such an averaging approach. This is followed by the experimental evaluation of the proposed SWA estimator (which is the main contribution of this chapter) for a robot walking experiment.

5.3.1

Rotation Averaging

In this subsection, Manton’s averaging algorithm is validated for finding the average of 1000 samples
of rotations. The rotation elements are sampled from a concentrated Gaussian distribution with
mean rotation R and a perturbation in the vector space ε. When parametrized with roll-pitch-yaw
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Algorithm 6: Weighted Pose Averaging
Input: {A HL1 (B HL1 )−1 , . . . , A HLk (B HLk )−1 } ∈ SE(3)
{w1 , . . . , wk } ∈ R, s.t. ∑ki=1 wi = 1
A

Output: ĤB ∈ SE(3)
Initialize:
A
1
ĤB = A HB
Desired tolerance τ > 0
Step Size ∆t > 0
Iterate until convergence:
A
i
r = ∑ki=1 wi log∨SE(3) (( ĤB )−1A HB )
if ∥r∥ < τ break.
else, do:
A
A
ĤB = ĤB exp∧SE(3) (r∆t).

Euler angles’ representation, the mean rotation has the value (10, 10, 10) degrees. The corresponding
rotation matrix R is then,


0.9698


R=
 0.1710

−0.1736

−0.1413
0.9751
0.1710

0.1986




−0.1413
.
0.9698

This matrix is denoted by the coordinate frame with the longer axes on the left side of Figure 5.5.
h
iT
The perturbation vector in the tangent space of SO(3) is chosen to be ε = 0.05 0.05 0.05 , The
samples drawn from the concentrated Gaussian distribution are depicted by the coordinate frames
with axes that are thin and shorter than the mean rotation. These samples are then passed as inputs to
the averaging algorithm described in Algorithm 6, excluding the mean rotation. Equal weights are
assigned for each rotation. The gradient descent is initialized with a step size, ∆t = 0.1 and the error
tolerance τ = 10−4 as the termination condition. The rate of convergence and the accuracy of the
algorithm depend on these hyper-parameters.
The mean from the averaging algorithm for 1000 samples, depicted on the right in Figure 5.5, is
computed in 0.1 seconds using MATLAB without any code optimization and is given as,


0.9704


R̂ = 
 0.1693

−0.1724

−0.1401
0.9756
0.1692

0.1968




−0.1400
.
0.9704

The error between the true mean and the computed mean in RPY angles in degrees equals
h
iT
0.1086 0.0733 0.1060 .
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Figure 5.5: Rotation averaging: Samples of rotation elements drawn from a concentrated Gaussian
distribution (left); mean rotation computed by Manton’s averaging algorithm (right).

5.3.2

Pose Averaging

A similar validation is performed for pose averaging. The rotation and position mean for constructing
the mean pose are chosen as (10, 10, 10) degrees in roll-pitch-yaw parametrization and (0, 0.5, 0)
meters in Cartesian coordinates. The perturbation in the tangent space of SE(3) is chosen as ε =
h
iT
0.05 0.05 0.05 0.05 0.05 0.05 . The mean and the samples obtained from the concentrated
Gaussian distribution are depicted in Figure 5.6 on the left. The samples are passed as inputs to the
averaging algorithm described in Algorithm 6 with equal weights. The gradient descent is initialized
with the same parameters described in the rotation averaging experiment.
The mean from the averaging algorithm for 1000 samples, depicted on the right in Figure 5.6, is
computed in 1.11 seconds using MATLAB and is given as,




 0.9710 −0.1386 0.1947 −0.0035
 0.1672
0.9761 −0.1385 0.4965 


Ĥ = 
.
−0.1709 0.1671
0.9710 −0.0033


0
0
0
1.0000
The mean pose is depicted in Figure 5.6 on the right side. The error between the true mean rotation
and the computed mean rotation in RPY angles in degrees equals
h
iT
0.2373 0.1606 0.2318 .
h
iT
The position error in meters equals 0.0035 0.0035 0.0033 .
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Figure 5.6: Pose averaging: Samples of pose elements drawn from a concentrated Gaussian distribution (left); mean pose computed by Manton’s averaging algorithm (right).

5.3.3

Evaluation of SWA Estimator

Experiments in Simulation
Firstly, we motivate the use of multimodal fusion-based approaches floating base estimation of the
humanoid robot through an experiment in simulation. This is demonstrated by a simple experiment
where the robot is standing stationary while all the actuators of the robot are position-controlled to
maintain the standing configuration. Arbitrary low-magnitude perturbations are induced to the robot
causing it to move without having to change the internal joint configuration of the robot. This can
be seen in Figure 5.7 which shows the snapshots of the robot motion where we have overlaid two
sequential instants in time around which the perturbations act on the robot. Figure 5.8 shows the
orientation estimates of the base link during this experiment for the vanilla legged odometry approach
and SWA estimator.
It is evident that high frequency changes in the robot state during the application fo the external
perturbation is not captured effectively by legged odometry relying solely on the contact-aided
kinematics, whereas SWA is able to track these changes owing to the fusion with IMU measurements.
This shows a clear advantage of exploiting IMU measurements for floating base estimation which
will particularly be useful in tracking base orientation even in cases when the robot falls due a
high-frequency perturbation and is unable to establish rigid contacts with the environment.
Clearly, the floating base estimation can benefit in fusing information from the IMU. Further,
the inclusion of feet IMU measurements to account for non-zero feet velocities in the base velocity
computation as seen in Section 5.1.3 shows an improvement in the velocity estimates. This is
particularly important in motions from high frequency perturbations, where usually the foot rotations
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Figure 5.7: iCub in stationary, position-controlled two-feet standing configuration in Gazebo simulation environment (left). The three images from the right show an overlay of the robot configuration
while being perturbed when in position-controlled mode. There are changes in the base state due to
these perturbations which are very small in magnitude.

Figure 5.8: Base orientation estimates from the legged odometry (in red) and SWA (in blue) for the
experiment where arbitrary perturbations are applied to the position-controlled robot in stationary
configuration causing low magnitude of change in the base state.
are not explicitly considered in base state estimation. In the case of SWA, this is handled using the
gyroscope measurement and forcing null velocity for the point on the foot in strongest contact with
the environment.
Figure 5.9 shows the comparison of base velocity estimates from legged odometry, SWA estimator
and SWA estimator incorporating feet IMU measurements and the corresponding RMSE and maximum
errors are tabulated in Table 5.1. On a first look, all the three estimators seem to be perform similarly
in the base velocity computations and suffering regularly from the high magnitude noise introduced
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Figure 5.9: (left) Base velocity estimates from the legged odometry (in red), SWA (in blue) and SWA
with feet IMU measurements (in violet) for the experiment where arbitrary perturbations are applied
to the position-controlled robot in stationary configuration. (right) A zoomed-in snapshot of the plot
in the left between time t = 15 to t = 20 seconds.
Table 5.1: Errors comparison of Simple Weighted Averaging estimator (SWA), SWA with feet IMU,
and Legged Odometry (LO) for arbitrary high-frequency perturbation experiment.
Filter

LO
SWA
SWA + Feet IMU

RMSE
vel [m/s]
0.0254
0.0225
0.0201

Arbitrary Perturbation
Max. Error
vel x [m/s] vel y [m/s]
0.5156
0.2131
0.1190
0.0825
0.0683
0.0787

vel z [m/s]
0.0213
0.0453
0.0563

by noisy joint velocities. However, zooming into the plot, it can be observed that the SWA estimator
incorporating the feet IMU measurements follow the ground truth trajectory of the velocity estimates
more closely than its counterparts. This is also evident from Table 5.1 that the SWA estimator
incorporating the feet IMU measurements suffers from the least RMSE and maximum error in all
directions except for z. The offsets between the estimates and the ground truth throughout the timeseries are at instances when the perturbation is induced on the robot. During these instances, it is
noticed that the Gazebo simulated gyroscope measurements from the feet IMU suffer from high
peak noise, which when accounted in the linear velocity computation of the feet as seen in Eq. (5.8),
causes these errors in the resulting estimates. Nevertheless, even while accounting for these errors, the
maximum error of the SWA estimator incorporating feet IMU measurements remain lower than others.
Next, we mainly want to motivate why simple estimators such as SWA will benefit from rigorous
mathematical operations such as averaging on Lie groups while fusing orientation estimates from
different measurement sources. For this experiment, we introduce a modification in the SWA related to
the fusion of orientation estimates coming from the IMU and the legged odometry. The original SWA
estimator follows an averaging on SO(3) while the modified uses an averaging on the Roll-Pitch-Yaw
(RPY) angles directly.

Loosely-Coupled Sensor Fusion for Floating Base Estimation of Humanoid Robots

112

Figure 5.10: iCub with feet fixed to the ground in Gazebo simulation environment is made to go
through a falling motion by commanding the ankle joints to its software limits, while the feet remain
fixed to its initial pose.

Figure 5.11: Comparison of pitch orientation estimates from SWA estimator employing fusion
methods based on averaging Euler angles (green dashed) and averaging on SO(3) (blue dash-dotted)
for a Gazebo simulated falling experiment.
We simulate an experiment in which the change of orientation during the experiment will be large
enough that we may encounter a wrap-around situation of the Euler angles. For this purpose, we
consider a position-controlled iCub in Gazebo simulation with its feet fixed to the environment. The
ankle joints are commanded to reach its software limits in order to emulate a falling motion on the
robot while being fixed at its feet as shown in Figure 5.10. Such a falling motion induces a huge
variation in the base link orientation as seen in Figure 5.11. On comparing the orientation estimates
obtained from the original SWA and modified SWA, it can be seen that the latter which performs a
fusion on the Euler angles suffers from a clear discontinuity. This is due to the fact that the orientation
of the IMU rigidly attached to the base link undergoes a wrap around between −180 and 180 degrees
in its roll angle. It must be noted that the coordinate frame of the IMU does not coincide with that of the
base link and the fusion is primarily done in reference to the IMU frame and is transformed later to the
base link for outputs. Clearly, such discontinuities in the base orientation are troublesome especially
when closing the loop with balancing and locomotion controllers on the humanoid robot. It is evident
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that this problem is suitably tackled by handling the fusion appropriately in the SO(3) space as noticed
with the original SWA estimates, thereby showing a clear advantage of the proposed method.
Walking experiment on the real robot
In this subsection, the proposed SWA estimator is further validated for locomotion experiments on
the real robot. For this experimental evaluation, we do not exploit the use of IMUs on the feet and
the contact wrench decomposition to improve the velocity estimation. A position-controlled walking
(Romualdi et al. (2020)) experiment is used for the evaluation of the SWA estimator on the real robotic
platform, in an open-loop fashion, in comparison with the traditional legged odometry estimator.
The robot is made to walk in a forward direction for 1 meter in a room mounted with a Vicon
motion capture system. The joint encoder measurements which are available at 1000 Hz are subsampled to 100 Hz to match the other proprioceptive measurements. The Xsens MTi-300 series IMU
mounted on the base link of the robot streams linear accelerometer and gyroscope measurements
at 100 Hz. The feet contact wrenches estimated from a whole-body dynamics estimation algorithm
(Nori et al. (2015b)) is available at 100 Hz and is passed through a Schmitt trigger based contact
thresholding for inferring contact states of the feet, as depicted in Figure 5.12. The Schmitt trigger is
tuned with contact make and break thresholds as 150 N and 120 N respectively with stable switching
time parameters as 0.01 seconds for both making and breaking contacts. These values allow the
contact detection to be robust to the high-frequency noise of the wrench estimates. The base estimation
algorithms are run at 100 Hz, given the limits of the sensor rates.

Figure 5.12: Schmitt trigger thresholding based contact detection
The attitude estimation algorithm used for retrieving rotation estimates from the IMU is a Quaternion Extended Kalman Filter (QEKF). Only accelerometer and gyroscope measurements are used,
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noise std dev.
√
0.0089 ((m/s2 )/ Hz)
√
3.16 × 10−4 (rad/s)/
Hz
√
−5
2
10 (rad/s )/ Hz

Table 5.2: IMU Noise parameters from Allan Variance

thus making the roll and pitch estimates of the base link alone reliable. This is the reason why we
project the yaw angle estimated by the legged odometry onto the IMU estimate before averaging in the
SO(3) space. The noise parameters for the IMU measurements required to tune the QEKF covariances
are obtained through the computation of Allan variance. The noise parameters are listed in Table 5.2.
Equal weights are chosen for fusing the legged odometry estimate and the IMU estimate of the base
orientation. Equal weights are chosen also for the gyroscope, joint velocity, and stance-foot velocity
measurements used for the computation of the base velocity.
The estimated trajectories and ground truth trajectories are available in their own coordinate
systems. While rigorous trajectory alignment methods such as Umeyama method (Zhang and Scaramuzza (2018)) or the Cashbaugh and Kitts method (Cashbaugh and Kitts (2018)) exist which find the
closest points in trajectories to compute an alignment transform (analogous to Iterative Closest Point
algorithm), we use a single-state trajectory alignment to bring the trajectories in a common reference
frame. This single state is chosen as the very first instant of operation for the estimators when the
robot is in stationary condition and initial conditions are known.
The ground truth linear velocity is obtained by Savitzky-Golay filtering of the ground truth
position trajectory with the 3rd order polynomial differentiation using a window size of 51 samples. A
discontinuity in the ground truth trajectories is noticed between t = 8 and t = 9 seconds in Figure 5.13
which is due to the due to occlusion of reflective markers as the robot moved in the space-constrained
Vicon environment. This discontinuity is realized as a peak in the ground truth velocities during the
same time interval. This discontinuity is the reason for higher velocity errors observed in Table 5.3.
Figure 5.13 shows the orientation, position and velocity estimates obtained from the SWA
estimator (blue dashed line) and legged odometry (red dash-dotted line) in comparison with the Vicon
ground truth trajectory (black dashed line) for the position-controlled walking experiment. It can be
observed that the SWA estimator and legged odometry estimator perform comparably in this qualitative
comparison. Both the estimators are subject to position drifts in y- and z-directions. We specifically
enforce a flat-floor constraint every time the foot makes a rigid contact with the environment to bound
the position drift in the z-direction within the order of millimeters. This is done so by assuming a
known value of the height of the foot frame and resetting the pose of the fixed frame to have this height
when the contact is made. This is rather a strong constraint that might not be suitable even for slightly
rough terrains and might also lead to discontinuities in the estimates during contact switching in the
context of highly dynamic motions, like human walking. Without imposing the flat floor constraints
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(a)

(b)

(c)

Figure 5.13: Orientation, position and linear velocity estimates of the base link from SWA (blue)
and legged odoemtry (red) in comparison with ground-truth trajectory (black) retrieved from Vicon
motion capture system.
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the position drifts in the z-direction are in the order of 2-3 centimeters for a 1 meter walking, as shown
in Figure 5.14. The drifts in the position estimates are caused mainly due to imprecise timings of the
contact detection and unmodeled slipping while making contact with the ground.

Figure 5.14: Position estimate along the z-direction from SWA estimator and legged odometry (LO)
without imposing flat floor constraints in comparison with ground-truth trajectory retrieved from
Vicon motion capture system.

Table 5.3: Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) comparison of Simple
Weighted Averaging estimator (SWA) and Legged Odometry (LO) for walking experiment.
Filter

SWA
LO

Walking 1m
rot [°]
2.8897
2.9614

ATE
pos [m]
0.0202
0.0203

vel [m/s]
0.1087
0.1373

RPE
rot [°] pos [m]
2.8360 0.0244
2.8925 0.0272

For a quantitative comparison of the legged odometry and the SWA estimators, we use the Absolute Trajectory Error (ATE) and the Relative Pose Error (RPE) as the error metrics reported in Table 5.3.
While the former is useful in evaluating the overall performance of the estimator, the latter is useful
for understanding drifts in the estimates. A detailed description of these error metrics is discussed in
Section 6.1.4. It can be seen that for this particular experiment of forward-walking, the SWA estimator
performs better than the legged odometry. Although the percentage difference in errors does not seem
very significant, this nevertheless demonstrates the SWA estimator to be a useful fusion-based alternative for the simple kinematic-based odometry which might not be reliable in the presence of modeling
errors. In particular, the orientation and velocity estimates, which are the most relevant feedback that
needs to be passed onto the controllers at higher rates, seem to suffer from slightly lesser errors than
the legged odometry. Further, for this experimental evaluation, it must be noted that we do not exploit
the use of IMUs on the feet and the contact wrench decomposition to improve the velocity estimation.
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Conclusion

This chapter presented a simple estimator for floating base estimation of a humanoid robot within a
cascading framework of decoupled base orientation estimation and position-velocity estimation. Such
simple estimators, while being easy to prototype and being more intuitive to analyze in real-world
experiments, also allow for rigorous representations of geometric objects like pose and rotations
in a straightforward manner. The decoupled estimation enables the flexibility of employing better
non-linear observers and linear estimators independently from each other. Several improvements can
be already suggested from the current implementation of the SWA estimator. Firstly, the Bayesian
fusion approach discussed in Section 2.6.1 could be used instead of the deterministic averaging
approach to account for uncertainties in the estimates explicitly. Then, a QP-based alternative can
be used for the base velocity estimation to account for model constraints. Finally, a precise contact
detection strategy would significantly help such simple estimators to become a consistent choice
for quick prototypes for relevant application scenarios. In this context, the incorporation of the feet
IMUs which can suitably robustify the base velocity estimation and the contact detection needs to
be analyzed with appropriate experimental evaluations.
It must be noted that the performance of the SWA estimator can be considerably increased by
properly tuning the hyper-parameters for the rotation averaging, the weights for the averaging, and
the fusion of the base velocity. Further, relying on a Quadratic Programming (QP) solver instead of
the regularized weighted pseudo inverse for the fusion of base velocity, one may be able to account
for joint velocity and position limits as constraints within the optimization problem, which might
significantly improve the base velocity estimates from the SWA estimator method.
A flat-floor assumption was used to reduce the drifts in z-position of the base link. It must be
noted that the flat floor assumption can be relaxed if the terrain information is known, which can
usually be constructed using probabilistic grid maps or Gaussian process regression using the contact
locations obtained from the kinematics or using 3D point cloud information from exteroceptive
sensors. However, such mapping again is tightly coupled with reliable base estimation. A possible
idea could be to rely on a robot-centric base estimator which suffers from low drift and can enable
a reliable local terrain mapping (Fankhauser et al. (2018)) that could be in turn used within a dual
loop framework to correct the world-centric estimates.
Alternately, in the context of absolute humanoid localization, we have presented a naïve application of localization in a known environment to demonstrate the notion of averaging over Lie
groups, however, a more practical approach would require removal of the assumption of a known
environment and estimate the absolute robot pose using only relative poses using the special Euclidean
synchronization problem.

Chapter 6

Floating Base Estimation for Humanoid
Robots using Filtering on Matrix Lie
Groups
It was understood that a loosely coupled sensor fusion approach combines pre-processed estimate from
each measurement source independently to obtain a fused estimate while a tightly-coupled sensor
fusion approach combines the measurements within a single process. Although loosely-coupled
fusion approaches may be easy to implement, tightly-coupled approaches directly combine raw
measurements to produce estimates that might not be affected by any information loss. This chapter
presents a tightly-coupled sensor fusion approach using filtering over matrix Lie groups. Section
6.1 presents a proprioceptive estimator for humanoid robots (see Figure 6.1) using filtering over
matrix Lie groups exploiting the theoretical background discussed in Section 2.4. The extension of
the proposed estimator to absolute humanoid localization is presented in Section 6.2. Section 6.3
describes a few variants for the formulations of the proposed approach.

Figure 6.1: High level block diagram for DILIGENT-KIO.
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Table 6.1: Comparison of DILIGENT-KIO with the state-of-the-art
Author, Year

State

Rotella et al. (2014) (OCEKF)

Euclidean + Unit
quaternion
Matrix Lie group
Matrix Lie group
Matrix Lie group

Hartley et al. (2020) (InvEKF)
Qin et al. (2020)
Ramadoss et al. (2021)
(DILIGENT-KIO)

6.1

Kinematic measure- Support
for
flat
ment
contact
surfaces
Euclidean + Unit ✓
quaternion
Euclidean
✗
Euclidean
✓
Matrix Lie group
✓

Fast Convergence

✗
✓
✓
✓

DILIGENT-KIO: Discrete Lie Group Extended Kalman Filter for
Kinematic Inertial Odometry

In this section, we follow the development of a Discrete Lie Group Extended Kalman Filter for
Kinematic Inertial Odometry, DILIGENT-KIO in short, for tackling the proprioceptive floating base
estimation problem with the consideration that both the state and observations evolve over distinct
matrix Lie groups. DILIGENT-KIO is designed for the estimation of the humanoid robot’s floating
base and feet poses along with the biases for the IMU sensor rigidly mounted on the base link, all
encapsulated within a matrix Lie group representation. The measurement updates for the estimator are
provided as relative pose measurements of the foot in contact with respect to the base link, evolving
over the group of rigid body transformations, obtained from the forward kinematics of the robot. The
proposed modeling choice leads to an improved uncertainty handling, leading to an estimator with
good convergence properties. In a sense, this estimator is formulated using the theory of EKF over
matrix Lie groups using concentrated Gaussian distributions (as discussed in Section 2.4) to extend
the application scenarios of Hartley et al. (2020) to flat contact surfaces while retaining fast estimation
convergence. Table 6.1 shows a comparison of the proposed estimator design with respect to the
state-of-the-art methods.

6.1.1

Matrix Lie Group Representation for State Space

Remark 6.1. It must be noted that the short-hand notation introduced here remains specific for this
chapter for the sake of readability of the forthcoming filter derivations.
For floating base estimation of the humanoid robot, we wish to estimate the following quantities,
• the position A oB (or shorthand p) of the base link in the inertial frame,
• the orientation A RB (or shorthand R) of the base link in the inertial frame, and
• the linear velocity A ȯB (or shorthand v) of the base link in the inertial frame.
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The angular velocity of the base link can be directly obtained from the IMU rigidly attached to the
base link of the robot. So we do not include it in the set of estimated quantities. Additionally, we are
also interested in estimating,
• the position A oF (or shorthand dF ) of the foot link in the inertial frame, and
• the orientation A RF (or shorthand ZF ) of the foot link in the inertial frame,
where, F = {LF, RF} is the set containing left foot and right foot frames. This augmentation of
the state with the feet poses constrains the estimation problem for better accuracy. In addition, a
fused estimate of the foot pose can be useful to re-plan contact placements in the event of external
perturbations. Since we also rely on the base-collocated IMU for the state estimation, it is necessary
to also estimate its slowly time-varying biases,
• bias ba affecting the accelerometer measurement, and
• bias bg affecting the gyroscope measurement.
The consideration of the IMU biases within the estimator design extends its practical usability for
real-world hardware applications. These biases are always expressed in the local IMU frame.
The following property of non-interacting manifolds is useful in constructing the matrix Lie group
for the representation of the state space where we can establish an innate coupling between some state
variables and a distinct decoupling between a few state variables.
Property 6.1 (Non-Interacting Manifolds, (Sola et al. (2018), Section IV)). A composite statespace obtained through direct products results in non-interacting manifolds and corresponding
non-interacting operators.
The tuple XB = (p, R, v) represents the base link quantities, while the feet quantities are represented as XF = (dF , ZF ). The biases are sometimes included in a single vector as b = vec(ba , bg )
within the scope of this section. Using the Property 6.1, the quantities needed to be estimated can
be encapsulated within a matrix Lie group.
Proposition 6.1 (DILIGENT-KIO State Representation). A matrix Lie group embedded in the space
of SE2 (3) × SE(3)2 × T(6) ⊂ R20×20 is used to represent the state space M constituting the extended
base pose, the left and the right foot poses and the IMU biases, respectively.
The Proposition 6.1 is valid owing to the property that the product of Lie groups is a Lie group
(Bourmaud et al. (2015)). It must be noted that this state representation follows a combination of
direct and semi-direct products of Lie groups. A well-known example of such products to two distinct
combination of rotations and translations is given below,
SO(3) × R3 : (p1 , R 1 ) ◦ (p2 , R 2 ) = (p1 + p2 , R 1 R 2 ) (direct),
SE(3) : (p1 , R 1 ) ◦ (p2 , R 2 ) = (R 1 p2 + p1 , R 1 R 2 ) (semi-direct).
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A matrix Lie group element from the state space M is then defined as,


R
p
v

01×3
1
0


0
1
01×3

 03 03×1 03×1


X = 01×3
0
0

 03 03×1 03×1
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0
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1
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0

01×6
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ZRF
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0
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1

01×6
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0
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0

I6
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0 

03×1 


0  ∈ M ⊂ R20×20 .

03×1 


0 

b 

1

(6.1)

For convenience, the following tuple representation can be used as a short-hand notation for
denoting an element from the state space,
X = (XB , XLF , XRF , b) = (p, R, v, dLF , ZLF , dRF , ZRF , b)M .
Although the group element X seems to be a matrix of high dimensions, the dense elements of zeros
can be avoided to be stored computationally by exploiting the Property 6.1.
Since the state space is a composite manifold, block operations can be performed because each of
the sub-manifold is non-interacting by the implications of the direct product. Exploiting this property
allows us to define the Lie algebra and derive the exponential, logarithm, and Jacobians of the considered matrix Lie group. The operator definitions for each sub-manifold is provided in Appendix A.
The hat operator [ε]∧M mapping the vectors ε ∈ R27 to the Lie algebra m becomes,

S(ε ) εp
εv
03
03×1
03
03×1
 R
 01×3
0
0
01×3
0
01×3
0


0
0
01×3
0
01×3
0
 01×3

 03
03×1 03×1 S(εZLF ) εdLF
03
03×1


[ε]∧M =  01×3
0
0
01×3
0
01×3
0

 03
03×1 03×1
03
03×1 S(εZRF ) εdRF


 01×3
0
0
01×3
0
01×3
0

 06×3 06×1 06×1
06×3
06×1
06×3
06×1

01×3
0
0
01×3
0
01×3
0

03×6 03×1
01×6
01×6
03×6
01×6
03×6
01×6
06
01×6




0 


0 

03×1 


0  ∈ m ⊂ R20×20 ,

03×1 


0 

εb 

0
(6.2)

with the vector ε ∈ R27 defined as,

ε = vec(εB , εLF , εRF , εb ) = vec εp , εR , εv , εdLF , εZLF , εdRF , εZRF , εb .

(6.3)

Floating Base Estimation for Humanoid Robots using Filtering on Matrix Lie Groups

122

The exponential mapping of the state space expressed in a tuple representation is given by,

exp∧M (ε) = J (εR ) εp , Exp (εR ) , J (εR ) εv ,


J εZLF εdLF , Exp εZLF ,



J εZRF εdRF , Exp εZRF , εb .

(6.4)

M

where, we have used Exp(.) ≜ exp∧SO(3) (.) to denote the exponential map of SO(3) and J(.) ≜ JlSO(3) (.)
for the left Jacobian of SO(3) which arises as a consequence of the series expansion of the exponential
map while considering the semi-direct products in SE2 (3) and SE(3).
The adjoint matrix of the considered state space M obtained by applying Eq. (2.14) is given as,


 R S(p)R 03 03
0
R
03 03
 3

03 S(v)R R 03

0
03
03 ZLF
 3
AdX = 
03
03
03 03

0
03
03 03
 3

03
03
03 03

03
03
03 03

03

03

03

03
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03

03

ZLF

03

03

03

ZRF

S(dRF )ZRF

03

03

ZRF

03

03

03



06 
06 


06 

06 

 ∈ R27×27 .
06 

06 


06 

I6

(6.5)

The structure of the adjoint matrix depends on the serialization of the vector chosen for the tangent
space. Here, we have chosen a linear-angular serialization for the twist vectors of SE(3), differently
from the choice of angular-linear serialization.
The left Jacobian of the matrix Lie group M is obtained as a block-diagonal form of the left
Jacobians of the constituting matrix Lie groups given as,


JlM (ε) = blkdiag JlSE2 (3) (εB ) , JlSE(3) (εLF ) , JlSE(3) (εRF ) , I6 ∈ R27×27 .

(6.6)

It can be seen that the left Jacobian for the translation group of IMU biases is the identity matrix,
since the underlying representation of the translation group is the Euclidean vector space. The right
Jacobian of the matrix Lie group can be constructed in a similar fashion.

6.1.2

Discrete System Dynamics

In this subsection, we develop the process model to predict the evolution of the system states using a
discrete-time system dynamics model.
Assumption 6.1 (Collocation of the IMU on the base link). An inertial measurement unit (IMU) is
rigidly attached to the base link of the robot.
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Assumption 6.2 (Coincidence of the IMU and the base link coordinate systems). For simplicity, the
coordinate frames of the base link and the IMU coincide.
If Assumption 6.2 is not valid, then proper care must be taken to perform the coordinate transformations that are required to express the quantities from the IMU sensor frame S in the base link frame
B. Usually, it is convenient to handle all the estimator computations in the IMU sensor frame S and
then transform the estimated quantities to the base link, whenever necessary. With this approach, the
effect of the Coriolis terms while trying to transform the accelerometer measurements into the base link
can be avoided. This could occur in cases where the IMU frame is placed far away from the base link.
A commonly used motion model for a rigid body equipped with an IMU sensor is the strap-down
g,lin
IMU-based rigid body kinematics model. This model uses accelerometer measurements α̃A,B
and

the gyroscope measurements B ω̃ A,B as exogenous inputs. Both the accelerometer measurements and
the gyroscope measurements are modeled to be affected by slowly time-varying biases ba and bg ,
respectively, along with additive white Gaussian noise wBa and wBg , respectively, as seen in Eq. (6.7),
g,lin
α̃A,B
B

=R

T



A

A



öB − g + ba + wBa ,

(6.7)

ω̃ A,B = B ω A,B + bg + wBg .

Ideally, this model tracks the body orientation R with the help of the gyroscope measurements,
while an integration on the body acceleration A öB obtained by compensating gravity terms from the
accelerometer measurements is used to track the evolution of the body position and linear velocity.
However, a reasonable estimate of the extended base pose cannot be obtained simply by using the
accelerometer and gyroscope measurements, due to the noisy nature of the observations, inherent
biases, and limits on the sampling rates of the sensor. It is required to complement this model with
other sources of information to obtain a reliable estimate.
Assumption 6.3 (Rigid contacts of the feet). The feet of the robot always makes a rigid contact with
the environment.
With the Assumption 6.3, holonomic constraints are imposed whenever the foot makes contact
with the environment causing the foot velocity with respect to the inertial frame to be zero, considered
to be affected by additive white Gaussian noise (see Eq. (5.1) to understand how base velocity
computation can be achieved using null foot velocities). When this noise is expressed in the inertial
frame, Rotella et al. (2014) characterizes it as the translational or rotational slippage of the foot. In
our case, we will express the noises wFv and wFω affecting null foot velocities, with respect to the
inertial frame, locally in the foot frame to be coherent with the matrix Lie group formulation. A
constant motion model is considered for the foot pose to respect the contact events. But, this motion
model becomes invalid when the foot is in the swing phase. Thus, the contact states are assumed to
be known and passed as inputs to the system and when a foot is not in contact, the variances related
to the foot velocities are dynamically scaled to very high values causing the estimated foot pose from
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the prediction model to grow uncertain. The measurement updates are then relied upon to update the
foot pose causing it to reset to a more reliable estimate, whenever a contact is made.
Remark 6.2. The absence of contacts is not handled rigorously within this formulation of the system
dynamics, however, it can be tackled straightforwardly by passing the relative pose measurements
obtained from the forward kinematics as inputs to the process model. Alternately, one may also attach
IMUs on the feet of the robot to improve foot orientation tracking.
The overall discrete system dynamics can be written in a form that reflect the motion integration
equations of a discrete dynamical system on matrix Lie groups as defined in Eq. (2.31),

Xk+1 = Xk exp∧G Ω (Xk , uk ) + wk .
One can choose a left trivialized motion model as a function of IMU measurements to reflect the
group velocity of the base state and null velocities for the state of the foot and IMU biases. The left
trivialized motion model is written as,


1 B lin
T
2
ᾱ
∆
T
R
v∆
T
+
A,B
2




B ω̄
∆
T
A,B


Ω =
 ∈ R27 ,
B ᾱ lin ∆ T


A,B


018×1

(6.8)

g,lin
T A
where, we have used B ᾱ lin
A,B k = α̃A,B k − bak + R k g to denote the computed linear acceleration

of the base with respect to the inertial frame expressed in the base frame. The computed linear
acceleration is obtained directly from the unbiased accelerometer measurement after compensating
for the gravity in the local frame. Further, we have used B ω̄ A,B k = B ω̃ A,B k − bg to denote the unbiased
angular velocity measurement from the gyroscope expressed in the base frame. The left trivialized
noise vector then becomes,


LF
RF
RF
B
27
w = vec −0.5wBa ∆ T, −wBg , −wBa , −wLF
v , −wω , −wv , −wω , wb ∆ T ∈ R ,

(6.9)

with the prediction noise covariance matrix Q = E[[wwT ] .
The discrete system dynamics is obtained by assuming a zero-order hold on the inputs with a
sampling period ∆ T and the choice of left trivialized motion model in Eq. (6.8) leads to the following
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evolution equations,




1 B lin
B
2
pk+1 = pk + R k Jb
ᾱ A,B k − wa ∆ T ,
vk ∆ T +
2



B
B
R k+1 = R k Exp
ω̄ A,B − wg ∆ T ,



B
vk+1 = vk + R k Jb B ᾱ lin
−
w
,
∆
T
A,B k
a
R Tk

(6.10)

dFk+1 = dFk + ZFk (−wFv ) ∆ T,


ZFk+1 = ZFk Exp −wFω ∆ T ,
bk+1 = bk + wBb ∆ T,


where, the Jacobian Jb = JlSO(3) (B ω̄ A,B − wBg )∆ T acts on the evolution of base state quantities due
to the natural definition of the exponential map of SE2 (3). It must be noted that there is no Jacobian
present in the evolution equations of the foot state even though the exponential map of SE(3) gives
rise to it. In this case, the Jacobian is an identity matrix due to null foot velocities considered in the
left-trivialized motion model. Nevertheless, the Jacobian Jb also reduces to an identity matrix when
the sampling period ∆t tends to zero. Although, Eq. (6.10) leads to more accurate motion integration
equations, we consider an assumption that the sampling period ∆t will always be considerably small,
rendering the Jacobian Jb ≈ I3 , and thereby leading to the following evolution equations,


1 B lin
2
B
pk+1 = pk + R k
vk ∆ T +
ᾱ A,B k − wa ∆ T ,
2



R k+1 = R k Exp B ω̄ A,B − wBg ∆ T ,



B lin
B
vk+1 = vk + R k
ᾱ A,B k − wa ∆ T ,


R Tk

(6.11)

dFk+1 = dFk + ZFk (−wFv ) ∆ T,


ZFk+1 = ZFk Exp −wFω ∆ T ,
bk+1 = bk + wBb ∆ T.
Remark 6.3. The underlying algorithm of DILIGENT-KIO is the discrete EKF on matrix Lie groups
with the left-invariant error formulation of type 1 as described in the Algorithm 1.
In order to propagate the system state covariance, we need to compute the linearized error propagation matrix Fk which requires the derivation of the left-trivialized motion model Jacobian Fk . This
quantity Fk along with the design covariance matrix Qk and the adjoint and Jacobian matrices of the
state-space Lie group M can be used to compute the linearized error propagation matrix Fk .
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Left Trivialized Motion Model Jacobian
The Jacobian of the left-trivialized motion model Ω̂ needs to be computed at the current state estimate
with an infinitesimal additive perturbation in the vector space. By inducing the perturbation εk|k on
the current state estimate X̂k|k and exploiting the definition of the concentrated Gaussian distribution
(see
 Section 2.3), a first order approximation
 of the exponential map and the left Jacobian of SO(3)
1
Exp(ε) ≈ I3 + S(ε), J(ε) ≈ I3 + 2 S(ε) can be enforced to obtain the first-order approximation of
the exponential map of the state-space group M in Eq. (6.4). Neglecting the cross-product terms of
infinitesimal perturbations leads to the perturbed state estimate in tuple representation as,
  
X̂k|k exp∧M εk|k ≈ R̂εp + p̂, R̂ + R̂ S(ε R ), R̂εv + v̂
(6.12)

ẐLF εdLF + d̂LF , ẐLF + ẐLF S(εZLF )
ẐRF εdRF + d̂RF , ẐRF + ẐRF S(εZRF ), b̂ + εb


M

.

Lemma 6.1. The Jacobian Fk of the left trivialized motion model Ω̂ with respect to the perturbation
ε is given as,

  
∂
∧
Ω X̂k|k expM εk|k , uk
Fk =
∂ε
εk|k =0


1
2
0
S(Ξ
)
I
∆
T
0
−
I
∆
T
0
3
3×12
3
2 3
 3

 0

0
0
0
0
−I
3
3
3×12
3
3 ∆T
 3
=
 ∈ R27×27 ,
 03
S(g̃)
03
03×12
−I3 ∆ T
03 


018×3 018×3 018×3 018×12
018×3
018×3
T

T

(6.13)

T

where, we have used Ξ = R̂ k v̂k ∆ T + 21 R̂ k A g ∆ T 2 and g̃ = R̂ k A g ∆ T .
The proof of Lemma 6.1 is provided in the Appendix B.1. The linearized
 error
 propagation matrix

can be computed in a straight-forward manner Fk = Adexp∧ (−Ω̂k ) + JrM Ω̂k Fk . At the end of the
M
propagation step, we have the predicted state estimate X̂k+1|k and state error covariance Pk+1|k .

6.1.3

Measurement Model

The measurement model producing the expected measurements as a function of the estimated state is
constructed using the relative pose between the base link and the foot in contact with the environment.
The model observations are obtained by passing the joint encoder measurements through the forward
kinematics map. The encoder measurements s̃ = s + ws measure the joint positions s affected by
additive white Gaussian noise ws . The forward kinematics map FK : RDOF 7→ SE(3) provide the
relative pose measurements to construct the model observations ZFSS for single support evolving over
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SE(3) and ZFDS for double support evolving over SE(3) × SE(3).
B

ZFSS = FK(s̃) = H̃F ∈ SE(3)
 

B
H̃LF
FK(
s̃)
0
4 
=
ZDS = 
04
FK(s̃)
04


04 
∈ SE(3) × SE(3).
B
H̃RF

(6.14)

For the derivation of the measurement model Jacobian, we can focus only on the single support
scenario, since the calculations extend also for the double support. The measurement model can be
B

written in the form of Eq. (2.32) as H̃F = B HF exp∧SE(3) (nFK ) where,

hFSS (X) = B HF = 

T

R ZF
01×3


R (dF − p)
T

1



≜ R T (dF − p), R T ZF

SE(3)

.

(6.15)

The inverse of the measurement model h−1 (X) is given as,



T
T
Z R ZF (p − dF )  T
h−1 (X) = F HB =  F
≜ ZF (p − dF ), ZTF R
.
SE(3)
01×3
1

(6.16)


The left-trivialized forward kinematic noise nFK ≜ vec nFv , nFω ∈ R6 , which is the relative foot
velocity noise with respect to the base link, is related to the encoder noise ws through the left-trivialized
relative Jacobian F SB,F . This can be shown either through differential kinematics or through the
push-forward mapping (see Eq. (2.20)) of SE(3),
B

HF (s̃) = B HF (s + ws ) = B HF (s) exp∧SE(3)



F


SB,F (s) ws .

This leads to the measurement noise covariance N = E[[nFK nTFK ] .
The innovation term z̃ required to update the predicted state estimate using the FK measurements
is computed using the logarithm mapping of SE(3). In order to update the predicted covariance, we
need to compute the measurement model error Jacobian !
Hk+1 . This requires the computation of the

 


term log∨SE(3) h−1 X̂k+1|k h X̂k+1|k exp∧G εk+1|k
. The measurement model as a function
of the predicted state estimate X̂k+1|k induced with a small perturbation εk+1|k can be written in
tuple representation obtained by substituting the first-order approximation from Eq. (6.12) in the
measurement model equation in Eq. (6.16) as,


 


T
T
T
∧
h X̂k+1|k expSE(3) εk+1|k
= R̂ (d̂F − p̂) + S R̂ (d̂F − p̂) ε R − εp + R̂ ẐF εdF ,

T
T
T
R̂ ẐF + R̂ ZF S(εZF ) − S(ε R ) R̂ ẐF
.
SE(3)

(6.17)
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The product term h−1 X̂k+1|k h X̂k+1|k exp∧G εk+1|k
can be computed as,


T R̂ ε ) ε − ẐT R̂ ε + ẐT S( R̂ ε ) (p̂ − d̂ )
I
+
S(ε
)
−
S(
Ẑ
ZF
R
dF
p
R
F 
F
F
F
3
01×3

1

.

(6.18)

Assuming that the perturbations are small, the matrix logarithm can be approximated as,
∀X ∈ Rl×l , log(X) ≈ X − Il .
This gives logSE(3)

h−1

!

 


∧
equal to,
X̂k+1|k h X̂k+1|k expG εk+1|k



T
T
T
S(εZF ) − S(ẐF R̂ ε R ) εdF − ẐF R̂ εp + ẐF S( R̂ ε R ) (p̂ − d̂F )
01×3

0

.

The translational part of the matrix can be rewritten using the identities ∀x, y ∈ R3 , S(x)y = −S(y)x
and the adjoint property of SO(3), ∀u ∈ R3 , RS(u)R T = S(Ru) as follows,
T

εdF − ẐTF R̂ εp + ẐTF S( R̂ ε R ) (p̂ − d̂F ) = εdF − ẐTF R̂ εp + ẐTF R̂ S(ε R ) R̂ (p̂ − d̂F )
T

= εdF − ẐTF R̂ εp + ẐTF R̂ S(ε R ) R̂ ẐF ẐTF (p̂ − d̂F )
= εdF − ẐTF R̂ εp + S(ẐTF R̂ ε R ) ẐTF (p̂ − d̂F )
= εdF − ẐTF R̂ εp − S(ẐTF (p̂ − d̂F )) ẐTF R̂ ε R ,
thus, leading to logSE(3)

!

 


h−1 X̂k+1|k h X̂k+1|k exp∧G εk+1|k
equal to,



T R̂ ε ) ε − ẐT R̂ ε − S(ẐT (p̂ − d̂ )) ẐT R̂ ε
S(ε
)
−
S(
Ẑ
R
dF
p
F
R
F
F
F
F
 ZF
01×3

0

.

Applying the vee operator and using the adjoint property of SO(3), we have becomes,
log∨SE(3)


! 

 


T
T
T
εd − ẐF R̂ εp − S(ẐF (p̂ − d̂F )) ẐF R̂ ε R 
h−1 X̂k+1|k h X̂k+1|k exp∧G εk+1|k
= F
.
εZF − ẐTF R̂ ε R

Floating Base Estimation for Humanoid Robots using Filtering on Matrix Lie Groups

129

The measurement model Jacobian during single support can be obtained by computing partial
derivatives as,
HLF =

HRF =


T
T
−ẐLF R̂ −ẐLF S(p̂ − d̂LF ) R̂ 03
03

−ẐTLF R̂

03

I3

0 3 03


T
T
−ẐRF R̂ −ẐRF S(p̂ − d̂RF ) R̂ 03×9
−ẐTRF R̂


03 03×12 
I3

03×12

,
(6.19)


I3

03×9 03

03 03×6 
I3

03×6

.

These matrices can be stacked together during the double support. The same procedure can be
extended to handle an arbitrary number of contacts. The Kalman gain Kk+1 can be computed from
predicted state covariance Pk+1|k , measurement noise covariance Nk+1 and the measurement model
Jacobian Hk+1 . These matrices are used to get an updated state estimate X̂k+1|k+1 and covariance
Pk+1|k+1 after an appropriate state reparametrization. (See Algorithm 1).
As a concluding remark for DILIGENT-KIO, while looking back at the state representation
proposed in Proposition 6.1, some similarities and differences can be drawn when comparing with the
SEN+2 (3) state representation used in the seminal work of Hartley et al. (2020) for the invariant EKF
developed for legged robot state estimation. The latter is used for state-estimation of point-contactbased legged robots and includes base pose, base linear velocity, and the feet positions within the
state representation, while the foot rotations are omitted given the point contacts. The feet positions
are introduced within the state to exploit the property of the semi-direct product with the base rotation.
This state representation is exploited in building the so-called invariant observation (see Eq. (2.55)),
further leading to an estimator design with stronger convergence guarantees. However, since in
Proposition 6.1, we additionally consider foot rotations, the semi-direct product rule cannot be used
effectively when characterizing the foot rotation with full rotation matrix, leading to a decoupling
of the base link and foot link quantities.
Remark 6.4. Nevertheless, the property of invariant updates is seamless only for vector observations
and cannot be directly applied for humanoid robots’ flat foot scenario if we consider the use of relative
pose measurements as a whole. One may choose to use invariant observations for relative position
measurements while handling relative orientations through a non-invariant measurement update by
decoupling the foot poses; foot position considered in semi-direct product with the base rotation
while keeping the foot rotation isolated. This is the approach taken, in Chapter 7 of this thesis in the
estimator design for human base estimation, which can also be used for humanoid base estimation.
Recent works of Phogat and Chang (2020b) and Phogat and Chang (2020a) extend the invariant
filtering for observations evolving over matrix Lie groups.
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Error Metrics for Trajectory Evaluation

As already noted in Section 5.3.3, we rely on Absolute Trajectory Error (ATE) and Relative Pose
Error (RPE) as the error metrics for evaluating the performance of the estimators. These metrics are
suggested as common benchmark metrics by Schubert et al. (2018); Sturm et al. (2012); Zhang and
Scaramuzza (2018) for evaluating visual-inertial state estimation algorithms.
A left invariant absolute error can be computed given (R, p, v) as true states and ( R̂, p̂, p̂) as
estimates for a trajectory with discrete time steps k = 1 : n,
n

ATErot =

1

∑n

k=1
n

ATEpos =

1

∑n

k=1
n

ATEvel =

1

∑n

T

log∨SO(3) ( R̂ R)
T

R̂ (p − p̂)

2

(6.20)

2

(6.21)
2

T

R̂ (v − v̂)

(6.22)

k=1

Instead of using the axis-angle representation error used here for computing the orientation errors
through the logarithm mapping, one may also choose to convert to roll-pitch-yaw Euler angles. The
right-invariant ATE is similarly computed depending on the error-definition as described in Eq. (6.32).
The Relative Pose Error (RPE) in the left-invariant sense is used to analyze the local accuracy of
the trajectories within fixed intervals of time e. A left-invariant relative pose error at any time-instant
k can be computed as,
−1

Ek = ( Ĥ k Ĥ k+e )−1 (H −1
k H k+e ) ∈ SE(3).
The total relative pose error for the orientation and position trajectories can be obtained as,
n

RPErot =

k=1
n

RPEpos =

1

∑n

1

∑n

log∨SO(3) (rot(Ek )
trans(Ek )

2

,

2

(6.23)
(6.24)

k=1

where, the operators rot(Ek ) and trans(Ek ) are used to select the rotation and the position elements
from the error transformation matrix. For computing the RPE in the right invariant sense, the order
of multiplication changes accordingly.

6.1.5

Experimental Evaluation

We use the state-of-the-art filters, Observability Constrained quaternion based EKF (OCEKF) presented by Rotella et al. (2014) and Right Invariant EKF (InvEKF) proposed by Hartley et al. (2020),
for a baseline comparison. It must be noted that while the former supports flat foot contacts, the latter
considers only point foot contacts. Additionally, we also use the Simple Weighted Averaging (SWA)
estimator presented in Chapter 5 for the comparison. It must be noted that, for the experiments in this
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Sensor
Lin. Accelerometer
Gyroscope
Acc. bias
Gyro. bias
Contact foot lin. velocity
Contact foot ang. velocity
Joint encoders
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noise std dev.
0.09 m/s2
0.01 rad s−1
0.01 m/s2
0.001 rad s−1
0.009 m s−1
0.004 rad s−1
0.1 °

Table 6.2: Noise parameters used for the estimators.
State element
IMU & feet position
IMU & feet orientation
IMU linear velocity
Acc. bias
Gyro. bias

initial std dev.
0.01 m
10 °
0.5 m s−1
0.01 m/s2
0.002 rad s−1

Table 6.3: Prior deviations used for the estimators.
section, the parameters were chosen differently from those described in Section 5.3.3 for the SWA
estimator. Along with the position-controlled walking experiment already described in Section 5.3.3,
we use also a torque-controlled Center of Mass (CoM) sinusoidal trajectory tracking experiment (Nori
et al. (2015b)) on iCub for the evaluation of estimators in an open-loop manner.
Remark 6.5. In these experiments, we have not performed a comparison with the most relevant
state-of-the-art estimator proposed by Qin et al. (2020) which is a flat-foot filter within the invariant
filtering framework on Lie groups. This is because this piece of literature was not yet surveyed at the
time of performing this experimental evaluation.
Tables 6.2 and 6.3 show the noise parameters and initial state standard deviations used for the
experiment. It must be noted that the noise parameters for the IMU measurements are different
from those obtained using the Allan Variance analysis performed in Section 5.3.3. This is due to the
sensitivity of the filter to the combination of chosen variance values for the contact foot velocity noise
and the accelerometer noise. The position estimates in particular are very sensitive to these noises
especially because the accelerometer measurements are passed as exogenous inputs to the filter and
the position estimates rely on double integration of the acceleration computed from accelerometer
measurements for the prediction.
A convergence analysis similar to what is done in Hartley et al. (2020) is first performed for the
walking experiment, in order to compare the performance of DILIGENT-KIO with the OCEKF in
estimating the observable states. These estimators are run for 25 trials with the same measurements,
noise parameters and prior deviations but with random initial orientations and linear velocities. The
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Figure 6.2: Orientation and velocity estimates from 25 trials of OCEKF and DILIGENT-KIO (proposed) for a forward walking experiment on the iCub humanoid platform using the same noisy
measurements from the robotic hardware, noise statistics and initial covariances, but initialized with
random orientations and velocities. The dashed black line is the ground truth trajectory from the
Vicon motion capture system. DILIGENT-KIO (bottom row) is seen to converge considerably faster
than OCEKF (top row) in almost all the directions.
roll and pitch Euler angles for setting the initial IMU orientation were uniformly sampled from −30°
to 30°, while the initial IMU linear velocities were sampled uniformly from −0.5 to 0.5m s−1 .
The comparison of the estimates for OCEKF and DILIGENT-KIO is shown in Figure 6.2.
DILIGENT-KIO is seen to converge considerably faster than the OCEKF towards the ground truth
measurements. The difference between the OCEKF and DILIGENT-KIO lies mainly in the uncertainty representation. The former uses non-interacting manifolds for all the state elements, while
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the latter uses interacting manifolds (such as SE2 (3) and SE(3)) resulting in different tangent space
parametrizations for the error state. This causes the uncertainty representation to be more coupled
and rigorous for the latter as seen in Eq. (6.12) resulting in different Kalman gain computations for
innovation updates. It must be noted that OCEKF is also an EKF on Lie groups, however, differs
from DILIGENT-KIO in terms of uncertainty propagation due to the decoupled state representation.
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(a) Base position for walking (left) and COM sinusoid experiment (right).
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Figure 6.3: Experimental comparison of DILIGENT-KIO with state-of-the-art estimators.
Figures 6.3a and 6.3b show the comparison of estimates from OCEKF, InvEKF, SWA and
DILIGENT-KIO against the ground truth measurements for both the walking and the CoM sinusoid tra-
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jectory experiment. It can be noticed in Figures 6.2, 6.3a, and 6.3b, there seems to be a discontinuity in
the ground truth measurements between times t = 4.3s and t = 4.5s for the walking experiment, which
is caused by the occlusion of Vicon markers while the robot was walking in a cluttered environment.
Filter

SWA
InvEKF
OCEKF
DILIGENT-KIO

Walking 1m
rot [°]
3.98
3.34
4.67
2.29

ATE
pos [m]
0.025
0.038
0.038
0.040

vel [m/s]
0.291
0.133
0.132
0.130

RPE
rot [°] pos [m]
3.93
0.029
1.90
0.025
4.47
0.035
1.90
0.039

Table 6.4: Left invariant Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) comparison
for walking and CoM sinusoid experiment.

Filter

SWA
InvEKF
OCEKF
DILIGENT-KIO

CoM sinusoid
rot [°]
0.39
4.27
0.68
0.59

ATE
pos [m]
0.005
0.006
0.006
0.005

vel [m/s]
0.0545
0.0098
0.0094
0.0089

RPE
rot [°] pos [m]
0.28
0.0013
1.36
0.0018
0.18
0.0019
0.16
0.0016

Table 6.5: Left invariant Absolute Trajectory Error (ATE) and Relative Pose Error (RPE) comparison
for CoM sinusoid experiment.
The ATE and RPE in the left-invariant sense are shown in Table 6.4 for the 1m walking experiment
and in Table 6.5 for the CoM trajectory tracking experiment. DILIGENT-KIO is seen to perform
comparably with the base-line estimators for both the experiments, especially in the observable
directions of orientation and velocity. For longer experimental duration, DILIGENT-KIO suffers more
from position drifts than the other filters, while the orientation and velocity errors remain comparable.
The accuracy of the InvEKF in the rotation estimates seems to be low for both experiments as shown
by the high errors in rotation part of absolute trajectory errors. This can be accounted for the use of a
point foot filter for the flat foot scenario of the humanoid robot.

6.2

Extension to Humanoid Localization

In the previous sections, along with the base state and IMU biases, we have considered the state of both
the feet of the robot. However, the presented method can be extended for an arbitrary number of contacts and also landmarks for performing localization using exteroceptive sensors. A typical example
would be the humanoid robot navigating in an environment detecting fiducial markers in its environments and estimating the pose of these markers relative to the camera frame. These relative landmark
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poses are analogous to the relative feet poses with the difference that the intermediary transformation
given by the kinematic chain is replaced with a camera-based transformation which depends on the
intrinsic and extrinsic calibration parameters of the camera. We can consider adding or removing contacts/static landmarks to/from the state in a straightforward manner as shown by Hartley et al. (2020).
New landmarks or contacts can be added to the state directly using the information about the
current state estimate, but the prior covariance for the landmark needs to be properly initialized. With
our choice of state representation, there is no dependence of the error-state of the landmark on the rest
of the system states. Thus, it can be initialized directly with the prediction noise covariance expressed
in its local frame. If we choose to add the state of a landmark L whose position dL and orientation ZL
A
we want to estimate as pose ĤL ∈ SE(3), then we update the state error covariance matrix with the
known noise parameters of the landmark as follows,
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(6.25)

εnew = Fnew ε + wnew ,
Pnew = Fnew P FTnew + Qc ∆ T.

While removing contacts or landmarks from the state, we need to be careful in properly marginalizing out the covariance related to the landmark/contact we want to remove, where marginalization
allows us to factor out the probability distribution associated with the landmark from the joint probability distribution of the rest of the state and landmarks. A landmark L with position dL and orientation
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ZL can be removed by removing the corresponding rows in the covariance matrix,
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(6.26)

εnew = Fnew ε,
Pnew = Fnew P FTnew .

The measurement updates for the landmark poses follow the same equations as discussed in
Section 6.1.3. The measurement noise covariance matrix for the measured landmark poses can be
computed starting from the pixel noise or manually tuned to a suitable value.

6.3

Variants of DILIGENT-KIO

In this section, we will look at some alternate formulations of DILIGENT-KIO and investigate the
differences between these formulations. Different choices lead to different linearized error propagation
and update matrices which in turn affect the covariance propagation in the estimator. Depending
on the choices, these matrices of the linearized error system may or may not be independent of the
trajectory of the system state.
When designing an estimator with partial observations, proper covariance management is crucial
for maintaining the consistency of the filter. The availability of only partial measurements may lead
to the existence of a few unobservable directions in the underlying nonlinear system. In case, the
system matrices of the linearized error system are dependent on the state configuration, there is a
possibility that, with a wrong choice of linearization point, the covariance matrix gains information
in the unobservable directions, leading to an overconfident estimate along these directions. This
overconfident estimate of an unobservable direction causes an inconsistency in the filter which might
also lead to divergence in the estimated states.
Remark 6.6. The choice of the invariant error (left or right) is pertained only to the invariant errors
of type 1 throughout this section (See Eqs. (2.24), (2.25)).
In the following section, we derive three variants of DILIGENT-KIO in order to analyze the
linearized error system of each variant. In particular a discrete filter is derived in Section 6.3.1 using
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the right-invariant error η R = XX̂−1 differently from the left-invariant error η L = X̂−1 X used for the
original DILIGENT-KIO. A continuous-discrete filter using the right-invariant error formulation is
derived in Section 6.3.2 which combines the property of autonomous error propagation of Invariant
EKF with observations evolving on matrix Lie groups. This is followed by the derivation of its
left-invariant error counterpart in Section 6.3.3.

6.3.1

DILIGENT-KIO-RIE

DILIGENT-KIO with right-invariant error formulation, DILIGENT-KIO-RIE in short, differs from
its original only in terms of the uncertainty management and state reparametrization. The underlying
algorithm is the discrete EKF over matrix Lie groups using the right invariant error of type 1 described
in Algorithm 2. The discrete system dynamics remain the same as in Eq. (6.11), consequently leading
to the same left trivialized motion model and associated noise as in Eqs. (6.8) and (6.9), respectively.
It must be noted that the trivialization of the motion model is independent from the kind of error and
solely depends on the design choice of the system states and their associated dynamics.
In the state propagation step, the difference with the original estimator design arises with the
Jacobian of the left-trivialized motion model. Given the right-invariant error, the perturbation is
induced on the current state estimate from the left side,
 

exp∧M εk|k X̂k|k ≈ p̂ + S(ε R )p̂ + εp , R̂ + S(ε R ) R̂, v̂ + S(ε R )v̂ + εv ,
(6.27)

d̂LF + S(εZLF )d̂LF + εdLF , ẐLF + S(εZLF ) ẐLF ,
d̂RF + S(εZRF )d̂RF + εdRF , ẐRF + S(εZRF ) ẐRF , b̂ + εb


M

.

Lemma 6.2. The Jacobian Fk of the left trivialized motion model Ω̂ with respect to the perturbation
ε for DILIGENT-KIO-RIE is given as,
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where, we have used Ξ1 = R̂ S

(6.28)

 
Ag ∆ T .

The proof for Lemma 6.2 is provided in the Appendix
 B.2.
 The linearized error propagation
l
matrix can therefore be computed as Fk = I p + AdX̂k|k JM Ω̂k Fk .
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We use the same measurement model as in Eq. (6.16) and the difference arises in the measurement
model (error) Jacobian,
!

 


∂
Hk+1 =
log∨SE(3) h−1 X̂k+1|k h exp∧M εk+1|k X̂k+1|k
∂ε

.

ε=0

Lemma 6.3. The measurement model Jacobian during single support for DILIGENT-KIO-RIE can
be obtained as,
HLF =

HRF =
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−ẐTLF S(d̂LF )
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(6.29)


03×6 
03×6

.

The proof for Lemma 6.3 is provided in the Appendix B.3. Followed by the correction of the
predicted state and the covariance, the update step ends with a state reparametrization X̂k+1|k+1 =





T
−
l m−
l m−
exp∧G m−
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and
the
covariance
reparametrization
P
=
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6.3.2

CODILIGENT-KIO-RIE

In this section, we derive CODILIGENT-KIO-RIE which is a continuous-discrete EKF on matrix Lie
groups with right invariant error formulation and the consideration of non-invariant observations evolving over matrix Lie groups. This estimator design allows us to combine the property of autonomous
error propagation and observations over matrix Lie groups. The overall system takes the form,
d
Xt = fut (Xt ) + Xt [wt ]∧G ,
dt

Ztk = h(Xtk ) exp∧G′ ntk .

(6.30)

The continuous system dynamics take the form,
ṗ = v,


Ṙ = R S B ω̃ A,B − bg − wBg ,


g,lin
v̇ = R α̃A,B
− ba − wBa + A g,
ḋF = ZF (−wFv ),


ŻF = ZF S −wFω ,
ḃ = wBb .

(6.31)
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In the propagation step, the mean can be simply propagated using

d
dt X̂t

 
= fut X̂t . For the

covariance propagation, we begin by writing the dynamics of the right invariant error. We derive
the continuous dynamics of the linearized error in order to compute the error and noise propagation
matrices required to compute the predicted state error covariance.
R = XX̂−1 for the state representation defined in Eq. (6.1) can also be
The right-invariant error ηM

written in the form of following tuple representation,
R
ηM
= (p, R, v, dLF , ZLF , dRF , ZRF , b)M ◦


T
T
T
T
T
T
−R̂ p, R̂ , −R̂ v, −ẐLF d̂LF , ẐLF , −ẐRF d̂RF , ẐRF , −b̂
M

T
T
T
= p − R R̂ p̂, R R̂ , v − R R̂ v̂,

(6.32)

dLF − ZLF ẐTLF d̂LF , ZLF ẐTLF ,
dRF − ZRF ẐTRF d̂RF ,

ZRF ẐTRF ,

b − b̂


M

.

R = exp∧ (ε) ≈ I + [ε]∧ , the overall non-linear error dynamics
Given, ηM
n
M
M

d R
dt ηt

=

d
dt



XX̂−1

can be summarized as,


η̇p = εv − S(p̂) R̂ εbg + wBg ,


η̇R = S( R̂ −εbg − wBg ),




η̇v = S(A g)εR − S(v̂) R̂ εbg + wBg − R̂ εba + wBa ,
η̇dF =

−S(d̂F )ẐF wFω

(6.33)

− ẐF wFv ,

η̇ZF = S(−ẐF wFω ),
η̇b = wBb .
Lemma 6.4. With the non-linear error dynamics in Eq. (6.33) and the definition of the error vector
given in Eq. (6.3), linearized error dynamics becomes ε̇ = Fc ε − Lc w (which is of the form described
in Eq. (2.65)), where,
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(6.35)

with the noise vector is defined as,
LF
RF
RF
B
w ≜ vec(03×1 , wBg , wBa , wLF
v , wω , wv , wω , −wb ).

(6.36)

A detailed derivation of the nonlinear error propagation in Eq. (6.33) as a proof of Lemma 6.4
is provided in the Appendix B.4. It must be noted that the matrix Lc is simply the adjoint matrix
AdX̂ of the state representation M. When the biases are not considered within the system, it can be
seen the error propagation Fc becomes time-invariant (first 21 rows and columns of Fc ). This is due
to fact that, when the biases are not considered, the overall system defined in Eq. (6.31) obeys the
property of group-affine dynamics in Eq. (2.56) leading to an autonomous error propagation described
in Theorem 2.1, as seen in Section 2.5. Nevertheless, the overall error system is only dependent on
the state trajectory through the noise and bias errors. The continuous time filter equations for the
propagation step becomes,
d
X̂t = fut (X̂t ),
dt
d
Pt = Fc Pt + Pt FTc + Q̂c .
dt

(6.37)

where Q̂c = Lc Cov(w) LTc . For the software implementation of the continuous-time equations, we
discretize the continuous dynamics using a zero-order hold on the inputs with a sampling period
∆ T . The discrete system dynamics takes the form of Eq. (6.11), while the uncertainty propagation
is approximated as,
Fk = exp(Fc ∆ T ) ≈ I p + Fc ∆ T,
Qk = Fk Q̂c FTk ∆ T,

(6.38)

Pk+1|k = Fk Pk|k FTk + Qk .
The filter observations are the same as those defined in Section 6.1.3 however due to the choice of
right invariant error, the measurement update follows the procedure defined in Section 6.3.1, with the
measurement model Hk+1 defined in Eq. (6.29) and the state reparametrization defined in Eq. (2.52).
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CODILIGENT-KIO

CODILIGENT-KIO is a continuous-discrete EKF on matrix Lie groups with a left invariant error
formulation and the consideration of non-invariant observations evolving over matrix Lie groups. This
estimator follows the same procedure from Section 6.3.2 but varies in the definition of the linearized
error system and the measurement model Jacobian.
L = X̂−1 X can be written as,
The left-invariant error ηM



L
ηM
= −R̂T p, R̂T R, −R̂T v, −ẐLF d̂LF , ẐTLF , −ẐTRF d̂RF , ẐTRF , −b̂ ◦
M

(p, R, v, dLF , ZLF , dRF , ZRF , b)M


T

T

T

= R̂ (p − p̂), R̂ R, R̂ (v − v̂),

(6.39)

ẐTLF (dLF − d̂LF ), ẐTLF ZLF ,
ẐTRF (dRF − d̂RF ), ẐTRF ZRF , b − b̂


M

.

L = exp∧ (ε) ≈ I + [ε]∧ , the overall non-linear error dynamics
Given, ηM
n
M
M

d L
dt ηt

=

d
dt



X̂−1 X can

be summarized as,
η̇p = εv − S(B ω̃ A,B − b̂g )εp ,
η̇R = S(−εbg − wBg ),
g,lin
η̇v = −S(B ω̃ A,B − b̂g )εv − S(α̃A,B
− b̂a )εR − εba − wBa ,

η̇dF = −wFv ,

(6.40)

η̇ZF = −S(wFω ),
η̇b = wBb .
Lemma 6.5. With the non-linear error dynamics in Eq. (6.40), the definition of the error vector
given in Eq. (6.3), and the definition of noise vector in Eq. (6.36), the linearized error dynamics
becomes ε̇ = Fc ε − Lc w with Lc = I27 (which is of the form described in Eq. (2.64)). Considering
B ω̄

A,B

g,lin
= B ω̃ A,B − b̂g and B ᾱ lin
A,B = α̃A,B − b̂a , the linearized error propagation matrix Fc becomes,



B ω̄
−S(
)
0
I
0
0
0
A,B
3
3
3×12
3
3 


03
03
03
03×12
03
−I3 


Fc = 

B
lin
B

03
−S( ᾱ A,B ) −S( ω̄ A,B ) 03×12 −I3
03 


018×3
018×3
018×3
018×12 018×3 018×3

(6.41)

A detailed derivation of the non-linear error propagation in Eq. (6.40) is provided as the proof of
Lemma 6.5 in the Appendix B.5. It can be observed that the error propagation depends not only on
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the bias errors and the noise terms, but also the IMU measurements compensated by estimated IMU
biases, leading to a time-varying linearized error system.
The filter observations, the measurement model jacobian and the state reprametrization equations
are the same as those defined in Section 6.1.3.

6.3.4

Qualitative Comparison

In this subsection, we describe the comparison of the DILIGENT-KIO and its variants with InvEKF (point foot filter, invariant EKF on matrix Lie groups proposed by Hartley et al. (2020)) and
OCEKF (flat foot filter, observability constrained EKF using a quaternion+Euclidean representation
proposed by Rotella et al. (2014)). The variants of DILIGENT-KIO include DILIGENT-KIO-RIE,
CODILIGENT-KIO, and CODILIGENT-KIO-RIE. Out of the 6 estimators, 4 have the properties to
handle appropriate consistency management, retaining nominal observability conditions throughout
their operation. This implies that the filter will not become overconfident about estimates along the
unobservable directions and not result in false observability. This can be shown by visualizing the
error and the uncertainty envelopes about the unobservable directions as seen in Figure 6.4.
• OCEKF uses observability-based rules to impose constraints on the rank of the null space of
the observability matrix to choose linearization points for the filter computations. This choice
of linearization points allows maintaining the nominal rank value of the unobservable subspace.
• InvEKF exploits symmetries using the Lie group structure, providing an implicit consistency for
the filter owing to the autonomous error evolution property and invariant observation structure.
• DILIGENT-KIO and DILIGENT-KIO-RIE do not exploit the autonomous error evolution property, meaning the evolution error is not independent of the state trajectory. This leads to a lack of
inherent consistency properties in the filter and requires to explicitly consider this in filter design
either through observability rules or first estimate Jacobians to lead to a reliable filter design.
• CODILIGENT-KIO and CODILIGENT-KIO-RIE borrow the autonomous error propagation
property from InvEKF while retaining a non-invariant observation structure to account for
observations evolving over matrix Lie groups.
The plots in Figure 6.4 show the error (in blue) computed using the invariant trajectory error
definitions from Vicon and estimator trajectories in the unobservable position directions and observable
velocity directions. They also show the 99% estimated uncertainty envelope (in red) obtained from
the estimated state error covariance matrices computed by the filters.
The uncertainty envelope is bound to increase over time in the unobservable directions, while it
converges to track the error in the observable directions. It can be seen that for DILIGENT-KIO and
DILIGENT-KIO-RIE, the errors in both the unobservable position direction and observable velocity
directions do not remain within the 99% estimated uncertainty envelope of the filter. This shows
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that both these filters become overconfident in their estimation. InvEKF and OCEKF try to cope
considerably well with the observable directions, leading to the error of the base velocity and position
in x- and z-directions being bounded within the envelope. However, it must be noted that InvEKF
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Figure 6.4: Comparison of evolution of position and velocity errors (blue lines) respectively along
with 99% estimated uncertainty envelope (red lines) for state-of-the-art methods.
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used here does not incorporate rotation constraints imposed by the flat foot of the humanoid robot,
nevertheless, this estimator offers more reliable error statistics than the flat-foot filter counterparts,
owing to its properties. OCEKF also performs comparably better but requires an explicit computation
of the linearization point based on the null space of the observability matrix.
The continuous-discrete variants of DILIGENT-KIO, which uses continuous system dynamics
and discrete observations combine the autonomous propagation through non-linear error dynamics
from the InvEKF with the non-invariant observations of the DILIGENT-KIO, leading to consistent
tracking of error statistics. The continuous system dynamics is discretized using a zero-order hold
with time period ∆t for discrete-time implementation.
The better performance of CODILIGENT-KIO-RIE than CODILIGENT-KIO is related to the
linearized error propagation matrices. When IMU biases are not considered within the state, RIE
variant matrices depend only on the gravity vector making it time-invariant but the propagation
matrices of the LIE variant depend on IMU measurements making it time-varying. But this is not
true anymore when IMU biases are considered, in which case in the direction of bias errors, the
CODILIGENT-KIO-RIE becomes state-dependent due to the action of an adjoint matrix that is
required to transform the bias errors in the local frame onto the global frame. CODILIGENT-KIO
remains invariant in these directions since the bias errors are already expressed in the local frames.
If the biases are negligible, then we have a time-invariant propagation matrix for the former variant
which offers better overall performance.
CODILIGENT-KIO and CODILIGENT-KIO-RIE suffer from a slightly higher absolute trajectory
error (ATE) and relative pose error (RPE) than their fully discrete counterparts. Although the
CODILIGENT-KIO-RIE does not provide higher accuracy estimates in comparison with DILIGENTKIO, it provides reliable error statistics which might lead to avoiding divergence of the filter in
the long term. To improve the trust in DILIGENT-KIO and DILIGENT-KIO-RIE, then a thorough
observability analysis is required to investigate the null-space of the observability matrix for imposing
constraints on the choice of linearization points.
The estimators ranked with respect to consistency (reliable uncertainty estimation) from most reliable to least reliable are CODILIGENT-KIO-RIE, CODILIGENT-KIO, OCEKF, InvEKF, DILIGENTKIO-RIE, and DILIGENT-KIO. The estimators ranked with respect to error metrics (ATE and RPE)
from most reliable to least reliable are DILIGENT-KIO-RIE, DILIGENT-KIO, CODILIGENT-KIORIE, InvEKF, CODILIGENT-KIO, and OCEKF.
It is clear from this comparison that, as the practitioner, we must pose the following questions
towards reliable filter design: 1) how does the representation choice for state and observations affect
the filter design? 2) how does the filter design vary with the choice of error? 3) how does the timerepresentation of the system dynamics affect the design? Based on these choices, the linearized error
system may or may not be independent of the trajectory of the system state. Further, a well-chosen
matrix Lie group representation allows for a design Barrau and Bonnabel (2017) with which, a wide
range of nonlinear problems can lead to linear error equations through a correct parameterization
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of the error. Proper choices for these questions often helps in formulating an estimator with strong
convergence and consistency properties. We notice that, the filters designed on matrix Lie groups
that exploit a group-affine system dynamics structure tend to perform better as consistent estimators
than the standard EKF and OCEKF counterparts. This information can clearly aid in the future
improvements of the proposed methods, particularly in achieving autonomous error propagation and
update for the proposed discrete filter DILIGENT-KIO.

6.4

Conclusion

This chapter presented a proprioceptive floating base estimation that was proposed using extended
Kalman filtering on matrix Lie groups by considering the evolution of the state and the observations
over distinct Lie groups. This proprioceptive estimator is further demonstrated to be easily extended
for an absolute humanoid localization with the inclusion of measurements obtained from the cameras.
The proposed filter was shown to perform better, in terms of convergence, than the observabilityconstrained quaternion-based extended Kalman filter (flat foot filter). The latter is also a discrete
EKF on Lie groups, however differs from the proposed estimator in terms of uncertainty propagation.
It must be noted that the theory of autonomous error propagation (Barrau and Bonnabel (2017);
Hartley et al. (2020)) and update (Phogat and Chang (2020a)) or observability-based rules (Bloesch
et al. (2013); Huang et al. (2010)) were not explicitly exploited within this framework. This could
potentially lead to inconsistencies in the filter. Nevertheless, the proposed estimator exhibits strong
convergence properties with a large basin of attraction. Different variants of the proposed filter based
on the choice of the error and time-representation for the system dynamics are also investigated.
It is important to point out where this filter is lacking which might help future research directions.
Firstly, a thorough observability and consistency analysis is lacking. Such analysis becomes even
more important for filters whose linearized system matrices are state-dependent or input-dependent in
order to analyze the permanent trajectories around which this EKF behaves as a stable observer. One
alternative that provides an implicitly consistent filter can be possible by extending DILIGENT-KIO
to handle autonomous error evolution while handling invariant observations evolving in matrix Lie
groups by combining the recent works presented by Qin et al. (2020) and Phogat and Chang (2020a,b).
More rigorous handling of how the kinematics errors are propagated through the serial chain of
the lower limbs can be considered using the concept of compounding uncertainties of rigid body
transformations. Such an approach might allow accounting for joint modeling errors such as backlash
for tuning the kinematic noise parameters (Su and Lee (1992)).
When using the filter with exteroceptive sensors, an outlier rejection method may be incorporated
to robustify the estimator performance. Further, in order to prevent drifts due to IMU integration
in the absence of contacts, the DILIGENT-KIO filter equations can be modified to consider IMU
preintegration within the filtering framework through constrained EKF approaches.
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Finally, instead of relying on constant prediction models and dynamic covariance scaling for the
evolution of the feet states, efforts need to be made to reformulate the filter equations by considering a
hybrid dynamical system and accounting for a Saltation matrix-based jump maps (Kong et al. (2021))
for a proper error-propagation between contact making and breaking events.

Chapter 7

Human Motion Estimation using
Wearable Technologies
Unlike robotic systems, when working with human agents, we do not have access to direct sensor
measurements of their internal joint configuration. i.e. joint positions and velocities. Motion tracking
algorithms are employed to achieve the reconstruction of body movements from a set of sensor
measurements that potentially describe the kinematics of the human body parts (usually called
as segments or links). These algorithms aim to find the joint configuration of the human model
given the set of kinematic measurements called as targets which are ideally composed of task space
measurements such as link poses and 6D velocities (or twists). In this chapter, we present an approach
for kinematic-free joint state estimation and floating base estimation through the use of multiple
distributed inertial sensors and force-torque measurements. We extend the work of Rapetti et al. (2020)
for human motion estimation with the inclusion of contact detection and a floating base estimation
module to achieve whole-body human motion reconstruction.
The problem of human motion estimation from a set of distributed inertial sensors and sensorized
shoes is described in Section 7.1 along with a proposed system architecture. We then proceed to
describe each sub-block of the proposed system architecture in detail across Section 7.2, Section 7.3
and Section 7.4. Finally experimental results validating the use-case of the proposed architecture for
robot and human motion experiments are described in Section 7.5 with concluding remarks for the
chapter made in Section 7.6.

7.1

Motion Estimation using Distributed IMUs and Sensorized Shoes

In Section 3.2.4, we described the general problem of inverse kinematics assuming the availability
of full kinematic data from the target measurements. In this section, we describe the problem of
motion estimation specifically for a human wearing a sensorized suit composed of distributed IMUs
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and a pair of sensorized shoes. While the distributed IMUs are used for motion reconstruction, the
sensorized shoes which measure contact wrenches are used for contact detection.
The target measurements that are available through state-of-the-art wearable technologies like
a sensor suit are constituted by orientation and angular velocity measurements from a set of IMUs
attached to various parts in a distributed manner over the body (Roetenberg et al. (2009)). A few
among many challenges involved in the reconstruction of full human motion from a set of sparsely
distributed IMUs attached to the body are,
• the modeling of the human body as a free-floating, articulated, multi-body system which
requires reliable estimation of the floating base pose and velocity, and
• the availability of only partial target measurements from the distributed IMUs.
Consider an IMU Si attached to one of the links Li of the body. The sensor Si might have its own estimation algorithms running internally and may use a choice of inertial frame ASi distinct from a desired
inertial frame A we would like to define, with respect to which we want to express the measurements
from all the sensors. The target orientations A RLi can be expressed using the absolute orientation
measurements

ASi

R̃Si from the IMU as A RLi = A RASi

A Si

R̃Si Si RLi and the target angular velocities can

be expressed using the gyroscope measurements as A ω A,Li = A RLi Li ω̃ A,Li , where Si RLi defines the
rotation of the sensor link’s frame with respect to sensor frame and A RASi is a calibration matrix used
to express the measurements of sensor Si in a common inertial frame A. Thus, the problem of motion
estimation requires to solve for the floating base pose A HB and velocity B[A] vA,B of the human along
with their joint configuration s and velocity ṡ using a set of absolute target orientations A RLi and target
angular velocities A ω A,Li obtained from each of the sparsely distributed IMUs, as seen in Eq. (3.43).
The reduced pose target tuple x(t) and the velocity vector v(t) from Eq. (3.44) then become,


x(t) ≜



A
 oB (t) 
 A R (t) 
B


A

 RL1 (t)  ,







..
.




A
RLnL (t)




ȯ
(t)
B


 A ω (t) 
A,B
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ω
(t)
v(t) ≜  A,L1 
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..
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Aω
A,LnL (t)
A

(7.1)

It must be noted that the base position A oB (t) and linear velocity A ȯB (t) are not directly measured but
are passed as quantities estimated from the previous time-instant.
Assumptions
It can be noticed that a few assumptions have been implicitly made regarding the orientation and angular velocity measurements in the problem formulation of motion estimation using distributed IMUs.
We make these assumptions to simplify the development of the human motion estimation problem.
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Assumption 7.1 (Extrinsic calibration of links to IMUs). The extrinsic calibration of the IMU, with
respect to the segment or the link it is rigidly attached to, has already been performed implying that
the rotation Li RSi between the link frame Li and the IMU frame Si is constant and known.
Latella (2019) uses an offline estimation procedure for determining the pose of the IMU sensors
with respect to the body reference frame. This estimation procedure gathers known body pose, linear
and angular acceleration, and angular velocity of the body with respect to the inertial frame and proper
acceleration measured by IMU sensor as measurements within an over-determined system of linear
equations and solves such a system in the least-squares sense to obtain the IMU sensor poses with
respect to the body frame.
Assumption 7.2 (Inertial Frame for Multiple IMUs). The complete set of distributed IMUs are calibrated to express the absolute orientation measurements A RLi with respect to the same inertial frame A.
Multi-Sensor Calibration
For the sake of completeness, we briefly describe the problem that needs to be handled before solving
human motion estimation if Assumptions 7.1 and 7.2 are not considered.
The target orientations obtained from the IMU measurements are described as,
A

RLi = A RASi

ASi

RSi Si RLi ,

where, A RASi and Si RLi are either unknown or uncertain rotations, while ASi RSi and A RLi are rotations
which can be either measured or computed by enforcing some model constraints on the human body,
such as known joint configurations of the body through which link poses with respect to the inertial
frame A can be obtained. Thus, the calibration procedure involves computing the unknown rotations
using the known quantities through a AX = YB type calibration procedure with unknowns {X, Y}
and knowns {A, B} (Shah et al. (2012)).
Li

RA A RASi = Li RSi Si RASi .

It must be emphasized that if the measurement set also includes linear accelerometer measurements
from the IMUs, then special care must be taken to extend this extrinsic calibration to account for
transformation matrices evolving in SE(3) (instead of only rotations), to also properly consider the
effects of Coriolis terms while expressing the accelerometer measurements in the desired frame.

7.1.1

System Description

Instead of tackling the whole-body motion estimation through a monolithic non-linear optimization
problem, we decompose it into two cascading stages of system state configuration estimation through
a dynamical inverse kinematics approach followed by base pose and velocity correction through an extended Kalman filter on Lie groups. This decomposition is done to handle the floating base estimation

151

Human Motion Estimation using Wearable Technologies

within a prediction-correction framework and be able to incorporate contact-aided kinematic measurements without the need for imposing constraints, while remaining computationally light-weight.
The overall system architecture for the human motion estimation using sparsely distributed IMUs and
sensorized shoes is composed of three main blocks as shown in Figure 7.1,
• Dynamical inverse kinematics optimization,
• Center of pressure based contact detection, and
• Extended Kalman Filter on Lie groups for floating base estimation.
The dynamical IK optimization block is used to compute the overall system configuration, which
is then used as input to the EKF block along with foot contact states inferred from the contact
detection module. The EKF block estimates the floating base pose and velocity estimates which are
subsequently passed back to the dynamical IK block as feedback.

Figure 7.1: Data flow diagram for human motion estimation.
The dynamical optimization approach is rather different from the commonly used instantaneous
nonlinear optimization methods (described earlier in Eq. (3.47)) as,
minimize
q(tk ),ν(tk )

subject to

Kq rq (q(tk ), x(tk ))


s(tk )
A
≤ b,
ṡ(tk )

2

+ Kν rν (ν(tk ), v(tk ))

2
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since the former does not aim to satisfy the kinematics system (described by Eq. (3.46)) as,
x(t) = h(q(t))
v(t) = J(q(t))ν(t).
at every time-instant. It rather aims to drive the state configuration (q(t), ν(t)) allowing the forward
kinematics and differential kinematics of the system to converge towards the incoming target measurements in multiple time steps. The contact detection block uses the contact wrench measurements
from the sensorized shoes and a rectangular foot approximation for the foot geometry to infer the
contact states of candidate contact points on the foot. The EKF block handles filtering over matrix Lie
groups employing right-invariant, left-invariant, and non-invariant observations in order to estimate
the floating base pose and velocity along with the position of the candidate contact points with respect
to an inertial frame. The EKF block is activated after the dynamical Inverse Kinematics block has
converged below a certain error threshold for a reliable state initialization, which is crucial for filter
convergence. Each of these blocks is discussed in detail in the subsequent sections.

7.2

Dynamical Inverse Kinematics Optimization

In this subsection, we recall the dynamical IK optimization approach developed by Rapetti et al. (2020)
which forms an important building block of the overall motion estimation pipeline. The dynamical IK
optimization draws inspiration from control theory and is constructed as a regulator of a velocity error
computed through inverse differential kinematics and a system state integrator. The system velocity
ν(t) is the control input driving the defined residual errors towards zero. The resulting error system,
written in a general form as ė + ke = 0 is guaranteed to stabilize towards zero, since the solution
of such differential equation is a decaying exponential function (Olfati-Saber (2001)), allowing the
system state to correspond to the target measurements with the rate of convergence depending on the
choice of tunable gains. The overall structure of Dynamical IK consists of three main steps,
• firstly the measured velocity v(t) is corrected using the forward kinematics error r(t) to produce
an updated velocity vector v∗ (t),
• the corrected velocity vector v∗ (t) is then passed through the inverse differential kinematics
module to compute the system velocity ν(t),
• and finally, the velocity ν(t) is integrated to obtain the system configuration q(t).
These three steps establish a closed-loop regulator on the model-based forward kinematics, thereby,
driving the estimated system configuration to the true configuration.
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7.2.1

Velocity Correction

In order to define the corrections for the measured velocity vector v(t), we need to define residual
errors between the measured pose target vector x(t) and the current system configuration q(t). For
the definition of errors concerning orientations, a rotation matrix parametrization is chosen and the
corresponding residual error is obtained using a logarithm map on the rotation error, while the position
errors are defined in the vector space. Thus, collecting the pose target residuals in a residual vector
r(q(t), x(t)) gives us,


p
B (t) − hB (q(t))
h
i∨
(hoOB (q(t)))T A RB (t)
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∨
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(7.2)

SO(3)

The velocity target residuals are collected in a velocity residual vector u(q(t), x(t)) as,
u(q(t), x(t)) = v(t) − J(q(t))ν(t).

(7.3)

The Eqs. (7.2) and (7.3) can be seen as a dynamical system with system velocity ν(t) being the
control input driving the residuals r(t) and u(t) to zero. Considering a system,
u(q(t), x(t)) + K r(q(t), x(t)) = 0(6+3nL )×1 ,

(7.4)

with K ∈ R(6+3nL )×(6+3nL ) being a positive definite diagonal matrix. Then, (r, u) = (0, 0) denotes
an (almost) globally asymptotic stable equilibrium point for the system (see (Rapetti et al., 2020,
Corollary 1)). When the residual vectors are decomposed into linear and angular parts, the linear
part of such a system follows a first-order autonomous linear system and for positive gains, the
equilibrium point (0, 0) is globally asymptotically stable for such a system. For the angular part, the
almost globally asymptotic stability of the
 equilibrium point (0, 0)can be shown through an analysis

using the Lyapunov function V = 12 tr I3 − (hoOB (q(t)))T A RB (t) (see Olfati-Saber (2001)). The
almost globally asymptotic stability is because the convergence of rotation error is not ensured for
a particular initial condition for which we have V = 2 for any link, which would mean that target
remains rotated at π radians with respect to the link. This corner case is not encountered in practice
due to measurement noise and round-off errors. Thus, the errors converge to zero for (almost) any
initial condition on the system configuration, q(t0 ) and the rate of convergence depends on the choice
of the diagonal elements in matrix K.
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On substituting Eq. (7.3) in Eq. (7.4), and expressing in discrete-time for a discrete-time
implementation we have,
J(q(tk−1 ))ν(tk ) = v(tk ) + K r(q(tk−1 ), x(tk )).

(7.5)

Thus, we can define a corrected velocity vector v∗ (tk ) = v(tk ) + K r(q(tk−1 ), x(tk )), which will be
used in the inverse differential kinematics to solve for the system velocity.

7.2.2

Inverse Differential Kinematics

The inverse differential kinematics problems solves for the system velocity ν(t) given a set of task
space velocities (or target velocities). From the Eq. (7.5), it is necessary to solve the inverse differential
kinematics using the corrected velocity vector v∗ (tk ) in order to obtain the control input ν(tk ).
The most common approach to solve Eq. (7.5) is to use a regularized, weighted pseudo-inverse of
the Jacobian matrix to compute the system velocity as,
νk = (JTk−1 W Jk−1 + λ I)−1 JTk−1 W v∗k ,
where, W and λ I are weighting and regularization matrix respectively to weight the different measurements and dampen the least-squares problem to avoid singularities.
It is, however, preferable to account for model constraints such as the limits on the joint positions
and velocities while solving for the system velocity ν(tk ). In such cases, a Quadratic Programming
(QP) solver is preferred to solve Eq. (7.5) since model constraints can be accounted for naturally
within the QP problem. The QP optimization problem is then written as,
minimize
ν(tk )

subject to

v∗ (tk ) − J(q(tk−1 ))ν(tk )

2

(7.6)

G ṡ(tk ) ≤ g,

It can be seen that the joint position constraints of the form As(tk ) ≤ bq cannot be directly applied
to the QP problem. A strategy to convert the joint position constraints into joint velocity constraints is
proposed by Rapetti et al. (2020) which allows to include also joint position limits within the inverse
differential velocity kinematics problem.

7.2.3

State Integration

Starting from an initial configuration q(t0 ), the state configuration q(tk ) can be obtained by integrating
the system velocity solution ν(tk ) over time. The base position and the joint positions evolving over
the Euclidean vector space can be obtained by a straightforward application of numerical integration
methods such as Euler integration, Tustin’s, or Runge-Kutta (RK4) methods (Davis and Rabinowitz
(2007)). The base orientation is obtained by integrating the solved angular velocity A ω A,B over the
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space of rotations using a Lie-Euler integration with the sampling period ∆ T = tk − tk−1 ,
A

RB (tk ) = exp∧SO(3) (A ω A,B (tk )∆ T ) A RB (tk−1 ).

Alternative choices for the integration of the rotation matrix can use Baumgarte stabilization on
SO(3) (Gros et al. (2015)) or a higher-order Lie group integration methods such as Runge-Kutta
Munthe-Kaas methods (Munthe-Kaas (1998)).
Thus, the continuous feedback of the system configuration forces the residual errors (r, u) to tend
towards zero and the rate of convergence depends on the choice of the gains K. When the residual
error falls below a certain threshold, the floating base estimation module is activated. Before moving
on to describe the EKF for floating base estimation, we will first describe the contact detection strategy
that will become useful during the development of the base estimation block.

7.3

Center of Pressure based Contact Detection

Instead of relying on the contact state of the foot based on the thresholding of 6D contact wrench acting on it, we rely on the contact states of candidate contact points chosen from a simplified geometry
of the foot. This will allow us to slightly relax the rigid contact assumption for the foot and allow
correcting for any position displacements due to foot rotations. For this purpose, we first decompose
a 6D contact wrench into contact normal forces acting at the vertices of a rectangular approximation
of the foot. These vertices are chosen as the candidate contact points and if the force at the vertices
exceeds a certain threshold over a period of time then we infer the vertex to be in rigid contact with
the environment. A Schmitt Trigger-based thresholding is used to be robust to noisy values.
For the contact normal force decomposition, we follow the approach presented by Dafarra (2020).
Consider the sole of foot to have a simplified rectangular geometry with length l and width d as shown
in the Figure 7.2. The sole is assumed to have a planar contact with the ground. The coordinate frame
C associated with the sole is placed at the center of the sole surface, with the x-axis pointing forward
and parallel to the side with length l, while z-axis points upwards and perpendicular to the surface of
the foot-sole. The coordinates of the vertices in the frame C are given by,
 
d1 =

l
2
d ,
2

0



 
 
− 2l
−l
 
 
 2
d
 d 
 d
d2 = 
− 2  , d3 =  2  , d4 = − 2  .
0
0
0
l
2



(7.7)
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Figure 7.2: Rectangular approximation of the foot geometry
h
iT
A contact wrench fx = f x T τ x T ∈ R6 acting on frame C is related to the 3D forces f i ∈
R3 , i = {1, 2, 3, 4} at the vertices through the following conditions,
f 1 + f 2 + f 3 + f 4 = f x,

∑ di × f i = τ

x

.

(7.8)
(7.9)

From the equations above, the contact normal forces can be extracted to correspond to the total contact
normal force and the contact tangential torques applied along x- and y-axes.
f1 z + f2 z + f3 z + f4 z = fzx ,
d
d
( f1 + f3 z ) − ( f2 z + f4 z ) = τxx ,
2 z
2
l
l
( f3 z + f4 z ) − ( f1 z + f2 z ) = τyx .
2
2

(7.10)
(7.11)
(7.12)

From Eqs. (7.11) and (7.12), we have,
τxx
−
d
τx
f3 z = f2 z + x +
d
f1 z = f4 z +

τyx
,
l
τyx
.
l

(7.13)
(7.14)

On substituting f2 z = fzx − f1 z − f3 z − f4 z and Eq. (7.13) in Eq. (7.14), we get,
τyx
fzx
f3 z =
− f4 z +
.
2
l

(7.15)

f3 z is now expressed as a function of f4 z . We can express f1 z and f2 z also as a function of f4 z . In
summary, we have an infinite solutions for the contact normal forces at the vertices depending on the
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choice of f4 z ,
τyx
τxx
+ f4 z −
,
d
l
x
f
τx
f2 z = z − f4 z − x ,
2
d
τyx
fzx
f3 z =
− f4 z +
.
2
l

f1 z =

(7.16)
(7.17)
(7.18)

The infinite solution set shrinks by imposing a positivity constraint on the contact normal forces,
fi z ≥ 0, leading to the following inequalities,
f4 z ≥ 0,
τxx τyx
+ ,
d
l
fzx τyx
f4 z ≤
+ ,
2
l
fzx τxx
f4 z ≤
− .
2
d
f4 z ≥ −

(7.19)

Let us define αi = fi z / fzx as the ratio of the normal force at the vertex to the total contact normal
force. Further, the Center of Pressure (CoP) in the frame C is given by,
CoPx = −

τyx
,
fzx

CoPy =

τxx
.
fzx

(7.20)

Thus, on dividing the inequalities in Eq. (7.19) by fzx , they can be written as,
α4 ≥ 0,
CoPy CoPx
−
,
d
l
1 CoPx
α4 ≤ −
,
2
l
1 CoPy
α4 ≤ −
.
2
d
α4 ≥ −

(7.21)

Having αi < 0 leads to a negative normal force on the vertex which would physically represent the
suction of the vertex into the ground. Having αi > 1 would cause a normal force on some other corner
to be negative. These situations can be avoided by introducing bounds on α4 , implying α4 ∈ [0, 1].
The CoP is constrained to be within the support polygon of the foot meaning the CoP always lies
within the rectangular geometry of the sole,
CoPx ∈ [−l/2, l/2],

CoPy ∈ [−d/2, d/2].
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We may further bound α4 depending on the position of the CoP,




CoPy CoPx
1 CoPy 1 CoPx
max 0, −
−
≤ α4 ≤ min
−
, −
,
d
l
2
d 2
l

(7.22)

meaning that the two bounds will coincide at 1 when the CoP lies on the vertex position d4 . Additionally, α4 needs to be zero when the CoP lies on the opposite vertex position d1 . With the choice
of α4 to equal the average of the CoP bounds, we have a suitable solution for the ratios of contact
normal force decomposition,





CoPy 1
CoPy
CoPx
CoPx
1
+ min 2 − d , 2 − l
max 0, − d − l
α4 =

2

CoPx CoPy
+
,
l
d
1 CoPy
α2 = −α4 + −
,
2
d
1 CoPx
α3 = −α4 + −
.
2
l
α1 = α4 +

,
(7.23)

With this choice of ratios, αi all equal to 1/4 when the CoP lies in the center of the foot and the ratios
are adjusted appropriately as the CoP moves around the rectangular surface of the approximated foot.
Such a decomposition and a chosen threshold value for vertex contact detection allow the inference
of the contact status of candidate points and the corner in strongest contact with the environment.

7.4

Extended Kalman Filter for Base Estimation

We employ an EKF over matrix Lie groups with right-invariant, left-invariant, and non-invariant
observations for estimating the base pose and velocity. This block acts as a replacement for the
sub-module of the state integrator block that was meant to integrate the base link velocity to obtain the
base pose. The EKF block also incorporates contact information and system configuration to obtain
an estimate of the floating base state.

7.4.1

State Representation

The EKF block maintains its own internal state and the results of the Dynamical IK block are
considered as measurements passed to this block. We wish to estimate the position A oB , orientation
A

RB , linear velocity A ȯB , and angular velocity B ω A,B of the base link B in the inertial frame A.

Additionally we also consider the position of candidate contact points on the feet A oF1,...,n f and
orientation of the feet A RF , where F = {LF, RF} in the state. As seen in the previous section,
we approximate the foot links to have a simplified bounding box collision geometry for which the
candidate contact points are chosen as the vertices of the bottom face of the bounding box. Hence the
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information about each foot incorporated into the internal state of the EKF consists of four vertex
positions of the foot (n f = 4) along with a rotation of the foot.
For the sake of readability, we introduce some shorthand notation for the rest of this chapter. The
tuple of state variables (A oB , A RB , A ȯB , A oF1,...,n f ) or (p, R, v, dF1...n f ) are encapsulated within SEN+2 (3)
matrix Lie group (similar to Hartley et al. (2020)). The left-trivialized angular velocity of the base
link B ω A,B denoted as ω forms a translation group T(3), while feet rotations A RF or ZF evolve over
the group of rotations SO(3). Together, a state space element X ∈ M is represented by a composite
matrix Lie group, SEN+2 (3) × T(3) × SO(3)2 We simplify the derivation in subsequent sections by
considering only one foot with only one contact point per foot and dropping the suffix F1,...,n f and F
for the feet positions dF1...n f and orientation ZF respectively.
A state space element X ∈ M keeping only one foot contact point and one foot orientation is then
given by,



R
p
v
d


0

1
0
0
 1×3

X1 = 
,
01×3 0 1 0


01×3 0 0 1




I
ω
3
,
X2 = 
01×3 1

X = blkdiag(X1 , X2 , Z).

(7.24)

In tuple representation, we can denote the state space element as, X ≜ (p, R, v, d, ω, Z)M . The inverse
of the element X can be written as,
−1
T
X−1 = blkdiag(X−1
1 , X2 , Z ),

where,


T

T

T

T



−R p −R v −R d
R
0
1
0
0 
 1×3

X−1
=

,
1
01×3
0
1
0 


01×3
0
0
1





 I3 −ω 
X−1
2 =
01×3 1

The hat operator [ε]∧M : R9+3n f +3+3 → m with n f = 1 and N = 1 becomes,


S(εR ) εp εv εd 
0

 1×3 0 0 0 
[ε1 ]∧SEN+2 (3) = 
,
 01×3 0 0 0 


01×3 0 0 0





03 εω 
[ε2 ]∧T(3) = 
,
01×3 0

[ε]∧M = blkdiag([ε1 ]∧SEN+2 (3) , [ε2 ]∧T(3) , S(εZ )),

(7.25)

(7.26)
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with, ε1 = vec(εp , εR , εv , εd ) and the vector ε ≜ vec(ε1 , εω , εZ ). The exponential mapping of the state
space expressed in a tuple representation is given by,

exp∧M (ε) = J (εR ) εp , Exp (εR ) , J (εR ) εv ,

J (εR ) εd , εω , Exp (εZ ) .

(7.27)

M

where, Exp(.) ≜ exp∧SO(3) (.) is the exponential map of SO(3) and J(.) ≜ JlSO(3) (.) is the left Jacobian
of SO(3). The adjoint matrix of the considered state space M is given as,


AdX1


R
S(p)R
0
0
3
3

0
R
03 03 
 3

=
,
03 S(v)R R 03 


03 S(d)R 03 R

AdX = blkdiag(AdX1 , I3 , Z).

(7.28)

The left Jacobian of the matrix Lie group M is obtained as a block-diagonal form of the left
Jacobians of the constituting matrix Lie groups given as,


JlM (ε) = blkdiag JlSEN+2 (3) (ε1 ) , I3 , J (εZ ) .

(7.29)

The left Jacobian for the translation group of angular velocity is the identity matrix, since the
underlying representation of the translation group is the Euclidean vector space.

7.4.2

System Dynamics

The continuous system dynamics evolving on the group with state X ∈ M is given by the dynamical
system,

d
dt X

= f (X, u) + X [w]∧M , where f is the deterministic dynamics, u ∈ Rm is the exogenous

control input and w ∈ R p is a continuous white noise, with covariance Q. The system dynamics is
formulated using rigid body kinematics with constant motion models for the base link along with
rigid contact models for the contact points and the foot orientations. The continuous system dynamics
is then given by,
ṗ = v,
v̇ = R (−wBv ),
ω̇ = −wBω ,

Ṙ = R S(ω),
ḋ = R (−B RF (s̃) wFv ),

(7.30)

Ż = Z S(−wFω ),

with the left trivialized noise vector defined as,




w = vec 03×1 , 03×1 , −wBv , −B RF (s̃) wFv , −wBω , −wFω ,

(7.31)
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and the prediction noise covariance matrix Qc = E[[wwT ] . Here, we have used B RF (s̃) which denotes
the rotation of the foot frame with respect to the base link computed through the forward kinematics
map using the joint position inputs. The system dynamics defined in Eq. (7.30) does not obey the
group-affine property.
Linearized Error Dynamics
The right invariant error of type 2, η R = X̂X−1 (see Def. 2.27) can be expressed in the tuple form as,


p̂ − R̂RT p, R̂ RT , v̂ − R̂RT v, d̂ − R̂RT d, ω̂ − ω, ẐZT
.
M

The error dynamics can be obtained by simply taking the time derivatives of the right invariant
error and expressing them as a function of ε by approximating η R = I + [ε]∧M . Consider the evolution
equations of the base rotations, Ṙ = R S(ω), the base rotation error dynamics can be obtained as,
d
d
d
(R̂ RT ) = (R̂) RT + R̂ (RT )
dt
dt
dt
T
= R̂ S(ω̂)RT + R̂ R S(ω)
= R̂ S(ω̂)RT − R̂ S(ω)RT
= R̂ S(ω̂ − ω)RT
= R̂ S(εω )R̂T (I3 + S(εR ))
≈ S(R̂ εω )
where, we have used X−1 = X̂−1 η R and substituted a first-order approximation for the exponential
map of the error ε, while neglecting the cross-product of the error terms. The error dynamics for the
base position, base velocity and the foot position can be obtained as,
d
d
(p̂ − R̂RT p) = ṗ − (R̂ RT )p̂ − R̂ RT p̂˙
dt
dt
= v − S(R̂εω )p̂ − (I3 + S(εR ))v̂
= (v̂ + S(εR )v̂ + εv ) − S(R̂εω )p̂ − v̂ − S(εR )v̂
= S(p̂)R̂ εω + εv .

d
d
(v̂ − R̂RT v) = v̇ − (R̂ RT )v̂ − R̂ RT v̂˙
dt
dt
= R (−wBv ) − S(R̂εω )v̂
≈ S(v̂)R̂ εω − R̂ wBv .
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d
d
(d̂ − R̂RT d) = ḋ − (R̂ RT )d̂ − R̂ RT d̂˙
dt
dt
= R (−B RF (s̃) wFv ) − S(R̂εω )d̂
≈ S(d̂)R̂ εω − R̂ B RF (s̃) wFv .
We can compute the error dynamics for the base angular velocity and the foot orientation in a straightforward manner following a similar procedure of considering a first-order approximation of the
exponential map and neglecting the cross-product terms of error and noise terms.
Thus, the overall error dynamics can then be summarized as,
d
(p̂ − R̂RT p) = S(p̂)R̂ εω + εv ,
dt
d
(R̂ RT ) = S(R̂ εω ),
dt
d
(v̂ − R̂RT v) = S(v̂)R̂ εω − R̂ wBv ,
dt
d
(d̂ − R̂RT d) = S(d̂)R̂ εω − R̂ B RF (s̃) wFv ,
dt
d
(ω̂ − ω) = −wBω ,
dt
d
(ẐZT ) = −S(Ẑ wFω ).
dt

(7.32)

Using the log-linearity property, the linearized error dynamics and covariance propagation equation then become,
ε̇ = Fc ε + AdX̂ w,
Ṗ = Fc P + P FTc + Q̂c ,

(7.33)

where the continuous-time, linearized error propagation matrix Fc and the prediction noise covariance
matrix Q̂c are given as,

03
0
 3

03
Fc = 
0
 3

03

03

03

I3

03 03
03 03
03 03
03 03
03 03

Q̂c = AdX̂ Qc AdTX̂ .


03 S(p̂)R̂ 03 
03
R̂
03 


03 S(v̂)R̂ 03 
,
03 S(d̂)R̂ 03 


03
03
03 

03
03
03

(7.34)
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A discretization of the continuous-time quantities is performed assuming a zero-order hold with
sampling time ∆ T gives the discrete system dynamics as,


R̂k+1 = R̂k exp∧SO(3) ω̂k ∆ T ,

p̂k+1 = p̂k + v̂k ∆ T,
v̂k+1 = v̂k ,

d̂k+1 = d̂k ,

ω̂k+1 = ω̂k ,

Ẑk+1 = Ẑk .

(7.35)

A first-order approximation for the Ricatti equations leads to,
Pk+1 = Fk Pk FTk + Qk ,
Fk = exp(Fc ∆ T ) ≈ I p + Fc ∆ T,

(7.36)

Qk = Fk Q̂c FTk ∆ T.

7.4.3

Right Invariant Observations

q
We consider measurements with right-invariant observation structure, zk = X−1
k b + nk ∈ R which

lead to a time-invariant measurement model Jacobian (see Section 2.5) and follows the filter update,
X̂+
k

=

exp∧M

 

Kk X̂k zk − b
X̂k ,

(7.37)

where, K is the Kalman gain and nk is the noise associated with the observation and b is a constant
vector. The measurement model Jacobian is obtained through a first-order approximation of the
non-linear error update,
ηkR+

=

exp∧M

 

R
Kk ηk b − b + X̂k nk
ηkR .

We consider measurement updates from relative contact point positions, null foot velocity-aided
left trivialized base velocity computations as the right invariant observations which are functions of
joint positions’ and velocities’ measurements.
Relative candidate contact point position
The joint positions s̃ = s + ws obtained from the integration of estimated joint velocities are assumed
to be affected by white Gaussian noise ws and are used to determine the relative candidate contact
point positions with respect to the base link using forward kinematics. The forward kinematics
measurement h p (s̃) expressed as a function of states is given as,
3
h p (X) = R̂T (d̂ − p̂) + B Slin
B,F (s̃) ws ∈ R .
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In matrix form, the measurement has a right invariant observation structure z p = X−1 b p + n p ,






B lin
SB,F (s̃) ws
03×1
h p (s̃)








 1 
 1 
0












0


 0 
 0 






.
 −1  = X−1  −1  + 
0












 03×1 
03×1 
 03×1 








 0 
 0 
0






03×1
03×1
03×1
With such an observation structure, the innovation term X̂k zk − b in Eq. (7.37) depends only on the
r
invariant error.
h A reduced
i dimensional gain Kk can be computed by applying an auxiliary selection

matrix Π p = I3 03×10 that selects only the non-zero elements from the full innovation vector in
such a way that,


Kk X̂k zk − b = Krk Π p X̂k zk .

The measurement model Jacobian and the measurement noise covariance can be computed through
the linearization of the error-update equations as already seen in Eq. (2.73),
εkR+

h i

∧
R
=
Π p εk
b + X̂k nk
G

 

B lin
εp − εd   R̂ SB,F (s̃) ws 



0
 1 
 




 0 
0
 


 


R
r



= εk + Kk Π p  −1  + 
0




 03×1 



0
3×1

 




 0 
0





03×1
03×1
h

i
R
B lin
= εkR − Krk
ε
−
R̂
S
(s̃)
w
−I3 03 03 I3 03 03 k
s .
B,F
εkR + Krk

The right-invariant observation z p , constant vector b p , the measurement model Jacobian H p and
the measurement noise covariance matrix N p associated with the relative position measurements can
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then be written as,
i
h
zTp = hTp (s̃) 1 0 −1 01×3 0 01×3 ,
i
h
bTp = 01×3 1 0 −1 01×3 0 01×3 ,
h
i
Π p = I3 03×10 ,
i
h
H p = −I3 03 03 I3 03 03 ,

(7.38)

T

B lin
T
N p = R̂ B Slin
B,F (s̃) Cov(ws ) SB,F (s̃) R̂ .

Zero-velocity Update (ZUPT) aided Left Trivialized Base Velocity
As already seen in Section 5.1.1, with a rigid contact assumption, the null stance foot velocity can
be associated with the base velocity using the configuration dependent Jacobian matrix. We use a
left-trivialized base velocity measurement computed using the joint velocity measurements through
the free-floating Jacobian of the
 point as a right-invariant observation for the filter.
 candidate contact
−1
F
F
˙ = − XB
This observation hv (s̃, s̃)
SF,B (s̃) s̃˙
∈ R3 directly relates to the linear velocity state v.
lin

The linear part of the base velocity measurement in the form of X−1
k b + nk is then described by,






˙
hv (s̃, s̃)
03×1
nBv






 0 
 0 
 0 












 −1 
 −1 
 0 






 0  = X−1  0  +  0  .












 03×1 
03×1 
03×1 






 0 
 0 
 0 






03×1
03×1
03×1
Following the procedure similar to Section 7.4.3, we can obtain the relevant quantities required for
the filter computations as follows,
h
i
˙ 0 −1 0 01×3 0 01×3 ,
zTv = hv (s̃, s̃)
h
i
bTv = 01×3 0 −1 0 01×3 0 01×3 ,
h
i
Πv = I3 03×10 ,
i
h
Hv = 03 03 I3 03 03 03 ,
Nv = R̂ Cov(nBv )R̂T .
Similarly, the angular part of the left-trivialized base velocity measurement


˙ = − F XB −1 F SF,B (s̃) s̃˙
hω (s̃, s̃)

ang

∈ R3 ,

(7.39)
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relating to the state variable ω can be expressed in the matrix form as,




0
0
0
 3×1 
 3×1 
 3×1 
 0 
 0 
 0 












 0 
 0 
 0 






 0  = X−1  0  +  0  ,







 B 


˙ 
 nω 

03×1 
hω (s̃, s̃)






 0 
 −1 
 −1 






03×1
03×1
03×1




and the following quantities relevant for filter update are obtained as,
i
h
˙
= 01×3 0 0 0 hω (s̃, s̃) −1 01×3 ,
i
h
bTω = 01×3 0 0 0 01×3 −1 01×3 ,
h
i
Πω = 03×6 I3 03×4 ,
h
i
Hω = 03 03 03 03 I3 03 ,
zTω

(7.40)

Nω = Cov(nBω ).

7.4.4

Left Invariant Observations

Similar to right invariant observations, we also consider measurements having a left-invariant observation structure, zk = Xk b + nk which also lead to a time-invariant measurement model Jacobian
obtained through a first-order approximation of the error update equation,
ηkL+

=

ηkL

exp∧M

 
!
−1
L
−1
Kk
ηk
b − b + X̂k nk
.

 

−1
∧
The state update follows X̂+
=
X̂
exp
K
X̂
z
−
b
. However, since we have considered
k
k
k
M
k
k
right-invariant error η R in our filter design, in order to incorporate the updates from the left-invariant
observations, it is necessary to transform the right invariant error to be expressed as the left-invariant
error (Hartley et al. (2020)). The switching from the right invariant error to the left invariant error can
be done using the adjoint map.
η R = X̂X−1 = X̂X−1 X̂X̂−1 = X̂η L X̂−1 ,
exp∧M (ε R ) = X̂ exp∧M (ε L )X̂−1 = exp∧M (AdX̂ ε L ),
R

L

ε = AdX̂ ε .

(7.41)
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Similarly, we have ε L = AdX̂−1 ε R . This implies a switching between the covariance of right- and
left-invariant errors as,
PL = AdX̂−1 PR AdTX̂−1 ,
PR = AdX̂ PL AdTX̂ .

(7.42)

Once the covariance is transformed from PR to PL thus reflecting the left-invariant errors, the filter
updates for the mean and covariance can be followed to incorporate corrections from the left-invariant
observations by steps described in Section 2.5. Once these updates are incorporated, we may transform
the covariance PL back to PR to reflect the right-invariant errors.
We consider measurement updates from terrain height measurements obtained from a known
map and gyroscope measurements obtained from an IMU collocated on the base link as left-invariant
observations since they directly relate to some quantities in the state-space.
Terrain Height Updates
For candidate points that are actively in contact with the environment, the height measurement from
a known map is used to update the filter states. High covariance values are associated with (dx , dy )
coordinates while map covariance values is set for the height dz . The measurement hd (m) which is a
function of known height map m relates to the state variable d. The terrain height measurement when
expressed in the form of a left invariant observation Xk b + nk takes the form,






h (m)
0
w
 d

 3×1 
 d
 0 
 0 
 0 












 0 
 0 
 0 






 1  = X 1  +  0 .












 03×1 
03×1 
03×1 






 0 
 0 
 0 






03×1
03×1
03×1
Similar to the right-invariant observations, since the innovation vector contains
non-zero
h
i elements

only in the first three rows, we may use an auxiliary selection matrix Πd = I3 03×10 to obtained
a reduced dimensional gain Krk . The measurement model Jacobian and the measurement noise
covariance can be computed through the linearization of the left invariant error-update equations as
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seen in Eq. (2.72),
εkL+


 h i
∧
−1
L
=
Πd − εk
b + X̂k ntk
G


 
T
 −εd   R̂ wd 

 0 
 0 






 0 
  0 


 

 +  0 
= εkL + Krk Π p 
1

 





03×1   03×1 



 

 0 
 0 

 


03×1
03×1

h
i
T
R
L
r
= εk − Kk
03 03 03 I3 03 03 εk − R̂ wd .
εkL + Krk

The quantities required for the filter update can then be summarized as,
h
i
bTd = 01×3 0 0 1 01×3 0 01×3 ,
h
i
Πd = I3 03×10 ,
h
i
Hd = 03 03 03 I3 03 03 ,

(7.43)

Nd = R T Cov(wd )R.
Base Collocated Gyroscope
One approach of considering the IMU on the pelvis link affects the system dynamics of the considered
filter and requires to augment the state representation with IMU biases, leading to an approach similar
to what was presented in Section 6.3.2.
A simpler approach can be taken by considering solely the gyroscope measurements from the
pelvis IMU while disregarding any biases and formulating a left-invariant observation to be considered
in a straightforward manner into the current filter design. Considering that the IMU is rigidly attached
to the pelvis link and the rotation B RBIMU between the pelvis link and the pelvis IMU is known, we
have the measurement ,
hg (ω̃) = B RBIMU BIMU ω̃ A,BIMU ∈ R3 ,
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that has a left-invariant observation structure,






03×1
03×1
03×1






 0 
 0 
 0 












 0 
 0 
 0 






 0  = X 0  +  0 ,







 B



 wg 
03×1 
hg (ω̃)






 0 
 1 
 1 






03×1
03×1
03×1
leading to the quantities relevant for filter update as,
h
i
zTg = 01×3 0 0 0 hg (ω̃) 1 01×3 ,
i
h
bTg = 01×3 0 0 0 01×3 1 01×3 ,
h
i
Πω = 03×6 I3 03×4 ,
h
i
Hg = 03 03 03 03 I3 03 ,

(7.44)

Ng = Cov(wBg ).

7.4.5

Non Invariant Observations

These measurements have the form Z = h(X) exp∧G′ (n) evolving over a distinct matrix Lie group G′ .
The choice of right invariant error leads to the innovation term


z̃ = log∨G′ h−1 (X̂) h(expM (−ε)X̂) ,


and the measurement model Jacobian as H = − ∂∂ε log∨G′ h−1 (X̂) h(expM (−ε) X̂)
. The Kalman
ε=0

−1
gain is computed as Kk+1 = Pk+1|k HTk+1 Hk+1 Pk+1|k HTk+1 + Nk+1
and is used to determine the
state update in the tangent space as m−
k+1 = Kk+1 z̃k+1 , which is further used for the state reparametriza

−
∧
tion X̂k+1 = expM mk+1 X̂k+1|k . The state covariance is updated as Pk+1 = JlG (m−
k+1 ) (I p −
T
Kk+1 Hk+1 )Pk+1|k JlG (m−
k+1 ) .

We consider relative orientations of the foot link and a terrain height update from a known map and
contact plane orientation updates as non-invariant observations. It must be noted that the non-invariant
observation for the terrain height is used as a computationally flexible alternative for the left-invariant
observation described in the previous section.
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Relative foot link rotation

The joint positions s̃ obtained from the integration of estimated joint velocities s̃˙ is passed through
the forward kinematics map to determine the relative foot orientations. The measurement model for
the measurement hR (s̃) of foot orientation relative to base link is expressed as,
hR (X) = RT Z exp∧SO(3)



F ang
SB,F (s̃)


ws ∈ SO(3).

In order to obtain the measurement model Jacobian, we need to compute,
h−1 (X̂) h(expM (−ε)X̂).
The inverse of measurement model is obtained as h−1 (X̂) = ẐT R̂ and the measurement model of the
perturbed state is computed as,

T 

h(expM (−ε)X̂) = R̂ − S(εR )R̂
Ẑ − S(εZ )Ẑ



= R̂T + R̂T S(εR ) Ẑ − S(εZ )Ẑ
≈ R̂T Ẑ − R̂T S(εZ )Ẑ + R̂T S(εR )Ẑ.
On composing the two rotations obtained from h−1 (X̂) and h(expM (−ε)X̂), we get
h−1 (X̂) h(expM (−ε)X̂) = I3 − S(ẐT εZ ) + S(ẐT εR ).
On applying the log∨SO(3) operator, we have,


log∨SO(3) h−1 (X̂) h(expM (−ε)X̂) = ẐT εR − ẐT εZ .
The measurement model Jacobian can be obtained by computing the negative of partial derivatives
of the above equation. The filter quantities relevant for measurement update can thus be written as,
h
HR = 03 −ẐT

i
03 03 03 ẐT ,

ang

ang T

(7.45)

NR = F SB,F (s̃) Cov(ws ) F SB,F (s̃).
Terrain Height Update as a Non-Invariant Observation
As already noticed, incorporating a left-invariant observation within a Right-Invariant EKF structure
requires a transformation of the covariance from the global to local frame through the adjoint matrix.
Although such a transformation is quite useful to incorporate multiple sources of information, this
operation might be computationally expensive in the case of a high-dimensional state representation,
such as ours. This is much more evident, due to the consideration of the vertex positions of the
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feet within the state resulting in a large number of matrix-vector (for residuals) and matrix-matrix
multiplication operations (for covariance). In this case, we may alternately choose to represent this
measurement as a non-invariant observation which will lessen the computational burden on the filter.
The measurement model for the terrain height measurement is expressed as,
hd (X) = d + wd ∈ T(3).
We compute the following quantity using the first-order approximation of the exponential map as,




I
−
d̂
I
d̂
+
S(
d̂)ε
−
ε
3
R
d
 3
h−1 (X̂) h(expM (−ε)X̂) = 
01×3 1
01×3
1


I3 S(d̂)ε R − εd 
=
.
01×3
1
On applying the log∨T(3) operator, we have,


log∨T(3) h−1 (X̂) h(expM (−ε)X̂) = S(d̂)ε R − εd .
The filter quantities relevant for measurement update can be written as,
h
i
Hd = 03 −S(d̂) 03 I3 03 03 ,

(7.46)

Nd = Cov(wd ).
Contact Plane Orientation Update
In addition to the terrain height updates, another source of information that may help to better constrain
the estimation problem is the contact plane orientation. In cases where, the foot is in complete planar
rigid contact with the environment, we may enable the contact plane orientation update. The contact
plane orientation can either be obtained by fitting a plane to the vertices of the foot or through active
perception. We relate the contact plane orientation directly to the foot orientation Z and this leads to
the measurement model,
hc (X) = Z exp∧SO(3) (wc ) ∈ SO(3)
In order to obtain the measurement model Jacobian, we need to compute the partial derivatives after
applying the logarithm operator to
h−1 (X̂) h(expM (−ε)X̂),
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which in turn can be obtained using first-order approximation of the exponential map as,
 
I3 − S(εZ ) Ẑ


= ẐT Ẑ − S(εZ )Ẑ

h−1 (X̂) h(expM (−ε)X̂) ≈ ẐT



= I3 − ẐT S(εZ )Ẑ
= I3 + S(−ẐT εZ ).
On applying the log∨SO(3) operator, we have,


log∨SO(3) h−1 (X̂) h(expM (−ε)X̂) = −ẐT εZ .
The filter quantities relevant for measurement update can be written as,
h
i
Hc = 03 03 03 03 03 ẐT ,

(7.47)

Nc = Cov(wc ).
Thus, the EKF is constructed using constant system dynamics as the prediction model and
corrective updates obtained from relative forward kinematics as a function of joint position and
velocities estimated by the dynamical IK optimization, base collocated gyroscope measurement and
terrain information in order to obtain estimates of the base link state and the foot pose.

7.5

Experimental Results

To validate the entire pipeline of the kinematic-free joint state and floating base estimation, we first rely
on data simulated from real-world walking experiments conducted on a robotic platform. This preliminary validation demonstrates the use of the presented method also for robots modeled with the framework of multi-rigid body systems. We then demonstrate the application of the proposed methodology
for human motion estimation for in-place walking, squatting, and in-place swinging experiments.

7.5.1

Robot Experiments

We validate the proposed method for a position-controlled walking experiment conducted on the robot.
The robot is made to walk 0.5 meters in the Vicon room equipped with reflective markers on its base
link for obtaining the ground truth reference trajectory.
˙
With the help of the ground-truth trajectory of the base link A HB and encoder measurements s̃, s̃,
A

we obtain the measurements for link rotations R̃L and link angular velocities L ω̃ A,L through forward
kinematics which is then used as inputs for the Dynamical Inverse Kinematics block. The contact
wrench measurements acting on the robot’s feet are obtained from a whole-body dynamics estimation
algorithm described in Nori et al. (2015b). The dimensions for the rectangular approximation of the
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Sensor
Gyroscope
Contact foot lin. velocity
Contact foot ang. velocity
Base lin. velocity prediction
Base ang. velocity prediction
Terrain height
Joint position noise

noise std dev.
0.01 rad s−1
10−3 m s−1
10−3 rad s−1
10 m s−1
10 rad s−1
0.03 m
0.00872 rad

Table 7.1: Noise parameters used for the base estimator.
foot are determined from a bounding box of the foot mesh retrieved from the URDF model. The
contact wrenches and the rectangular foot approximation are used to compute the normal forces at the
vertices which are then used as inputs to a Schmitt Trigger thresholding based contact detector. The
Schmitt trigger is tuned with make and break thresholds as 30 N and 15 N respectively with stable
switching time parameters as 0.01 seconds for both making and breaking contacts at each vertex. The
joint states computed from the IK and the contact states inferred from the thresholding are then passed
onto the base estimator. The base estimator is activated for operation only after the errors between the
target measurements and the internal state of the IK block fall below an error threshold of 10−4 rad.
This error threshold is reached within a few iterations depending on the choice of gains used for the IK.
The base estimator is enabled to force terrain height measurement updates corresponding to a flat floor,
while the contact plane orientation update is disabled for this experiment. Noise parameters used for
the base estimator are tabulated in Table 7.1. The priors deviations are chosen as the same as Table 6.3.
Figures 7.3 and 7.4 show the joint state evolution for the joints on the upper body and legs of the
robot in comparison with the encoder measurements. The joint states of the arms are omitted to be
shown since they do not affect the base estimation. Proper reconstruction of a corresponding joint
state relies on the availability of measurements from the links connected by the joints. A regularized,
weighted pseudo-inverse is used to solve the inverse differential kinematics. For the first few iterations,
there exists a huge error between the estimated joint states and the encoder measurements, nevertheless,
the joint states soon converge towards the encoder measurements, since the dynamical IK closes the
loop using the error in forward kinematics as feedback.
The contact wrench decomposition into normal forces at the vertices is shown in Figure 7.5 for
the left and the right foot. It can be seen that the sum of the vertex forces is equivalent to the overall
measured contact normal force. Figure 7.6 shows the evolution of the center of pressure of the feet in
contact with the environment as the robot walks forward. When the robot is stationary and standing
on both its feet, the center of pressure depicted as a black dot lies close to the center of the foot and
the magnitude of normal forces at the vertices are higher than the chosen thresholds. The vertices
are inferred to be in contact for such a situation, depicted by the blue arrows, where the length of the
arrow represents the magnitude of the force. It can be seen that as the CoP approaches the boundary
of the support polygon, which is a rectangle in our case, the normal forces at the vertices are reduced,
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Figure 7.3: Upper body joint velocities and positions from Dynamical Inverse Kinematics block in
comparison with joint encoder measurements for the robot walking experiment.
and depending on the chosen threshold values, these vertices are inferred to have lost contact with the
environment, shown as red arrows. As the foot enters the stance phase, the contact wrenches tend
to zero and the CoP exits the support polygon and the vertex normal forces are chosen as zero. To
account for noise in the contact wrenches, a zero threshold is also chosen to infer that the CoP is not
within the support polygon.
Figure 7.7 shows the evolution of the base state. It can be seen that the estimated states closely
track the ground truth reference trajectory. The linear velocity estimates suffer from peaks at intermit-
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Figure 7.4: Left and right leg joint velocities and positions from Dynamical Inverse Kinematics block
in comparison with joint encoder measurements for the robot walking experiment.
tent time instants which is a result of high norm joint velocities obtained through the pseudo-inverse.
These peaks can be considerably reduced by considering alternative methods for solving the inverse
differential kinematics. Due to the imposition of the terrain height updates, the position estimate in the
z-direction retraces itself to the same value every time a contact is made. This is because we choose
a constant value for the height and never update it. The position estimates in the z-direction could
be improved through a dynamic updating of the terrain height either through the average height of
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Figure 7.5: Contact wrench decomposition to contact normal forces at the vertices for left and right
rectangular foot for the robot walking experiment.
all the contact points or by an active perception of the terrain. The slight drift in the base pitch angle
towards the end of the experiment is highly related to the drifts in the joint angles along the torso
and hip joints. The absolute trajectory error and the relative pose error in the right-invariant sense
are shown in Table 7.2 for the 0.5m walking experiment. It can be seen that the values corresponding
to the rotation, position, and velocity errors show a comparable evaluation in comparison with the
results presented in Chapter 6.
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Figure 7.6: Center of Pressure (CoP) and contact normal forces evolution for robot walking experiment.
CoP shown as black dot evolves within the support polygon affecting the normal forces at the vertices
of the foot. Blue arrows depict forces of vertices in contact, while red arrows depict forces of vertices
not considered to be in contact. Red dots denote the loss of contact.
Walking 0.5 m
rot [°]
3.1215

ATE
pos [m]
0.033

vel [m/s]
0.0714

RPE
rot [°] pos [m]
2.6958 0.0228

Table 7.2: Right invariant absolute trajectory error and relative pose error for the walking experiment
using the dynamical inverse kinematics and EKF base estimator.

7.5.2

Human Experiments

In this section, we demonstrate the application of the proposed method for human motion estimation
during in-place walking, squatting, and in-place swinging experiments. Subject 08, from the list
of subjects whose URDF models are available in the robotology/human-gazebo project repository,
is considered as the test subject. We use a reduced DoF model consisting of 46 DoFs. While the
actual reduced DoF model consists of 48 DoFs, we do not consider the ball joints on the foot that
connects the foot link and the toe link (see Section 3.3). Instead, we consider a single rigid body for
the complete foot without the articulation for the toe.
The subject is equipped with the XSens motion capture suit with measurements streaming from 17
IMUs attached on several the links of the body. During the experiments, due to the unavailability of
the sensorized shoes, AMTI force plates are used for measuring the six-axis ground reaction wrenches.
Since an accurate positioning of the subject’s feet on the AMTI force plate is not available, instead of
transforming the wrenches measured in the AMTI coordinate system into the foot coordinate system,
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Figure 7.7: Base pose and velocity estimates for robot walking experiment using the outputs from
contact detection and dynamical inverse kinematics block.
we consider the entirety of each AMTI force plate as each foot sole of the subject. This allows for a
more reliable measurement of the Center of Pressure quantity than that obtained from an inaccurately
transformed wrench.
We do not have a ground-truth reference system for evaluating the performance of the proposed
method quantitatively. Thus, in the following sub-sections, we only demonstrate a qualitative evaluation and discussion by visualizing the reconstructed human motion. We also present a comparison of
the estimates obtained from the proposed method with those measured by the XSens motion capture
suit. However, it has been observed through experience that the base pose measurements obtained
from the XSens suit also suffer from slipping and sliding issues from time to time.
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The Schmitt trigger is tuned with contact make and break thresholds as 65 N and 45 N respectively
with stable switching time parameters as 0.02 seconds for both making and breaking contacts at
each vertex. The base estimator uses noise parameters similar to those listed in Table 7.1. The baseestimator is enabled with terrain height updates and contact plane orientation updates. The contact
plane orientation is imposed by setting the orientation of the foot with respect to the inertial frame as
identity, every time all the four vertices of the foot are inferred to be in contact with the environment.
In-place walking
In this experiment, the subject initially stands in a stationary configuration with each of their foot
placed over each AMTI force plate. The arms remain close to an N-pose configuration and the
subject begins to raise their right knee upward until the right thigh is approximately parallel to the
ground surface. Then, the subject brings down the left leg entering into a double support phase before
repeating the same knee raise with their left leg. These actions are repeated in a manner representing
a dynamic in-place walking motion as depicted in Figure 7.8. The reconstructed human motion is
also depicted in Figure 7.8. The human motion seems to be reasonably reconstructed with the joint
states recovered from the dynamical inverse kinematics and the base state estimated by the EKF.
However, some irregularities in the motion can be emphasized. Since joint velocity and position
limits are not considered while solving for the joint states, the recovered human motion sometimes
does not remain close to the actual subject motion. The recovered joint configurations sometimes
happen to be very close to configurations that might result in self-collision of the links. Such unfeasible
configurations are due to the fact that the joint position limits are not explicitly considered within the
inverse differential kinematics for finding the joint velocities. The joint limits are considered only
at the integrator level for saturating the joint positions integrated from joint velocities. Hence, the
pseudo-inverse based IK solver produces high norm velocities without considering the joint limits that
render the overall configuration sometimes physically unfeasible. The inverse differential kinematics
is solved using regularized, weighted pseudo-inverse resulting in high magnitude joint velocities
incurs peaks in the base velocity estimation.
Figure 7.9 shows the comparison of the base link states and foot rotations between the proposed
method and the XSens motion capture system. The noisy nature of the recovered joint velocities
is reflected in the noisy estimates of base linear velocity. However, this is partly also due to the
considered constant prediction model in the EKF which does not fully capture the actual evolution of
the base velocity. The feet rotations estimated by the EKF remain suitably close to those measured by
the XSens motion capture system with respect to its motion profile. The small increase in magnitude
of the foot orientations is suitably captured during the swing phase of the foot while they are forced to
zero during contact, given that the measurement updates a flat contact plane orientation is enforced.
During the in-place walking motion, the center of mass is shifted from one foot to the other and the
CoM projected to the contact plane remains within the support polygon of the support foot during
single support. This implies that the base position follows should follow a sinusoidal trajectory along
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Figure 7.8: Human motion reconstruction for in-place walking experiment.
the y-direction while maintaining the base height z and forward position x within nominal bounds
every time the subject lifts the thigh and makes foot contact with the ground while lifting the other
thigh. Such a trajectory is clearly observed from the estimated base position in Figure 7.9.
Squatting
For the squatting experiment, the subject performs repeated squatting motions starting from an N-pose
stationary configuration. The squatting motion is performed with the arms stretched in front of the
subject. The whole sequence of actual and reconstructed motion is depicted in Figure 7.10.
The overall motion is fairly reconstructed in comparison with the actual motion. The stretching of
the arms is properly recovered through the shoulder joints only for the left arm, this is reflected through
the joint velocity profiles for the jRightShoulderC7 joint which remains not as excited as the jLeftShoulderC7 joint as seen in Figure 7.12a, there by failing to achieve a symmetric motion of the arms.
As the subject squats, a forward-leaning motion is implied leading to the center of pressure
moving forward along the support foot polygon and resting close to the toes of the subject. This is
indicated by very high magnitudes of forces up to 120 N at one of the upper vertices of the left foot
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Figure 7.9: Base pose and velocity estimates along with feet rotation estimates for human in-placewalking experiment.
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Figure 7.10: Human motion reconstruction for squatting experiment.
and up to 180 N for the right foot while the forces at other vertices remain close to 50 N as seen in
Figures and 7.11a and 7.11b.. The weight of the subject is 55.2 kg which would imply a total of 270
N on each foot when the weight is evenly distributed which is observed by summing up the contact
normal forces which is evident in Figures and 7.11a and 7.11b. A force distribution with peak force
near the toes near the squatting motion does not allow to activate the contact plane orientation update
to better constrain the motion , since this update is enforced only when all the vertices are inferred to
be in contact. Near a full squat configuration, some of the vertices of the feet are not inferred to be in
contact given the tuned Schmitt trigger thresholds.
This is clearly evident in the foot orientation estimates depicted in Figure 7.13, where at time
instants when the contact plane orientation update is not activated, the foot orientation slightly changes
from zero, for instance during t = 10 seconds. The contact plane orientation update is enforced every
time the subject is near upright configuration during which all the vertices of the left foot are inferred
to be in contact in Figure 7.11a. It is also clear that this orientation update is never applied to the right
foot leading to slightly higher magnitude of its orientation. This phenomenon along with the clear
asymmetry in the hip, knee and ankle RotY joints and hip RotX joints of the left and right leg as seen
in Figure 7.12b, which are the crucial joints to reconstruct the squatting motion are the reasons for the
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(a) Wrench decomposition into contact normal forces for vertex contact detection of the left foot

(b) Wrench decomposition into contact normal forces for vertex contact detection of the right foot

noticeable yaw drifts in the base orientation seen in Figure 7.13. This is also the cause for the slippinglike motion observed also in this experiment as noticed in the reconstructed configurations during
the initial and end phase, where the human subject has shifted along the negative y-direction slightly.
However, it can be seen from the evolution of the base pose and velocity as shown in Figure 7.13
in comparison with the XSens measured quantities that, the position trajectories estimated by the
proposed method follow the actual base motion more reliably than the XSens base trajectory. As the
human subject does the squatting motion, the knee joints are bent in such a way that the base height
is reduced considerably and the base link moves backward to accommodate the bending motion. This
is clearly seen in the base position trajectory through a reduction of the base height by 20cm and
corresponding decrease in the base position x upto 30cm implying a backward motion, every time
the subject enters into a full squat configuration from the upright configuration. This nominal motion
is not reconstructed by the Xsens.
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(a) Joint positions of left and right arm estimated by the Dynamical IK shown
as a blue line for the squatting experiment. Red dotted lines indicate the joint
limits obtained from the URDF model.

(b) Joint positions of left and right leg estimated by the Dynamical IK shown
as a blue line for the squatting experiment. Red dotted lines indicate the joint
limits obtained from the URDF model. There is a clear asymmetry in the
hip, knee and ankle RotY joints and hip RotX joints of the left and right leg,
which are the crucial joints to reconstruct the squatting motion.
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Figure 7.13: Base pose and velocity and feet rotation estimates for human squatting experiment.
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In-place Swinging
Similar to the CoM sinusoidal trajectory tracking experiment conducted on the robot in Chapter 6, the
human subject performs an in-place swinging experiment. In this experiment, the subject maintains
rigid foot contact with the AMTI force plates while swinging only their Pelvis link by shifting their
center of mass to stay over one foot to the other. The sequence of actual subject motion and the
reconstructed motion is depicted in Figure 7.14 and the comparison with XSens measured quantities
are shown in Figure 7.16.

Figure 7.14: Human motion reconstruction for in-place swinging experiment.
It can be noticed that the contact plane orientation update enforces the foot orientation to not
change throughout the experiments which is the nominal orientation of the foot during the swinging
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Figure 7.15: Joint positions of left and right leg estimated by the Dynamical IK shown as a blue
line for the in-place swinging experiment. Red dotted lines indicate the joint limits obtained from
the URDF model. There is a clear asymmetry in the hip and ankle RotX joints of left and right leg.
experiment. The Xsens measured foot orientation depicts a considerable rotation of the foot which
is not observed during the experiment. This implies that the whole body will be rotated according to
the rotated foot when considering the XSens trajectory. The main joints that need to be excited during
such a motion are the RotX joints of the hip and the ankle in order shift the CoM between the feet
while keeping them fixed owing to the constraints introduced by the full planar surface contact. The
reconstructed motion however suffers from the problem of sliding resulting in a displacement of the
subject position in their final state. This is noticeable as drifts in the base position estimates as seen in
Figure 7.16. This is clearly due to an asymmetry in the estimated joint positions of the left and right leg.
As it can be noticed in Figure 7.15, the RotX joints of the hip and the ankle are not equally excited
as those in the left leg which are used to reconstruct the base motion, thereby causing the final position
of the base to be shifted in the y-direction. Similarly, high magnitudes of change is observed in the
RotZ joints of the knee and the ankle which is physically unrealistic for the human. These issues in
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Figure 7.16: Base pose and velocity estimates along with feet rotation estimates for human in-place
swinging experiment.
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the estimated joint states that are fed as inputs to the base estimation algorithm causes the overall base
state to diverge. This can be fixed by considering constraints on the limits of RotZ joints of the knee
and ankle to zero and allowing a full range of motion on the RotX joints of the hip and ankle. Clearly,
higher accuracy estimates can be obtained by replacing the pseudo-inverse based IK solution with
a QP based solution which allow for such constraints in a straight-forward manner.

7.6

Conclusion

This chapter presented a cascaded approach for the joint and base state estimation of a rigid multibody
system without relying on kinematic sensor measurements such as encoders. The presented methodology uses a dynamical optimization approach for joint state estimation and filtering over Lie groups for
base estimation. The dynamical optimization allows for constant-time computations while retaining
very fast convergence to the true states and its combination with the EKF remains computationally
efficient alternative for whole-body state estimation. The overall methodology of the dynamical IK
and the EKF for the base estimation relies on error definitions and uncertainty representations using
the theory of matrix Lie groups. A whole-body human motion estimation was achieved using a set
of distributed inertial sensors and force-torque measurements obtained from sensorized shoes. In
particular, this method is suitable for achieving proprioceptive whole-body kinematics estimation in
the absence of position sensors. The presented approach was also demonstrated for its application
of robot state estimation. Such a method can be used for building low-cost prototypes of the motion
capture suits which can be suitably customized for several human-robot interaction experiments.
Several improvements can be suggested for the proposed method. An immediate improvement
will account for the use of a QP solver for the inverse differential kinematics accounting for the
joint limits of the model within the problem formulation. Extending the Kalman filtering towards a
constrained Kalman filter to account for the friction cone constraints might considerably reduce the
slipping or sliding of the subject. The CoP based contact detection can be further improved to also
account for kinematic quantities such as vertex acceleration, velocity, and height along with the forces
through a probabilistic Bayes filter, leading to a more precise inference of contact states. Suitable
prediction models can be obtained through motion prediction algorithms constructed using recurrent
neural networks or differentiable filter architectures.

Epilogue
Although, scientists working on humanoid robots acknowledge the critical requirement of state
estimation algorithms for augmenting their feedback controllers, very little effort has been taken
in the community towards the investigation of rigorous state estimation methodologies that deal
with the several complexities of the system under consideration. Even now, many humanoid robots
tend to rely either only on legged odometry or planned trajectories as feedback for implementing
locomotion controllers, which may be suitably sufficient for the application under consideration but
also constrains and shadows the benefits that a reliable state estimation strategy might offer. Only
recently, owing to the fast-paced commercial development of legged robots, the interest in employing
theoretically rigorous strategies for state estimation has surged. This pattern is also starting to trickle
into the humanoid community.
In this context, this thesis attempted to investigate the theory of matrix Lie groups for the state
estimation of rigid multibody systems in the subtopic of kinematic estimation for human motion and
humanoid locomotion. The notion of spatial uncertainties is represented using concentrated Gaussian
distributions over matrix Lie groups. Such a notion is used to construct simple averaging estimators
and extended Kalman filters for the state estimation problems.
Chapter 5 presented a loosely-coupled sensor fusion approach for the estimation of the floating
base state of a humanoid robot. This approach relied on proprioceptive measurements from encoders,
contact wrenches, and a base-collocated inertial measurement unit. The problem of how to average
on matrix Lie groups to obtain a reasonable estimate of several samples of complex objects such as
poses and rotations was studied in the context of floating base estimation.
A tightly-coupled sensor fusion approach was suggested in Chapter 6, again for the floating base
estimation of the humanoid robot relying on a similar measurement set, specifically designed to handle
the flat-foot constraints of a humanoid robot. This estimator design is suitable for applications in
which both the state and measurements evolve over distinct matrix Lie groups. The question of how
the choice of error affects the filter equations was also investigated in this chapter. It can be noticed
that the non-commutative nature of the matrix Lie groups leads to different choices of error. This
modeling choice is important to be considered in the EKF design which may or may not lead to a
linearized system with desirable properties. The resulting linearized systems affect the accuracy and
the stability properties of the estimator.
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In Chapter 7, we extend our pursuit of state estimation for humanoid locomotion towards wholebody human motion estimation. A kinematic sensor-free approach for joint state and base state
estimation is presented for reconstructing the whole-body human motion simplified using rigid body
models and primitive geometries. The problem of translating measurements from a set of distributed
inertial sensors and sensorized shoes into a whole-body motion estimation is achieved through a
combination of dynamical optimization-based inverse kinematics, a center of pressure-based contact
detection, and filtering over matrix Lie groups. This model-based approach is suitable for any highly
articulated mechanical system modeled using the theory of rigid multibody systems.
As remarked in Chapter 1, the investigations were driven towards achieving a reliable humanhumanoid collaboration. To make the state estimation infrastructure for humanoid robots proposed in
this thesis holistic, it is important to augment the proposed methodologies with three important modules. A requirement for an elaborate perception system is necessary to complement the contact-aided
kinematic-inertial odometry systems to reduce the overall drift in the state estimates for long-term
operation and autonomy. This may involve tracking visual features using geometric primitives or using
learned features through convolutional neural networks. Secondly, a precise contact detection strategy
combining both dynamic and kinematic quantities to infer the contact state of the end-effectors will
not only benefit the state estimation for the robot but also enable advanced disturbance-rejection
planning for humanoid control allowing the robot to locomote compliant terrains effectively. A
significant research consideration could be to investigate how to properly incorporate the effect of
contacts and impacts within the prediction models of the filtering algorithms and how uncertainties
can be efficiently propagated during such discontinuous events through a well-defined jump map. This
requires a study in the intersection of hybrid dynamical systems and impact-invariant state estimation.
The final module is the local terrain mapping through active perception which complements both
contact detection and floating base estimation of the robot. Local terrain maps obtained either through
probabilistic grid maps or sparse Gaussian process regression methods in a streaming setting, using
proprioceptive or exteroceptive measurements or a combination of both, could effectively improve
the estimation algorithms for the robot. The precision of contact detection can be improved with the
knowledge of the distance of the foot with respect to the terrain.
Concerning the human motion estimation, we presented a methodology that relied on a partly
deterministic approach for joint state estimation and a partly probabilistic approach for the base
estimation considering information from a large set of sensors. To democratize such a system, it is
necessary to rely on a reduced count of low-cost inertial sensors. This might require a fully probabilistic approach for both joint state estimation and base estimation properly accounting for the noise
characteristics of the low-cost sensors. Further, we considered rotation measurements from the motion
capture suit which are obtained as a result of fusing accelerometer, gyroscope, and magnetometer
measurements. These systems, not only pertained to but generally are operated in indoor environments
where they are subject to ambient magnetic disturbances affecting the magnetometer measurements
leading to an undesired drift in the fused rotations. It is thus necessary to investigate the handling of the
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effects of such magnetic disturbances or the effect of not considering the magnetometer measurements
within the overall human motion estimation method. Further, for quick operational deployment of
such systems, it is also necessary to investigate rapid multi-sensor calibration algorithms. Finally, the
estimation strategy presented in this thesis requires the complementarity of inertial sensing for motion
estimation and force-torque sensing for contact state inference. To make the estimation strategy selfcontained to the use of only distributed inertial sensors, a possible research direction would require
the investigation of contact state inference using the inertial sensors equipped at the end-effectors.
Building such elaborate architectures and strategies for achieving a reliable state estimation for
reconstructing human motion and augmenting humanoid locomotion is vital for the advancements in
physical human-robot interactions and collaborations.

Appendix A

Examples of Matrix Lie Groups
In this appendix, we go through the definitions of the operators of matrix Lie groups such as group
of rotations SO(3), group of rigid-body transformations SE(3), group of extended poses SE2 (3) and
group of translations T(n), which are relevant for the derivations within the scope of this thesis.

A.1

Group of 3D Rotations: SO(3)

The group of rotations are the set of 3 × 3 orthonormal matrices with positive unit determinant,
n
o
SO(3) = R ⊂ GL(3, R) ∈ R3×3 | RR T = R T R = I3 , det R = +1 .

(A.1)

GL(3, R) denotes the general linear group of 3 × 3 invertible matrix in the domain of real numbers,
whose binary operation is an ordinary matrix multiplication.
Lie Algebra
Consider φ ≜ vec (φ1 , φ2 , φ3 ) ∈ R3 , whose axis-angle representation can be defined with an angle
θ = ∥φ ∥ and an axis a = φ /θ . The hat operator [.]∧SO(3) or S(.) then transports the vector φ to the Lie
algebra of SO(3),


0


[φ ]∧SO(3) = S (φ ) = 
 φ3

−φ2

−φ3
0
φ1


φ2

3×3
−φ1 
 ∈ so(3) ⊂ R .

(A.2)

0

Exponential map
The exponential map of SO(3) can be obtained from the expansion of the matrix exponential series
and a suitable substitution with the definitions of sine and cosine series expansions of real numbers, in
this case that of θ . It is also the same as the Rodrigues’ rotation formula. The exponential map of
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SO(3) transports elements from the so(3) space of skew symmetric matrices to produce a rotation
element in SO(3),
exp∧SO(3) (φ ) =

(S(θ a))k
k!
k=0
∞

∑

1 − cos θ
sin θ
S (φ ) +
S (φ )2
θ
θ2
= cos θ I3 + sin θ S (a) + (1 − cos θ ) aaT .
= I3 +

(A.3)


2
The final equivalence is obtained using the following identity of skew-symmetric matrices, S(φ ) =
φ φ T − θ I3 .
Logarithm map
The logarithm map of SO(3) followed by the vee operator that transports the elements of SO(3) to
vector representing the Lie algebra so(3) can be computed as,
log∨SO(3) (R)

∨
θ
T
=
(R − R )
,
2 sin θ
SO(3)


(A.4)

tr (R) − 1
cos θ =
.
2
If R = I3 =⇒ θ = 0, then log∨SO(3) (R) is an undetermined system which has infinite solutions. In
this case, the axis corresponding to the skew-symmetric matrix can be chosen arbitrarily.
Adjoint
The adjoint matrix operator of SO(3) can be obtained from the definition of the adjoint in Eq. (2.14),
h
i∨
Ad R φ = RS (φ ) R T

SO(3)


∨
= S (Rφ ) SO(3)) = Rφ ,

Ad R = R.

(A.5)

Jacobians
The Jacobians of SO(3) admit closed-form solutions (Barfoot, 2017, Section 7.1.5, Page 233),
∞

JlSO(3) (φ ) =

1

∑ (k + 1)! (S(φ ))k

k=0



sin θ
sin θ
1 − cos θ
I3 + 1 −
aaT +
S(a)
θ
θ
θ
1
≈ I3 + S(φ ),
2

=

(A.6)
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(JlSO(3) (φ ))−1 =



θ
θ
θ
θ
θ
cot I3 + 1 − cot
aaT − S(a),
2
2
2
2
2

∞

JrSO(3) (φ ) =

(A.7)

1

∑ (k + 1)! (−S(φ ))k

k=0



sin θ
sin θ
1 − cos θ
=
I3 + 1 −
aaT −
S(a)
θ
θ
θ
1
≈ I3 − S(φ ),
2

(JrSO(3) (φ ))−1



θ
θ
θ
θ
θ
aaT + S(a).
= cot I3 + 1 − cot
2
2
2
2
2

(A.8)

(A.9)

It must be noted that the matrices (JrSO(3) (φ ))−1 and (JlSO(3) (φ ))−1 are singular at θ = 2πm with m
a non-zero integer due to the presence of cot( θ2 ) functions. Several relationships can be drawn given
the definitions, such as,
JlSO(3) (−φ ) = JrSO(3) (φ ) ,

(A.10)

JlSO(3) (φ ) = Ad R JrSO(3) (φ ) = R JrSO(3) (φ ) ,

(A.11)

JlSO(3) (φ ) = JrSO(3) T (φ )

(A.12)

(due to skew-symmetric property),

(JlSO(3) (φ ))−1 = (JrSO(3) (φ ))−T

A.2

(due to skew-symmetric property).

(A.13)

Group of Direct Spatial Isometries: SE(3)

The group of rigid body transformations or direct spatial isometries are constructed with a rotation
matrix and a translation vector in semi-direct product with the rotation matrix. These are also called
as the set of homogeneous transformation matrices,






R
p
 ⊂ GL(4, R) ∈ R4×4 | R ∈ SO(3), p ∈ R3 .
SE(3) = H = 


01×3 1


(A.14)

Lie Algebra
Given a vector v =

 
ρ 
φ

∈ R6 , the Lie algebra of SE(3) is given by,



S(φ
)
ρ
 ∈ se(3) ⊂ R4×4 .
[v]∧SE(3) = 
01×3 0

(A.15)
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Exponential map

The exponential map of SE(3) can be obtained from the series expansion of the matrix exponential of
the Lie algebra element se(3),
exp∧SE(3) (v) =

([v]∧SE(3) )k

∞

∑

k!

k
∞
1 S(φ ) ρ 
=∑ 
k!
01×3 0
k=0


 
∞ (S(φ ))k
∞ (S(φ ))k
∑
∑
k=0 (k+1)! ρ 
=  k=0 k!
01×3
1


exp∧SO(3) (φ ) JlSO(3) (φ ) ρ
.
=
01×3
1
k=0

(A.16)

As a consequence of the expansion, the exponential map of SE(3) is directly related to the exponential
map and the left Jacobian of SO(3). The coupling effect between the rotation and the translation elements due to the semi-direct product is captured by the occurrence of the left Jacobian matrix of SO(3).
If one can imagine a rigid body making a sharp turn of 90 degrees, the effect that the Jacobian has on
this turning motion will make the motion more elastic due to the inherent continuum motion in SE(3).
The left Jacobian will not appear in the case of SO(3) × R3 , where the rotation and the translations
are decoupled causing the motion to be a chained roto-translation (See (Sola et al., 2018, Example 7)).
Logarithm map
Consider φ = log∨SO(3) (R). The logarithm of SE(3) followed by the vee operator is given as,


l
−1 ρ
(J
(φ
))
.
log∨SE(3) (H) =  SO(3)
φ

(A.17)

Adjoint
The structure of the adjoint matrix operator of SE(3) depends on the serialization of the vectors related
to the tangent space. In our case, v = vec(ρ, φ ) ∈ R6 , this leads to the adjoint matrix operator as,

Ad H =

For more details, refer to Section 3.1.2.

R

03


S(p)R 
R

∈ R6×6 .

(A.18)
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Consider A = log∨SE(3) (H), then the small adjoint matrix is given as,


S(φ ) S(ρ)
adA = 
∈ R6×6 .
03 S(φ )
Jacobians
Consider JrSO(3) ≜ JrSO(3) (φ ) and JlSO(3) ≜ JlSO(3) (φ ). The Jacobians of SE(3) are defined as,

k 
l
Q
J
S(φ
)
S(ρ)
1
l

SO(3)
,

JlSE(3) (v) = ∑

 =
l
(k
+
1)!
0
J
0
S(φ
)
3
3
k=0
SO(3)


∞

(A.19)

where,
∞

∞

1
(S(φ ))n S(ρ) S(φ )m
(n
+
m
+
2)!
n=0 m=0



θ − sin θ
1
S(φ
)
S(ρ)
+
S(ρ)
S(φ
)
+
S(φ
)
S(ρ)
S(φ
)
= S(ρ) +
2
θ3
!

θ 2 + 2 cos θ − 2
S(φ ) S(φ ) S(ρ) + S(ρ) S(φ ) S(φ ) − 3 S(φ ) S(ρ) S(φ )
+
4
2θ



2θ − 3 sin θ + θ cos θ
+
S(φ ) S(ρ) S(φ ) S(φ ) + S(φ ) S(φ ) S(ρ) S(φ ) ,
5
2θ

Ql ≜ Ql (v) =

∑ ∑

(A.20)



l
−1 −(Jl
−1 Q −1 (Jl
−1
(J
)
)
)
l
SO(3)
SO(3)
,
(JlSE(3) (v))−1 =  SO(3)
03
(JlSO(3) )−1

(A.21)

 
k
1
 S(φ ) S(ρ)
JrSE(3) (v) = ∑
−

03 S(φ )
k=0 (k + 1)!


JrSO(3)
Qr
,
=
03
JrSO(3)

(A.22)



−1 r
r
−1
r
−1
−1
(J
)
−(JSO(3) ) Qr (JSO(3) )
.
(JrSE(3) (v))−1 =  SO(3)
03
(JrSO(3) )−1

(A.23)

∞
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It must be noted that Qr ≜ Qr (v) = Ql (−v). Many other interesting details about the Jacobians of
SO(3) and SE(3) along with closed-form expressions for Jacobian inverse, alternative formulations using series expansion of the small adjoint matrices are discussed in detail in (Barfoot, 2017, Chapter 7).
These details could be quite useful for carrying out higher-order numerical integration on SO(3) and
SE(3), for example Runge-Kutta Munthe-Kaas (RKMK4) based integration methods on Lie groups.

A.3

Group of Double-Direct Spatial Isometries: SE2 (3)

The group of double direct spatial isometries are constructed with a rotation matrix, and two translation
vectors in semi-direct product with the rotation matrix. These groups are well-suited for a direct state
representation for an inertial measurement unit for the estimation of orientation R, position p and
velocity v of a rigid body in space. These are called as the set of extended poses by Barrau (2015),






R
p
v






5×5
3


SE2 (3) = X = 01×3 1 0 ⊂ GL(5, R) ∈ R
| R ∈ SO(3), p, v ∈ R .






01×3 0 1

(A.24)

Lie Algebra
Given a vector τ = vec(ρ, φ , ψ) ∈ R9 , the Lie algebra of SE2 (3) is given by,


S(φ ) ρ ψ


5×5

[v]∧SE(3) = 
 01×3 0 0  ∈ se2 (3) ⊂ R .
01×3 0 0

(A.25)

Exponential map
The exponential map of SE2 (3) is similar to that of SE(3),


exp∧SO(3) (φ ) JlSO(3) (φ ) ρ JlSO(3) (φ ) ψ


.
exp∧SE2 (3) (τ) = 
0
1
0
1×3


01×3
0
1

(A.26)

Logarithm map
Consider φ = log∨SO(3) (R). The logarithm of SE2 (3) followed by the vee operator is given as,


log∨SE2 (3) (X) = 


(JlSO(3) (φ ))−1 ρ



φ


.


(JlSO(3) (φ ))−1 ψ

(A.27)
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Adjoint
Given the choice of the vector serialization in τ, the adjoint matrix operator as,




R S(p)R 03


9×9

AdX = 03
R
03 
∈R .
03 S(p)R R

(A.28)

Note that, if the angular part φ was placed on the top in the vector τ followed by the linear parts, then
the adjoint matrix will follow a triangular structure, which might be useful for computational gains
while performing matrix inversions. This is true also for the Jacobian computations for the Lie groups
and its associated inverses. However, in this thesis, we will follow the linear-angular serialization.
Jacobians
Consider JrSO(3) ≜ JrSO(3) (φ ), JlSO(3) ≜ JlSO(3) (φ ), v1 = vec(ρ, φ ) and v2 = vec(ψ, φ ). The Jacobians
of SE2 (3) are given as,

JlSO(3)

JlSE2 (3) (τ) = 
 03
03

JrSO(3)

JrSE2 (3) (τ) = 
 03
03



Ql (v1 )

03

JlSO(3)


03 
,

Ql (v2 )

JlSO(3)

Qr (v1 )

03

JrSO(3)


03 
.

Qr (v2 )

(A.29)


(A.30)

JrSO(3)

Since, the structure of Jacobians of SE2 (3) are not block-triangular like those of SE(3), for computation of inverses, we apply a brute force matrix inversion. With the alternative serialization of
angular-linear, it could be possible to exploit the block matrix inversion lemmas.
It must be noted that the group of double-direct spatial isometries SE2 (3) can be extended to
k-direct spatial isometries SEk (3) in a straightforward manner. In fact, when k = 1, the group of
n-direct spatial isometries reduces to group of rigid body transformations SE1 (3) ∼ SE(3), when
k = 2 we get the group of extended poses and with aribtrary number of vectors we have the so-called
SLAM manifold SEk (3) ∼ SLAMk (3) (Mahony and Hamel (2017)).

A.4

Group of Translations: T(n)

The translations group represent the Euclidean vector space embedded as matrix Lie groups,






In
t
T(n) = T = 
⊂ GL(n + 1, R) ∈ Rn+1×n+1 | t ∈ Rn .


01×n 1

(A.31)
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It can be seen as the vectors living in semi-direct product with identity matrices. For intuition. when
considering three-dimensional spaces, if the rotation is identity, we only have a translation in a geometric sense. This idea can be extended to an arbitrary number of dimensions. Effectively, without the
context of matrix Lie groups, they are simply a group of vectors with addition as the bi-linear operation.
Lie Algebra
The Lie algebra is given as,



0
t
n
 ⊂ Rn+1×n+1 .
[t]∧T(n) = 
01×n 0

(A.32)

Exponential map
The exponential map is trivial due to the presence of the identity matrix,



I
t
n
.
exp∧T(n) (t) = 
01×n 1

(A.33)

log∨T(n) (T) = t.

(A.34)

Logarithm map
The logarithm map is simply,

Adjoint and Jacobians
The adjoint matrix operator and the Jacobians of the translation group are all identity matrices,
AdT = In ,

(A.35)

JlT(n) (t)

= In ,

(A.36)

JrT(n) (t) = In .

(A.37)

Table A.1 summarizes the tuple representation, composition operation along with inverse and
identity elements of SO(3), SE(3), SE2 (3) and T(n) matrix Lie groups.

Dim. p

3

6

9

n

Lie Group G

SO(3)

SE(3)

SE2 (3)

T(n)

R

01×3

In

01×n

"


(p, R, v ) = 01×3
01×3

T=

t
1

#

#


p v

1 0
0 1

t

 
v
 
ω 
a

" #
v
ω

p
1

"
R

ω

ε ∈ Rp

R



(p, R) =

X∈G

0n
t
01×n 0

"

#



S(ω) v a


 01×3 0 0
01×3 0 0

"
#
S(ω) v
01×3 0

S(ω)

[ε]∧G ∈ g

t1 + t2

(R 1 p2 + p1 , R 1 R 2 , R 1 v 2 + v 1 )

(R 1 p2 + p1 , R 1 R 2 )

R1 R2

X1 ◦ X2 ∈ G

−t

(−R T p, R T , −R T v )

(−R T p, R T )

RT

X−1 ∈ G

0n×1

(03×1 , I3 , 03×1 )

(03×1 , I3 )

I3

XI ∈ G

Table A.1: Matrix Lie groups depicting the group of rotations, poses, extended poses, and translations, respectively.
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Supplementary Filter Derivations
B.1

Left Trivialized Motion Model Jacobian of DILIGENT-KIO

Given the definition of the left-trivialized motion model in Eq. (6.8), the motion model as a function
of state estimate X̂ perturbed by vector ε on the left is given as,


∧ (ε), u)
Ω
(
X̂
exp
M
 1

Ω (X̂ exp∧ (ε), u)
 2

∧
M
Ω (X̂ expM (ε), u) = 
,
Ω3 (X̂ exp∧M (ε), u)


018×1

(B.1)

where, after applying a first order approximation of the exponential map the individual non-zero terms
can be derived as,
Ω1 (X̂ exp∧M (ε), u) = (R̂ + R̂ S(εR ))T (v̂ + R̂ εv )∆ T
1 g,lin
1
+ (α̃A,B
− b̂a − εba )∆ T 2 + (R̂ + R̂ S(εR ))T A g∆ T 2
2
2
1
1 g,lin
T
T
= (R̂ − S(εR )R̂ )(v̂ + R̂ εv + A g∆ T )∆ T + (α̃A,B
− b̂a − εba )∆ T 2
2
2

 1
1
≈ Ω1 (X̂) + εv ∆ T − S(εR ) R̂T (v̂ + A g∆ T )∆ T − εba ∆ T 2
2
2
1A
1
T
2
= Ω1 (X̂) + εv ∆ T + S(R̂ (v̂∆ T + g∆ T ))εR − εba ∆ T 2 ,
2
2
Ω2 (X̂ exp∧M (ε), u) = (B ω̄ A,B − εbg )∆ T
= Ω2 (X̂) − εbg ∆ T,

and
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g,lin
Ω3 (X̂ exp∧M (ε), u) = (α̃A,B
− b̂a − εba )∆ T + (R̂ + R̂ S(εR ))T A g∆ T
g,lin
= (α̃A,B
− b̂a )∆ T − εba ∆ T + R̂T A g∆ T − S(εR ))T R̂T A g∆ T

= Ω3 (X̂) + S(R̂T A g∆ T )εR − εba ∆ T.
Computing partial derivatives of Ω1 with respect to the error-state variables gives,
∂
1
Ω1 = S(R̂T (v̂∆ T + A g ∆ T 2 )),
∂ εR
2
∂
Ω1 = I3 ∆ T,
∂ εv
∂
1
Ω1 = − I3 ∆ T 2 .
∂ εba
2
Computing partial derivatives of Ω2 with respect to the error-state variables gives,
∂
Ω2 = −I3 ∆ T.
∂ εbg
Computing partial derivatives of Ω3 with respect to the error-state variables gives,
∂
Ω3 = S(R̂T A g ∆ T ),
∂ εR
∂
Ω3 = −I3 ∆ T.
∂ εba

B.2

Left Trivialized Motion Model Jacobian of DILIGENT-KIO-RIE

The left-trivialized motion model Ω (exp∧M (ε) X̂, u) as a function state estimate X̂ perturbed by vector
ε on the left is given as,


∧
Ω1 (expM (ε) X̂, u)
Ω (exp∧ (ε) X̂, u)
 2

M
Ω (exp∧M (ε) X̂, u) = 
,
Ω3 (exp∧M (ε) X̂, u)


018×1

(B.2)

where, after applying a first order approximation of the exponential map the individual non-zero terms
can be derived as,
Ω1 (exp∧M (ε) X̂, u) = (R̂ + S(εR ) R̂)T (v̂ + S(v̂) εR + εv )∆ T
1
1 g,lin
− b̂a − εba )∆ T 2 + (R̂ + S(εR ) R̂)T A g∆ T 2 ,
+ (α̃A,B
2
2
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Ω2 (exp∧M (ε) X̂, u) = (B ω̄ A,B − εbg )∆ T,

and

g,lin
Ω3 (exp∧M (ε) X̂, u) = (α̃A,B
− b̂a − εba )∆ T 2 + (R̂ + S(εR ) R̂)T A g∆ T.

Simplifying Ω1 to be expressed linearly with respect to the error vector ε in order to compute the
partial derivatives lead to,
∂
∂
Ω1 =
∂ε
∂ε

!


1
T
T
T
T
A
−R̂ S(v̂)εR + R̂ εv − R̂ S(εR )v̂ − (εba + R̂ S(εR ) g)∆ T ∆ T ,
2

which can be re-written as partial derivatives with respect to error terms along each direction,
∂
1
∂
Ω1 =
(−R̂T S(v̂)εR ∆ T − R̂T S(εR )R̂R̂T (v̂ + A g∆ T )∆ T )
∂ εR
∂ εR
2
∂
1
=
(−R̂T S(v̂)εR ∆ T + R̂T S(v̂)R̂R̂T εR ∆ T + R̂T S(A g)R̂R̂T εR ∆ T 2 )
∂ εR
2
1
= R̂T S(A g)∆ T 2 ,
2
∂
Ω1 = R̂T ∆ T,
∂ εv
1
∂
Ω1 = − I3 ∆ T 2 .
∂ εba
2
It must be noted that we have used the following identity which is a consequence of the adjoint
property of SO(3) in the above simplification. Given ∀u, v ∈ R3 , R ∈ SO(3),
R T S(u)v = R T S(u)RR T v
= S(R T u)R T v
= −S(R T v)R T u
= −R T S(v)RR T u
= −R T S(v)u.
The partial derivatives of Ω2 with respect to the error terms ε is given by,
∂
Ω2 = −I3 ∆ T.
∂ εba
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Simplifying Ω3 to be expressed linearly with respect to the error vector ε and computing the partial
derivatives results in,
∂
∂
Ω3 =
(−εba ∆ T − R̂T S(εR ) A g∆ T )
∂ε
∂ε
∂
(−εba ∆ T + R̂T S(A g)εR ∆ T ),
=
∂ε
resulting in the individual terms,
∂
Ω3 = R̂T S(A g)∆ T,
∂ εR
1
∂
Ω 3 = − I3 ∆ T 2 .
∂ εba
2

B.3

Measurement model Jacobian of DILIGENT-KIO-RIE

Let’s rewrite the relative forward kinematics measurement model as defined in Eq. (6.16),

h(X̂) =



hR (X̂) h p (X̂)
01×3

1

= (h p (X̂), hR (X̂))SE(3) = (R̂T (d̂ − p̂), R̂T Ẑ)SE(3) .

The inverse is given as,

−1
h−1 (X̂) = h p (X̂), hR (X̂)

SE(3)

= (ẐT (p̂ − d̂), ẐT R̂)SE(3) .

A perturbation in the vector space of the state representation induces the changes in the measurement
model after a first-order approximation as,

h(exp∧M (ε) X̂) = R̂T (d̂ − p̂) + R̂S(d̂)(εR − εZ ) + R̂T (εd − εp ),

R̂T Ẑ − R̂T S(εR )Ẑ + R̂T S(εZ )Ẑ
.
SE(3)

This leads to the computation of the term h−1 (X̂) h(exp∧M (ε) X̂) through a straightforward composition
of transformation matrices represented in a tuple as,


ẐT S(d̂)(εR − εZ ) + ẐT (εd − εp ), I3 − S(ẐT εR ) + S(ẐT εZ )

SE(3)

.

Applying the logarithm using the approximation log(X) ≈ X − Il ∀X ∈ Rl×l followed by the vee
operator as described in Section 6.1.3 leads to linear equations with respect to the error terms for
which computing the partial derivatives then become straightforward.
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B.4

Non-linear error dynamics of CODILIGENT-KIO-RIE

Given the definition of right invariant error in Eq. (6.32) used for the CODILIGENT-KIO-RIE, in this
section, we provide a detailed derivation of the error dynamics.
Derivative of η RR :

From Eq. (6.31), we have,
Ṙ = R S(B ω̃ A,B − bg − wBg ),
˙ = R̂ S(B ω̃ − b̂ ),
R̂
A,B

g

and the true rotation R = η RR R̂ ≈ R̂ + S(εR ) R̂ using a first-order approximation of the exponential
map. Using these definitions and neglecting the cross-product of infinitesimal error and noise terms,
the derivative of rotation error can be computed as,
˙T
η̇ RR = Ṙ R̂T + RR̂
= R S(B ω̃ A,B − bg − wBg ) R̂T + R(R̂ S(B ω̃ A,B − b̂g ))T
= (R̂ + S(εR ) R̂) S(B ω̃ A,B − bg − wBg ) R̂T − (R̂ + S(εR ) R̂) S(B ω̃ A,B − b̂g ) R̂T
≈ R̂S(B ω̃ A,B − bg − wBg ) R̂T − R̂S(B ω̃ A,B − b̂g ) R̂T
= R̂ S(−εbg − wBg )R̂T
= S(−R̂εbg − R̂wBg )
= S( R̂(−εbg − wBg )).
Derivative of ηpR :

From Eq. (6.31), we have,
ṗ = v,
p̂˙ = v̂.

We will use R = R̂ + S(εR ) R̂ and v = v̂ + S(εR )v̂ + εv . Using these definitions and neglecting the
cross-product of infinitesimal error and noise terms, the derivative of position error can be computed as,
η̇pR = ṗ − η̇R p̂ − ηR p̂˙
= v − S(−R̂εbg − R̂wBg )p̂ − R R̂T v̂
= (v̂ + S(εR )v̂ + εv ) − S(−R̂εbg − R̂wBg )p̂ − (R̂ + S(εR ) R̂)R̂T v̂
= εv − S(−R̂εbg − R̂wBg )p̂
= εv − S(p̂)R̂(εbg + wBg ).
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Derivative of ηvR :

From Eq. (6.31), we have,
g,lin
v̇ = R(α̃A,B
− ba − wBa ) + A g,
g,lin
v̂˙ = R̂(α̃A,B
− b̂a ) + A g.

The derivative of linear velocity error can be computed as,
η̇vR = v̇ − η̇RR v̂ − ηR v̂˙
g,lin
g,lin
= R(α̃A,B
− ba − wBa ) + A g − S(−R̂εbg − R̂wBg )v̂ − R R̂T (R̂(α̃A,B
− b̂a ) + A g)

= R(−εba − wBa ) + A g − S(−R̂εbg − R̂wBg )v̂ − R R̂T A g
= (R̂ + S(εR ) R̂)(−εba − wBa ) + A g − S(−R̂εbg − R̂wBg )v̂ − (R̂ + S(εR ) R̂)R̂T A g
≈ R̂(−εba − wBa ) + S(v̂)R̂(−εbg − wBg ) + S(A g)εR




= S(A g)εR − S(v̂) R̂ εbg + wBg − R̂ εba + wBa .
Derivative of ηZR :

From Eq. (6.31), we have,
Ż = Z S(−wFω ),
Ẑ˙ = 0 .
3

The derivative of foot orientation error can be computed as,
T
η̇ZR = ŻẐT + ZẐ˙

= Z S(−wFω )ẐT
= (Ẑ + S(εZ ) Ẑ)S(−wFω )ẐT
≈ Ẑ S(−wFω )ẐT
= S(−ẐwFω ).
Derivative of ηdR :

From Eq. (6.31), we have,
ḋ = −Z wFv ,
d̂˙ = 0 .
3×1

The derivative of foot position error can be computed as,
η̇dR = ḋ − η̇ZR d̂ − ηZ d̂˙
= −Z wFv − S(−ẐwFω )d̂
≈ −Ẑ wFv − S(d̂)ẐwFω .

208

Supplementary Filter Derivations
Derivative of ηbR :

B.5

The derivative of bias errors can be computed in a straightforward manner.

Non-linear error dynamics of CODILIGENT-KIO

Given the definition of left invariant error in Eq. (6.39) used for the CODILIGENT-KIO, in this
section, we provide a detailed derivation of the error dynamics.
Derivative of η RL :

From Eq. (6.31), we have,
Ṙ = R S(B ω̃ A,B − bg − wBg ),
˙ = R̂ S(B ω̃ − b̂ ),
R̂
A,B

g

and the true rotation R = R̂ η RL ≈ R̂ + R̂S(εR ) using a first-order approximation of the exponential
map. Using these definitions and neglecting the cross-product of infinitesimal error and noise terms,
the derivative of rotation error can be computed as,
˙ T R + R̂T Ṙ
η̇ RL = R̂
= (R̂ S(B ω̃ A,B − b̂g ))T R + R̂T (R S(B ω̃ A,B − bg − wBg ))
= −S(B ω̃ A,B − b̂g ) R̂T R + R̂T R S(B ω̃ A,B − bg − wBg )
= −S(B ω̃ A,B − b̂g ) R̂T (R̂ + R̂S(εR )) + R̂T (R̂ + R̂S(εR )) S(B ω̃ A,B − bg − wBg )
= S(−εbg − wBg ).
Derivative of ηpL :

From Eq. (6.31), we have,
ṗ = v,
p̂˙ = v̂.

We will use R = R̂+ R̂ S(εR ), p = p̂+ R̂εp and v = v̂+ R̂εv . Using these definitions and neglecting the
cross-product of infinitesimal error and noise terms, the derivative of position error can be computed as,
˙ T (p − p̂) + R̂T ṗ − R̂T p̂˙
η̇pL = R̂
= (R̂ S(B ω̃ A,B − b̂g ))T (p − p̂) + R̂T v − R̂T v̂
= (R̂ S(B ω̃ A,B − b̂g ))T (p̂ + R̂εp − p̂) + R̂T (v̂ + R̂εv ) − R̂T v̂
= −S(B ω̃ A,B − b̂g ) R̂T (R̂εp ) + εv
= −S(B ω̃ A,B − b̂g )εp + εv .
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Derivative of ηvL : We have,
g,lin
v̇ = R(α̃A,B
− ba − wBa ) + A g,
g,lin
v̂˙ = R̂(α̃A,B
− b̂a ) + A g.

The derivative of linear velocity error can be computed as,
˙ T (v − v̂) + R̂T v̇ − R̂T v̂˙
η̇vL = R̂
g,lin
= −S(B ω̃ A,B − b̂g ) R̂T (v − v̂) + R̂T (R(α̃A,B
− ba − wBa ) + A g)+
g,lin
R̂T (R̂(α̃A,B
− b̂a ) + A g)
g,lin
g,lin
g,lin
= −S(B ω̃ A,B − b̂g )εv + (α̃A,B
− ba − wBa ) + S(εR )(α̃A,B
− ba − wBa ) − (α̃A,B
− b̂a )
g,lin
≈ −S(B ω̃ A,B − b̂g )εv − S(α̃A,B
− b̂a )εR − εba − wBa .

Derivative of ηZL : From Eq. (6.31), we have,
Ż = Z S(−wFω ),
Ẑ˙ = 0 .
3

Neglecting the cross-product of infinitesimal terms, the derivative of foot orientation error can be
computed as,
T
η̇ZL = Ẑ˙ Z + ẐT Ż

= ẐT Z S(−wFω )
≈ S(−wFω ).
Derivative of ηdL : We have,
ḋ = −Z wFv ,
d̂˙ = 0 .
3×1

Neglecting the cross-product of infinitesimal terms, the derivative of foot position error can be
computed as,
T
η̇dL = Ẑ˙ (d − d̂) + ẐT ḋ − ẐT d̂˙

= S(−wFω )(Ẑεd ) − ẐT Z wFv
≈ −wFv .
Derivative of ηbL : The derivative of bias errors can be computed in a straightforward manner.
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