
4.1 Frequency Independent Squeezing Stray Light Simulations

as the stray light generated after the first FI (the nearest towards SDB1) originates from a beam
that is already reduced by 104 by the FI itself [60].

For clarity, we refer to the order of the optical elements on the bench accordingly to the path
of the light source, which comes from the interferometer: as light first interacts with the viewport,
this is the first element of the setup, and by the same reasoning M5 is placed “before” M4.

Figure 4.1.2 shows the optical scheme of the SQZ bench (top) and the part we studied (bot-
tom): this is a scale drawing with the exception of the viewport, which is not on the SQZ bench
but it’s placed at 560 mm from the ESQB edge, inside the Minilink between ESQB and SDB1.
Moreover, some elements are missing from the drawing:

• Rectangular absorber of 50 x 60 mm with a 0.5” circular hole, placed before M5, at 25 mm
from both the mirror and ESQB edge [153]

• Flip mirror between M5 and M4, i.e. a mirror mounted on an actuated flip mount so that
it can be flipped up and down, to prevent any light from ESQB to reach the interferometer
when needed

• Cameras for squeezing beam alignment

• Shutter to isolate the interferometer from ESQB

We included in the simulations only the rectangular absorber as it interacts directly with the
ITF beam.

In order to study the scattered rays while they propagate in the optical setup, we made use
of the possibility available in FRED software to add virtual surfaces (termed Detector Entities)
perpendicular to the optical axis. They do not interact with light but allow to trace rays that
pass through them; we placed them in some points of interest, transversely to the beam path. The
properties of Detector Entities are described more in detail in appendix B.

We used 6 Detector Entities: their position and size are shown in Figure 4.1.3 and are explained
in the following.

In order to estimate the fraction of stray light that re-couples directly to the ITF main beam,
we set the size to the Detector Entity S1 to be equal to the ITF beam waist (i.e. a square of 2.6 x
2.6 mm), and we placed it at a distance from the viewport in such a way that the angle between
the viewport and S1 corresponds to the divergence of the ITF beam θ:

θ ≃
λ

2πnw0
rad,

where λ is the wavelength of the beam, n is the refractive index of the medium the light
propagates through (equal to 1 for air), w0 is the beam waist = 1.3 mm.

By putting all together, the divergence is:

θ ≃
λ

πnw0
=

1.064 · 10−3

π1.3
= 2.6 · 10−4 rad .

Therefore, the distance d at which to put S1 is given by:

d =
r

tan θ
≃

r

θ
= 115153 mm,
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102 Stray Light Simulations

Figure 4.1.2: (Top) Detailed and in-scale design of ESQB, with the squeezer box on the left (grey
square) and the optical path connecting the SQZ light with the interferometer (on the right); the
red dashed line represents the squeezing beam that originates from the squeezer and travels towards
SDB1, each grid square has a dimension of 2.5 x 2.5 mm [74]. (Bottom) zoom on the optical path we
studied, which comprises the incident light (red arrow), the ESQB-SDB1 viewport (green ellipse),
the two AA mirrors (purple circles), and the TGG crystal inside the Faraday Isolator (orange
circle).

where r = 30 mm is the radius of the viewport, so that S1 is placed at 115 m before the
viewport, towards SDB1.

As for the other Detector Entities, they are all 60 x 60 mm squares except for S6 which is as big
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4.1 Frequency Independent Squeezing Stray Light Simulations

Figure 4.1.3: Position of Detector Entities in the optical setup.

as the TGG crystal (i.e. 13 x 13 mm); their position and purpose are described in the following:

• S2 and S3 are right before and after the viewport, respectively. They mainly monitor the
amount of stray light generated by the viewport in reflection and transmission, respectively.

• S4 is right before M5 at 35 cm from S3 and serves to monitor light scattered from the mirror
and light generated by M4 and the TGG and getting reflected on M5. Moreover, it can help
monitoring the propagation of light that is scattered in transmission from the viewport

• Analogously, S5 is placed before M4

• S6 is right before the TGG crystal and is useful for quantifying the amount of stray light that
reaches the crystal, moreover it monitors the amount of scattered light from the TGG.

Each detector entity possesses a Sidedness, determining the side(s) which impinging rays are
counted on. Incoming rays not matching the Sidedness specification are excluded from the analysis
but still intersect the detector entity. In general, we will refer to:

• Positive side: backward direction of light

• Negative side: forward direction of light

4.1.2 Scattering Models

In FRED, scattering models can be assigned to the surfaces under inquiry; we assumed a Harvey-
Shack model (see section 3.3.2) for all the optics under inquiry, namely the viewport, the two AA
mirrors, and the TGG crystal:

BSDF = b

[

1 +

(

| sin θi − sin θs|

l

)2
]s/2

sr−1, (4.1.1)
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104 Stray Light Simulations

Figure 4.1.4: Plot of the Harvey-Shack scatter model, as a function of the scatter angle in degrees.
The curves refer to different incident angles in degrees (ANG).

where θi and θs are the incident and scattering angles, respectively. This model relies on three
parameters: b ≥ 0 being the maximum value of the BSDF (corresponding to θi = θs), s ≤ 0 the
slope of the roll-off, and 0 ≤ l ≤ 1 the angle of roll-off. In FRED, these parameters have as default
values:

b = 0.1 sr−1, s = −1.5, l = 0.01.

In our analysis, the Harvey-Shack parameters are calculated derived from direct measurements
of the total integrated scattering or fit to BSDF measurements. In particular, we have seen in sec-

tion 3.3.2 that the surface roughness σ completely determines the TIS thanks to the relationship
in eq. (3.3.17):

TIS ≃

(

4πσ cos θi
λ

)2

, (4.1.2)

Moreover, b is derived by the roughness together with l and s, which are in turns tested and
chosen by comparisons with experimental references.

Figure 4.1.4 is the plot of the BSDF of the default Harvey-Shack scatter model used by FRED.
On the x-axis there are the scatter angles in degrees, and on the y-axis the corresponding value of
the BSDF (in sr−1) is displayed. The curves are the BSDF functions for different incident angles
as indicated in the legend.

For the viewport, the vendor assures the surface roughness to be < 0.3 nm, which corresponds
to a TIS of 10-15 ppm: we set σ = 0.3 nm (i.e. TIS = 12 ppm). In order to choose the best values
of l and s, we made some tests to fit the experimental BSDF curves from LMA [97].

Figure 4.1.5 shows the BSDF of the viewport modeled via Harvey-Shack: continuous lines
are the experimental data as measured from LMA for each of the viewport surfaces (equal in the
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4.1 Frequency Independent Squeezing Stray Light Simulations

Figure 4.1.5: BSDF curves of the viewport modeled via Harvey-Shack. Continuous lines are the
experimental data (for each surface) and don’t change between the two plots [97]: the experimental
data are spoiled by the instrumental noise around the specular direction hence we discarded the
corresponding points from the plots, while this noise is constant elsewhere and therefore we sub-
tracted it from the data. Dotted curves correspond to different values of l. (Left) expected values
computed using eq. (4.1.1) with s = −1.5 (dotted curves for different values of l as in the legend).
(Right) expected values computed using eq. (4.1.1) with s = −2.5 (dotted curves for different
values of l as in the legend).

two plots); the instrumental noise is dominant around |θi − θs| = 0° (specular direction) so that we
discarded the corresponding data from the plot, while it’s constant ≃ 10−6 sr−1 elsewhere, which
we subtracted from the data. The dotted lines are the curves for different values of l and are
computed with s = −1.5 (left) and s = −2.5 (right).

Figure 4.1.5 shows that s = −1.5 allows a good reproduction of the experimental data, with
only mild dependence on l: we will demonstrate in section 5.6.3 that this choice is not critical
as simulations of stray light from viewport with different values of l provide the same amount of
stray light of 7 · 10−15. If we take l = 10−4 for consistency with the other optics (for which it is a
pessimistic choice) we can calculate b from eq. (3.3.18):

b =
2π∆n2

l2λ2

σ2(s+ 2)

(1/l2 + 1)(s+2)/2 − 1
= 1.01 sr−1. (4.1.3)

The AA mirrors are super-polished REO HR-1064-Mirrors [175], and we didn’t have any
information about the surface roughness; we found in literature that in general these mirrors posses
σ < 0.03 nm (TIS < 1 ppm). Following what was done for the viewport, we plotted the BSDF for
different values of l and s, after setting the TIS = 1 ppm as a conservative choice (i.e. σ = 0.085
nm).

Figure 4.1.6 shows the BSDF of the mirrors modeled via Harvey-Shack: we can see that
s = −1.5 produces curves that are very similar to each other and have the plateau higher than the
right curves (i.e. higher scattering). Sticking with the worst-case scenario, we choose s = −1.5 and
l = 10−4.

As for the TGG crystal, we refer to the TIS measurements of 4 TGG crystals from Northrop
Grumman which were used to build the Faraday Isolators for FIS, made by EGO Optics group [95];
these crystals were expected to have a roughness = 0.1 nm, thus the corresponding TIS should be
≃ 1.4 ppm, which is smaller with respect to the measured TIS values (between 12 ppm and 60
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106 Stray Light Simulations

Figure 4.1.6: BSDF curves of the 2 AA mirrors modeled via Harvey-Shack, for different values of
the parameters l and s; the dotted curves correspond to different values of l. (Left) curves derived
by setting s = −1.5. (Right) curves derived by setting s = −2.5.

Figure 4.1.7: BSDF curves of the TGG crystal modeled via Harvey-Shack, for different values of
the parameters l and s; the curves correspond to different values of l. (Left) curves derived by
setting s = −1.5. (Right) curves derived by setting s = −2.5.

ppm). While we do not explicitly include bulk scattering in the simulation, it must be noted that
in the case of the TGG we adjusted the surface scattering figure to match measured TIS and is
suspected to include a significant (possibly dominant) contribution from bulk scattering.

Not knowing which is the TGG corresponding to the one installed inside the Faraday Isolator,
we conservatively chose the one with the highest measured TIS, namely 60 ppm for one surface and
32 ppm for the other.

As the light beam is scattered on both the surfaces (i.e. a first reflection on the first surface and
a second scattering of the transmitted beam by the second surface), we considered a total TIS =
90 ppm (i.e. σ = 0.8 nm). Figure 4.1.7 shows the BSDF of the TGG modeled via Harvey-Shack,
for different values of s (left-right plots) and l (different curves): as for the case of the AA mirrors,
we chose s = −1.5 and l = 10−4 as they provide the highest BSDF.

Another optical property of the crystal to take into account (even though not directly related
to scattering) is the reflectivity of the crystal AR coating, which has been measured as the sum of
the contributions of the two surfaces [93].

In fact, the TGG crystal is the last optical element of the path under inquiry and it’s the only
back-reflecting optical element on the bench before the FIs. This means that all scattered light

106
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Figure 4.1.8: Summary of the roughness and TIS choices for the optics under inquiry. The origin
of the values is indicated as well.

generated by the other optics from the viewport to the TGG and directed on the latter will end up
on its coated surface and get back-scattered towards SDB1. Therefore, the value of the reflectivity
is needed to correctly compute the fraction of light going back to SDB1.

On the other hand, the main beam from the ITF that directly gets reflected on the crystal
coated surface is negligible thanks to the tilt of the crystal.

Since the parts’ number has been lost during the coating process, making it impossible to match
the crystals analyzed in [93] with the one whose TIS was measured in [95], we conservatively chose
the highest reflectivity in the series (equal to 660 ppm).

Figure 4.1.8 summarizes the values of the roughness σ and the TIS chosen for the optics under
inquiry, and where the values come from.

4.1.3 Simulation Overview

Simulations are performed by setting a number of seed rays from a light source and follow them
(“raytrace”) while they propagate through the system, undergoing reflections, transmissions, ab-
sorptions, and scattering. We considered the contribution to the stray energy budget of one scat-
tering source at time, and then got the total amount of scattered light by summation.

As already mentioned, we used as light source an incoherent 1064 nm IR beam placed before
the viewport, viz. at 50 mm from it and thus at 610 mm from the edge of ESQB that faces SDB1.
All simulations are performed by setting two million seed rays, while each ray hitting a scattering
surface creates 10 additional scattered rays. The simulations consider rays that are scattered at
most once (first-order stray light): they are followed while they get reflected/transmitted through
the optical elements, and rays that don’t intersect any surfaces aren’t traced.

In order to enhance the statistics of the simulations, for each scattering surface we assigned a
property termed Importance Sampling IS, which defines the direction of the scattered rays: we can
therefore force rays to go only in the direction of interest (e.g. towards a specific Detector Entity)
without making any approximations (scattered power transfer is scaled for the actual solid angle).
Importance Sampling tool is described more in detail in appendix B.

4.1.4 Results

Figure 4.1.9 display the stray light energy budget from the viewport, for different cases.
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Figure 4.1.9: Stray light energy budget collected by the Detector Entities in the case of scattering
from the viewport, for different cases. First row shows the stray light budget in transmission
from the viewport when the TGG crystal is set to be a complete absorber, in order to monitor
the amount of light passing through the various Detector Entities during its journey towards the
crystal. The other rows display the stray light budget from the viewport when the TGG is set to
have the AR coating: in this case scattered light propagates back from the TGG and towards SDB1,
and Detector Entities have positive Sidedness. First column indicates the type of scattering (T for
transmission i.e. towards the TGG, R for reflection i.e. towards SDB1), second and third columns
indicate the Importance Sampling specification for the two inward and backward direction, fourth
column indicates the surface property of the TGG crystal (either a complete absorber or having the
measured AR reflectivity of 660 ppm), fifth column specifies the Sidedness of the Detector Entities,
and the remaining columns indicate the fraction of stray light that passes through the Detector
Entities during the raytrace; the values are relative to the input beam power which is 1 W.

First row indicates the amount of stray light generated in transmission by the viewport (i.e.
towards the TGG) that passes through the various Detector Entities located after the viewport (i.e.
S3, S4, S5, and S6) in the forward direction (Sidedness set to negative) and reaches the TGG, set
as a complete absorber (hence S1 and S2 don’t collect any light). The other rows display the stray
light budget that is generated by the viewport and get reflected by the AR coating of the crystal
(with all Detector Entities having positive Sidedness): in this case scattered light propagates back
from the TGG and towards SDB1.

First column indicates the type of scattering attributed to the viewport (transmission T or
reflection R), the second and third columns indicate the Importance Sampling specification for the
two inward and backward direction, the fourth column indicates the coating surface properties of
the TGG crystal (either a complete absorber or having the measured reflectivity of 660 ppm), the
fifth columns specifies the Sidedness of the Detector Entities, and finally the remaining columns
indicate the fraction of stray light ending up on the various Detector Entities during the raytrace.

The table demonstrates that the choice of the Importance Sampling is critical when the viewport
scatters in reflection. In fact, if the Importance Sampling is set to S2 (fifth row) the amount of
light reaching S2 is 8.2 · 10−6 and no light is collected on S1; on the other hand, if the Importance
Sampling is set to S1 the amount of light reaching S2 is 7.1 · 10−15 and the amount of light on S1
is 7.0 · 10−15: the two cases don’t yield the same results.

This can be explained by considering that S1 is much smaller than the other Detector Entities
(2.6 mm2 versus 60 mm2) and most importantly 115 m far from the viewport, making S1 acceptance
angle quite small. As a consequence, when the Importance Sampling is not set to S1 only few/no
rays manage to end up on it (this is even more clear for the TGG case, as we will see later), and
either a great number of simulations or a simulation with many more seed rays are required to
increase the statistics, which is computationally expensive. Conversely, Importance Sampling set
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Figure 4.1.10: (Left) scattered rays generated in transmission from the viewport travel through S5
and reflect on M4 mirror towards the TGG crystal (in green); they reach the TGG crystal, which
back-reflects them towards M4 (in black): due to the tilt of the crystal, most reflected rays are lost
and cannot manage to reach again the surface of M4. (Right) zoomed image of M4: clearly, only
few reflected rays (in black) reach the surface plus most of them hit the edge of the mirror (green
circle); the vast majority of reflected rays from the TGG get lost due to the tilt of the crystal.

to S1 states that light scattered in the small S1 acceptance angle along the optical axis is the
important contribution, forcing wide-angle rays to be discarded from the analysis: this means that
S2 can collect only rays that are in the S1 acceptance angle.

Moreover, when the viewport scatters in transmission, no light is collected on S3 and S4 in the
backward direction (i.e. when their Sidedness is positive). This is due to the fact that scattered
rays from the viewport are reflected and deviated by the tilted TGG, so that many of them get
clipped on M4 edge and very few reach the surface of the mirror: therefore only Detector Entities
S6 (before TGG crystal) and S5 (before M4) manage to collect some scattered light.

Figure 4.1.10 shows what happens during the simulation: scattered rays from the viewport in
transmission pass through S5 and get reflected on M4 mirror towards the TGG crystal (depicted in
green), then they reflect on the crystal surface and are sent back towards M4 (depicted in black):
one can see that most reflected rays don’t reach the surface of M4 due to the tilt of the crystal.

As a final remark, Figure 4.1.11 displays the results of the simulations of scattering in reflection
of the viewport, for different values of the l parameter.

In this analysis we set s = −1.5, while the value of b changes according to eq. (4.1.3) for
different values of l and it’s indicated in the parenthesis near the choices of l. As previously said,
the two S1 and S2 Detector Entities basically collect the same amount of light for all the cases
considered, therefore l is not a critical parameter and we can set is equal to 10−4 to stay consistent
with the choices made for the other optics under inquiry.

Figure 4.1.12 display the stray light budget from the two AA mirrors, for different cases:
here the amount of stray light reaching the crystal is higher than the viewport case as the former
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Figure 4.1.11: Stray light amount collected by the detector analyses upon scattering in reflection
from the viewport, for different values of l, after setting s = −1.5. As previously mentioned, the
choice of l appears to be not so critical with respect to the amount of scattered light, hence we
arbitrary chose l = 10−4 to stay consistent with the other cases.

Figure 4.1.12: Stray light budget collected by the Detector Entities when scattering from the two
mirrors: (Top) from M5 and (Bottom) from M4, for different combination of Importance Sampling.
The first row shows the stray light budget generated by the two mirrors when the TGG crystal is
set to be a complete absorber, in order to verify the amount of stray light that reach the crystal
passing through the Detector Entities. Values refers to the input power of 1 W.

are nearer, yet the amount of light reflected back to the ITF (i.e. reaching S2 and S1) is lower.

Unlike for the other optical elements, we noticed that the light collected on S1 generated by
scattering from the TGG varies considerably from one simulation to another: this is due to the
fact that, while we start the simulations with two million rays, only very few reach S1 (from 0 to
2 in different simulations).

The main reason behind this behavior lays once again on the poor statistics related to the
amount of stray light on S1: since S1 is aligned with both the viewport and M5 mirror we could set
the Importance Sampling equal to S1 and thus increase the statistics in the simulations. However,
this is not anymore true for M4 and the TGG, as the input light beam is deviated by 45° by both the
two mirrors: in these cases the Importance Sampling cannot be set equal to S1; as a consequence,
we cannot increase the number of rays reaching S1 when the scattering element is the TGG crystal.

To workaround the problem, we exploited the built-in scripting language in FRED and developed
a code lo launch 200 simulations of stray light from the TGG in a loop and retrieve at the end of
each simulation the stray light budget and the number of rays collected by S1 (appendix 4.A).
After that, we computed the cumulative average of stray light power collected by S1, viz. after the
first simulation we took directly the amount of stray light on S1, after the second simulations we
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Figure 4.1.13: Results from the analyses of scattering from the TGG crystal. (Top) cumulative
average of stray light power collected by the detector entity S1 as a function of the number of rays
on the surface (i.e. the number of simulations): the average starts to stabilize approximately when
the number of rays reaches 100. (Bottom) stray light budget collected by the Detector Entities
when scattering from the TGG crystal.

computed the mean between light collected on S1 at the end of the first and the second simulations,
and so on.

Top picture of Figure 4.1.13 shows the cumulative average of stray light power collected on
S1 as a function of both the number of simulations (top x-axis) and the cumulative sum of rays on
S1 (bottom x-axis), the latter is calculated as in the following example:

• after the first simulation, 3 scattered rays from the TGG reach the surface of S1: 3 is the first
point of the bottom x-axis

• after the second simulation, 4 scattered rays from the TGG reach the surface of S1: 3+4 = 7
is the second point of the bottom x-axis

• after the second simulation, 2 scattered rays from the TGG reach the surface of S1: 3+4+2 = 9
is the third point of the bottom x-axis

and so on. From the plot we see that the power on S1 starts to stabilize when the number of
rays on the surface reaches approximately 200.

Bottom picture of Figure 4.1.13 displays the stray light budget from the TGG crystal, for
different cases (the power of S1 is averaged according to the method just discussed).
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Figure 4.1.14: Stray light budget collected by the detector entity S1 for all the optics under inquiry.

Stray light at small angles Table in Figure 4.1.14 summarizes the stray light budget that
re-couples with the ITF beam (i.e. the light collected by S1) for all the optics under investigation:
major contributions come from the TGG, for a total stray light amount of 5 · 10−13 W over a 1 W
input power.

We can compare these data with the coefficients analytically calculated as upper limits in [60]
[61]:

• Viewport: 2 · 10−13

• Mirrors: 6 · 10−14

• TGG: 4 · 10−12

The results of our simulations are consistent and below the upper limits found in the analytic
calculations.

Stray light at big angles Stray light that goes towards SDB1 at large angles (collected by S2)
is order of magnitude higher than light we estimated couples directly into the ITF beam for all the
optics under inquiry: it’s 1 ·109 times more for the viewport (sixth and seventh columns of Figure
4.1.9), 2 · 107 more for M5 mirror (sixth and seventh columns in the top table of Figure 4.1.12),
2 · 105 more for M4 mirror (sixth and seventh columns in the top bottom of Figure 4.1.12), and
finally 1.5 ·105 more for the TGG crystal (sixth and seventh columns of Figure 4.1.13); the major
contributor is the viewport with the fraction of stray light collected by S2 equal to 8 · 10−6.

This light is not foreseen to directly couple into the SQZ injection path, but a fraction of it
could couple into the ITF main beam through secondary paths and thus induce additional phase
noise.

To deeper investigate the issue and better quantify the fraction of light that reach SDB1, we
expanded the simulations optical layout to include the path between ESQB and SDB1: as already
mentioned, the two benches are connected via a Minilink vacuum pipe, at whose end towards ESQB
the viewport is installed.

To this purpose created an additional Detector Entity S7 and placed at 810 mm before the
viewport towards SDB1, in correspondence of the end of the Minilink [74], having diameter = 250
mm (equal to the Minilink diameter [135]); we put another detector entity S8 and placed at 2 m
before the viewport, approximately in correspondence of the SDB1 bench [74] and as bigger as
twice S7.

Additionally, we created the rectangular beam-dump present inside the Minilink (left image of
Figure 4.1.15) whose purpose is to collect the reflected light from the viewport; the dimensions
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Figure 4.1.15: (Left) 3D design of the Minilink between ESQB and SDB1: the beam dump to collect
the direct reflection of the tilted viewport is visible on the left. (Right) cartoon representation of
the different scatter light contributions considered in the analysis, with the two grey rectangles on
the left and right being ESQB and SDB1, respectively, and the solid black line the walls of the
Minilink, with the viewport in cyan. The red beam is light from the Output Faraday Isolator (OFI)
on SDB1 that enters the SQZ system; the light blue beam termed Psc is scattered light re-coupling
with the ITF beam, the green beam termed Psc wide is the scattered light at wide angle towards
SDB1. In pink the baffle considered in the simulation, which would block most of Psc wide [54].

of 64.6 x 72.6 mm and the position at 700 mm from the viewport are calculated from the technical
drawings of the Minilink.

To simulate the walls of the Minilink (which acts as a shield for SDB1 from very big angles stray
light) we added a baffle (i.e. a holed circular dump) at 805 mm from the viewport towards SDB1
(right after S7), with 1 x 1 m of diameter and a hole of 250 mm (equal to the Minilink diameter).

We performed the simulations in the same way as before, viz. propagating 2 million seed rays
and considering one scattering element at a time.

Since we have seen that the viewport and the TGG are the two elements that scatter the greatest
amount of light (both at small and wide angles), concerning the results for S7 and S8 we report
only what we obtained for these two optics.

Top row of Figure 4.1.16 shows the spatial distribution of the stray light produced by the
viewport in reflection collected on S7 (left picture) and S8 (right picture), where the rectangular
“shadow” visible on the distributions are due to the beam-dump installed inside the Minilink.

Simulations computed the total stray light amount on the two surfaces to be:

• On S7 = 9.0 · 10−7 W

• On S8 = 8.2 · 10−7 W

Top row of Figure 4.1.17 shows the spatial distribution of stray light from the TGG collected
on S7 (top-left) and S8 (top-right): one can see that the light scattered by the TGG crystal and
making its way through the viewport is already quite collimated and aligned with the squeezing
beam.

In fact, simulations computed the total stray light amount on the two surfaces to be:

• Mean power on S7 = 7.6 · 10−8 W

113



114 Stray Light Simulations

Figure 4.1.16: Irradiance profiles on S7 (Top-Left) and S8 (Top-Right) of stray light from the
viewport in reflection, where the rectangular “shadow” visible on the distributions are due to the
beam-dump installed inside the Minilink. Irradiance profiles are visibly spatially reduced on S7
when a baffle with 1” diameter central hole (Bottom-Left) and with 0.5” central hole (Bottom-
Right) is placed at the end of the Minilink between ESQB and SDB1.

• Mean power on S8 = 7.6 · 10−8 W,

that is the two Detector Entities collect the same amount of light.

The total amount of stray light that exit the ESQB-SDB1 Minilink (viewport + TGG crystal)
is mainly due to the viewport and equal to 9.7 ·10−7 W over an input power of 1 W, while the total
stray light reaching SDB1 (viewport + TGG crystal) is 1.5 · 10−7 W over an input power of 1 W
this analysis.

Therefore, we can conclude that the scattered power reaching SDB1 within the solid angle
allowed by the aperture of the Minilink is many orders of magnitude larger than the small-angle
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Figure 4.1.17: Irradiance profiles on S7 (Top-Left) and S8 (Top-Right) of stray light from the TGG
in reflection. Irradiance profiles on S7 are apparently not affected by the insertion of either a baffle
with 1” diameter central hole (Bottom-Left) or with 0.5” central hole (Bottom-Right) at the end
of the Minilink between ESQB and SDB1.

scattered light directly re-coupled with the ITF beam (light collected on S1): even with a much
reduced coupling into the main ITF path, it can be potentially detrimental.

As previously said, at the time of these analyses the third observational run was ongoing so that
no infrastructural actions could be taken to reduce the amount of stray light at wide angle that we
estimate reaches SDB1. Nevertheless, designing new mitigation strategies has been demonstrated
to be beneficial in the prospect of O4 and the Frequency Dependent Squeezing design, as we will
see in section 4.2.1.
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4.1.5 Mitigation Strategies

One possibility to reduce the stray light reaching SDB1 at wide angles is to add a baffle at the end
of the Minilink: we analyzed the stray light collected by S7 when a baffle with 1” or 0.5” diameter
central hole is inserted.

Right image of Figure 4.1.15 is a cartoon representation of the Minilink (solid black line)
connecting ESQB and SDB1 (the two grey rectangles on the left and right, respectively): the
addition of a baffle inside the tube (indicated in pink in the picture) may in principle shield SDB1
from wide-angle stray light (the green beam termed Psc wide).

The considered baffle isn’t supposed to have appreciable effect on small-angle stray light (the
light blue beam indicated as Psc in the picture): in fact, small diameters of the hole may cause the
squeezing beam to clip on the edges of the hole, which must be avoided not to spoil the performance
of the squeezing system. Therefore, in the following we will present the effect of the baffle on Psc wide

(light reaching S7).
The simulations carried out the following results:
For the viewport:

• 1” hole: power on S7 = 1.1 · 10−8 W

• 0.5” hole: power on S7 = 2.7 · 10−9 W

therefore by comparing these values to those reported at the end of section 5.6.3, the insertion
of a baffle with 1” diameter central hole reduces by about one order of magnitude the amount of
stray light, while a baffle with 0.5” diameter central hole reduces the amount of stray light by 2
orders of magnitude.

For the TGG crystal:

• 1” hole: power on S7 = 7.1 · 10−8 W

• 0.5” hole: power on S7 = 1.8 · 10−8 W

therefore by comparing these values to those reported at the end of section 5.6.3, the inser-
tion of the baffles has almost no effect on the TGG crystal contribution, because as we already
mentioned the light scattered by the crystal and making its way through the viewport is already
quite collimated and aligned with the squeezing beam.

The effect of the baffle can be also appreciated by a visual inspection of the irradiance distri-
bution profiles made by FRED: we can compare the profiles created at the end of the simulations
with no baffles and with a baffle.

As for the viewport, we can compare the top-left image of Figure 4.1.16 (showing the irradi-
ance profile on S7 in the case of no baffles) with the bottom row of the figure (showing the irradiance
profile on S7 when a baffle is inserted at the end of the Minilink). With no baffles, scattered light
from the viewport covers the whole Analysis Surface (corresponding to the exit aperture of the
beam tube towards SDB1), while the addition of the baffle causes a significant reduction in the
area covered by the scattered light.

Bottom row of Figure 4.1.17 shows the stray light distribution on S7 from the TGG crystal
when a baffle is inserted: the plots are similar to the top-left picture of the figure, displaying the
irradiance profile on S7 in the case of no baffles: this is due to the fact that stray light from the
TGG that reaches SDB1 is already quite collimated, so that the effect of the baffle is modest.

According to the simulations, the contributions to the total stray light budget of the mirrors
are mild; nevertheless, we computed the effect of placing on the amount of stray light scattered
from them and towards SDB1 for completeness as well: the results are presented in the following
conclusions.
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Figure 4.1.18: Summary of stray light analyses performed via numerical simulations on the FIS
system: for each scattering element (first column), it is reported the fraction of stray light that
recombines with the ITF beam (second column, same as Figure 4.1.14) and reaching SDB1 when
no baffle (third column) and when a baffle with 1” diameter central hole is inserted at the end of
the ESQB-SDB1 Minilink (last column).

4.1.6 Conclusions

Figure 4.1.18 summarizes the results obtained with numerical simulations on the Frequency Inde-
pendent Squeezing system for the optical elements considered (first column), reporting the fraction
of stray light that propagates at small angle and hence may directly re-couple with the ITF main
beam (second column, same as Figure 4.1.14) and the fraction of wide-angle stray light reaching
SDB1 (i.e. collected by S7, third column); moreover, the table shows the fraction of wide-angle
stray light that propagates towards SDB1 when a baffle with 1” diameter central hole is inserted.

The table help us to draw the conclusions by summarizing the key-observations resulting from
the simulations:

• As for the light that re-couples with the ITF beam, the TGG contribution is 50 times bigger
than the viewport and equal to 5 · 10−13 W for an input light beam of 1 W

• Light ending on SDB1 is many orders of magnitude larger than light directly re-combined
with the ITF beam: even with a much reduced coupling into the main interferometer path,
it can be potentially detrimental

• The insertion of the baffle has almost no effect on the TGG contributed stray light reaching
SDB1, because the light scattered by the TGG and making its way through the viewport is
already quite collimated and aligned with the SQZ beam

• Nevertheless, the insertion of the baffle reduces by about one order of magnitude the total
stray light reaching SDB1.

4.2 Frequency Dependent Squeezing

The present section is devolved to the analyses made for the Frequency Dependent Squeezing
system: as already mentioned, FDS is the configuration currently under Commissioning phase and
it will be employed during O4 (FDS configuration was presented in the bottom scheme of Figure
4.0.2 and also in Figure 4.0.2).

Section 4.2.1 presents the results for the Minilink, whose analyses has been fostered by the
initial results obtained for FIS for wide-angle stray light (section 4.1.5); section 4.2.2 illustrates
the results obtained for the Filter Cavity.
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Figure 4.2.1: SQB1-SDB1 Minilink scheme with the two proposed baffles (in red), placed inside
and at the end of the pipe, respectively [54].

4.2.1 SQB1-SDB1 Minilink

Simulations of stray light on the FIS system have demonstrated that stray light may arrive on
SDB1 even at large angles with respect to the SQZ line (see paragraph 4.1.4): triggered by the
results on the FIS system, for FDS we propose to place up to two baffles inside the pipe of the SQZ
path between SDB1 and SQB1 to reduce the stray light back reflected towards SDB1.

While the light blocked by such baffles is not foreseen to directly couple into the squeezing
injection path, we anticipate it to represent a comparatively large contribution to the total back-
scattered light; if allowed to reach SDB1 it could couple into the interferometer main beam through
secondary paths and induce additional phase noise.

At the time of these studies, installations for Advanced Virgo Plus (AdV+) were already in
progress so that we developed and finalized a change request for the insertion of two double-sided
baffles in the Minilink (one at the end towards SDB1 and one roughly in the middle) to intercept
much of the light backscattered towards SDB1 at large angles, while keeping a safe clear-aperture
from the main beam.

General Layout

The proposal is illustrated in Figure 4.2.1 which shows the pipe connecting the vacuum towers
hosting SDB1 and SQB1 (see Figure 4.0.2) for the FDS case and approximate positions of the two
proposed baffles (red dashed lines): their combination should block wide-angle stray light towards
SDB1 without clipping the squeezing beam, while allowing the sole small-angle stray light that
co-propagates with the squeezing beam.

The baffle closest to the SQZ system (to which we will refer as “In-Link Baffle”) is supposed to
stop a good fraction of the light scattered by the viewport before it impinges on the pipe walls; its
combination with the second baffle (to which we will refer as “End-Link Baffle”) limits the light
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that might reach SDB1 to a very narrow solid angle with respect to the direction of propagation
of the SQZ vacuum states.

The exact positions of the baffles, which are not critical, have been defined also taking into
account constraints and suitability of mounting methods.

Simulation Overview

All simulations have been performed via FRED, with the viewport as the sole source of scattering
modeled as Harvey-Shack scatter in reflection after setting the value of surface roughness σ = 0.15
nm [33] (inferred TIS = 3.14 ppm), and in concordance with the FIS studies (see section 4.1.2):

• s = −1.5

• l = 10−4,

therefore b = 0.25.
The light source is an incoherent plane wave of 1 W coming from SDB1 and passing through the

viewport, which is a transmissive optic except for the 3 ppm of back-scattered light. This scattered
light is traced back through the Minilink and analyzed for different cases.

We studied three cases:

• No baffles

• Only End-Link baffle with different apertures

• End-Link + In-Link baffles with different apertures

And three different cases for the square dump (to which we will refer as “Link Dump”) inside
the Minilink and already present in the ESQB-SDB1 Minilink of FIS:

• One 50 x 50 mm square placed at 315 mm from the viewport (foreseen configuration for FDS,
visible also in Figure 4.2.1 and as the green square on the left in the bottom picture of
Figure 4.2.2)

• One circular segment covering the bottom part of the tube, placed at 315 mm from the
viewport

• Two circular segments covering the bottom part of the tube, one placed at 315 mm from the
viewport and the other placed at 130 mm from the viewport (the position of this additional
dump corresponds to the green square on the right in the bottom picture of Figure 4.2.2)

As for the Minilink walls, with the aim of choosing a property of the walls on which to base all
the subsequent simulations, at first we analyzed three scenarios:

• Absorbing walls (A = 1)

• Reflecting walls (three cases for R = 0.5, R = 0.9, and R = 0.99, with the remaining fraction
set absorbing)

• Scattering walls: we chose a uniform lambertian scatter (see section 3.3.1) = 0.5, A = 0.5)

We found that:

• The model with a 50% specular reflection causes a larger amount of stray light with respect
to the model with a 50% lambertian scatter [68]
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Figure 4.2.2: (Top) Minilink scheme with the FRED design superimposed. (Bottom) Minilink
design in FRED with the ongoing simulations: yellow rays are scattered from the viewport (located
in the green flange) and propagate inside the two tubes comprising the Minilink; the red rays are
reflected on the big pipe walls, the green rays are reflected on the cone tube walls, the white rays
are reflected on the small tube walls.

• In studying the effects of higher reflectivities, we report no big differences in the stray light
budget computed between R = 0.9 and R = 0.99

In order to study the worst-case scenario, we chose to attribute reflecting properties to the
Minilink walls, and given computational time reasons the choice went to R = 0.9 and A = 0.1.

Figure 4.2.2 displays the Minilink optical setup as designed in FRED: the top picture shows
the setup superimposed to the Minilink scheme of Figure 4.2.1; the bottom picture illustrates a
screenshot of an ongoing simulation, with scattered rays generated by the viewport (located in the
green flange) and propagating towards SDB1 inside the Minilink (i.e. from right to left).

Inside the big tube of the bottom picture two dumps are visible: the one on the left (towards
SDB1) is the dump already present inside the FIS Minilink and foreseen for the FDS Minilink
as well, the one towards SQB1 the one added in the third case of the link dump configurations
analyzed (corresponding to two dumps having a shape of circular segments).

Results

Figure 4.2.3 displays the results for all the cases studied, with the first row indicating the situation
at the time of the analyses and foreseen for FDS, with a square 50 mm dump inside the Minilink
and no baffle: in this configuration, the amount of stray light ending on SDB1 is equal to 1.30 ·10−7
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Figure 4.2.3: Stray light budget ending on the baffle(s) and on the dump(s), on SDB1 and towards
SQB1 for all the cases under investigation: values are fractions of 1 W input beam. First row shows
the current case with no baffles and one square dump inside the link.

W and the amount of light going towards SQB1 is equal to 1.74 · 10−7 W upon a input light of 1
W.

The two columns “On In-Link Baffle+” and “On In-Link Baffle−” refers to the amount of light
collected by the two sides of the baffle: positive for backward light and negative for forward light,
i.e. light produced in reflection from the viewport and propagating inside the tube towards SQB1.
Since the stray light budget collected by the two sides is in general comparable, we deem necessary
to design the In-Link baffle to absorbs in both directions.

The table shows that the highest stray light reduction is obtained with one square 50 mm dump
and two square 45 mm baffles, while circular segment dump(s) provide a mild/no effect on the stray
light budget on SDB1 (black squared results in the table). On the other hand, elliptical better than
rectangular baffle apertures (red squared results in the table).

At the end the proposed configuration features a 50 x 50 mm dump and two 60 x 60 mm
circular baffles (row squared in blue in the table), as the 60 mm hole not only lets the squeezing
vacuum states to propagate but also allows compensating for errors on the beam positions or the
mechanical construction; moreover, it allows a horizontal translation of SDB1 by a few mm, and
finally it shows the same clear aperture as the viewport.

To summarize, In the situation at the time of simulations and foreseen for FDS, with one 50 x
50 mm square dump inside the SQB1-SDB1 Minilink:

• Adding a baffle with circular 60 mm aperture at the end of the Minilink reduces the light
reaching SDB1 by 75%

• Adding a baffle at the end of the Minilink and also a baffle with 60 mm aperture in the middle
of the Minilink reduces the light reaching SDB1 by 90%

• With the two additional baffles the light diffused towards SQB1 and emerging from the
viewport is reduced by 80%
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The two baffles need to cover the whole cross section of the pipe except for a 60 mm diameter
central hole to allow the squeezing injection; the hole is large enough to allow fine tuning of the
bench positions, and it shows the same clear aperture as the viewport at the end of the Minilink
towards SQB1.

Installation of Baffles inside the Minilink

Each double-sided baffle was realized by pairing two separate steel circular plates with a central
hole and each one coated on one side only so that the coated surface is pointing outwards; to avoid
trapping air between the pair, a spacer is added in between. Coating is both at 1064 and 532 nm;
the latter is not necessary as it is used only during a pre-locking phase and it is switched off during
the scientific run, but it does not increase costs and allows for all the baffles to be coated with the
same specifications together, thereby simplifying the production process.

In all cases, when designing the baffles tolerance towards possible mechanical misalignments of
the pipes with respect the main beam axis have been taken into account, so that the radii of baffle
central apertures are large enough to minimize risk of clipping the main beam.

Moreover, some preliminary mechanical simulations were performed with the aim of verifying
that the first modal frequency of the Minilink relevant section (i.e. the pipe section containing
the proposed in-link baffle and also the original dump) is well above 100 Hz (> 150 Hz from a
first model), which means that we don’t expect a significant shift due to the addition of the baffle,
expected relatively lightweight with respect to the Minilink weight [135].

Finally we note that internal mechanical modes of the baffles are damped by the spacers to be
added between each pair.

The assembling of the baffles inside the Minilink has been carried out by the IFAE team in
April, 2021 [124] and the integration into the Virgo line was completed by the VAC team [163].

Left picture of Figure 4.2.4 shows the 3D design of the SQB1-SDB1 Minilink in which the
two baffle are indicated as well, together with the square link dump inside the tube and the
viewport (visible in green). Right picture of Figure 4.2.4 shows a collage of the installation
process performed by the IFAE team inside the Virgo ISO 4 Clean Room.

After the installation of the baffles, the beam dump originally present inside the SQB1-SDB1
Minilink was manually positioned [166] with a mount redone to adapt to the new Minilink geometry,
the absorbing glass is fixed to the mount by means of two screws (the glass is not glued to the
mount itself, see Figure 4.2.5).

4.2.2 Filter Cavity

We already mentioned in section 2.3.2 that during the fourth observational run O4 the sensitivity
of Advanced Virgo (AdV) will be increased over the entire detection band by means of Frequency
Dependent Squeezed (FDS) states generated by reflecting FIS states off a Filter Cavity, which is a
285 meter Fabry-Pérot cavity made of two mirrors suspended in vacuum.

The FC needs to be perfectly length control tuned in order to reach the goal of rotating the
squeezing ellipse produced by the squeezer source at the right frequency of 31 Hz [157] while not
spoiling the low-frequency sensitivity.

In this section we will present the results of numerical simulations of stray light inside the FC
from two kind of sources (described in section 4.2.2): ghosts beams (GBs hereafter) and mirror
roughness. The goal of the analyses is to verify the usefulness of the installation of two intra-cavity
baffles in blocking stray light from both ghost beams and mirror roughness and set their inner
diameters.
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Figure 4.2.4: (Left) 3D design of the SQB1-SDB1 Minilink Baffle indicating the two baffles as
well as the link dump and the viewport (in green) inside the SQB1-SDB1 Minilink are installed
in pairs [125]. (Right) installation process of the two baffle inside the Minilink performed by the
IFAE team in the Virgo ISO 4 Clean Room [124].

Figure 4.2.5: Picture of the beam dump inside the SQB1-SDB1 Minilink [166].

123



124 Stray Light Simulations

Figure 4.2.6: All the ghost beams generated by the SC beam interacting with the FC mirrors.
Ghost beams a and b go back to the squeezing benches (purples lines), while ghost beams c and d
circulate inside the cavity (red lines). The power of these beams is indicated as well [144].

General Layout

The FDS scheme was presented in bottom scheme of Figure 4.0.2 and as already discussed in
detail in section 2.3.2 there are three beams entering the cavity, namely the subcarrier beam (SC)
with power = 10 mW, the green beam with power = 50 mW [75], and the squeezed vacuum beam.

Simulations will focus only on the stray light produced by the SC beam, as it is the most
powerful IR beam and it will play a central role during the entire scientific observing run O4.
Given the large RF detuning of subcarrier field from the main laser, a direct effect on hnoise is
unlikely; on the other hand, not properly dumped stray light can affect the performances of the
FC, as it can get reflected by not suspended parts and re-couple with the SC beam, thereby adding
phase noise that may spoil both the rotation of the squeezing ellipse and the locking accuracy of
the cavity.

Stray Light Problem

We studied two possible sources of stray light:

A) Ghost beams denote low power beams due to secondary reflections of the SC beam at the
surfaces of the FC mirrors and propagating inside the cavity.

As for the FC, there are four ghost beams (see Figure 4.2.6): ghost beams a, b, and c
are generated by the subcarrier beam reflecting on the Input Mirror (IM), ghost beam d is
generated by the subcarrier beam reflecting on the the End Mirror (EM).

The effect of ghost beams a and b has already been studied via Optocad simulations in [144],
while here we are interested in ghost beams c and d, which are generated by the subcarrier
beam reflecting on the two end mirrors respectively and propagate inside the FC. Ghost beam
c has a power of 1.24 nW, while ghost beam d has a power of 1.6 pW.

Figure 4.2.7 shows the propagation of the two ghost beams inside the FC, along with the
SC beam (in blue); the beams are displayed at different distances from their optical axis: 1w,
2.5w, 3w, and 3.5w, with w = w(z) being the beam radius1.

The ghost beam c propagates from the input mirror (i.e. from left to right in the picture),
while the ghost beam d is generated on the end mirror (i.e. from right to left), and the two
beams are symmetric with respect to the FC tube. The angle between the GBs and the SC
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Figure 4.2.7: SC beam (blue lines) and the two ghost beams c (light green) and d (dark green)
propagating inside FC, with displayed the 1w, 2.5w, 3w and 3.5w distances from their optical axis
(w is the beam’s radius). The upper wall of the cavity is drawn in red and it’s at 125 mm from the
main beam’s axis. The two ghost beams are symmetric and reach the FC wall at 113.8 m from the
two mirrors respectively [141].

beam is = 0.6 mrad and they have a waist w = 7 mm, while the SC waist is w = 9 mm [141].

The 3.5w width was calculated as the “safe” ratio between the baffle aperture radius and
the beam radius in order to have power losses ≃ 1 ppm for a beam lateral displacement of
1 · w(z) [142] and has become a standard ratio on which to base the design for baffles on
SQB1 and SQB2 [144].

The 3.5w width reaches the cavity upper wall (red line) at 113.8 m from the two mirrors,
respectively.

These ghost beams are dangerous since they can generate stray light by reflecting on the
optics and the optomechanics of the benches; before the beginning of AdV+ installations,
we developed the idea of blocking them by installing some baffles inside the FC: analyses
have been carried on via numerical simulations with FRED with the aim of determining the
number and position of baffles inside the FC tube, being aware that a comprise between
effectiveness and number of baffles must be reached.

We conducted preliminary studies having taken into account only ghost beam c because it’s
significantly more powerful than ghost beam d, summarized in [70]. As a result, we propose
to install two baffles inside the cavity, in such a way that the first baffle acts as a blocker of
most stray light, while the second baffle stops residual light escaping the first baffle. More
and updated details on these studies are reported here in section 4.2.2.

1Laser beams are often modeled asGaussian beams, characterized by a optical intensity transverse profile described
with a Gaussian function; the beam radius w(z) is the distance from the beam axis where the optical intensity drops
to 1/e2 (i.e. ≃ 13.5%) of the value on the beam axis at the plane z along the beam, and w0 = w(z = 0) is the waist
radius (i.e. the minimum beam radius corresponding to the maximum intensity).
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Figure 4.2.8: Filter cavity structure with the proposed position for the installation of the baffles
(at 118 m from each end mirrors, in correspondence of supports #11 and #15, red circle). The
green line indicates the part of the FC pipe already installed at the time of these studies [28].

The FC vacuum pipe is comprised by a series of 12 meter-long metal tubes, joined together
by vacuum flanges in correspondence of which they are supported by pillar resting on the
ground, and interleaved by flexible bellows; any 5 of such tubes a vacuum valve is present
with connection to vacuum pump. Given this mechanical construction, and in agreement
with the vacuum team [135], a convenient location for the two baffles is found to be in
correspondence to the supports #11 and #15 that are both close to a bellow, and are at 118
mm from the two suspended mirrors of the filter cavity (see Figure 4.2.8).

This is the case which is studied with FRED simulations described in section 4.2.2 and
section 4.2.2.

B) Mirror roughness generates stray light according to the Harvey-Shack model, in a similar
way to the FIS (section 4.1.2) and Minilink studies (section 4.2.1). The two FC mirrors
have the following properties [40]:

• diameter = 150 mm

• thickness = 90 mm

• radius of curvature = 430 m

As for the scattering properties, no measurements of neither roughness or BSDF were available
at the time of our simulations, instead two mirror maps have been analyzed in [40]: Figure
4.2.9 displays the two maps representative of mirrors used in initial Virgo and in Advanced
Virgo.

Although these are not maps of the actual mirrors to be used in the FC, the AdV maps can be
considered representative of the surface quality and we used the measured value of σ = 0.28
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Figure 4.2.9: Quality maps representative of mirrors used in initial Virgo (Left) and in Advanced
Virgo (Right), as measured at LMA: the latter provides a surface roughness σ = 0.28 nm (used in
our simulations) [40].

nm (inferred TIS = 11 ppm) provided by the Advanced Virgo-like map to simulate stray light
generated by the surface roughness of the FC mirrors.

If we take the value of the SC power circulating inside the cavity = 63 W [144], the amount
of stray light from mirror’s roughness inside the cavity can be derived:

11 ppm · 63 W = 0.7 mW . (4.2.1)

This demonstrates that stray light from roughness is considerably more powerful than ghost
beams propagating inside the cavity (whose powers are presented in Figure 4.2.6).

To estimate with FRED the stray light which can re-couple with the main beam we considered
the FC pipe structure plus 4 baffles: two of them are proposed as a result of the analyses on
ghost beams and may be installed inside the FC at 118 meters from each FC mirror (“intra-
cavity baffles” hereafter), as discussed above (see also Figure 4.2.8), while the others were
already foreseen to intercept stray light, and they are located near the mirrors (Figure
4.2.10).

Simulation Overview

All simulations have been performed with FRED, and all baffles have been treated to be complete
absorbers. Simulations aim to verify the effect of the addition of the two intra-cavity baffles in
blocking both the ghost beams propagating inside the FC tube and the stray light generated by
the surface roughness of the FC mirrors.

Ghost beams With Figure 4.2.6 as a reference, we are interested in the two GB c and d
which propagate inside the FC; these beams are symmetric with respect to the cavity hence the
possible intra-cavity baffles position is chosen to be symmetric as well (no need to play with different
combinations of apertures of the two baffles) and we studied only the propagation of ghost beam c.

127



128 Stray Light Simulations

Figure 4.2.10: Mechanical drawing of the FC mirror suspension and payload (i.e. mirror and its
caging) [161]: on the right the cross section is shown zoomed over the payload, showing the baffles
at 71.3 mm from the mirror surface.

As the GBs are secondary beams generated by the main beam, they propagate at the same
frequency of the main beam therefore they may recombine with the main beam thereby producing
phase noise. In this regard, in the simulations we used a coherent light as source of 1 W.

Being the source a coherent beam, in order to take into account possible diffraction effects due
to the beam clipping on baffles’ edges, we exploited the Gaussian Beam Decomposition approach
in FRED, according to which rays are treated as Gaussian beamlets and coherently propagated
(appendix B.4). Unfortunately, this led to convergence issues, and we managed to reach stable
results only with simulations featuring complete absorbing FC inner walls.

Consequently, we limited the simulation to evaluate how much light is directly intercepted by
the baffles (with different apertures), without accounting for reflection and scattering off of the FC
inner walls, setting them to be complete absorbers.

When we analyzed ghost beams, only the two intra-cavity baffles were considered in the sim-
ulations global layout of the FC: they are placed at 118 meters from each FC mirror, with outer
diameter equal to the FC diameter (250 mm). We repeated the simulation for 4 different values of
the diameter of the inner, coaxial hole:

• 120 mm

• 140 mm

• 150 mm

• 170 mm.

Mirror roughness The goal of these analyses is to verify the usefulness of the two intra-cavity
baffles to block stray light generated by FC mirrors’ roughness, so that we exploited the complete
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setup, featuring:

• two intra-cavity baffle with inner diameter equal to 150 mm, placed at 118 m from each FC
mirror

• two near-mirror baffles with inner diameter equal to 135 mm, placed at 71.3 mm from each
FC mirror

In these simulations, we used an incoherent light as source of 1 W, since we were not interested
in studying diffraction phenomena.

We computed the power of the stray light produced by the beam circulating inside the FC
(intracavity beam) when reflected by the FC input mirror, and arriving at different locations (see
table in Figure 4.2.12). We considered 3 different cases for the optical properties of the FC pipe
walls, namely:

• 100% absorbers

• 50% reflectors

• 100% reflectors.

We also attempted to perform simulations with walls set as scatterers but this turned out to
require too much computing power: by default, at each intersection for each ray 10 scattered rays
are created, so that with a million seed rays the simulations exploded flooding the PC disk; even
when reducing the number of seed rays and the number of scattered rays created, we didn’t manage
to complete the simulations. We note that in the case of the SQB1-SDB1 Minilink simulations,
the worst-case scenario was provided when the walls were reflecting and not scattering, hence we
estimate that a worst-case scenario is represented by the reflective walls also in the case of the FC.

The main reason behind the use of “extreme” walls properties (i.e. going from complete ab-
sorbers to complete reflectors, with a case in between of 50:50) lays on the fact that we don’t know
which these properties are, thus we wanted to explore the full range of possible cases to set upper
limits on the amount of stray light reaching the mirrors.

Results: Ghost Beams

The results are summarized in the table of Figure 4.2.11, which illustrates the amount of light
from the GB that gets absorbed by the two intra-cavity baffles, for different aperture diameters;
all numbers are fractions of the ghost beam’s power, which is equal to 1.24 nW.

It can be seen from the table that the addition of the two baffles has a major impact in blocking
the ghost beams: by summing the fraction of light ending up on the two intra-cavity baffles for the
four different cases one obtains:

• 2a = 120 mm: 0.9988

• 2a = 140 mm: 0.992

• 2a = 150 mm: 0.987

• 2a = 170 mm: 0.9593.

Our choice fell on the aperture diameter equal to 150 mm, as it provides a 98.7% absorption
of ghost beam’s light and it’s large enough to prevent clipping effects (more in appendix 4.B),
which depend on the ratio between the inner radius of the baffle and the beam’s radius a/w (last
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Figure 4.2.11: Fraction of GB power arriving at different locations of the FC: on the first column
the diameter of the baffle aperture 2a in indicated, on second and third columns the fraction of
light absorbed by the two intra-cavity baffles, on fourth column the fraction absorbed by the EM
baffle, and on fifth column the fraction absorbed by the FC walls; finally, last column indicates the
ratio between the baffle radius aperture a the inner radius of the baffle a and the radius of the SC
beam w (which is taken to be equal to the waist w = 9 mm). All numbers are fractions of the ghost
beam’s power, which is equal to 1.24 nW [69].

column of Figure 4.2.11). By considering that the two foreseen baffles near the FC mirrors
have an inner diameter aperture equal to 135 mm, even accounting for an estimated ±7 mm of
mechanical tolerance in the centering of the beam inside the cavity tube, a 150 mm aperture
provides satisfactory performance both in terms of beam clipping and stray light absorption.

Results: Mirror Roughness

A first collection of results was presented in [55]: these however had to be revised due to a bug
found in FRED (see appendix B.3), and in the following we present corrected (and final) results.

Figure 4.2.12 shows the amount of stray light collected in different locations of the FC: for
each walls property, two cases with and without the intra-cavity baffles were studied, to see the
effect of adding these baffles.

First two columns indicate which baffles and walls properties are considered, respectively. Values
in the other columns show the stray light relative power reaching the baffle near the Input Mirror,
the first intra-cavity baffle, the second intra-cavity baffle, the baffle near the End Mirror, and
the End Mirror, respectively. We remark that we consider the baffles to absorb completely the
impinging radiation.

Values in columns 3-7 are normalized to the stray light power generated in reflection at each
mirror by the subcarrier (11 ppm x 63 W = 0.7 mW), and they have been averaged over a number
of simulations between 50 and 200 to get a high statistical accuracy (statistical errors on the last
digit are displayed in parentheses).

We note that table of Figure 4.2.12 does not list the stray light power (about 17% of the
total stray light produced in reflection at the FC mirror) which is scattered by the mirror at wide
enough angles such that it does not exit from the mirror baffle central hole: this light is reflected
(and partially absorbed) internally by the FC mirror payload structure and can propagate away
from the mirror only after many interactions with the payload structure (see Figure 4.2.10).
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Figure 4.2.12: Power budget of stray light due to mirror’s roughness, for three walls properties.
Values refer to the total fraction of SC stray light generated at the mirror surface, and the numbers
in the parentheses are the statistical errors on the last digit due to the average on the simulations.
Light lost before and ending on the IM Baffle (about 0.17) is not considered.

Since simulating these complex interactions is beyond the scope of this work, and since they are
not affected by the choice of walls properties and the number of baffles, we decided to disregard
this contribution.

As one can see from Figure 4.2.12, results depend on the wall properties more than on the
number of baffles considered in the analyses. For what concerns stray light reaching the FC mirrors,
the most pessimistic case is that with pipe walls totally reflective. Nevertheless, results shown in
the table for the stray light generated in reflection from the FC input mirror indicates that:

• A = 1: adding the two intra-cavity baffles has no effect on the stray light power reaching
the FC end mirror. This is expected as light making all the way through the FC pipe to end
up on the mirror must be quite collimated (otherwise would be absorbed by the walls), thus
managing to pass through the baffles apertures as well

• A = 0.5, R = 0.5: adding the two intra-cavity baffles reduces the stray light on EM Baffle by
a factor 3, and stray light on EM by a factor 2

• R = 1: adding the two intracavity baffles reduces the stray light on EM baffle by a factor 4,
and stray light on EM by a factor 2

Similar considerations apply to the stray light generated in reflection from the FC End Mirror
and arriving at the IM payload.

Phase Noise

The main concern regarding stray light inside the FC is that it adds phase noise which can in
principle spoil the locking accuracy of the cavity. A rather simple way to compute phase noise is
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given by [60]:

∆ϕtot =

√

PFC

P0
∆ϕFC(ω), (4.2.2)

where PFC is the stray light power reaching the mirrors after ending up on the FC walls, P0

is the input power, and ∆ϕFC is the phase noise corresponding (for normal incidence) to the FC
walls effective displacement noise x̃FC(ω):

∆ϕFC(ω) =
4π

λ
x̃FC(ω). (4.2.3)

The effective displacement noise x̃FC of the FC walls (with respect to the FC mirrors considered
at rest) can be computed from the time series of the FC walls displacement xFC(t) after a phase
wrapping procedure2 [60]:

x̃FC(ω) =
λ

4π

√

PSD

[

sin

(

4π

λ
xFC(t)

)]

. (4.2.4)

Since at the moment of writing there is no estimation of the FC vibration, for simplicity we
applied the strategy exploited for computing stray light in the case of FIS: the cavity is assumed to
be suspended and activated to follow the motions of the benches, hence we assigned to the FC walls
the same mechanical noise of the External Detection Bench EDB, measured by the accelerometer
and seismometer on top of it [59]. The effective phase-wrapped displacement noise of the FC walls
is shown in Figure 4.2.13.

By taking P0 = 63 W (i.e. the SC power circulating in the FC), and PFC as the fraction of
light on EM (last column of Figure 4.2.12) multiplied by the stray light power circulating in the
cavity equal to 0.7 mW), namely:

• PFC = 1.05 · 10−5 W for R = 0.5 and only mirror baffles

• PFC = 5.60 · 10−6 W for R = 0.5 and both mirror baffles and intra-cavity baffles

• PFC = 3.07 · 10−4 W for R = 1 and only mirror baffles

• PFC = 1.46 · 10−4 W for R = 1 and both mirror baffles and intra-cavity baffles,

the total phase noise inside the FC is derived, for all the cases under scrutiny (Figure 4.2.14).
As said, the major differences are due to the different properties of the FC walls.

From the phase noise, the FC length noise can be calculated by using the formula:

∆L

L
=

∆νFC(ω)

ν
=⇒ ∆L =

L

ν
∆νFC(ω) = L

λ

c
∆νFC(ω) = L

λ

c

iω

2π
∆ϕFC(ω), (4.2.5)

2Wrapped phase means that all phase points are constrained to the range -180° ≤ Phase Offset < 180°. When
the actual phase is outside this range, the phase value is increased or decreased by a multiple of 360° to put the phase
value within ± 180° of the Phase Offset value.

Example. When Phase Offset = -10°, the phase range is [-190, 170): in this case, 171° is shifted to -189°
(171− 360 = −189), and -400° is displayed as +40 degrees (-400 + 360 = -40) [104].
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4.2 Frequency Dependent Squeezing Stray Light Simulations

Figure 4.2.13: Effective displacement noises of the FC walls computed using the phase-wrapping
procedure on the displacement noise measured by the accelerometer and seismometer on top of the
External Detection Bench EDB.

Figure 4.2.14: FC effective phase noise for the cases under investigation.

with L = 285 m being the cavity length, ν the laser’s frequency (λ = 1064 nm), and ∆νFC(ω)
the equivalent frequency noise, computed from the phase noise by recalling that in the time domain
holds the relationship:

∆νFC(t) =
1

2π

∂

∂t
∆ϕFC(t). (4.2.6)

Figure 4.2.15, the spectrum of the FC length noise is displayed, for all the cases under inves-
tigation.

We can integrate the spectrum of the length noise in a frequency interval for which the curve
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Figure 4.2.15: FC effective length noise for the cases under investigation.

is flat (chosen ν1 =9 Hz and ν2 = 9.005 Hz) to get the RMS of the FC length noise:

∆LRMS =

√

1

2
[∆L(ν2)2 +∆L(ν1)2] (4.2.7)

By plugging-in the spectrum of the length noise computed ∆L, we found:

• ∆LRMS = 3.2 · 10−16 m for R = 0.5 and only mirror baffles

• ∆LRMS = 2.4 · 10−16 m for R = 0.5 and both mirror baffles and intra-cavity baffles

• ∆LRMS = 1.7 · 10−15 m for R = 1 and only mirror baffles

• ∆LRMS = 1.2 · 10−15 m for R = 1 and both mirror baffles and intra-cavity baffles

The change ∆LRMS is greatest in the case with R = 1 and only mirror baffles included. These
rms values are to be compared to the requirement of ∆LRMS = 3 · 10−13 m for the locking noise
not to affect the performances of the FDS [29].

In our most pessimistic case (FC pipe walls fully reflective, i.e. R = 1) we estimate the stray
light to induce a locking noise a factor 150 below requirement and hence we conclude stray light
should not be a major issue.

Conclusions

We performed a series of numerical stray light simulations in order to quantify the usefulness of two
intra-cavity baffles to block stray light generated both by mirror’s imperfections and ghost beams.

• Numerical simulations on ghost beams demonstrated that two intra-cavity baffles placed
at 118 m from each mirror and having an aperture = 150 mm, can block 99% of the ghost
beam’s light.

• With an inner aperture of 150 mm, the baffles have the same clear aperture of the mirrors
baffles (135 mm) plus 7 mm of a possible main beam offset.
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• As for stray light generated by mirror’s roughness, the addition of 2 intracavity baffles (at
118 m and diameter = 150 mm) can reduce the stray light power arriving at the FC mirrors
by roughly a factor 2 with respect to the case of having only the mirror baffles.

• Phase noise computed for all the cases considered causes a length noise ∆L ≃ 2 · 10−3 pm in
the worst scenario, which is 1/150 of the locking requirement and therefore negligible.

Given the marginal benefit coming from the addition of the filter cavity baffles and given the
work required for their production and installation, in concordance with the SQZ group we decided
not to install the two intra-cavity baffles unless the Commissioning work currently undergoing
unveils that stray light in FC is an issue.
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Appendix

Appendix 4.A FRED script for raytracing loop

’#Language "WWB-COM"

Option Explicit

Sub Main

Dim i, j, jj, k, TotPower, numRays, arnNode, deNode, count As Long

Dim filename, paramNames() As String

Dim success As Boolean

count = 1

For j = 1 To 200 Step 1

ClearOutputWindow

ARNDeleteAllNodes

filename = GetDocDir() & "\TGG_iris_AR660_" & j & ".txt"

Open filename For Output As #count

Print #count, "#Detector Entity" & Chr(9) & "#totPower" & Chr(9) & "#numRays

For i = 1 To 8 Step 1

deNode = FindFullName( "Analysis Surface(s).Detector Entity " & i)

DESetParam deNode, "Sidedness", "Positive Side"

Next i

Print "Performing raytrace..."

EnableTextPrinting False

DeleteRays()

TraceCreate()

EnableTextPrinting True

For i = 1 To 8 Step 1

deNode = FindFullName( "Analysis Surface(s).Detector Entity " & i)
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DEGetParamNames deNode, paramNames

Print ""

Print "Parameter List for detector " & i

Print Chr(9) & "Name" & Chr(9) & "Value"

For jj = 0 To UBound( paramNames, 1 )

Print Chr(9) & paramNames( jj ) & Chr(9) & DEGetParam( deNode, paramNames( jj ) )

Next jj

Print "Performing D.E. analysis..."

’Retrieve ARNs produced by Detector Entities

arnNode = DEGetMostRecentARNNum( deNode )

Print "ARN results in Detector Entity " & i

Print "Displaying D.E. results in visualization view..."

success = ARNDisplayInVisualizationView( arnNode, "" )

’Retrieve number of rays used by DE

ARNGetTagValueAsInt( arnNode, "NUMBER_OF_RAYS_USED", numRays )

Print ""

Print "Number of rays on Detector Entity " & i &": " & numRays

’Retrieve power on DE

TotPower = ARNComputeTotalPower(arnNode)

Print "Power on Detector Entity " & i &": " & TotPower & " Watts"

Print #count, i & Chr(9) & TotPower & Chr(9) & numRays

Print ""

Next i

Print "All done."

count = count + 1

Next j

End Sub

Appendix 4.B Clipping losses

When a Gaussian Beam propagates through optical elements with circular apertures, a fraction of
the total beam power is blocked due to a finite clear aperture radius of each element. Therefore, the
choice for the optimal baffles aperture needs to take into account possible clipping losses due to the
main beam propagating through circular apertures, resulting in both power and mode mismatch

138
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Figure 4.B.1: Normalized transmitted power of a Gaussian beam propagating through a circular
aperture, as a function of the ratio between the aperture’s radius and the beam’s radius.

losses.
We analyzed the losses caused by the beam tails clipping in two cases: beam centered and

laterally shifted with respect to the axis aperture of the baffle.
As for the former, the transmitted power of a Gaussian beam propagating along z through a

circular aperture is given by [107]:

P(a, z) = P0

(

1− exp

[

−2

(

a

w(z)

)2
])

, (4.B.1)

with P0 being the incident power, w(z) is the beam’s radius, a is the aperture radius. Figure

4.B.1 displays the normalized transmitted power as a function of the ratio a/w: one can see that
for baffle’s apertures > 2w, 9.997% of the beam gets through the aperture and the effect of the
beam tails clipping on the edges is very mild.

When the beam is laterally shifted with respect to the center of the circular aperture (Figure
A.4.4) a simplified expression for the optical power transmitted is: [107]:

P(a, z) = P0 exp

[

−
2d2

w(z)2

] ∞
∑

k=0

2kd2k

w(z)2k(k!)2

[

γ

(

k + 1,
2a2

w(z)2

)]

, (4.B.2)

where γ is the lower incomplete Gamma Function:

γ

(

k + 1,
2a2

w(z)2

)

= Γ(k + 1)− Γ

(

k + 1,
2a2

w(z)2

)

. (4.B.3)

Figure 4.B.3 shows the normalized power losses as a function of the beam’s lateral displace-
ments, for different baffle apertures radius with the SC radius being w = 9 mm [141]: the curves
saturates at a = 60 mm due to buffer overflow in the code, yet one can see that for the apertures
we are interested in (a > 60 mm) power losses starts to be significant approximately for a lateral
displacement d > 40 mm (with a = 60 mm and d = 40 mm, losses are equal to 8 · 10−5).
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Figure 4.B.2: Gaussian beam propagating through a circular aperture of radius a such that its peak
of irradiance profile is coincident with the center of a circular aperture (left) and laterally displaced
by d with respect to the center of a circular clear aperture (right). [107].

Figure 4.B.3: Normalized power of clipping losses due to beam laterally displaced as a function of
the displacement, for different baffle apertures radius a and after setting w(z) = 9 mm.
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Chapter 5

Stray Light from Dust in Virgo

Two of the most common sources of scattered light are the residual surface roughness of optical
elements and contamination from particulate. Dust contamination, while expected to be extremely
low in the Clean Room environment of Virgo, is a common source of light scattering in optical
systems, and given the high quality of super-polished optical elements employed, even a small
amount of dust can have a significant effect on measurements. It is therefore critical to characterize
the amount of stray light from optics which are contaminated by dust: to this end the properties
(size, number, material) of dust particles on the optical element needs to be known.

5.1 Dust Scattering in FRED

One can calculate the amount of light scattered by particulate contamination by estimating the
BSDF with FRED via Mie theory, for which particles are spheres with different dimensions distrib-
uted on an otherwise smooth surface (see section 3.3.3).

The distribution of the size of these particles can be modeled in several ways: as Uniform,
Gaussian, standard (MIL-1246C or IEST-STD-1246D), or Sampled (i.e. input by the user, see
section 5.2.2).

User inputs include the incident wavelength, the real and imaginary parts of the particle re-
fractive index, the minimum and maximum particle diameters, and the particle density.

The BSDF is derived in the following way:

1. The diameter range of the particles which are considered to be distributed on the surface is
divided into N bins, and for each bin:

(a) The average particulate diameter is calculated

(b) The Mie intensity function for a single particle per unit area for a given complex refractive
index and wavelength is calculated

(c) The intensity function is multiplied by the number of particulates in each bin

2. The intensity for all bins is accumulated in summation

3. The BSDF is calculated according to eq. (3.3.22).

The BSDF is the sum of the effect of all particles: the calculation relies on a numeric integration
of the scatter distribution over the range of particle sizes, and the BSDF is both in the forward
and in the backward direction.
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Figure 5.1.1: (Left) all the input parameters in FRED to model the scattering from particu-
late contamination. (Right) reasonable particulate complex refractive index values at several
wavelengths [103].

For a large range of particle sizes, the scatter model for a uniform particle distribution is close
to Lambertian (see section 3.3.1), while for both the Gaussian and the standard distribution the
BSDF is peaked in the specular direction and has and a smaller component in the opposite direction
as the incident ray.

If one chooses to model the particle distribution with the standard IEST 1246D, the other input
parameters to set are the wavelength of the incident beam, the real and imaginary parts of the
refractive index of the particles, the immerse index (i.e. the refractive index of material in which
particles are immersed), the reflection and transmission coefficients of the surface, the particle
density function (i.e. the standard IEST 1246D in this case), the maximum particle diameters
(the minimum is 1 µm by definition), the slope of the distribution function, and the the surface
cleanliness level CL (left picture of Figure 5.1.1).

Some of these parameters are easy to know, viz. are either derived from the simulation layout
or set after some considerations: for example, for the refractive index we can use a table presented
in [103] which shows reasonable particulate complex refractive index values as a function of the
wavelength (right picture Figure 5.1.1).

In the following sections we will study in detail the particle density function, which depends on
many parameters according to the chosen model (for example, modeling the distribution with the
standard IEST requires the knowledge of the particle density function and the CL of the surface).

5.2 Dust Particles Distribution on Optics

Performing simulations with Mie theory requires knowledge of the size distribution of dust particles
on the optical surface. Dust particle distribution f(D) in clean environments is usually modeled
via the IEST STD CC1246D standard, according to which it’s given by [130]:

f(S,CL, D) = −
d

dD
Np(S,CL, D), (5.2.1)

where Np is the number of particles per unit area whose diameters are bigger than or equal to
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D:

Np(S,CL, D) = 10|S|[log
2
10
(CL)−log2

10
(D)], (5.2.2)

with S being the particle distribution slope, CL is the surface cleanliness level, and D is the
particle diameter in µm. This distribution is usually plotted as a straight line in a log-log2 plot
with the maximum number of particles at the 1 µm size.

The particle distribution slope S is a function of the environment in which the particles are and
the process used to clean the surfaces: the more the surface is clean, the less the value of S is, as
the process tends to remove the biggest particles and to leave the smallest ones.

For IEST CC1246D is S = −0.926, as the distribution was derived from measurements of
precision cleaned hardware [128] and thus is representative of cleaned surfaces; instead, the dis-
tribution specified by the standard has never been experimentally demonstrated in real working
environments.

In general, the value −0.926 is kept for describing freshly cleaned surfaces, while measurements
in actual Clean Rooms1 indicate that a more frequently observed slope has an average value of -0.383
[100]. That is, the particle fallout from the air produces a size distribution weighted toward large
particles, while surface cleaning is more effective at removing large particles than small particles
because the latter are tightly held by van der Waals forces [118].

In the IEST standard, the CL specifies the diameter in µm at which the distribution yields 1
particle per 0.1 m2, which means that if the CL is 400, there would be 1 particle of diameter 400
µm per 0.1 m2. In general, CL < 200 is for pristine surfaces, CL = 600 is for visibly clean surfaces,
and CL > 1000 is for visibly dirt surfaces.

Left picture of Figure 5.2.1 shows Np as a function of the diameter for typical values of the
cleanliness level and for the default slope value = −0.926.

Right picture of Figure 5.2.1 shows the particle density function f(D) with the standard slope
value S = −0.926 (black curves) and with S = −0.926 (grey curves), for typical CL values: one
can see that for the same CL, when S = −0.926 there are less big particles with respect to the case
in which S = −0.383, because the cleaning process removes them.

5.2.1 Relation between Surface Cleanliness Level and Cleanliness Class

The cleanliness level CL of a surface can be derived as a function of the Clean Room class number of
its environment. In order to establish a relationship between these two quantities, a list of variables
must be known: the exposure time t, the nature of air flow, and the orientation of the surface (as
we will illustrate in eq. (5.2.10)).

The Clean Room class number NISO is specified by ISO standard 14644-1 [131], which defines
the particulate level allowed in a Clean Room, i.e. the quantity and size of particles permitted per
volume of air in the room, with ISO 1 being the cleanest and ISO 9 the dirtiest classes. According
to this standard, the maximum concentration of particles Cn per m3 is given by:

Cn = 10NISO

(

0.1

D

)2.08

, (5.2.3)

with Cn being the number of particles/m3 > 0.1 µm, D the particle size in µm, and NISO is the
ISO class number of the Clean Room (see left picture of Figure 5.2.2).

1A Clean Room is defined by as a room built and used in a manner to minimize the introduction, generation,
and retention of airborne particles and in which their concentration is controlled (including monitoring parameters
such as temperature, humidity, and pressure as necessary) [30].
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Figure 5.2.1: (Left) Number of particles of diameter ≥ D as a function of D given by the IEST
CC1246D standard (slope = −0.926) for CLs 200, 400, and 600. The x intercept of each line occurs
at the particle whose diameter is equal to CL µm. (Right) Particle density function f(D) given by
the IEST CC1246D standard (S = −0.926, black curves) and S = −0.383 (grey curves), for CLs
200, 400, and 600 [87].

Figure 5.2.2: (Left) Maximum concentration limits (particles/m3 of air) according to the ISO
standard 14644-1 [30]. (Right) Comparison between selected equivalents of ISO standard 14644-1
(NISO = 5, 6, 7, 8) and Federal Standard 209 classification (Xc = 100, 1000, 10000, 100000) [114].

The class is considered met if the measured particle concentration is within the limits specified
at anyone of the particle sizes shown in the table.

The ISO standard 14644-1 replaced the Federal Standard 209 classification (FS, Class 100;
Class 10000; Class 100000) in 1999 (and revised in 2015), yet many companies continue to use the
latter (see right picture of Figure 5.2.2 for the correspondence between the two classifications).

The main difference between the two methods is that the federal standards were measured in
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Figure 5.2.3: Number of particles > D as a function of D for Clean Room classes Xc of 100, 1000,
and 10000 [1].

cubic feet and the ISO standards are in cubic meters: the number Xc of the FS class in English
units is taken from the maximum number of particles of 0.5 µm and larger per cubic foot, so that
e.g. a Class 100 Clean Room would not contain more than 100 particles of 0.5 µm and larger per
cubic foot.

The full definition of cleanliness class according to the FS is expressed by the cumulative distri-
bution of particle sizes given in Figure 5.2.3, which shows the log-log plot from FED-STD-209D
(1988), displaying the number of particles with diameter > D as a function of D for Clean Room
classes Xc of 100, 1000, and 10000.

Classes different from the ones specified (e.g. Xc = 50, 300, 500) can be derived by taking the
intercept point on the 0.5 µm line and tracing a parallel line to the existing curves on the plot, with
the following limits [1]:

1. Classes greater than 103 should be determined by measurements taken at 0.5 or 5 µm

2. Classes between 10 and 1000 should be determined by measurements at 0.2, 0.3, or 0.5 µm

3. Classes below 10 should be determined by measurements at 0.1, 0.2, 0.3, or 0.5 µm

The concentration limits for intermediate classes are approximately calculated by using the
formula [2]:

Nv = Xc

(

0.5

D

)2.2

, (5.2.4)

with Nv being the number of particles/ft3 > 0.5 µm.
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Figure 5.2.4: Virgo DET tower SDB1 dust contamination analysis performed on September 2018
with the help of a volume particle counter; the plot shows the number of particles/ft3 of air for a
given diameter versus time [58].

In order to compare the theoretical air cleanliness classes given by equations (5.2.3) and (5.2.4),
we retrieved some data about air contamination inside the Detection (DET) tower SDB1 dated
September 2018 measured by a particle counter [58].

Figure 5.2.4 shows different columns of different measurements times, each comprising 4 mark-
ers which are the number of particles/ft3 of air for a given diameter.

The row data of this picture were not available, therefore we extracted them via an image
processing. In detail, we imported the image into XnView MP software [174] which allows the
user to select a single column of data and take the sole markers that lies within (see left picture
of Figure 5.2.5 as an example: the marks that get partially cut by the edges of the selection
rectangle are not considered). The software outputs the y-coordinate of each data in the selected
column in pixels, thus providing a precise correspondence between a given diameter and the number
of particles collected by the particle counter.

To retrieve the pixel-µm correspondence, we took the number of pixels determined by the
number of particles = 50000 in the y-axis and write the relationship:

(log 50000− log 5) : 560 = logNv exp : #pixels =⇒ logNv exp =
4

560
#pixels + log 5, (5.2.5)

where 560 is the number of pixels between the two points on the y-axis corresponding to 50000
and 5. We took 20 columns of data (20 different measurement times) and fitted the cumulative
number of particles as a function of diameter with a re-written form of eq. (5.2.4):

logNv = logXc − s logD − 0.66, (5.2.6)
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Figure 5.2.5: (Left) we use the software to select 20 columns of data and retrieve the number of
particles as a function of diameter. (Right) fit results of 20 datasets of air particle distribution
(#particles/ft3) taken with a particle counter located in Virgo DET tower.

where s = 2.2 in eq. (5.2.4) (theoretical slope). Right picture of Figure 5.2.5 shows the 20
datasets displayed as dots of different colors and their fitting curves (dotted lines); the fit results
are the following:

• mean slope s = 1.6(3)

• mean class Xc = 2800(2100),

meaning that the found slope is lower than the predicted one, plus the air cleanliness class Xc is
found with an uncertainty too high to be considered a reliable candidate for the real value of DET
tower class.

Since the interest is in the number of particles that fall onto a surface, we considered the average
fallout rate derived in [99] from data on the rate of particulate fallout observed in different industrial
facilities:

dN

dt
= cρN0.773

c , (5.2.7)

where dN/dt is the number of particles > 5 µm settled/ft2 per day, Nc is the number of
particles/ft3 of air > 5 µm, c and ρ are normalization constants. Value c = 1 is used if dN/dt is
measured in particles per square feet per day, while the value c = 1.076 is used if dN/dt is measured
in particles per 0.1 square meters per day. The value ρ is defined by the number of air changes
per hour; as shown in Figure 5.2.6, there are different fallout rates to be used for still air, normal
Clean Room air, and laminar flow Clean Room air [36]:

• For a Clean Room with fewer than 15 air changes per hour (still or low velocity air) use the
maximum 95% confidence limits to get a conservatively high fallout rate, i.e. ρ = 2.851 · 104

• For a Clean Room with 15-20 air changes per hour (normal Clean Room) use the average
fallout rate, i.e. ρ = 2851

147



148 Stray Light from Dust in Virgo

Figure 5.2.6: Particle fallout rates [99].

• For a laminar flow Clean Room (air flow > 90 ft/min) use the minimum 68% confidence limits
to get a conservatively high fallout rate, i.e. ρ = 578

The rate of accumulation is assumed to be constant in time, and the result of the number
of particles on a surface varies linearly with time. From the figure, one can see that the data
determining eq. (5.2.7) have large error bars and the 95% confidence limits are approximately one
order of magnitude above and below the curve corresponding to the equation.

Putting all the English quantities together, we have the following definitions:

• Nc = number of particles/ft3 > 5µm

• Nv = number of particles/ft3 > 0.5 µm

• N = number of particles/ft2 > 5 µm

• Np = number of particles/ft2 > 1 µm

If we impose the particles diameter D = 5 µm, we can equate the two eq. (5.2.2) for Np(D)
and (5.2.7) for N to derive a relation between the surface cleanliness level and the air cleanliness
class for particles > 5 µm [160]:
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log10Np(5) = log10N =⇒ |S|
(

log10
2CL−log10

2D
)

= log10 ρ+ log10 t+ 0.773 log10Nc =⇒

=⇒ 0.926
(

log10
2CL−log10

25
)

= log10 ρ+ log10 t+ 0.773 log10Nv(5) =⇒

=⇒ log10
2CL =

1

0.926

{

log10 ρ+ log10 t+ 0.773 log10

[

Xc

(

0.5

5

)2.2
]

+ log10
25

}

=⇒

=⇒ log10CL =

√

1

0.926

[

log10 ρ+ log10 t+ 0.773(log10Xc−2.197 log10 5) + log10
25
]

=

=

√

1

0.926
(log10 ρ+ log10 t+ 0.773 log10Xc−1.248). (5.2.8)

This formula is valid for particulate deposition of horizontal surfaces. An estimate of the fallout
rate onto vertical surfaces is 0.1 times the horizontal rate [36], that is:

N = 0.1ρtN0.773
c . (5.2.9)

In this way, a general form of eq. (5.2.8) can be written as:

log10CL = [1.08(log10 h+ log10 ρ+ log10 t+ 0.773 log10Xc−1.248)]1/2 , (5.2.10)

with h being the orientation of the optic (1 for horizontal, 0.1 for vertical).
In Virgo, the DET Clean Room is a ISO 7 Class (NISO = 7, Xc = 10000 [42]); we can take

t = 400 days of time (the AEI squeezer arrived at Virgo in Jan. 2018, the observational run O3
ended in April 2019), ρ = 2851 (for a typical, non-laminar flow Clean Room), and obtain:

log10CL = [1.08(log10 0.1 + log10 ρ+ log10 t+ 0.773 log10Xc−1.248)]1/2 =

= [1.08(log10 0.1 + log10 2851 + log10 400 + 0.773 log10 10000− 1.248)]1/2 = 2.73 =⇒

=⇒ CL = 102.73 = 537.

(5.2.11)

The value calculated with the above formula comes with some caveats. First of all, the literature
doesn’t agree on the formula for deriving the CL as a function of the Clean Room class number
(see e.g. [87]); the calculations made by Spyak in [160] (and resulting in eq. 5.2.10) are completely
derived by the author in his article and it is apparently cited by most papers on scattered light, so
it appeared to be the most reliable source.

The second issue is related to the fact that the squeezing environment inside the detection room
(both during the third observational run O3 and for O4) hosts a variety of conditions: the in-air
squeezing bench EQB1 is located in a plexiglass box, inside an acoustic enclosure in an area with a
dedicated clean air system, the suspended squeezing bench SQB1 is located inside the vented area
as well, while the External Detection Bench EDB is located in another area of DET along with
SQB2, which is a vacuum and suspended tower.

What we have is only the Clean Room class number of the detection room, but we don’t know
what the particle content is in the different environments.

The third problem is the assumption of S = −0.926, which is only valid for pristine surfaces,
and it’s not representative of real work environments.
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Figure 5.2.7: (Left) BSDF from dust scattering as a function of the scatter angle, for different CLs
and with an angle of incidence set to 0, particle distribution slope set to -0.926. (Right) Ratio
between the BSDF for each CL and the BSDF calculated for CL = 200 as a function of the scatter
angle, with the Angle Of Incidence (AOI) being set to 0, the particle distribution slope set to -0.926.

Moreover, we have seen that experimental data of particle counters inside the DET tower SDB1
doesn’t agree well with the model of eq. (5.2.4) and that the fallout rate of eq. (5.2.7) and Figure

5.2.6 is determined by data with large error bars.
Finally, there are periods of active work around the optics in which the local conditions are

clearly not the same as a standard Clean Room ones.
To summarize, the CL depends on the following parameters:

• Optics orientation h (1 for horizontal, 0.1 for vertical, 0.01 for horizontal downward)

• Air changes/hour ρ

• Surface exposure time t

• Air cleanliness class Xc

In principle, these parameters can be inferred from knowledge of the system, but in real en-
vironments too many variables are not under control, so that a direct measurement of particles
distribution is more reliable.

The BSDF is a strong function of the CL, as one can see from the left picture of Figure 5.2.7,
in which the BSDF curves calculated in FRED are displayed for some standard values of CL; by
taking the ratio between the BSDF curves for CL > 200 and the BSDF for CL = 200, a scale factor
can be derived (right image of Figure 5.2.7):

• CL = 400: scale factor = 20

• CL = 600: scale factor = 170

• CL = 800: scale factor = 790

Moreover, a comparison between BSDF from roughness as simulated for the optical viewport
in section 4.1.2 and BSDF from dust for some standard CL levels, as illustrated in Figure 5.2.8,
shows that BSDF from dust is much greater than BSDF from roughness. If we took CL = 600 (red
curve in the plot), probably a good guess as this is also the value assumed for space missions, we
can see that in this case dust contribution is 1000x more than surface roughness.

In Virgo, there are no measurements of CL, not only in the squeezing subsystem but in general.
For these reasons, we need to measure dust contamination directly to have realistic estimates.
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Figure 5.2.8: Comparison between BSDF from roughness (generated by the optical viewport of
FIS) and BSDF from dust for CLs 200, 400, 600, and 800.

5.2.2 FRED Dust Scattering Simulations with Sampled Particle Distribution

Taking into account the problems discussed in the previous sections, choosing a sampled distribution
function as input parameter in FRED appears to be the best option. For this reason, we made
some tests to understand how this function works in FRED: in particular, we want to test if a dust
scattering model in FRED with a standard IEST distribution and a sampled distribution with the
IEST particle distribution would yield the same scatter plots.

The “sampled” density function requires as input values the particle diameter and the particle
density (number per µm2).

We thus wrote a simple python code that generates a sampled distribution corresponding to
the standard IEST with CL = 400 and S = −0.926, while the minimum and maximum particle
sizes are free parameters in order to see how different diameter cutoff would affect the scattering
distribution. Through the code we created six datasets which differ from each other by a chosen
diameter cutoff.

Figure 5.2.9 shows the BSDF curves at different AOI and as a function of the scatter angle,
for three datasets of particles which are all up to 1 mm and with three different lower cutoffs: blue
curve is 1 µm, orange curve is 5 µm, and green curve is 10 µm; the subplots illustrate the ratio
between the curves and the blue one (spanning the widest range of diameters), at 0° AOI.

On the other hand, Figure 5.2.10 shows three BSDF curves at different AOI and as a function
of the scatter angle, resulting from particles distributions with the same smallest diameter of 1 µm
and different upper limits: blue curve is 50 µm, orange curve is 100 µm, and green curve is 500 µm.

By a visual inspection it can be noticed that a high cutoff at small diameters produces a general
underestimation of the BSDF limited to a maximum difference of 60% near the peak for a cutoff
at 10 µm with respect to the cutoff at 1 µm; instead, the scattering in the specular direction is not
significantly influenced by the cutoff.

On the other hand, the cutoff at big diameters has a major effect only the peak values of the
BSDF curves, in correspondence of the scattering in the specular direction: the difference is 75%
between the distribution with diameters from 1 to 50 µm and the distribution with diameters from

151



152 Stray Light from Dust in Virgo

Figure 5.2.9: BSDF from dust scattering as a function of the scatter angle, for a sampled particle
distribution with different lower diameter cutoffs. The subplot shows the residuals of the orange
and the green curves with the blue curve (which spans the widest range of diameters, i.e. from 1
µm to 1 mm), taken at 0° AOI.

Figure 5.2.10: BSDF from dust scattering as a function of the scatter angle, for a sampled particle
distribution with different upper diameter cutoffs. The subplot shows the residuals of the blue and
the orange curves with the green curve (which spans the widest range of diameters, i.e. from 1 µm
to 500 µm), taken at 0° AOI.
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1 to 500 µm, while the curves are very similar in the range of scattering angles just outside the
specular.

5.3 Dust Monitoring Campaign

In order to characterize dust contamination of a Clean Room, in principle one should count the
number of dust particles on each surface to obtain an overall estimate of the cleanliness level;
indeed, we made use of silicon wafers as “dust witness samples” placed on the optical benches.

Therefore, a monitoring campaign has started, with the purpose of having a reasonable clean-
liness (CL) estimate on which to base the stray light simulations and thus to produce realistic
estimates of stray light from dust.

The goals of the plan are to monitor the level of cleanliness of optics in different environments
and over time, and to highlight critical situations in order to adopt mitigation strategies (for
example, develop some ad-hoc cleaning procedures).

To do that, as already mentioned we exposed clean silicon wafers next to optics in representative
locations and we then took pictures of the samples to extract their particle distribution as a function
of diameter. Horizontal witness samples have been left in their open boxes, vertical witness samples
have been mounted on a vertical support with two screws. Each sample has the clean face exposed
and the box lid facing down next to it (ready to be closed and transported away). Two additional
wafers (one horizontal and one vertical) have been left exposed on the benches for 1’ and removed,
in order to monitor the dust contamination due to handling.

The positions of the wafers inside the various environments are illustrated in detail inAppendix

5.A.

5.4 Witness Wafers Images Acquisition

5.4.1 Imaging Apparatus

The samples are imaged with a camera system setup located in the Virgo ISO 3 Clean Room [155],
which comprises a high-resolution digital camera equipped with a high-resolution objective lens,
aligned perpendicular to a wafer holder. The camera is mounted over an illuminating LED ring
set above the table (with the sample itself placed a few centimeters above the table). The camera
system setup is displayed in Figure 5.4.1.

Camera The camera is procured from Pixelinx [140], it has a resolution of 9.6 Megapixels, number
of pixels (H x V) = 3840 x 2500, and a pixel size H x V of 2.4 µm (left picture of Figure 5.4.2).

Lens The lens is procured from Edmund Optics [85] (right picture of Figure 5.4.2); it has a
fixed focal length f of 35 mm and a minimum Working Distance (WD) of 100 mm (i.e. the distance
from the front of the lens to the object under inspection).

The camera aperture N (also known as f-number or f-stop) is the ratio between the focal length
and the effective aperture of the lens:

N =
f

D
. (5.4.1)
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Figure 5.4.1: Camera system setup inside the ISO 3 Clean Room. The camera is mounted over an
illuminating LED ring set above the table (with the sample itself placed a few centimeters above
the table).

The aperture is written commonly as f/#, where # is a number (e.g. f/2, f/3.5, f/8 and so
on), and sometimes the slash is omitted and the f-number is shown as f2, f3.5, f8 and so on. In
this notation f/2 means a ratio of 2 so that N = f/D = 2.

The camera apertures of the lens of the setup span from f/2 to f/16 (from the biggest to the
smallest aperture of the pupil hole); the larger the effective diameter, the greater is the amount of
light entering the camera, which is proportional to the effective area:

Area = π

(

D

2

)2

= π

(

f

2N

)2

. (5.4.2)

Illumination Wafers are placed under a white light LED illuminator ring procured by Edmund
Optics [84], which needs to be manually centered both under the lens and over the wafer holder.

With this ring we work with a dark field illumination, which is a technique first applied in
microscopy characterized by light coming from a shallow angle, which gets mostly reflected away
from the camera if it hits a flat and featureless surface and is therefore not collected, thus providing
a “dark field”, while it gets reflected to the camera if it hits a defect on the surface (Figure 5.4.3).

The height should be adjusted in order to make the background as uniform as possible: if the
ring is placed higher, the background looks more homogeneous but the wafer is less illuminated, so
the best compromise between the uniform background and the particles well illuminated is needed.
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Figure 5.4.2: (Left) Camera [140] and (Right) lens of the camera system apparatus.

Figure 5.4.3: The illumination provided by the LED ring is termed dark field, as most light gets
reflected away from the surface, as it comes from a narrow angle. If there’s a scratch or a particle
on the surface, light scattered by this element gets reflected and collected on the camera [20].

To determine the best height, we used the software for imaging ImageJ to analyze images of the
same wafer area taken at different LED ring heights. By setting a luminosity threshold we were
able to make a first estimate of the number of particles and of the background: a narrow histogram
means that the background is homogeneous. We thereby adjusted the height to 50 mm from the
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Figure 5.4.4: Sample placeholder for the camera system.

wafer holder as it provides the most uniform and sufficient illumination.

Mechanical Setup Thanks to a holed sample holder, we are able to take multiple images of
different areas of the samples (Figure 5.4.4).

Indeed, the holder is 3D printed (at INFN Padova) and allows placing both the 3” and the 2”
wafers in a set of positions with respect to the area imaged by the camera: this way the wafers can
be fully imaged by joining pictures taken in different areas (and hence position of the holder).

The holder comprises two parts: one must be fixed to a tip-tilt stage, and the other is meant to
host the wafer thanks to the designated gaps (right picture) and can be wedged in the other part
by using the holed grid (left picture).

Camera Focus The focus is adjusted by a lever which moves the lens ring: the focus is set via a
visual inspection of the image, so it’s very prone to error/inaccuracy; moreover, one must be sure
that the tilt of the apparatus (controlled by a tip-tilt stage under the wafer holder) allows the entire
image to be focus at once: this can be checked by looking at the opposite angles of the image if
they are focused at the same time while adjusting the vertical and the horizontal tilt axes (this is
therefore set via visual inspection).

Triggered by the difficulty of manually setting and blocking the camera focus and tilt, we
inserted a Thorlabs L200/M lab jack under the tip/tilt stage, with the idea to keep the camera
focus fixed on the closest position, and adjust the lab jack height to move the position of the sample
until it is in focus [53] (Figure 5.4.5).

5.4.2 Resolution Limits

The resolution is determined by two concurrent limits: the diffraction-limited spatial resolution
d and the pixel resolution limit dp:

d = 1.22Nλ

(

1 +
1

M

)

dp = 2
FoV

#pixels
= 2

sensorsize

M#pixels
= 2

pixelsize

M
,

where FoV is the Field of View (i.e. the area under inspection that the camera needs to cover)
ad is given by:

FoV =
sensor size

M
, (5.4.3)
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Figure 5.4.5: We inserted a jack under the tip/tilt stage to adjust the focus of the camera.

and M is the imaging magnification (image size on sensor/object size):

M =
f

WD− f
=

35 mm

(100− 35) mm
= 0.54.

As the camera possesses:

• pixel size = 2.4 µm

• #pixels (H x V): 3840 x 2500,

we can calculate the pixel resolution limit and the two horizontal and vertical fields of view:

dp = 2
pixel size

M
= 9 µm (5.4.4)

FoVV =
dp ·#pixelsV

2
= 11 mm (5.4.5)

FoVH =
dp ·#pixelsH

2
= 17 mm (5.4.6)

Assuming a visible wavelength of λ = 500 µm for the illuminating LED ring, we can calculate
the diffraction-limit spatial resolution d for different camera apertures (second column of Figure
5.4.6).

From the table, one can see that it seems that images taken with apertures 16 and 8 have too
bad diffraction limit: this means that the best apertures are the lower ones, as 2.8 and 5.6 provide
a diffraction limit comparable with the pixel resolution limit.

Once the lens focal length is fixed, changing the aperture affects not only the amount of light
entering the camera, but the Depth of Field (DoF) as well, which is the maximum distance in
front of the lens between two points in focus:

DoF =
2WD2Nc

f2
= 2

(

1 +
1

M

)

Nc, (5.4.7)
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Figure 5.4.6: The table summarizes for different camera apertures in our setup (first column) the
diffraction-limited spatial resolution, the Depth of Field, and the maximum allowed angle tilt.

where c is the maximum allowed spot diameter on the image (circle of minimal confusion), that
is the part of the image that is acceptably sharp. Having the diffraction limit as a function on the
camera aperture, we can set c equal to the size of the diffraction pattern on the image [154]:

DoF =
2WD2Nc

f2
= 2

(

1 +
1

M

)

NdM = 2.44

(

1 +
1

M

)3

N2Mλ. (5.4.8)

The smaller the effective diameters (i.e. larger apertures) the bigger the DoF (objects in a wider
range of distances can be in focus at the same time).

The maximum value is obtained with the greatest camera aperture (i.e. smallest shutter and
the least possible light, which gets more collimated), while with a lower aperture (big shutter) light
passes through a big hole so that we can collect more light, but it comes in a wide angle so the
DoF is smaller and thus the apparatus gets sensitive to tilt.

The third and fourth columns of table in Figure 5.4.6 provide the values of the depth of field
and the maximum tilt angle allowable for the camera apertures of our setup, respectively:

max tilt = arcsin
DoF

FoVV
. (5.4.9)

We performed an experimental measurement of the depth of field as well, by using a custom
staircase with height of 4 mm and steps of 0.2 mm (Figure 5.4.7).

We displayed the images in large format and use digital zoom to count the number of steps
captured in focus by each aperture: aperture 5.6 produced approximately 4 step in focus, which
correspond to:

DoF = #steps · step height = 4 · 0.2 mm = 800 µm, (5.4.10)

which is not too far of the expected calculated value of 480 (see table in Figure 5.4.6).

5.5 Witness Wafers Images Processing

Since the luminosity of pixels displays slight random fluctuations, some background pixels may
appear particle-like during image analysis. To prevent this, multiple identical images for noise-
averaging purposes are taken, then they are imported as stacks into ImageJ and combined by
assigning each pixel its minimum value in the stack.

158



5.5 Witness Wafers Images Processing Stray Light from Dust in Virgo

Figure 5.4.7: We use a custom staircase with 0.2 mm steps to count the number of steps in focus
at once for each aperture and thereby calculate the experimental DoF.

Figure 5.5.1: A zoomed picture of a particle when a single image is taken (Left) and the same
particle after the combination of four images (Right): combining multiple nominally identical images
significantly reduces background [81].

Figure 5.5.1 shows a zoomed image on a particle of a single image (left picture) and of a
combination of four images (right picture): one can see that combining multiple nominally identical
images greatly helps in rejecting background.

Next, the images were processed with a MATLAB code originally developed by LIGO [172], to
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count particles and estimate diameters, described by the following steps:

1. Import image

2. Subtract background illumination

3. Convert image to binary

4. Outline, number, and label particles on binary image

5. Measure area of particles

6. Determine location of particles

7. Measure major and minor axes of ellipses drawn around particles

8. Output particle labels, areas, locations, and ellipse aspect ratios to csv file

When converting the image to binary, one must input a threshold value. Pixels with luminosity
below this value have luminosity set to 0, while pixels above or equal to the threshold have lumin-
osity set to 1. Given the large effect this variable has on particle count and size, it is important to
select a threshold that accurately distinguishes between particle and background.

If the threshold is too low, the code will read brighter parts of the background as particles and
detect ghost particles that do not actually exist. On the other hand, if the threshold is too high,
MATLAB will read certain particles or sections of the particles as part of the background and color
them black, effectively shrinking them or erasing them from the image.

As mentioned above, taking multiple nominally identical images and combining them by assign-
ing to each pixel its minimum value in the group significantly reduces the background and makes
the threshold value choice less critical: in this way the range of threshold values that yield accurate
results increases. Left image of Figure 5.5.2 displays the effect of threshold on particle detection.

MATLAB measures a particle’s perimeter by drawing a line through the centers of its outer
pixels; according to MATLAB, particles of the smallest diameter (which resolve as a single pixel),
have a perimeter of zero. As seen in the right picture of Figure 5.5.2, MATLAB cannot outline,
and thus cannot find the perimeter of a particle only a single pixel in size.

5.6 Initial Analyses of Dust Images

Once particle counts are obtained, we calculate particle diameters in pixels by assuming perfect
circularity. To convert pixels into length, a reference image needs to be taken (e.g. a ruler or a
sheet of graph paper) along with wafer images with the camera system; then a simple code drawing
a line on the reference points can be used to derive the ratio between pixels and meters.

Figure 5.6.1 shows the result of a MATLAB code which generates a line that can be moved
to measure a specific length in pixels on the image (in the case displayed, the line measures 10 mm
in pixels of a graph paper sheet).

The pixel/meter ratio needs to be calculated and changed in the code if one changes camera
model or distance to the optic, so that once a specific camera at a certain distance is chosen, this
passage is no-longer necessary.

After the diameters were converted into µm, Np was plotted on a log− log2 scale. Even though
we can directly use the derived distributions to input into FRED for deriving the dust scattering
model, we tried to fit them with eq. (5.2.2).

First we analyzed images of wafers placed in the Frequency Independent Squeezing (FIS here-
after) environment: all wafer were placed horizontally except for the wafer termed SQZV which
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Figure 5.5.2: (Left) Particle distribution by diameter for thresholds set to luminosity from 19
to 23 (out of 256 levels): apparently background pixels are considered particles and counted for
threshold set to 19. (Right) MATLAB code cannot resolve 1 pixel particles due to the way it
determine perimeters (i.e. by tracing a line between the center of outer pixels of a particle) [172].

was placed vertically; plus all wafers were exposed for a month except for the wafer termed WS1,
which was exposed for a week. Figure 5.6.2 shows the particle size distributions as a result of the
analysis of the central area of the wafers, imaged with camera aperture equal to 5.6 and 8 (when
available, otherwise aperture 8), exposure time of 56 ms, and the illuminating ring placed at 50
mm from the wafer.

As for the threshold, we studied each wafer at time, and chose the lowest threshold which didn’t
yield the peak of background pixels (e.g. in the left image of Figure 5.5.2, we would have chosen
threshold 20).

From the figure, one can see that the wafers placed outside the clean area over the SQZ bench
(i.e. Counter, EDB, and SDB2) have more particles than the others.

The table in Figure 5.6.3 displays the results of the fit: fit results are notably similar, in spite
of wafers’ variety of placement locations, and overall CL is higher than standard values considered
in initial estimates.

Moreover, small apertures allow more small particles to be counted (as they allow more light
to enter in the pupil of the camera), thus making the distribution steeper; plus, there appears to
be a saturation effect visible at small diameters in the data distributions possibly due to camera
resolution.

Finally, fits derived are not in agreement with the model: this could suggest shortcomings in
IEST’s ability to represent our environments, or some handling contamination. More data may be
needed to better understand the issues at play.

There are other model candidates outside of IEST which include Gaussian and uniform dis-
tributions; anyway, we remind that the problems related to the fit are mild as FRED simulations
don’t require a fixed model, as we can use sampled distributions.

Perhaps the most interesting result is that SQZV and WS1 are not cleaner than the other
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Figure 5.6.1: Image resulting from a simple MATLAB code that draws a line between two reference
points and measure their distance in pixels. In this way the pixel/meter ratio can be derived.

wafers, as was instead expected.

Initial analyses also involved wafers placed outside of the FIS area, and in particular Figure

5.6.4 displays the dust particle distributions on samples placed in the 1500W R&D laboratory.
The sample labeled 1500IN2 was placed on the bench, the other sample 1500ON2 was placed on
the cover of the bench. The aperture chosen for the images was 8, the exposure time was 56 ms,
and the height of the illuminating ring was 8 cm.

From the plot concerning the wafer placed on the cover of the bench 1500ON2, one can see that
the fitting curve cannot represent the experimental data. A possible explanation may be that the
found in the fact that “natural” particle fallout following equation (5.2.2) has been spoiled by the
human activity, while the wafer placed on the bench was less affected.

Finally, initial analyses involved two 1” mirrors (termed M4 and M5) which were part of the
FIS setup and were employed during the third observational run O3.

The two mirrors were imaged with the camera system setup after setting aperture 16 and
exposure time 56 ms; after that, the two mirrors were cleaned with First Contact and their Total
Integrated Scatter was measured with an Integrating Sphere setup placed in the Virgo Optics Lab
(chapter 6).

As for visible light the two mirrors are almost transparent (instead, the wafers are reflective), the
images showed part of the background, featuring the placeholder. For this reason, we took images
without the mirrors and subtracted them from the original images, to get rid of the background
(Figure 5.6.5). The images thereby obtained were then cut along the perimeter of the mirrors to
delete the luminous pixels due to light reflected on the mirror edges.

Figure 5.6.6 displays the dust particle distributions on the two mirrors, while the bottom
table of displays the fit results: we note that the distributions have different slopes and CLs, and
in particular M4 shows a high CL.

The distributions of particles on M4 and M5 were used as input parameters to create their
scattering models in FRED (see Figure 5.6.7 for the BSDF curve of M4, as a function of the
scattering angle and for different angles of incidence).
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Figure 5.6.2: Particles size distributions of FIS dust witness samples imaged with aperture 5.6
(when available) and 8, exposure time of 56 ms, and with the illuminating LED ring placed at 50
mm over the wafer. Solid lines are the fits obtained using eq. (5.2.2).
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Figure 5.6.3: Fit results of FIS wafer images.

Figure 5.6.4: Particles size distributions of 1500W dust witness samples placed on the bench (Left),
and on the cover of the bench (Right), imaged with aperture 8, exposure time of 56 ms, and with
the illuminating LED ring placed at 5 cm over the wafer. Solid lines are the fits obtained using eq.
(5.2.2).

Figure 5.6.5: (Left) image of the central area of M5 obtained by combining 30 nominally identical
images by assigning to each pixel its minimum value in the stack. (Right) image of the same
central area of M5 obtained by subtracting the background image (taken with no mirror on the
placeholder) from the original one (which is the image on the left).
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Figure 5.6.6: Particle size distributions on the two M4 (Top-Left) and M5 (Top-Right) mirrors,
with the solid lines being their fitting function computed using eq. (5.2.2). (Bottom) fit results.

Figure 5.6.7: BSDF calculated from a sampled distribution derived from picture of dust deposition
on M4, as a function of the scatter angle and for different angles of incidence. In the legend, the
TIS (which is an output parameter of the model) is indicated, for each AOI.

The case of the two mirrors M4 and M5 is interesting as we can compare the TIS given by
the models created in FRED with particle distribution and the TIS measured with the Integrating
Sphere apparatus.
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Figure 5.6.8: Comparison between TIS measurements performed with the Integrating Sphere setup
and results from dust particle distributions as obtained via wafer images analyses, for the two FIS
mirrors M4 and M5.

The results are summarized in Figure 5.6.8, showing the TIS derived from the FRED model
with the M4 and M5 distributions at 0° AOI and the TIS measured with the Integrating Sphere with
the beam coming from the 0° input port. TIS has been calculated using two completely different
methods, however the values thereby obtained are equivalent for the point of view of the level of
accuracy we are looking for, and they indicate that our method of using dust images for adequately
estimate dust contamination seems to work.

5.7 Images Acquisition: Fine Tuning

We have seen that when using the MATLAB code to count the particles and diameters, one must
input a luminosity threshold value, below which pixels are counted as background and discarded.
During initial analyses, we set the threshold case-by-case by looking at the distributions provided
by the different threshold choices.

Now, we want to understand if there is a threshold that can provide the right number and size
of particles, and if there is a combination of camera parameters that make easy and reliable to find
the right threshold. Therefore, we need to find the three parameters of best:

• camera aperture

• exposure time

• luminosity threshold

For these reasons, with the aim of fine tuning the process of images acquisition and calibrate
the camera system parameters, we procured some samples of calibrated metal-based powder of
Molybdenum [119], Titanium [134], and Aluminum [133] originally made for a 3D printer.

We can use these samples to determine the correct camera system parameters by taking pictures
with different exposure time and camera aperture. We applied the following procedure:

1. Image the samples with different camera parameters

2. Analyze the images using different thresholds

3. Try to identify combination that produce the more consistent results.

Figure 5.7.1 display the calibrated parameters for the three elements, namely the tenth per-
centile D10, the median diameter D50, and the ninety percentile D90.

Each powder was deliberately scattered on a pristine wafer Figure 5.7.2, and we took pictures
of different areas of the wafers with different combinations of aperture and exposure time:

• camera aperture = 2.8, exposure time = 3 ms

• camera aperture = 2.8, exposure time = 10 ms
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Figure 5.7.1: Known parameters of calibrated powder: the tenth percentile D10, the fifty percentile
(i.e. the median) D50, and the ninety percentile D90 of the particle size distributions.

Figure 5.7.2: (Left) Titanium powder on a clean wafer. (Right) Molybdenum powder on a clean
wafer.

• camera aperture = 5.6, exposure time = 12 ms

• camera aperture = 5.6, exposure time = 40 ms

We focused on apertures 2.8 e 5.6 as they provide a good balancing between the pixel resolution
limit and the diffraction limit (section 5.4.1), and we wanted to evaluate them by keeping the
total exposure constant. When going from ap. 2.8 to ap. 5.6 (doubling the aperture number),
indeed the pupil diameter halves so that the area is reduced to 1/4 and thus to obtain the same
total amount of light the exposure time should be quadruple the time for ap. 2.8.

The images are acquired and processed in the same way as described in section 5.5: after
being taken with the camera system, they get imported as stacks into ImageJ and combined by
assigning each pixel its minimum value in the stack; eventually, we extract the particle counts and
diameters with the MATLAB code and we study the output plots, which display the distributions
of particles as a function of the luminosity threshold.

The goal of the analyses is to determine the best combination of aperture and exposure time
by finding the distributions which are more similar to the known one.
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Figure 5.7.3: Particle size distribution as a function of luminosity threshold for Titanium powder,
imaged with aperture = 2.8 and exposure time = 10 ms.

5.7.1 Analysis of Residuals

To get the particles distributions we proceeded in the following way:

1. We span over a quite wide range of thresholds to get the known median diameter D50 and
ninety percentile D90 for each element and for the 4 combinations of apertures and times

2. We calculate the median diameter and ninety percentile for each threshold in the range:
Figure 5.7.3 shows the particle size distribution of Titanium powder, imaged with aperture
= 2.8 and exposure time = 10 ms. The legend displays for each threshold the corresponding
D50 and D90 (among them there are also the known values of the two quantities)

After that, we calculate the relative residuals from the known median diameter and ninety
percentile for each threshold in the range, by using the formula:

ResD50 =
D50measured −D50known

D50known
(5.7.1)

ResD90 =
D90measured −D90known

D90known
. (5.7.2)

We left aside the tenth percentile, as it’s limited by the background and for some elements also
by the resolution due to the pixel size and sampling rate, which is 9 µm, as calculated in section

5.4.1.

Using the relative residuals, we can deduce that the optimal thresholds will return values that are
minimal: this is a practical way to make comparisons between the thresholds and the combinations
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Figure 5.7.4: Relative residuals from the known D50 and D90 of Titanium powder, with the images
taken with different camera apertures and exposure times. (Top-Left) ap2.8 and 3 ms. (Top-Right)
ap2.8 and 10 ms, (Bottom-Left) ap5.6 and 12 ms. (Bottom-Right) ap5.6 and 40 ms).

of camera parameters; however, if there is no difference between the measured and expected value
it doesn’t necessarily mean that the two distributions are identical (as we will see later).

Figure 5.7.4 shows the two relative residuals as a function of the thresholds for Titanium
powder taken with the four combination of apertures and exposure times. Being relative residuals,
a relative error of 0.1 corresponds to 10 percent of error on the known value.

From these plots, one can tell that there are clearly certain thresholds that offer better statistical
return than others; the points form a 45° line, which means that the two known values holds the
same importance, i.e. we get the same error for the two quantities. Therefore, the best threshold
is the one for which we get the closest point to the origin in each plot.

Figure 5.7.5 displays the optimal threshold values for each combination of camera apertures
and exposure times of Titanium images.

Looking at the differences between optimal values for each combination of settings, there is a
greater difference between the images taken with ap2.8 than the images taken with ap5.6: even
though this difference is small, for developing a repeatable procedure aperture 5.8 is a more stable,
viable choice.

Since we observed that D50 and D90 holds the same importance, further studies can be con-
ducted by calculating the Residual Sum of Squares RSS, which gives the total relative error that
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Figure 5.7.5: Best threshold values found for Titanium powder imaged with the four combinations
of camera apertures and exposure times.

we want to minimize:

RSS =
√

ResD502 +ResD902. (5.7.3)

If we plot the RSS for the threshold range of each image and for the 4 combinations of aperture
and time, from the behavior of the curves we can tell not only the best threshold (which the one
giving the minimum total relative error) but also how critical the choice of the threshold is.

To increase the statistics, we cut into two halves the images taken with the four combinations of
apertures and exposure times and treated separately (as they cover separate wafer areas): the four
plots in Figure 5.7.6 display the RSS of the two halves of the images for the different parameters
combinations.

The two pairs of halves of Aluminum termed AlSi-1 and AlSi-2 were taken on the same day
and display the same area (we re-adjusted the tilt in between), while AlSi-3 was taken on another
day and displays a different area; the two pairs of Titanium images Ti-1 and Ti-2 are taken on the
same day and display the same area (we removed and replaced back the wafer under inquiry); the
two Molybdenum pairs of halves (Mo-1 and Mo-2) are taken on two different days and display the
same area.

The two left and right plots have the same total light, respectively, with the former having a
smaller total light than the latter, and one can see that there are no big changes in the RSS when
comparing the plots with the same total light (top-bottom rows), nor when comparing the plots
with the same aperture (left-right columns).

A choice between small or great total light can be done by considering two factors:

1. The plots with higher exposure (on the right), provide RSS with smoother dependence on
threshold

2. In the plots with lower exposure (on the left), the best thresholds are found around 20, while
in the plots with higher exposure (on the right) the best thresholds are found around 80;
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Figure 5.7.6: Plots of the two halves of images taken with the four combinations of apertures
and exposure times (Left : lower exposure, Right : higher exposure); the two halves are treated as
separate wafer areas.

as the threshold range spans from 0 to 256, with higher exposure we can exploit better the
dynamic range of the thresholds, thereby widening the range of acceptable thresholds so that
the choice of the right threshold becomes less critical.

For these reasons, it’s more convenient to go with higher exposure; by recalling that bigger
apertures provide a bigger depth of field (section 5.4.1), our final choice is:

• camera aperture = 5.6

• exposure time = 40 ms.

Therefore, focusing the bottom-right plot, one can see that a threshold of 80 causes:

• RSS < 20% for Molybdenum and Titanium images under inquiry

• RSS < 40% for Aluminum images under inquiry.

Notably, the Aluminum curves behave differently with respect to the others, as their best
thresholds are far from the others and correspond to large relative residuals.

With the aim of verifying the robustness of our choices, we imported into ImageJ a Mo image
taken with ap5.6 and 40ms and set the threshold to 80: Figure 5.7.7 shows that many small
particles get discarded (grey pixels). This is of serious concern:: it seems to indicate that the
procedure we developed aiming at identifying an optimal threshold for which the relative errors
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Figure 5.7.7: Image of Molybdenum taken with aperture = 5.6 and 40 ms of exposure time, imported
into ImageJ. If we set a threshold value of 80, many small particles are discarded (grey pixels in
the image).

between known and measured D50 and D90 are minimized, has been applied with a code that fails
in recognizing all the particles.

In fact, by looking at the particle size distribution of Mo, Ti, and AlSi powder images taken
with ap5.6 and 40ms, analyzed with threshold = 80 (Figure 5.7.8), we can note that there are
many background pixels in Mo (peak in blue curve), while the D50 and D90 calculated for AlSi are
different from the known values (31 vs 45 µm and 70 vs 69 µm, respectively).

These discrepancies seem to indicate that Virgo-LIGO algorithm to count particles by setting a
luminosity threshold has limits, and therefore more advanced algorithm are needed. Our procedure
is based on finding a global optimal threshold; instead, for example one can think of looking for
local thresholds that can be applied to clusters of luminous pixels. We are currently developing
new algorithms to overcome these difficulties [123].

5.8 Conclusions

Preliminary studies on dust scattering projected dust to be a leading source of stray light, even in
the clean environment of Virgo; scattering is in general modeled via Mie theory, which relies on
particles size distributions on the optics.

With the aim of establishing a relationship between the air cleanliness classes and the surface
cleanliness level, we retrieved some data about air contamination inside the Detection tower (DET):
the found particle distribution slopes are slightly smoother than the predicted one, plus the air
cleanliness class is found with an uncertainty too high to be considered a reliable candidate for the
real value of DET tower class.

Moreover, the surface cleanliness class depends on parameters that may be measured in prin-
ciple, however in real environments we found that there are too many variables not under control,
so that a direct measurement seems more reliable.

For this reason, a dust contamination monitoring campaign has started, with the aim of having
realistic estimates of the cleanliness level on which to base stray light simulations and thus to

172



5.8 Conclusions Stray Light from Dust in Virgo

Figure 5.7.8: Particle size distributions of the three elements powder imaged with ap5.6 and 40ms,
and analyzed with threshold 80: one can see that the peak in the blue curve indicates a great
number of background pixels taken into account in the Mo analyses; on the other hand, the D50
and D90 found for AlSi are different from the known values.

produce realistic estimates of stray light from dust. The followed approach features the exposure of
silicon dust witness samples (wafers) next to optics in representative locations and over time and
take pictures of the wafers to extract particle distribution as a function of diameter. The wafers
are imaged using a camera system apparatus located in a ISO 3 Clean Room, while the analysis is
carried out via MATLAB and python.

Initial studies have been conducted on wafers placed in the FIS environment and in the 1500W
laboratory: derived CL values by fitting the distributions with the modeling function given by
IEST-STD-CC1246D are much higher than the standard values, plus these distributions are not
in agreement with the standard model IEST: this could suggest shortcomings in IEST’s ability to
represent our environments, or some handling contamination.

In order to fine tuning the process of images acquisition, we procured some calibrated samples of
metal-based powder: the analyses of these images showed that it is possible to choose generic, fixed
camera and analysis parameters that yield a good and solid estimation of the particle distribution:
a combination of camera aperture 5.6 and exposure time 40 ms provides a wide dynamic range of
thresholds plus large depth of field. With this combination, a threshold of 80 causes a percentage
of error under 20% for Molybdenum and Titanium and under 40% of error for Aluminum images
under inquiry.

Images analyzed with ap5.6 and 40 ms, after setting a threshold of 80, seem to indicate a
shortcoming in the algorithms to reconstruct the correct distributions of particles; other possible
algorithms may feature a local threshold which refers to single clusters of luminous pixels, rather
than a global threshold.
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Appendix

Appendix 5.A Wafers Positions inside Virgo Clean Rooms

For the FIS environment which features an in-air bench termed External SQueezing Bench ESQB
inside the Detection Clean Room DET, the samples positions are displayed in Figure 5.A.1 [57]:

• WS1: on the bench, 1 week exposure

• WS2: on the bench, few seconds exposure

• SQZH: on the bench, horizontal

• SQZV: on the bench, horizontal

• Plexi: on the plexiglass cover

• Counter: corner, near the particle counter

• SDB2: near the towers SDB1 & SDB2

• EDB: on the cover of EDB

At the end of O3, the SQZ subsystem underwent a massive upgrade whose major outcome is
the addition of other benches for the squeezing injection and control, and the replacement of the
in-air bench ESQB with another in-air L-shaped bench called External sQueezing Bench 1 EQB1.

Given the complexity of the FDS system we decided to analyze the benches individually. Left
picture of Figure 5.A.2 indicates the scheme of positions on SQB1 [72]: four 3” silicon dust witness
samples have been placed at LAPP, in order to monitor dust contamination during installation.
Before shipping to EGO, two of them were removed, while the other two were left on the bench to
monitor dust eventually deposited as consequence of packing and transport.

An additional wafer was placed on site, with the aim of monitoring dust contamination on SQB1
under vacuum (right picture of Figure 5.A.2).

In Figure 5.A.3 the position of wafers on EQB1 is shown: in particular, we placed [71] [65] [73]:

• On top of AEI squeezer box, horizontal

• On EQB1 bench, near AEI squeezer box, horizontal

• On EQB1 bench, near AEI squeezer box, vertical

• On EQB1 bench, approximately in the middle of the rectangular part of EQB1, horizontal

• On EQB1 bench, approximately in the middle of the rectangular part of EQB1, vertical

In order to analyze if there are some differences between cleanliness levels on the benches and
in the clean room, a wafer was placed in the base near the two towers SDB2 and SDB1 [65] (left
picture of Figure 5.A.4). Moreover, to monitor the cleanliness of the working environment, two
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Figure 5.A.1: (Top-left) Samples placed on the SQZ bench: the sample labeled “Plexi” is on the
cover of the bench, the other samples are on the bench. (Top-right) Two samples placed on the
cover of EDB and near the towers SDB1 and SDB2. (Bottom) the sample placed near the particle
counter.

witness samples have been placed in the ISO 3 clean room: the first one was placed during a normal
installation week, to collect data of dust contamination on daily basis routines [64], the second one
was placed during Christmas break, in order to monitor the status of the clean room with few/no
activities [63] (right picture of Figure 5.A.4)
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Figure 5.A.2: (Left) Scheme of the positions of the samples on SQB1. (Right) A picture of a sample
placed in position T1.

Figure 5.A.3: Positions of the samples placed on EQB1.
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Figure 5.A.4: (Left) Position of a dust witness sample inside the Detection room DET, on the basis
near the two towers SDB2 and SDB1. (Right) Dust witness sample placed inside ISO 3 clean room.
We put in the same position two samples: one during a normal Commissioning week, the other
during Christmas break.
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Chapter 6

Measurements of Total Integrated

Scattering

As previously stated in chapter 3, scattering properties of optical elements are determined by a
quantity termed Bidirectional Scattering Distribution Function (BSDF, defined in detail in chapter

3).

Given the complexity of a setup for BSDF measurements, a valid alternative quantity that
can be measured in a much simpler apparatus is the Total Integrated Scatter (TIS), which is the
integrated value of the BSDF and hence from it the BSDF can be derived after a model assumption.

In order to have estimates of the scattering properties of some optical elements, and lacking a
setup to measure the BSDF, we relied on an Integrating Sphere setup located in the EGO Optics
Lab to measure the TIS of mirrors employed on the Frequency Independent Squeezing (FIS) bench
during the third observational run O3. Moreover, we tested two IR-absorbing paints on some spare
optical elements with the aim of investigating the impact of the application of such paints in the
context of stray light mitigation: in particular to have a quick estimate of these paint and verify
their usefulness for the squeezing subsystem.

6.1 Integrating Sphere

An integrating sphere (also known as Ulbricht sphere, after R. Ulbricht who first developed the
practical implementation) is an optical device comprised by a hollow, spherical cavity whose interior
surface is fully coated by a diffusive white film. The sphere hosts two or three small apertures (ports)
to allow for light entering/exiting, for placing both the optics under analysis and detectors, and
often some baffles to prevent direct illumination of the detector by the source (see Figure 6.1.1).

The main property of the sphere is the uniform scattering that it can provide, obtained by
multiple reflections of rays on the inner walls of the cavity. The sphere can be used for different
purposes, including the measurement of the radiant flux from a source and the measurement of the
transmittance/reflectance of optical components.

Before reaching the detector, for instance in case of a measurement with highly reflective optics,
light from the source hits the sample under inquiry (placed at the output port of the sphere, as
we will see in detail in section 6.1.3): specular reflection is dumped, while scattered light gets
diffused inside the cavity thanks to the arrangement, therefore the light flux becomes very uniform
at the detector, and nearly independent of the spatial and polarization properties of the source
light. In this way, the detected radiant flux depends only on input power and total (i.e. integrated
over the backward half solid angle) reflection/scattering properties of the target (sample).
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Figure 6.1.1: Integrating sphere for measuring optical powers independent of the spatial beam
properties [136]. The Integrating Sphere hosted in the EGO Optics Lab doesn’t have the fiber
connected to the detector, instead the power meter is attached directly to the port, and the light
trap for collecting the reflected beam is placed outside the sphere.

The TIS can be computed by taking the ratio between the power measured when the sample is
placed on the output port of the sphere Pscat:

Pscat = Pin ·TIS ·(1− α) · β, (6.1.1)

and the power measured when the sample is substituted with a diffusive cap made of the same
material of the sphere Pref :

Pref = Pin ·(1− α′) · β′, (6.1.2)

with Pin being the input power, α and α′ the fraction of power escaping the sphere, and β and
β′ the fraction of power collected by the photodetector.

We can assume that the sphere distributes the light uniformly, so that the difference between β
and β′ is very small. Provided that α ≃ α′ as well1, the ratio between Pscat and Pref is the required
TIS:

TIS =
Pscat

Pref
. (6.1.3)

6.1.1 Setup in EGO Optics Lab

The EGO Optics Lab hosts a setup for scattering measurements, comprised of an integrating sphere
enclosed in a 12 cm cubical structure inside a plastic black box to reduce ambient light (Figure
6.1.2), and an optical path to control the beam coming from a laser source (Lightwave, model
M126N-1064-700 with 700 mW laser head). The minimum power before the sphere is measured to
be = 656 µW, while the maximum power before the sphere is = 531 mW.

1To be precise, this is true only in some cases, i.e. if α is computed on the scattered light. In fact, when testing
optics we intentionally let most of the light (direct reflection) escape.
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Figure 6.1.2: Integrating Sphere hosted in the EGO Optics Lab (inside the green cube), with the
circular output port visible. The two holes for the 0° (to the left) and a 45° (to the right) input
beam are visible as well on the black box wall: light passing through the two holes is directed
towards the two corresponding input ports on the sphere, which are not visible in the image. On
the right corner of the picture, one can see the double dump, placed at 13 cm from the output port.

The sphere is equipped with two input ports 1” wide, at angles of 0° and a 45° with respect to
the output port for the sample, and 2 output ports: one 1” wide for the sample under investigation,
the other for the power meter (Newport, model 918D-SL-OD3R). Outside the black box and near
the last mirror before the sphere, a razor dump is placed, to intercept the reflected beam of the
sample.

The optical path comprises two collimating lenses, a quarter-wave plate to transform the el-
liptical polarization of the laser light into linear polarization, a half-wave plate aligned with the
p-polarization and a Polarizing Beam Splitter (PBS) to select the p-polarization and reject the s-
polarization, another system of a half-wave plate and two PBSs to adjust the power from maximum
transmission (i.e. maximum power) to maximum reflection (i.e. minimum power) by rotating the
plate, a plane mirror, a curved mirror to fold the beam and send it at 0° incidence into the sphere,
and a mirror on a flip mount to send the beam at 45° incidence into the sphere (Figure 6.1.3).

We wanted to obtain TIS measurements on different areas of each of our samples, by translating
the sample transversally to the beam in such a way that each time the laser beam hits a different
surface point: to do so, we need to know the dimension of the beam at the output port, so that we
can move the sample accordingly.

In order to calculate the beam size, we performed a beam characterization using a beam profiler
BP109-VIS from Thorlabs and measured the beam profile properties at different location along the
beam propagation path (z-axis), covering overall a distance of 5 m. Each acquisition (i.e. each
position along z) provides the two transverse horizontal (x-direction) and vertical (y-direction)
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Figure 6.1.3: (Left) optical bench hosting the Integrating Sphere (visible as a grey box on the left)
and the optics to send the laser beam inside the sphere. (Right) scheme of the optical path.

profiles, and the instrument derives the horizontal and vertical beam radius for each z by fitting
the two profiles, respectively.

As previous knowledge suggested the beam’s waist is inside the Integrating Sphere, to perform
this characterization we diverted the beam and let it temporarily propagate on a different path
by placing a mirror in front of the 0° input port of the plastic box hosting the sphere, thereby
deviating the beam to a new line. In this way, the beam can freely propagate and we could be able
to actually measure the minimum waist (position and size).

We measured the distances between the mirrors in order to derive the corresponding points on
the real optical path of the beam, and fit the data with the equation of the Gaussian beam radius
w(z) propagation:

w(z) = w0

√

1 +

(

λ

π · w0
·
z − z0
w0

)2

, (6.1.4)

with w0 = w(z = 0) being the beam’s waist and z the propagation direction. The fit provided
the following results:

Horizontal slicing:

• w0,h = 101(2) µm

• z0,h = 15.5(2) cm

• Coefficient of Determination2 R2 = 0.986

Vertical slicing:

2The Coefficient of Determination (also known as R square) is a regression error metric to evaluate how accurate
a model is in fitting the experimental data:

R2 =
1− RSS

TSS
, (6.1.5)

where RSS is the Residual Sum of Squares and TSS is the Total Sum of Squares; the best model will provide an
exact match to the observed values, thus resulting in RSS = 0=0 and R2 = 1.
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Figure 6.1.4: Beam characterization of the Integrating Sphere setup hosted in EGO Optics Lab.
The dots are the experimental data, the lines are the fitting functions, the light blue rectangles
correspond the space occupied by the Integrating Sphere when the beam is let to propagate towards
it.

• w0,v = 94(1) µm

• z0,v = 21.8(1) cm

• Coefficient of Determination R2 = 0.987

Figure 6.1.4 displays the results of beam characterization: the dots are the experimental
points, the lines are the fit functions of eq. (6.1.4).

The blue rectangles represent the space occupied by the Integrating Sphere when the beam
propagates through it, with the input port being at 16.5 cm and the output port at 28.5 cm from
the plastic box input port.

The beam characterization showed that the horizontal waist is located at 1 cm before the sphere
input, while the vertical waist is located inside the sphere. At the output port of the sphere, where
the sample under inquiry is placed, the beam horizontal radius is 448 µm, the vertical radius is 259
µm.

The slight asymmetry of the beam is not an issue, as we are interested in the sole dimension
of the beam in order to properly move the sample: beam characterization suggests that if we
horizontally move it by at least ≃ 900 µm for each TIS measurement the beam will hit a totally
different surface of the sample. Moreover, for simplicity we moved the sample only horizontally by
means of a horizontal translation stage.

6.1.2 Background Estimation

If we let the beam pass through the sphere and exit by the output port, it ends up on a double
dump (made of two dumps at Brewster’s angles) placed at the maximum possible distance (13 cm)
from the output port (also visible in Figure 6.1.3, left picture). As this dump possesses a high
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Figure 6.1.5: TIS of the double dump as a function of its distance from the sphere, calculated as the
ratio between the scattered power and the reference power (taken when the output port is closed
with the diffusive cap). Blue dots are the experimental data, blue line is the fit.

absorption efficiency, with this configuration we can measure the stray light detected by the power
meter when there’s no sample (i.e. the background signal).

In fact, scattering from the beam dump is expected to contribute significantly only in this
measurement, and maybe in the case of a transmissive optic. On the other hand, direct scattering
from the incoming beam inside the sphere, even with nominally no scattering surface is always
present. In order to separate the scattering contribution of the beam dump from this other effect,
we put the double dump at different distances from the output port and recorded the scattered
power detected by the power meter of the sphere (input power = 531 mW). As the dump gets
further and further, we expect that the scattered power detected by the power meter decreases,
since the solid angle from which the dump surface sees the output port of the sphere gets smaller
and smaller.

Figure 6.1.5 shows the TIS of the double dump as a function of its distance from the sphere,
calculated as the ratio between the scattered power and the reference power (taken when the output
port is closed with the diffusive cap, see Figure 6.1.6), according to eq. (6.1.3). Blue dots are the
experimental data, while the blue line is the fitting function, after taking into account the accuracy
of the power meter (which is 1% [62]):

f(x) = a+
b

(x− x0)2
, (6.1.6)

resulting in:

• a = 0.43± 0.3 ppm

• b = 52± 11 cm2

• x0 = −5.4± 0.6 cm

The parameter which states the offset of the function is a, and we would expect a = 0, since the
scattered power from the dump tend to zero as the dump gets farther and farther from the output

184



6.1 Integrating Sphere Measurements of Total Integrated Scattering

Figure 6.1.6: A spectro-foam cap can be fixed with screws at one port of the sphere: if the output
port is closed in this way, the sphere acts as a 100% scatterer and the reference power can be
measured.

port. The nonzero offset we measured is probably due to the main beam crossing the sphere before
ending up on the dump and being scattered by air dust particles or air molecules, or being clipped
when exiting the sphere. Therefore, a is the offset TIS (the TISoff used in the next section), and
in principle one can subtract it from the measurements, if the results are comparable. In fact, we
will see that it is a very small value compared to the measured ones and so it’s irrelevant (for this
measurement).

6.1.3 Sample Measurements

The TIS measurements are taken with the sample under inquiry placed at the output port of the
sphere (left picture of Figure 6.1.7), with the beam coming from the 0° input port. As the main
beam is quite powerful, great care must be put to verify that the reflected beam is blocked by the
razor dump outside the black box (right picture of Figure 6.1.7): in this way the reflected beam
passes back through the entrance hole without clipping, which would add a big contribution to the
TIS.

The razor dump itself possesses a measured TIS of about 500 ppm, and being far from the input
port of the sphere, its scattering can be neglected. On the other hand, its reflected beam ends up
on a dump placed in the specular direction on the bench.

The sample orientation is chosen is such a way of providing a plateau in the detected power
as one tilts it, meaning that there is an interval where there is no contribution from clipping of
the reflected beam at the input port and on the edges of the diaphragm placed behind it (Figure
6.1.8). With this configuration, the scattered power Pscat is measured.

The TIS is then calculated as:

TIS =
Pscat

Pref
− TISoff . (6.1.7)

Please note that in the case of testing of a transmissive optic, TISoff should include the full
contribution of the dump, not only the offset. The procedure to measure the TIS is described in
detail in appendix 6.A.
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Figure 6.1.7: (Left) integrating sphere setup with the mirror under investigation placed at the 0°
port. (Right) the reflected beam from the mirror passes through the sphere and ends up on the
razor dump outside the box hosting the sphere.

6.2 TIS Results: FIS Mirrors

We analyzed 12 mirrors that were part of the Frequency Independent Squeezing (FIS) setup during
O3, namely 5 super-polished mirrors and 7 commercial (standard) mirrors (5 mirrors used for PLLs,
and 2 mirrors for the cameras).

For the very first measurements, the mirrors were taken right from their boxes so that the
measurements are representative of their condition during operation in O3 (in fact, the mirrors
were put directly inside their boxes at the end of O3). After that, the mirrors were cleaned with
different techniques in the following order: with First Contact [137] inside the Lab, with alcohol,
and with First Contact inside a ISO 3 Clean Room using an ionizing air gun (details of procedure
in appendix 6.B).

The mirrors were placed at the output port of the sphere on a horizontal translation stage, with
the beam coming from the 0° input port. For each mirror, we took 5 measurements of the scattered
power over 5 horizontal mirror positions 5 mm apart, and computed the mean scattered power.

Figure 6.2.1 and Figure 6.2.2 provide the results of TIS measurements for the super-polished
and commercial mirrors, respectively. For each mirror, the color of the bars indicates the type of
cleaning performed (or none, for the first measurements). The error bars associated with each
column display the standard deviation of the TIS, as resulting from the averaging operation over
the 5 scattered power measurements.

We note that theoretical TIS for super-polished mirrors is expected to be around 1 ppm, while
the expected theoretical TIS of commercial mirrors is > 100 ppm.

Figure 6.2.1 shows the results of TIS measurements of the super-polished mirrors. As one
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Figure 6.1.8: The diaphragm (indicated with the red arrow) placed at the 0° of the input port to
reduce ambient light. If the beam gets clipped on its edges, jumps in power are detected by the
power meter.

can see, M1 and M3 showed an initial lower TIS than the other mirrors (below 200 ppm), and the
application of First Contact apparently yielded a detrimental effect on them, since the measured
TIS increased (i.e. worsened). On the other hand, First Contact applied on M2 (initial TIS = 360
ppm) provided a significant result in reducing the TIS by a factor 2.

Since the peeling of dried first contact may cause the charging of the mirror’s surface, thus
increasing the dust accumulation because of electrostatic attraction, a second clean up of the super-
polished mirrors with First Contact has been carried on inside the ISO 3 Perugia Clean Room. In
addition, inside the ISO 3 Clean Room we sprayed every surface with the ionizing air gun [150]
right after every peeling, in order to neutralize the surfaces and get rid of charges responsible for
the attraction of contaminants. In this way, TIS was reduced for all mirrors: the lowest value was
found to be 59 ppm for M5.

The cleaning procedure with alcohol was tested on M1 and M3 after the application of First
Contact in Lab: in both cases it resulted in an increase of the TIS and hence we left the technique
aside.

The efforts to clean the super-polished mirrors didn’t provide the expected results, i.e. we
weren’t able to clean and/or to measure TIS comparable to 1 ppm (note that measurements were
performed in a laboratory which is not a Clean Room).

Figure 6.2.2 shows the results of TIS measurements of the commercial mirrors used for the
PLLs and the two cameras. In this case, the cleaning procedure performed via First Contact in Lab
caused an overall reduction of TIS. This appears to be due of a combination of the pre-cleaning TIS
values being generally higher than for the super-polished optics, and the cleaning procedure being
somewhat more successful, bringing the TIS to lower values (for reasons that are not yet clear): the
lowest value was measured for MCam 1, equal to 77 ppm. Moreover, both MCam 1 and PLL4 are
interesting cases demonstrating how damaging the effect of dust deposit can be, as the measured
TIS was reduced from 988 to 77 (i.e. by a factor 13) for MCam 1, and from 1639 ppm to 108 ppm
(i.e. by a factor 15) for PLL4.

By looking at the final measured TIS for super-polished and commercial mirrors, one can notice
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Figure 6.2.1: TIS measurement results of the five super-polished mirrors M1, M2, M3, M4, and
M5. On the x-axis the name of the mirror is displayed, while on the y-axis the TIS is shown. The
color of the bars indicates the type of cleaning performed (or none, for the first measurements),
error bars are the standard deviation associated with the TIS measurements.

Figure 6.2.2: TIS measurement results of the commercial mirrors: 5 were used for the PLLs and
2 for the two cameras. In the x-axis the name of the mirror is displayed, while on the y-axis the
TIS is shown. The color of the bars indicates the type of cleaning performed (or none, for the first
measurements), error bars are the standard deviation associated with the TIS.

that the overall TIS is lower for the former by a factor 2.2 (super-polished: 108, 67, 64, 77, 59,
average 75; commercial: 120, 239, 244, 108, 240, 77, 114, average 163), while we would expect a
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factor 100. Moreover, some single nominally commercial mirrors show a final TIS comparable with
the super-polished: e.g. MCam 1 has a final TIS equal to 77 ppm, which is comparable with M4
and much lower than M1 (TIS = 108 ppm).

Overall, the level of TIS reached with First Contact cleaning inside the laboratory is adequate
for commercial mirrors, as they’re not expected to go much lower anyway, but not for super-polished
mirrors, which should nominally have a much lower TIS (i.e. around 1 ppm, while standard, com-
mercial mirrors are expected to possess a TIS of around 100 ppm) so that the residual dirt left
after First Contact cleaning has a more significant impact on the final performance. In addition,
in some cases the First Contact provided a detrimental effect, when performed in a dirty environ-
ment. For this reason, especially for super-polished mirrors we recommend performing it in a clean
environment to avoid dust fallout on surfaces, and we deem mandatory to treat the mirrors with a
ionizing gun after the peeling to get rid of charges that may attract contaminants.

The analyses on the FIS mirrors concluded that the four mirrors with the lowest measured TIS
are:

• M5: TIS = 59(1) ppm

• M3: TIS = 64(4) ppm

• M2: TIS = 67(16) ppm

• M4: TIS = 77(13) ppm

These mirrors are selected to be part of the matching telescope of the double Faraday Isolator
foreseen to be mounted on SQB1. MCam 1 showed a final measured TIS compared with M4, but
we didn’t choose it as it possesses some superficial scratches (which are located in a not-central
area that we didn’t measured).

6.3 TIS Results: Absorbers

We measured the TIS of two Acktar light absorbing panels and on some spare optical elements;
moreover, on some of the latter we tested two IR paints to study the effect in the reduction or
increase of the amount of scattered light produced.

Acktar Dumps We measured the TIS of two types of Acktar Light Absorbing Panels [17]: the
Spectral Black and the Hexa Black. The latter has a particular honeycomb structure which makes
it effective in trapping light coming from wide angles, with the lowest nominal reflectance being at
angles of incidence from 0 to 88° (left picture of Figure 6.3.1).

For both panels, we measured both the TIS and the sum of TIS and the specular reflectivity,
indicated in the following as TIS+R for brevity, at two incidence angles of 0° ca. and 45°; to get
the TIS+R measurements at 45° we moved the flip mirror to deviate the incident beam into the 45°
input port. To perform the measurements of TIS+R, we slightly tilted the samples on the output
port so that the reflected beam doesn’t escape the sphere from the input port; instead, it ends up
on the sphere’s internal walls and gets scattered.

The results are the averaged values over 7 measurements taken with 7 different areas of the
sample hit by the beam.

Acktar Spectral Black:

• TIS @AOI 0° = 0.67(7)%
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Figure 6.3.1: (Left) Acktar Hexa Black Light Absorbing Panel of 25x25 mm. (Right) Three pieces
of EQB1 cover material (from left to right: EQB1-1, EQB1-2, EQB1-3 with its protective film).

• TIS+R @AOI 0° = 1.25(6)%

• TIS+R @AOI 45° = 0.44(3)%

Acktar Hexa Black

• TIS @AOI 0° = 0.32(5)%

• TIS+R @AOI 0° = 0.55(6)%

• TIS+R @AOI 45° = 0.42(7)%

The results indicate that the Hexa Black panel performs better as it provides both a lower TIS
and a lower TIS+R at both AOI with respect to the Spectral Black panel.

6.3.1 IR Paints

The two paints we tested are a thermographic spraying paint [112] and a rolling paint [21]. We
tested the paints on some of the following objects:

• one aluminum foil (left picture of Figure 6.C.1)

• three pieces of anodized aluminum

• one dump found inside the EGO Optics Lab (Thorlabs, model LB1)

• three pieces made of EQB1 cover material (plexiglass)

• one dump of uncoated glass

• one dump of IR coated glass

190



6.4 Conclusions Measurements of Total Integrated Scattering

We sprayed the paint on only one surface of the aluminum foil, in order to have the other one
as a reference of the original status of the foil.

As for the three pieces of anodized aluminum, we sprayed the paint on one surface of the two
objects labeled “Anodized Al 1” and “Anodized Al 2”, while we applied the rolling paint on the
object labeled “Anodized Al 3” and on the other surface of Anodized Al 2.

For the EGO dump, we analyzed both surfaces of the dump separately, as they appeared to
be very different based on a visual inspection (the surfaces labeled “EGO dump S1” exhibits some
scratches and incisions).

We sprayed one surface of a piece of EQB1 cover material (the one labeled “EQB1-1”, see
right picture of Figure 6.3.1), cleaned with alcohol another piece labeled “EQB1-2” and analyzed
without taking any action on the surface (just removed the protective film of the pristine surface)
the third piece labeled “EQB1-3”.

Finally, on the uncoated glass we sprayed the paint on one surface (see right picture of Figure
6.3.1) and painted the other. We simply cleaned with alcohol the IR coated glass.

The details of the spray paint and the procedure for the application are described in appendix

6.C, while the rolling paint was applied with a brush.

Results of the TIS measurements are shown in Figure 6.3.2, expressed in percentage. In some
cases we measured the TIS+R at two incidence angles of 0° and 45°. As a reference, the results for
the two Acktar panels and the TIS measurement of the IR coated glass cleaned with alcohol are
displayed as well. The numbers in the parentheses indicate the error associated to the final value
resulting from the average of 7 measurements.

In general, the two paints provided a beneficial effect in reducing the TIS for most objects, with
the interesting exceptions of the EQB1 cover and the uncoated glass whose TIS increased with
both paints: this means that the paints work efficiently if the objects don’t possess a significant
low scattering property per se (i.e. < 1%), and their effect on the reduction of the TIS strongly
depend on the material of the object and on the application procedures.

The tables demonstrate moreover that the two glasses are by far the best optical elements in
terms of TIS, having the coated glass a TIS = 0.01% and the uncoated glass a TIS = 0.02% when
not painted. On the other hand, for what concerns the TIS+R values the coated glass is not
significantly different with respect to the two Acktar panels; in particular it possesses a TIS+R
≃ 0.6% for both the 0° and 45°, while at 0° AOI the TIS+R is equal to 1.3% and 0.6,% for the
Acktar Spectral and the Hexa Black, respectively, and at 45° AOI the TIS+R is equal to 0.6% and
0.4% for the Acktar Spectral and the Hexa Black, respectively.

Everything considered, we chose the coated glass to make dumps for stray light mitigation to
be installed on the EQB1 bench (see section 7.2) and to procure some Acktar black foils to be
applied in the rear part of the actuated mirrors on EQB1 [76].

6.4 Conclusions

We exploited an Integrating Sphere apparatus hosted inside the EGO Optics Lab for TIS meas-
urements of mirrors used during O3 in squeezing FIS environment, with the aim to verify the
TIS prediction for commercial and super-polished mirrors found in literature and to highlight the
differences between them. The study contributed to our understanding of the impact of dust in
spoiling the quality of a mirror surface by means of TIS measurements before and after cleaning
the mirrors with different techniques.

Moreover, we used the Integrating Sphere to test two IR paints on some spare optical elements
to study their efficiency in lowering the TIS of the optics.
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Figure 6.3.2: (Left) TIS measurement results of the aluminum foil and on the anodized aluminum
pieces. (Right) TIS measurement results of the dump, the three pieces of EQB1 cover, the uncoated
and the coated glass and the two panels from Acktar.

TIS measurements of FIS mirrors showed that in general alcohol has a detrimental effect (prob-
ably due to dust deposit while cleaning the mirrors with the tissue), First Contact is an effective way
to clean dirty/commercial optics and reduce the TIS in a non-clean working environment, while for
super-polished mirrors great care must be put in avoiding dust particles fallout on cleaned surfaces:
First Contact performed in a clean environment reduced the TIS of all super-polished mirrors, even
though the expected TIS of 1 ppm for this type of mirrors couldn’t be reached.

The application of two IR paints on some spare optical elements reduced the TIS for the ones
with an initial TIS > 1% and increased the TIS for the others. Finally, we chose coated glass as the
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material with which make beam dumps to the stray light mitigation on EQB1 bench, as it generates
the lowest TIS and the values of TIS+R measurements are comparable with two absorbing panels
from Acktar. On the other hand, Acktar black foil was chosen to be applied on the rear part of the
actuated mirrors on EQB1.
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Appendix

Appendix 6.A Detailed Procedure for measuring TIS in EGO Op-

tics Lab

The procedure to measure the TIS is the following:

1. Configuration featuring the laser beam entering the Integrating Sphere through the 0° port

2. Measure the reference power by closing the output port with the 100% scatterer (Figure
6.1.6): this will be useful when rotating the halfwave plate to check the power

3. Rotate the λ/2 to minimize the transmission from first PBS

4. Rotate the λ/4 to minimize the transmission from second PBS, verifying that there is little
light in reflection from it as well

5. Rotate the λ/2 to maximize the beam power in transmission from the PBS and remember it
as the reference value of 100% scattering

6. Rotate the λ/2 to minimize the beam power in transmission from the PBS and put the optics
under test at the output port of the sphere, with the laser beam coming perpendicular to it
(right picture of Figure 6.1.7), and being the other ports closed with spectro-foam caps

7. Make sure that the reflected beam of the mirror ends up on the razor dump outside the box
(right picture of Figure 6.1.7)

8. At first, manually move the mirror mount to find the best orientation, which ensures the
minimum scattered power detected by the power meter on top of the sphere, then fine tune
it by adjusting the two screws that tilt the optics on the mount

9. Start closing the diaphragm put right before the input port (Figure 6.1.8) to minimize the
light reaching the power meter until you see a jump in the power detected: this means that
the beam is clipping on the edges of the diaphragm. Slightly open the diaphragm to find
again the latest minimum power before the jump.

10. Cover the box, shut the laser and zero the power meter, then open the shutter and maximize
the power by rotating the λ/2

11. Rotate the screw of the horizontal translation stage of the mirror’s mount to take different
measurements of the scattered power

12. TIS = measured power / reference power

Appendix 6.B First Contact Cleaning Procedure

First Contact is a strip coat cleaning system designed to clean first surface mirrors, diffraction
gratings, and diffractive optics to the molecular level. Specially formulated to safely remove all
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Figure 6.B.1: Apply-dry-peel procedure of First Contact inside the EGO Optics Lab.

contaminants from optical surfaces, First Contact is low-adhesion, leaves no residue, and is carefully
designed not to thermally shock or remove coatings. Its basic working procedure is apply, dry, and
peel.

We first tested First Contact on the mirrors under inquiry inside the EGO Optics Lab (Figure
6.B.1), which is not a Clean Room. We noticed that the procedure reduced the TIS of all the
mirrors with the exception of M1 and M3, which had an initial relatively good TIS (below 200 ppm).
We investigated the issue and applied the First Contact many other times on them, resulting in
further increases of the TIS; we concluded that the technique works well only on initially dirty
optics, as it seems that the peeling of dried first contact may cause the charging of the mirror’s
surface, thus increasing the air dust particles attracted by the surface.

For this reason, a second clean up of the super-polished mirrors with First Contact has been
carried on inside the ISO 3 Perugia Clean Room (Figure 6.B.2), which is the cleanliest room in
Virgo (details of air cleanliness classes are discussed in chapter 5). In addition, we sprayed every
surface with the ionizing air gun right after every peeling, in order to neutralize the surfaces and
get rid of charges responsible for the attraction of contaminants. In this way, we measured a lower
TIS for all mirrors.

Appendix 6.C Thermographic Paint

The LabIR thermographic paint for high temperature is a special thermographic spray paint with
high emissivity and high mechanical resistance for long-term applications to temperatures up to
1000° C.

The detailed application procedure is the following:

1. Abrade the surface, clean it, dry it, and get rid of grease

2. Cover other areas where spraying is not to be applied (left picture of Figure 6.C.1)

3. Shake the canister for three minutes

4. Make a test spray to verify that the spraying is uniform
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Figure 6.B.2: First Contact applied on the super-polished mirrors inside the ISO 3 Perugia Clean
Room.

Figure 6.C.1: LabIR sprayed on the aluminum foil studied in section 6.3; the procedure is the same
for all objects. (Left) The objects have been placed in a box in order to protect the surroundings
from the spraying. (Center) the paint needs four thin layers applied twice. (Right) paint hardens
in two hours.

5. Spray from a distance of 30-40 cm: apply four thin layers. Between the applications of
individual layers do not wait for curing. Wait for a couple of minutes and then apply four
thin layers again (left picture of Figure 6.C.1)

6. After use, turn the container upside down and clean the valve by pressing for a few seconds

7. Paint hardening occurs after two hours (central picture of Figure 6.C.1)
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Chapter 7

Squeezing Experimental Work

In this chapter we present the most relevant on-site works that we carried on for the squeezing
subsystem, namely the activities on the optical bench located at halfway of the Virgo West arm
(also known as 1500W laboratory) hosting a table-top experiment for squeezing FDS generation via
EPR (section 7.1), and the ghost beam inspection performed on the External sQueezing Bench
(EQB1) located in the Detection room of Virgo (section 7.2).

7.1 Virgo 1500W R&D experiment

As already introduced in section 2.3.2, phase-squeezed vacuum injection through Frequency Inde-
pendent Squeezing (FIS) decreases quantum noise only at high frequencies while the corresponding
anti-squeezing injection induces radiation pressure noise, increasing quantum noise at low frequen-
cies. This becomes important for 3rd detector generation, characterized by a reduced low frequency
noises, that doesn’t cover the radiation pressure noise anymore.

To face this problem, the use of Frequency Dependent Squeezing (FDS), obtained using a
long external filter cavity, is planned (see section 2.3.2). An alternative method, based on EPR
experiment, can be used for the same purpose.

In the following section we present the table-top experiment to test the broadband quantum
noise reduction obtained via EPR-squeezing beams. Initial studies on the feasibility of the experi-
ment were performed [126]; they mainly served to test a fully automation of the squeezed vacuum
source and resulted in FIS measurements (section 7.1.2); most of the components of the FIS setup
are planned to be re-used for EPR, which means that they have been already tested.

7.1.1 Optical Layout

Figure 7.1.1 shows the optical layout, which is based to the one of the squeezing source developed
by the Albert Einstein Institute (AEI) and employed in both GEO600 and Advanced Virgo for FIS
generation (see section 2.3).

An input beam from a Nd:YAG laser operating at 1064 nm, with 1 W of power and S-
polarization beam, is split into three beams as follows: a pump beam for the Second Harmonic
Generation (SHG), a Bright Alignment Beam (BAB), and a Local Oscillator (LO) beam for the
homodyne detection.

The SHG green beam is stabilized in power by a Mach-Zehnder interferometer (MZ) and its
spatial mode is filtered by the Mode Cleaner Green cavity (MCG): the beam is then used as a
pump for the Optical Parametric Oscillator (OPO). On the other hand, the BAB is used for the
OPO cavity alignment, the matching with the pump beam, and the homodyne detector alignment.
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Figure 7.1.1: Optical layout of the squeezing vacuum source in the Virgo 1500W R&D laboratory:
the Main Laser provides the Local Oscillator (LO) and the pump beam for frequency doubling in
the Second-Harmonic Generation (SHG) cavity, the two auxiliary lasers Aux 1 and Aux 2 lasers
provide the Optical Parametric Oscillator (OPO) Locking Beam (LB) and the Coherent Control
(CC) beam, respectively. Triangular cavities Mode Cleaner Green (MCG) and Mode Cleaner
Infrared (MCIR) are used for spatial mode-cleaning of the pump and the LO beams; the Mach-
Zehnder interferometer (MZ) interferometer stabilizes the power of the pump field [126].

Finally, the LO is spatially filtered by a Mode Cleaner Infrared (MCIR) cavity.

In order to get squeezed vacuum, IR vacuum at 1064 nm requires to be resonant inside the
OPO cavity; for this reason, an additional Locking Beam (LB) at 1064 nm is used: it possesses
an orthogonal polarization with respect to vacuum (i.e. it’s p-polarized, while IR vacuum is s-
polarized).

The LB is provided by an auxiliary laser (Aux 2), phase-locked to the main laser by an Optical
Phase-Locked Loop (OPLL). Another auxiliary laser (Aux 1), phase-locked to the main laser as
well and s-polarized, is used to implement the phase control of the generated squeezed light field.

The generated squeezed light level is measured by means of a balanced homodyne detector, able
to measure squeezing in both radio and audio-frequency bands.

It was experimentally demonstrated that fluctuations of the OPO pump power can lead to the
degradation of the squeezing level [106], plus they cause variations of the OPO crystal refractive
index, thereby losing the phase-matching condition (see section 2.2.3). In this regard, the intensity
of the green pump beam is stabilized by an active control using an MZ interferometer whose two
output beams are used for the interferometer length control and to pump the OPO, respectively.
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