
Chapter 5

Simulation and reconstruction in
GRAIN

The study and the optimization of the optical readout described in Ch. 4 required the development
of a software package to fully simulate the generation and propagation of scintillation light in
GRAIN and the response of the cameras. This package has been included inside the software
framework of the SAND detector which is based on the Monte Carlo simulation toolkit Geant4
[74]. Moreover, starting from the output of the optical simulation, a preliminary reconstruction
code has also been developed.

Given the memory requirements to fully simulate scintillation light in large liquid argon volumes,
simulations are often based on pre-computed look-up tables (LUT) to estimate the amount of
photons reaching a photodetector based on the position of the emission point on a grid. This
approach is acceptable if the readout performs only a calorimetric measurement, which is not the
case for GRAIN. Each photon needs to be fully propagated up to the sensors in order to collect
images. The optical simulation module, called OptMen, has been speci�cally designed to be able to
bear the heavy photon propagation from multi-GeV neutrino events. OptMen features a complete
parametrization of the scintillation process, including the option for Xe-doping, and the optical
properties of liquid argon such as Rayleigh scattering and absorption. It also contains a detailed
geometrical description of the cameras and their materials in order to properly take into account
all physical e�ects. The details of the simulation �ow for SAND and GRAIN are given in Sec. 5.1.

While the simulation is common to both lens or coded mask readout technologies, both options
require a speci�c reconstruction �ow. The algorithm for the lens-based solution works in two steps:
a 2D pattern recognition step on the raw images and a 3D matching and extrapolation step. The
2D images captured by the cameras are �rst analyzed independently to �nd tracks, �t them and
compute their intersection points. Then, 2D information is matched between the multiple views
coming from di�erent cameras. Combining multiple views allows to produce 3D reconstructed
tracks and locate the vertex of the interaction. The high-level event information from GRAIN
is then used alongside the reconstructed output of the other SAND subdetectors. Details of the
current reconstruction �ow are given in Sec. 5.2.

This chapter focuses on the simulation tools and reconstruction algorithms that were developed
in this thesis work, while the performance of GRAIN for the reconstruction of neutrino events
within SAND is the topic of Ch. 6.

5.1 Simulation �ow

The SAND detector simulation is performed by several tools developed in C++ and Python. A
diagram of the o�cial simulation chain is shown in Fig. 5.1. The �ux, geometry, generator and
propagation stages are common across the ND detectors and use the same packages.

In particular, the neutrino �ux at the Near Detector is predicted using a Geant4-based simulation
of the incident proton beam, the target, the focusing horns, decay pipe and the hadron absorber,
called g4lbnf [33], and the dk2nu package. The same simulation is used for the Far Detector
prediction, taking into account a di�erent acceptance and the e�ect of neutrino oscillations.

The description of the detector geometry is based on XML �les generated by GeGeDe [75], a
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CHAPTER 5. SIMULATION AND RECONSTRUCTION IN GRAIN

Python-based application developed by the DUNE that transforms user geometrical inputs into the
GDML format [76]. GDML is an XML-based format which can express all properties of a physical object
that are necessary for simulation of particle interactions. While it does not explicitly describe
the functionality of active parts of the detector, such as sensors, this can be added in dedicated
auxiliary information tags.

Flux and detector geometry are inputs to the neutrino event generation. Neutrino interactions
are simulated with GENIE [77], which has been selected as the baseline generator for DUNE.
Particles exiting the struck nucleus are propagated through the detector using a Geant4 wrapper
called edep-sim [78], which produces ROOT trees containing the simulated energy deposit information
and associated truth labels. edep-sim is used for the o�cial productions of all Near Detector
components. Speci�c detector-response simulations are then handled independently for each subdetector
starting from the energy deposits.

Flux:
g4lbnf + dk2nu

Generator:
GENIE

Geometry:
GDML �le

Detector
simulation:
edep-sim

Energy deposits:
edep-sim output �le

Digitization:
STT + ECAL

Optical
simulation:

OptMen

GRAIN with
cameras:
GDML �le

SiPMs response:
2D images

Reconstruction:
GRAIN

Reconstruction:
STT + ECAL

Figure 5.1: Complete simulation �ow diagram, including The �ux simulation (g4lbnf + dk2nu),
the geometry description (GDML), the event generation (GENIE) and the event simulation inside the
detector (edep-sim). Inputs to the simulation are shown in green, common tools among the ND
components are in blue, while pink boxes are instead unique to SAND and include the optical
simulation in GRAIN (OptMen) and the digitization code for STT and ECAL.

In the case of SAND, the edep-sim output is used to simulate the response of STT and ECAL
and perform digitization according to their readout. For example, the energy deposits in the
scintillating �bers of the calorimeter are converted into the number of photo-electrons detected by
the PMTs. This calculation takes into account the light yield of the �bers (35 photoelectrons per
MIP), the light attenuation, etc. Similarly, the arrival time to the photo-sensors is assigned to
each photo-electron taking into account the scintillation decay time, the propagation time along
the �ber and a random jitter. The amplitude of the signal of the photo-sensor is proportional to
the number of photo-electrons collected in a certain time window and the time of the signal is
obtained simulating a 15% constant fraction discriminator.

In STT, for each energy deposit in a straw tube, the electronic signal arrival time at the read-out
is evaluated considering the electron drift time to the wire, the electric signal propagation along the
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5.1. SIMULATION FLOW

wire and a random jitter. The timing of the signal is given by the earliest electric signal reaching
the tube read-out. The amplitude of the signal is proportional to the sum of the energy deposit in
a certain time window.

The response of GRAIN requires instead an additional simulation to convert energy deposits
into photons and propagate them in LAr and inside the optical systems. To do so, a detailed
geometry of the inner vessel including the cameras was implemented, as well as an accurate
scintillation model. Both of these items are described in Sec. 5.1.1 and 5.1.2 respectively.

5.1.1 Geometry

The detailed geometry of GRAIN is one of the inputs needed for the optical simulation. The
geometry is stored in a GDML �le and includes the de�nition of the geometry of the cameras, their
materials and relative placement inside the inner vessel of GRAIN. The inner vessel is implemented
as an elliptical tube. The maximum thickness along the beam direction is given by the minor axis
of the ellipse (475mm), while the vertical height is the major axis (1456mm). The other dimension,
transverse to the beam direction, is 1000mm long. A sketch of the placement of the cameras inside
GRAIN is shown in Fig. 5.2, alongside the full model used in the Geant4 simulation.

(a) (b)

Figure 5.2: Sketch of the placement of the 38 cameras inside the inner vessel of GRAIN. The vessel
is 1456mm high, 1000mm long and 475mm thick in the beam direction. 14 pairs of cameras are
placed on the elliptical sides, while 5 pairs are place on the top/bottom. The length of each camera
is about 10 cm, given mostly by the lens-sensor distance.

The design of cameras is the one described in Sec. 4.3.1, using 50mm lenses with a focal length
of ∼ 9 cm and a lens-sensor distance of 10 cm. 14 pairs of cameras are placed in two columns
on the elliptical sides of the inner vessel. These devices are perfectly adequate to cover the 1m
longitudinal dimension, as it is the exact condition for which they were designed.

The complementarity between front-facing cameras is essential to guarantee the coverage of the
volume, however this con�guration is not optimal for the determination of the source coordinate
along the shared optical axis. For front-facing cameras, the coordinate of the source along the
optical axis is in fact encoded only in the scaling e�ect (Eq. 4.6), which can fade away if the source
is close to the axis (r→ 0). By placing two columns, the con�guration allows to combine cameras
across di�erent pairs mitigating this issue by adding information from cameras that do not share
the same optical axis.

In addition to this, the second column is also important to expand the lateral coverage of the
system. Each camera has a limited �eld-of-view (FoV): considering Eq. 4.6, given a point-source
at distance a, the size of the sensor de�nes the maximum distance from the optical axis for which
the point-image falls on the sensor. The �eld-of-view of a camera is a cone, or better a frustum of
a square pyramid, increasing with the distance from the camera. The side of this pyramid is found
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CHAPTER 5. SIMULATION AND RECONSTRUCTION IN GRAIN

by considering a point on the edge of the sensor and inverting Eq. 4.6:

FoV =
a

b
·D (5.1)

where D is the linear size of the sensor, equal to 64 cm for the reference design. An object
at distance a falls in the �eld-of-view if its distance from the optical axis is < FoV/2. At large
distances, the scaling is stronger and so the �eld-of-view becomes rather wide. The angular opening
of the �eld-of-view for the reference design of the cameras is

tan
α

2
=
D/2

b
→ α ≈ 35.5◦ (5.2)

According to this value, the relative positions of the cameras were chosen so that combining their
�eld-of-views would leave no blind spots at a = 40 cm. In other words, the �eld-of-views of the
various cameras at the middle plane of the vessel �ll the elliptical section with minimal gaps.

Moreover, a single row of 5 paired cameras is also placed on the top and bottom of GRAIN
to provide orthogonal views of the interactions. These cameras are not optimized for the vertical
dimension of GRAIN, which is signi�cantly longer than 1m, but they are meant to o�er additional
information for the reconstruction rather than being used on their own. In the current simulated
geometry, these devices are placed as close as possible to the top or bottom of GRAIN. However,
in the real detector, a layer of 10 to 15 cm in those regions will not be available for cameras, since
it will host the input and output LAr pipes. In addition, a gaseous Ar layer will form at the top of
the vessel, requiring the cameras to possibly stay even lower. Because of these factors, the length
that needs to be covered may be reduced in the �nal GRAIN geometry.

Overall, the geometry on which the simulations are based may still be subject to changes. In
particular, in order to recover the �ducial mass removed by placing cameras and other equipment
inside the volume, the longitudinal size of GRAIN will potentially increase up to 1.5m as mentioned
in Sec. 3.4.1. If this resizing is con�rmed, the lens con�guration will need to be revisited towards
more suitable working conditions. The current setup is however still interesting to investigate the
performance of the system and the quality of the reconstruction in an optimized scenario, albeit
not the �nal one.

5.1.2 Optical simulation

The optical simulation in GRAIN is performed using OptMen (OpticalMeniscus), a Monte Carlo
software package built with Geant4. As shown in Fig. 5.1, the purpose of this simulation step is
to turn the energy deposits in liquid argon computed by edep-sim into photons and propagate
them to the photodetectors. The photon propagation is performed taking into account all optical
processes in liquid argon, as well as refractions and re�ections inside the lenses of the cameras.
Given the high light yield of liquid argon, about 4 × 104 photons/MeV for a minimum ionizing
particle in the absence of an electric �eld, and an average total energy deposition of a few hundreds
MeV, the number of photons produced by a few-GeVs neutrino event can go up to ∼ 107.

Tracking individually such a number of photons in Geant4 requires a large amount of RAM,
easily reaching tens of GB, causing the application to crash on any standard-built machine. The
solution developed for the DUNE Far Detector, as well as other experiment involving large liquid
argon volumes, is to pre-emptively estimate the number of photons reaching a certain sensor from
each voxel of the detector with ad hoc simulations. Given a neutrino event, this photon "library" is
then used to calculate the amount of scintillation light by applying weights to each energy deposit.
This procedure is acceptable if only the total number of photons on a photodetector is needed. In
the case of GRAIN, the output of the simulation has to include the photon hit local coordinates
on each sensor matrix since they are required to create the image so the use of photon libraries is
not enough.

OptMen was developed to avoid high memory usage by splitting an event into sub-events, each
having a �xed maximum energy deposition. At �rst, the edep-sim energy deposition in liquid
argon in the event is scanned. If the total is above a tunable threshold, typically 100MeV, the
event is split in many sub-events keeping the total energy for each of them below threshold. Each
sub-event is then simulated individually, so that the maximum number of photons being tracked
is no more than the photon equivalent of 100MeV. In the end, the outputs of the sub-events are
merged together. This asynchronous propagation is not an issue, because photons do not interact
among themselves and the time of each photon hit is always de�ned with respect to the same t0
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5.1. SIMULATION FLOW

reference of the original event. The photon hit time is in fact determined starting from the time
of the energy deposition by edep-sim and adding the scintillation and propagation time. Despite
being simulated in di�erent moments, the output can still be ordered to extract the proper hit
time distribution for each sensor.

Scintillation Liquid argon scintillation in GRAIN is simulated using the NEST (Noble Elements
Simulation Technique) model [79]. The NEST code is included in edep-sim, which computes the
fraction of the energy deposits that is converted into photons. The deposited energy in a single
interaction is modeled using the simpli�ed Platzman equation:

Edep = NexWex +NiWi = Ni(αWex +Wi) α ≡ Nex/Ni (5.3)

where Edep is energy deposition, Nex and Ni are the number of excitons and ions created per
deposition, while Wex and Wi are the work functions (required energy) for exciting and ionizating
atoms. The α ratio is taken as 0.21 for liquid argon. Assuming a mean work function W ≃Wex ≃
Wi ≃ 19.5 eV, the number of excitons and ions can be computed as

Nquanta = Nex +Ni = Edep/W (5.4)

Ni =
Nquanta

α+ 1
(5.5)

Nex =
αNquanta

α+ 1
(5.6)

Excitons turn directly into photons, while the number of photons coming from ionization depends
on the recombination probability:

Nph = Nex +NiPreco (5.7)

The recombination probability Preco is parametrized according to the Birks-Doke law, and generally
depends on the external electric �eld [79]. As mentioned above, edep-sim outputs the number of
emitted photons in the form of its energy fraction (Eph = EdepNph/Nquanta).

As shown in Eq. 5.4, the ideal light yield is determined by the mean work function and results
in 5.1 · 104 photons/Mev. However, an additional reduction factor is needed depending on the
particle species in accordance with experimental data. For α particles, the scale factor is 0.71,
while for MIP particles (such as 1MeV electrons) it is 0.78 [80]. The nominal light yield for MIPs
is then 4 · 104 photons/Mev, as already mentioned.

OptMen takes the energy fractions from edep-sim and computes the number of photons by
applying the proper light yield. The number of photons is extracted from a Poisson distribution,
with the mean value determined by the yield. If the mean value is larger than 20, a Gaussian
distribution is used instead. Each photon is then assigned a random isotropic direction, polarization
and emission point along the particle step that produced that energy deposit.

x0 = xstepstart + random(0, 1) · (xstepstop − xstepstart) (5.8)

The photon energy is randomly extracted from the emission spectrum (see Fig. 4.5 for pure LAr),
while the time of emission is calculated depending on either the slow or fast component.

The choice between slow (τS = 1.6 µs) and fast (τF = 6ns) component is determined by
extracting from a binomial distribution, whose probability comes from the experimental singlet
to triplet ratio. This ratio depends on the particle energy and species. For E ≳ MeV, the ratio
is basically constant and the fraction of singlet states is ps ≈ 0.25 for relativistic species. The
fast component is therefore 25% of the total light [81]. The scintillation time is extracted from an
exponential distribution using either τS or τF , and added to the time of the emission point.

t0 = tstepstart + random(0, 1) · (tstepstop − tstepstart) + tscint (5.9)

Light propagation is simulated using standard Geant4 optical processes, having de�ned the
optical properties of all materials. The refractive index of liquid argon is parametrized using the
Sellmeier equation with its coe�cients determined by recent experimental results (see Fig. 4.7 [72]):

n2 = a0 +
aUV λ

2

λ2 − λ2UV

+
aIRλ

2

λ2 − λ2IR
(5.10)
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where λUV = 106.6 nm and λIR = 908.3 nm are the two resonances closest to the region of interest.
A similar parametrization with the Sellmeier coe�cients reported in the Corning® HPFS 8655
datasheet is used for the lens fused silica refractive index. The Rayleigh scattering length of liquid
argon is computed from the refractive index and other properties of the medium, including the
temperature and the isothermal compressibility (kT )

L−1 =
16π3

6λ4

[
kBTkT

(
(n2 − 1)(n2 + 2)

3

)2
]

(5.11)

which results in L ∼ 1m at 127 nm and L ∼ 9m at 174 nm [72]. The attenuation length in liquid
argon is set as several meters [82], having a negligible e�ect in GRAIN.

Photon hits on each photodetector volume are collected, saving information on the hit coordinates,
time and wavelength of the impinging photon. An additional code external to OptMen is then run
on this output to simulate the sensor response, taking into account the pixelization and quantum
e�ciency.

Xe-doping The addition of xenon in liquid argon is important for the lens-based cameras. The
microphysics of the Ar-Xe mixture is not directly simulated in OptMen. The e�ects of Xe-doping are
considered by changing some of the scintillation properties of liquid argon according to experimental
data. The simulation �ow is the same, but using di�erent light yield, time constants and energy
spectrum.

The main consequence of adding xenon is the wavelength shift of scintillation light from the
argon-excimer emission at 127 nm to the xenon-excimer emission at 174 nm. As shown in Fig. 5.3,
the amount of light shifted to 174 nm increases with xenon concentration, saturating at around
10 ppms of xenon [69]. However, experimental evidence shows that only the slow component is

Figure 5.3: The VUV emission of excited liquid argon with increasing xenon concentration. A
decreasing argon-excimer emission at 127 nm peak wavelength and an increasing xenon-excimer
emission at 174 nm peak wavelength are visible. Note that at 10 ppm xenon in liquid argon the
energy transfer is almost complete. Figure from [69].

a�ected by xenon and wavelength-shifted [83]. The fast component remains peaked at 127 nm
and it also possibly suppressed, according to preliminary data from ProtoDUNE. The re-emission
of the fast component at 174 nm is recovered only at higher xenon concentrations, around ∼
1000 ppm. Saturation of the fast re-emission is estimated around ∼ 1700 ppm, for which all the
LAr scintillation light is captured and re-emitted by Xe-dopant [68].

Regarding the scintillation time constants, the fast component remains largely una�ected by
the dopant, with a time constant τF = 6ns. On the other hand, the slow component is shortened
and the time constant τS decreases from 1.6 µs to hundreds of ns with increasing concentrations
[84]. In particular, τS settles towards ∼ 90 ns for concentrations above 100 ppm [70].

The last reported e�ect of Xe-doping is an increased light yield with respect to pure LAr, around
25% for concentrations above few tens of ppm. This increase of the total light yield, including both
127 nm and 174 nm photons, cannot be explained with an increase of the conversion and detection
e�ciency and is probably related to partial recovery of some Ar-excimer species [67].

The simulations were performed assuming 25-30 ppm Xe-doping. In this range, the shift to
174 nm is almost complete and the slow component is shortened to τS = 160 ns. Given the mass
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of GRAIN, higher concentrations that allow to recover the fast component could be feasible and
still cheap. However, the e�ect of a mixed target on the physics analysis may become relevant so
the baseline was chosen at a lower concentration. In the end, the conditions implemented are:

� The singlet to triplet ratio is the same as in pure LAr. The fast component is simulated with
the argon characteristic peak at 127 nm and τF = 6ns, assuming it is completely una�ected
by the dopant. This light is simulated, but de-facto invisible for the cameras due to the low
transmittance.

� The slow component is almost completely shifted to 174 nm. Assuming near-saturation, the
emission spectrum of the slow component has been weighted so that 10% remains peaked at
127 nm, while the rest is at 174 nm. The time constant was set at τS = 160 ns according to
data from [70].

� The total light yield is increased by 20%. These additional photons are assumed to be slow
component only.

� The parametrization of refractive index and scattering length is the same as in pure LAr.
Di�erent wavelengths see di�erent values, but the dopant is assumed to be su�ciently
negligible to avoid changes in their dependence.

5.1.3 Electronics response

The photodetector response is calculated separately from OptMen in order to allow the comparison
of di�erent sensor and readout electronics without the expensive simulations of new photons
for every variant. The development of a detailed SiPM response is in progress using custom
software written in Python and OpenCL for GPU-accelerated computing. The SiPMmatrix response
waveform is computed with a heuristic function from the timing of impinging photons on the matrix
surface. The SiPM characteristics such as PDE, crosstalk, afterpulses, and dark count rate are
included in the simulation. A small quantity of white and rf noise is added as well. The waveform
is then quantized and integrated over a �xed time window to simulate a DAQ composed by an
ADC and a TDC for timing over a �xed threshold.

As the details of the electronics are still under de�nition, a simpler response was developed to
quickly provide data for the development of reconstruction algorithms. The fast response applies
the sensor segmentation (number and size of pixels, but with no dead space), an e�ciency cut
depending on the photon wavelength and a time-window cut. No resolution or other e�ects are
considered. The images obtained by this fast electronics simulation were used for all the studies
involving lens-based cameras. According to the baseline design, the sensor matrix is a 32 × 32
arrays of 2mm SiPMs. Each SiPM corresponds to a pixel of the output image. The number of
photons is computed by assuming a 500 ns integration window from the reference time of the event.
All photon hits falling outside this window are discarded. The quantum e�ciency is �xed at 20%
for 174 nm and 10% for 127 nm, to be slightly more conservative than Fig. 4.6.

5.2 Preliminary reconstruction

The output of GRAIN is a set of two-dimensional images coming from cameras which have observed
activity in liquid argon. The fundamental relation that describes the spatial encoding of an event
in an image is the central projection described in Sec. 4.1.3. The source real coordinates are scaled
in the image with respect to its center so images are not simply orthogonal projections. Moreover,
the scaling coe�cient depends on the distance of the camera from the source, making each view
di�erent. If a track gets progressively further away from a camera, di�erent sections of the track
will have di�erent scaling coe�cients. In addition, coordinates are �ipped with respect to the center
of the image (see Eq. 4.6). While a single view on its own does not provide su�cient information
to achieve a three-dimensional reconstruction, the encoding is richer than an orthogonal projection
because the source distance information is also present. As a result, combining two images is
already su�cient to recover the real source position in space.

Extracting information from the images requires an ad-hoc reconstruction algorithm that
combines data from all images. The �ow of the reconstruction is shown in Fig. 5.4 and it can
be divided into two steps: a 2D analysis of the images aimed at identifying and �tting the track
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projections in each view and a 3D step in which the two-dimensional outputs are matched and
combined. The �nal outputs are then the 3D reconstructed tracks, the 3D vertex candidate and
possibly an estimate of the energy deposited from each track based on the amount of collected light.
It is important to note that the algorithm under development is preliminary and still requires
further optimization and generalization. For example, at the current stage, some steps rely on

Camera images:
2D histograms

Full 2D reco:
Hough transform

Fast 2D reco:
Truth projections

2D output:
2D line clusters, �ts,
vertex projections

3D reco:
Projective
geometry

Energy reco:
MC-based estimate

Cluster
matching

between views

3D output:
3D vertex, 3D

tracks, track energies

Figure 5.4: Reconstruction �ow diagram. The blue boxes make up the 2D step of the
reconstruction, while the orange boxes are part of the 3D step. The dashed boxes and arrows
signal the use of Monte Carlo truth-level information.

truth-level Monte Carlo information that would not be available with real data. However, the
tasks performed by these steps are typically common challenges encountered in computer vision
so there are no conceptual issues in developing a fully data-proof procedure. In particular, solving
these tasks may take advantage of standard techniques in that �eld, including deep learning and
neural networks. The current use of Monte Carlo truth to quickly solve some tasks is therefore
justi�ed by the fact that proper algorithms can and will be developed in the future.

The 2D step is based on the Hough transform [85], multi-Otsu thresholding [86] and DBSCAN
[87] clustering to isolate, select and �t the tracks in each image. After that, the 3D step exploits
the previously mentioned camera model to project back the �tted clusters into 3D space to �nd a
volume compatible with their 2D projections. Additional details are given in the following sections.

5.2.1 Two-dimensional �tting

In the two-dimensional step of the reconstruction, each image is analyzed independently. The
end goal of this step would be to determine the 2D features recorded in each image, �nding in
particular how many tracks are visible and what is their best �t. After identifying the tracks,
the intersection points could also be extracted as well, serving as primary or secondary vertex
candidates. However, the current implementation of the algorithm is based on the assumption
that the recorded event contains only one neutrino interaction. All found tracks are then classi�ed
as primary particles, and their intersection point is taken as the vertex projection candidate. This
is an area where improvements are expected in the future to make it more general. In the case
of multiple interactions, an higher level analysis would be needed to associate each particle to its
vertex and build the correct particle hierarchy. The existing procedure is nonetheless su�cient
to address the main reconstruction challenges and it will be the core of the more sophisticated
algorithms.
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The task of extracting features from an image is a common problem in computer vision.
However, computer vision algorithms are typically optimized to work on large images with small
pixels. The size of standard CCD cameras is in fact around 1024 × 1024 with 10-20 µm pixels.
This is the opposite of the images coming from GRAIN since the sensor matrices have a small size
(32× 32) and large pixels (2mm). The di�erent granularity makes it challenging to directly apply
existing techniques. In particular, shape detection commonly starts with edge detectors but these
algorithms are based on computing gradients between pixels and fail if the granularity is not small.

As a result, the two-dimensional analysis directly starts by applying a line detection algorithm
based on the Hough transform. This simple approach gives encouraging results but still requires
optimization, therefore a "fast" reconstruction �ow was developed in parallel to perform the �tting
task with truth-level information. The fast �tting is based on the assumption that similar results
would be obtained in the future by the full algorithm. In the end, both �ows use the �tted lines
to cluster signal pixels according to their relative distance into di�erent 2D tracks clusters, while
the intersections of the �tted tracks in each image serve as 2D vertex projection candidates.

Hough transform The purpose of the Hough transform is to detect straight lines and curves in
pictures [85]. The standard implementation is based on the ρ-θ parametrization of a line. Given
a coordinate system in a 2D plane, a line can be parametrized with a pair (θ0,ρ0) where ρ0 is the
length of the normal vector from the coordinate origin to this line and θ0 is its angle with respect to
the x axis. This is better than using the slope-intercept parametrization which requires an ad-hoc
treatment of vertical lines, since the slope goes to in�nity. Any point (xi, yi) that lies on the line
(θ,ρ) satis�es the following condition:

ρ = xi cos θ + yi sin θ (5.12)

A line in the θ-ρ parameter space is described by a single point (θ0,ρ0). Moreover, a point (xi, yi)
in cartesian coordinates is represented by a sinusoidal curve in the θ-ρ space as it belongs to an
in�nite set of (θ, ρ) lines. These geometrical considerations are shown in Fig. 5.5. The Hough

Figure 5.5: Visualization of the Hough transform. A line in the x-y plane is mapped into a point
in the θ-ρ parameter space, while points in the x-y plane are mapped into sinusoidal curves in θ-ρ.
After applying the transformation, the task of �nding a line is simpli�ed into the task of �nding a
point.

transform is the operation that maps lines in cartesian coordinates to points in θ-ρ coordinates,
while points in cartesian coordinates are mapped to sinusoidal curves according to Eq. 5.12. The
strength of this technique is reducing the problem of �nding a line to the problem of �nding a
point in a di�erent parameter space.

The implementation of the Hough transform follows these steps:

1. First, a subset of the collected images are selected to exclude empty or saturated images. If
less than 3% or more than 60% of the pixels are active, the image is removed.

2. The accessible range of ρ and θ values are �xed, and their intervals are binned. ρ ∈ [−d, d]
where d is the length of the image diagonal, while θ ∈ [0, π] or [−π/2, π/2]. These intervals
de�ne the ranges of the 2D histogram hosting the Hough-transformed image, technically
called the accumulator.
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3. For each signal pixel (xi, yi), looping through all possible values of θ, Eq. 5.12 is used to
calculate the corresponding ρ and the results are plotted in the accumulator. Each pixel
produces its own sinusoidal curve, however, if these pixels belong to the same line, their
curves will intersect at a certain (θ0, ρ0). In other words, the points in which these bundles
of curves accumulate correspond to lines in the original image.

4. The (θ, ρ) parameters of each line are extracted by performing a local maxima search in the
accumulator. This is currently based on putting a dynamic threshold and then �nding the
center of the resulting clusters.

An example of the procedure is shown in Fig. 5.6, displaying the four steps. The search of the local

(a) Step 1: Simulated image (b) Step 2: Accumulator

(c) Step 3: Local maxima (d) Step 4: Fitted lines

Figure 5.6: Example of the 2D �tting procedure based on the Hough trasform. The starting point
is the collected image (a), from which the θ-ρ accumulator is built (b) setting θ ∈ [0, π]. The local
maxima found in the accumulator (c) give the (θ, ρ) pairs that allow to obtain the line �ts (d) in
the original image.

maxima in the accumulator is a delicate part of the procedure and it is currently performed by
�rst applying multi-Otsu thresholding [86] and then clustering what remains above threshold. The
Otsu method for thresholding is a way to �nd the optimal threshold to separate pixels into two or
multiple classes, according to their intensity. Considering an underlying bimodal or multi-modal
distribution, it determines the best threshold values by minimizing the weighted sum of variances of
the various classes. The surviving pixels are clustered using DBSCAN [87], a clustering algorithm
purely based on their local neighborhood. Further information on these algorithm are given in
Appendix A.1 and A.2 respectively.

The results of this combination are encouraging, as the tracks in the image appear well-�tted
and their intersection point clearly identi�es the vertex. However, the algorithm still requires
optimization to work on images with lower quality. Additional examples are shown in Fig. 5.7. A
common issue is the appearance of additional ghost tracks. If faint and intense tracks are both
present in the image, the automatic threshold allows for a large area to be selected around the most
intense point. This can potentially be split into more than one clusters, thus adding additional
non-existent tracks. At the same time, if real clusters are too close or not symmetrical, their center
might still not be identi�ed correctly leading to bad �ts.
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Figure 5.7: Additional examples of the Hough-based �tting procedure, showing some failures such
as bad line �ts and ghost tracks being added.

Several mitigations for those issues are possible, from tuning the parameters of the current algorithm
to introducing an iterative procedure in which the Hough transform is repeated several times. In
the latter case, for example, the results of the previous iteration could be used to apply the Hough
transform only to a subset of the original image thus pre-selecting a region that contains only
one track and simplifying the search for local maxima. Another possibility, already in use for
some applications, requires looking only for the absolute maximum in the accumulator: once the
corresponding track is found, it is subtracted from the original image and then the Hough transform
is applied again to look iteratively for other tracks.

Fast �tting Since improvements to the full 2D reconstruction and its patter recognition are just
a matter of optimization, a "fast" �tting procedure was also developed. This procedure feeds the
rest of the reconstruction chain, corresponding to the ideal scenario in which the full algorithm is
well-optimized. In this case, the 2D �tting is performed on the expected images rather than the
fully simulated ones. These images are built by projecting and scaling the Monte Carlo truth-level
energy deposits in the simulation to each camera according to Eq. 4.6.

An example of the MC-truth expected images is shown in Fig. 5.8. The projected tracks are
ideal and show no defocusing e�ects, but the intensity of each pixel is still proportional to the
original energy deposit. A cut is performed on tracks that appear too short, as these might not
be clearly visible by the full algorithm. If the ideal projection of the energy deposits creates a
track segment longer than 10 pixels, that track is assumed to be visible in that given camera. This
visibility threshold is sometimes conservative, especially if the tracks is angularly well-separated
in the image. However, it is necessary to exclude short tracks in close proximity to the vertex
which typically overlap and would be seen as a single blob in a real image. A comparison between
the true charged primary tracks and the visible tracks according to this de�nition is described in
Sec. 6.2.1 (see Fig. 6.6).

The 2D visible projections on each camera are �tted one by one, and the results of these �ts are
then used to cluster the original image. The steps of this "fast" procedure are shown in Fig. 5.9,
using for comparison the same troubled image of Fig. 5.7. Each �tted line guides the clustering
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Figure 5.8: Examples of expected images based on MC-truth for a νµ CC interactions, pointing
out which tracks are classi�ed as visible (>10 pixel long). The threshold is conservative to take
into account defocusing e�ects in real images.

process: signal pixels in the fully simulated image falling within a maximum distance from the line
are associated to the corresponding tracks. Pixels can be associated to multiple tracks, if the �tted
lines are close and the acceptance regions overlap. In order to take into account the thickness of
the tracks on the images, the maximum distance for accepting a pixel is parametrized according to
Eq. 4.11. This is another instance where truth-level information is used, as the real distance from
the camera is needed to determine the expected thickness.

As discussed before, the development of a better clustering algorithm that drops this requirement
is certainly foreseen and poses no conceptual issues. In the �nal reconstruction �ow, the signal
clusters will be built starting from the output of the Hough-based �tting. The Hough-transform
already implicitly de�nes the pixels that contributed to each line, as their Hough transform
accumulate around the same point in θ-ρ space. Moreover, it would also be possible to introduce
a new clustering algorithm that computes the local transverse variance of the cluster to de�ne its
edges, thus avoiding the need of external inputs on the expected thickness of the track.

(a) Step 1: Fit on expected images

(b) Step 2: Cluster around �ts

Figure 5.9: Example of the 2D fast �tting procedure based on the Monte Carlo truth-level images.
The ideal �ts are used to cluster the fully simulated images, associating to each track all pixels
that are close enough to the corresponding �tted line. Colored dots are used to show the result of
the clustering process.

The �nal output of the 2D reconstruction step is a set of 2D clusters and their best-�t lines,
representing the track projections on each image. If an image contains two or more reconstructed
lines, their intersection point is also computed and taken as a candidate vertex projection.
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5.2.2 Stereo reconstruction

The main goal of the second part of the reconstruction package is to recover the three-dimensional
layout of the event, determining the position of the interaction vertex and the position and direction
of the tracks in liquid argon. The problem is generally ill-posed when considering a single image, as
the encoded information does not allow to unique determine the original source object. However,
multiple views of the same source are able to uniquely constrain it in 3D. Given a complete prior
knowledge of the geometry and calibration of the cameras, two views are already su�cient to
achieve a complete 3D reconstruction. However, some ambiguities may remain under particular
geometrical conditions. For example, if two cameras are sharing the same optical axis and the
source lies close to it, its coordinate along that axis cannot be determined. This is due to that
fact that the scaling e�ect that allows to recover the depth is washed away for r → 0 (Eq. 4.6).
The layout of the cameras in GRAIN was designed so that three or more views could be always
available in order to break these degeneracies (see Sec. 5.1.1).

The principles behind stereo reconstruction are based on elements of projective geometry and
the camera model introduced in Sec. 4.1.3. They �nd many applications in computer vision and can
be made extremely general, thus working even for systems where pre-calibrations are not possible
(such as moving cameras) or the internal parameters change (surveillance camera with zoom). In
the case of GRAIN, the geometrical con�guration of the cameras and therefore their calibration
are well known a priori. This strongly simpli�es the general algorithm as the camera parameters
do not need to be estimated from the data.

Considering for simplicity two cameras, described by their projection matrices P and P ′

(Eq. 4.10), a set of 3D points {Xi} are imaged in xi and x′
i such that

xi = PXi x′
i = P ′Xi ∀i (5.13)

The general steps for reconstructing their 3D position using the two views would be:

1. Calibrating the cameras, i.e. �nding the matrices P and P ′. These inputs are readily available
in GRAIN since the geometry is fully known.

2. Finding the correct point correspondences xi ↔ x′
i across the two views, i.e. recognizing that

two points on di�erent images represent the same 3D point-source. This step is currently
done using Monte Carlo true information in the reconstruction, but an algorithm to achieve
this result by exploiting only data is possible.

3. Solving for each Xi by triangulating from their image projections. Given errors in the
measured image coordinates, an analytical solution is not possible and the best solution
requires a numerical minimization.

Back-projection Given a pair of corresponding points x↔ x′ on two views, the estimated point
X is found by back-projecting them in 3D. For a single camera, back-projecting means �nding the
locus of points that are compatible with the image point. This corresponds to the line passing
through x or x′ and the corresponding camera center (C or C′), as shown in Fig. 5.10.

The equation describing the line X(λ) emerging from x in a single view with center C is

X(λ) = P+x+ λC (5.14)

where P+ = PT (PPT )−1 is the pseudo-inverse of P , so that PP+ = I, and λ ∈ R. Given that
PC = 0, this expression is clearly a solution to PX = x. Computing the intersection with the
similar line emerging from the second camera P ′ yields

X = P+x+

[
(P ′P+x× x′) · (x′ × P ′C)

(x′ × P ′C) · (x′ × P ′C)

]
C (5.15)

where× represents the cross product. The expression is symmetrical for the exchange of non-primed
and primed variables, as the cameras are completely interchangeable. It also represents the basis of
the analytical triangulation with two views. However, an analytical intersection might not exist at
all if the two lines do not meet due to errors in the coordinates measured on the images. Moreover,
in case of three views or more, many intersections are possible and a procedure is needed to combine
them together given that the probability of incompatibilities between them is high.
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Figure 5.10: Triangulation for a two-views con�guration. For each camera, a line is drawn passing
through the camera center (C or C′) and the corresponding image point (x or x′). The intersection
between these lines is the 3D estimate for X. e and e′ are called epipoles, image points of the
camera centers. Figure from [62].

The current reconstruction algorithm follows a more general approach to avoid these issues. The
shortest segment between each pair of back-projected lines is computed instead of the intersection.
The middle point of this segment is then taken as the best estimate for the 3D intersection.
Such a point always exists and naturally converges to the intersection point if the lines are truly
intersecting. Once the intersections of each pair are found in this way, the �nal estimate for X is
found by averaging over all of them. For robustness against a single badly reconstructed view, the
average is performed after removing outliers whose deviation is 1.5 times larger than the median
absolute deviation (MAD) of the sample.

Cluster matching The triangulation requires that point correspondences xi ↔ x′
i across the

views are known. This information is generally not available a priori and must be extracted from the
features of the images. For simple geometrical shapes, such as points and lines, feature recognition
across views might be di�cult as there are no clear characteristics that distinguish between them.
However, for calibrated cameras, the problem can be solved thanks to the fundamental matrix of
the system F . The matrix F provides a compatibility condition between image points across views:
if xi and x′

i are images of the same 3D point Xi, they are constrained by

x′T
i Fxi = 0 ∀i (5.16)

For a two-views geometry, this relation can be computed from simple geometrical considerations.
The epipolar line l′ connecting x′ and e′ (see Fig. 5.10) can be described as the join of these two
points l′ = e′ × x′. Then, by de�nition, since x′ belongs to the line, x′T l′ = 0.

x′ · (e′ × x′) = 0 −→ x′ · [(P ′C)× (P ′P+x)] = 0 (5.17)

where e′ and x′ have been rewritten in terms of the other camera, so e′ = P ′C and x′ = P ′P+x.
Introducing the notation ([a]×)i = ϵijka

j , the above equation becomes

x′ · ([P ′C]×P
′P+x) = 0 −→ x′T [P ′C]×P

′P+x = 0 (5.18)

The fundamental matrix F is therefore de�ned directly in terms of the camera projection matrices
and center. It is independent of the scene and can be determined either a priori from �rst principals
or through calibration with a set of at least 8 known correspondences (since detF = 0).

F = [e′]×P
′P+ = [P ′C]×P

′P+ (5.19)

The matrix encodes the relationship between a pair of cameras. In the case of multiple views, this
concept can be generalized with tensors of higher dimensions, such as the trifocal or quadrifocal
tensors which describe the projective relations of three and four views respectively. These tensors
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are unique for each set of views, and generate relationships which are multi-linear in the coordinates
of the image measurements.

The matching in the reconstruction between clusters across several views is currently based
on Monte Carlo truth. For example, Fig. 5.9 shows three views in which clustered tracks are
color-coded to represent their correspondence using a priori information from the simulation. Since
this would not be possible with data, a proper matching algorithm will need to be developed.
However, Eq. 5.16 shows that pixel-by-pixel compatibility criteria can be easily introduced to reject
bad associations. Moreover, higher level features might also be used for rejecting bad matches,
according to the cluster length or direction in a view. This will be an important part of the next
steps in the development of GRAIN reconstruction.

Voxel implementation The back-projection of Eq. 5.14 assumes ideal points on each image,
matched across views. Given the 2D output available from GRAIN, the method can be applied
directly on the candidate vertex projections to �nd the 3D vertex candidate for the event. These
image points have no size, because they result from intersecting 2D �tted lines. However, other
points can also be identi�ed, matched across views and back-projected into 3D if visible in a
su�cient number of cameras. For example, track endpoints are selected for each cluster as the

Figure 5.11: Back-projection taking the image segmentation into account. The dashed line
represents the back-projection of the pixel center, while the shaded volumes are the uncertainty
given by the pixel size. The overlap between the two represents the best 3D estimate for the source.

most distant track pixels from the vertex. In this case, the determination of the endpoint is therefore
limited by the pixel size. Back-projecting only the center of the pixel does not properly re�ect
this 2D uncertainty. The entire pixel area should in fact be back-projected into 3D, thus selecting
the volume whose projection falls entirely in the pixel. As shown in Fig. 5.11, the back-projected
volume is a frustum of a square pyramid that grows bigger as the distance from the camera grows.
Combining multiple views means intersecting all these 3D volume to �nd their overlap.

Another issue with the standard algorithm is that it works point by point and by extension
pixel by pixel. This is perfectly reasonable for point-like and isolated sources, for which assigning
pixels across views that satisfy Eq. 5.16 is simple. However, for larger structures, pixel by pixel
comparisons are not e�cient, nor particularly useful. Once matching between the track clusters
has been established, it would be interesting to directly combine them without having to �nd
one-to-one correspondences for all pixels in the bulk of the track.

Because of the need to address both the correct treatment of the image segmentation and
the cluster back-projection, a voxel-based implementation of the stereo reconstruction has been
developed. The steps of this version of the algorithm are the following:

1. The internal volume of GRAIN is voxelated. The choice of the voxelization is important
for the granularity of the �nal 3D structure, but it can also be computationally expensive.
In this preliminary stage, a uniform grid of 1 cm3 voxels is used. For each voxel, a set of
counters are initialized, one for each track.

2. Looping through all 3D voxels, their projections in the camera images are computed according
to Eq. 4.10. If the projection falls in a pixel that belongs to a track cluster, the voxel counter
for that track is increased by 1. At the end of the loop, each voxel is associated to a set of
integers that represent how many times that voxel was seen as compatible with the projections
of one of the tracks in the cameras.
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3. A threshold is set on the values of these integers to select only voxels that were seen belonging
to a track from a su�cient number of cameras. The minimum threshold is 2, but the
multi-Otsu method (see Appendix A.1) is used to automatically determine the best value.
The 3D reconstruction of a track is given by the cloud of voxels that survives the cut.

An example of the output of this voxel-based reconstruction is shown in Fig. 5.12a using the
three-prongs event of Fig. 6.3. The threshold is set by multi-Otsu method to 5 or 6, so only
voxels that are compatible with the clusters in at least �ve or six cameras are selected. For better
visualization, the projections of these 3D reconstructed tracks on the ZX and ZY planes are
shown in Fig. 5.12b and 5.12c. Fitting these volumes allows the determination of the direction of
the tracks.
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(a) 3D view
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Figure 5.12: Result of the 3D voxel-based reconstruction for the three-prongs event of Fig. 6.3. For
each track, the multi-Otsu method sets the threshold to 5 or 6, meaning that voxels are shown only
if seen belonging to the track by at least �ve cameras. All three tracks appear well-reconstructed.
Projections of the 3D voxels on the ZX and ZY planes are also shown.
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5.2.3 Energy reconstruction

In addition to the spatial reconstruction, the optical readout of GRAIN is expected to provide a
calorimetric measurement of the energy deposited in liquid argon by the interaction. This capability
is not tied to a speci�c imaging technology and would be achieved even with naked photodetectors.
The total energy deposit can in fact be estimated from the total amount of light collected by all
cameras, after appropriate calibration. However, the use of imaging devices opens the possibility
of estimating the energy deposited track by track. This is made possible by the clear separation of
the track clusters in the images: each track can be associated with a subset of pixels which have
collected a certain number of photons.

The number of photons collected in a camera depends on many factors: the amount of isotropically
emitted light from the track, the geometrical acceptance of the camera for that track, the SiPM
e�ciency, the lens transmittance and so on. The main challenge for energy determination lies
precisely in the unfolding of these factors. Nonetheless, provided that a good 3D reconstruction of
the track is available, disentangling the e�ects of the camera acceptance is in principle possible.

A conceptual procedure was developed to test this method. It is the most preliminary part of
the reconstruction, and it has not been fully developed to handle neutrino interactions. The total
number of photons N i

ph recorded in the ith camera from a given track is parametrized as

N i
ph = αi

QEα
i
GEON0 i = 1, . . . , nCAM (5.20)

where N0 is the total number of photons emitted isotropically by the track, αi
QE is the known

quantum e�ciency of the sensor and αi
GEO is the geometrical acceptance for the ith camera. It

is important to note that this is an approximation: the expression holds true when considering
a single emitting point. In particular, αi

GEO is di�erent for di�erent segments along the track.
By using the total numbers of photons, αi

GEO acts therefore as an average over the whole track.
Knowing the 3D reconstructed track, the geometrical acceptance for each camera can be estimated
with a toy Monte Carlo taking into account the solid angle and the lens focusing e�ect. The
coe�cient is estimated as the ratio between the total photons collected and the total photons
emitted isotropically along the reconstructed trajectory in the toy simulation. N0 can then be
constrained combining all (N i

ph, α
i
GEO) pairs from every available camera, where N i

ph is computed
by summing the contents of all pixels in the cluster.
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Figure 5.13: Residuals between the reconstructed and true energy deposit for a sample of muon
tracks generated in GRAIN in the direction of the beam. The mean relative energy residual is
∆E/Etrue ∼ 18%.

A test of this algorithm was performed using a sample of single muons, produced inside GRAIN
in the direction of the neutrino beam (cos θ > 0.1). Each event contains a single track, so all
clustered pixels are used for computing N i

ph. For the estimation of α
i
GEO, the nominal Monte Carlo

start and end position are used in order to avoid being a�ected by issues in the 3D reconstruction
performance. After extracting N0, it is converted into the deposited energy using the nominal
liquid argon light yield.

Comparing with the Monte Carlo energy deposits, Fig. 5.13 shows the resulting (Ereco−Etrue)
distribution for these events. On average, ∼ 15MeV are missing, and the mean relative energy
residual is ∆E/Etrue ∼ 18%. These results are very crude but they show that it is possible to
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recover information on the energy deposition of single tracks. Further development is certainly
needed to improve the algorithm, expanding on the initial approximation and considering track
segments separately. Moreover, the least squares �tting can be upgraded to a better statistical
approach, such as the maximum likelihood method, which would more naturally combine data
from multiple clusters. The additional challenge that would need to be addressed is the possibility
of overlapping clusters in some cameras. The clusters of tracks close the vertex may share some
pixels in the image, so those photons should be properly distributed among the a�ected tracks.
Failing to correct for it may lead to overestimating or underestimating the energy deposited and
represents the main conceptual limit to this method.
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Chapter 6

ν-Ar event samples in SAND

The purpose of GRAIN is to provide a sample of ν-Ar interactions that can be studied within
SAND. Despite the relative small mass (1 t), the high intensity beam at the Near site will provide
millions of neutrino events per year. Such a large event statistics in a magnetic �eld and a
high-performance detector like SAND will allow to contribute signi�cantly to DUNE physics, both
for the oscillation analysis and other cross-section measurements. The reconstruction of these
events will exploit all SAND subdetectors: the optical information from GRAIN, as well as the
reconstructed tracks and clusters in STT and ECAL.

The internal readout of GRAIN is used to spatially reconstruct neutrino interactions, determining
in particular the position of the 3D vertex and the 3D position and direction of outgoing particles.
The performance of the stereo reconstruction was tested on a sample of simulated νµ events and
it is discussed in Sec. 6.2, showing that it can achieve a 3D point spatial resolution of a few mms.
Despite its innovative optical readout, GRAIN cannot act as a standalone detector and strongly
requires the downstream tracker and the ECAL to identify particles and measure their momenta.

In this thesis, the integration between GRAIN outputs and the other detector elements was
carried out for the �rst time and the performance of GRAIN in SAND was evaluated, studying
in particular the STT and ECAL acceptance and the ability to reconstruct the incoming neutrino
energy. A fast parametrized reconstruction was used for STT and ECAL, alongside the full GRAIN
algorithm as described in the previous chapter. Details of this implementation and the resulting
performance on ν-Ar events are given in Sec. 6.3.

Some of the physics opportunities made available by reconstructed ν-Ar samples in GRAIN, as
well as remaining challenges that need to be addressed, are then summarized in Sec. 6.4.

6.1 Event rates and features

SAND will be placed permanently on the neutrino beam axis at the Near Detector hall. Each
neutrino spill from the beam has a duration of 9.6 µs, a repetition cycle of 1.2 s, and an average
number of 7.5 · 1013 protons on target (pot), as described in Sec. 2.3. The expected event rates in

Detector element Mass [t] FHC RHC

Magnet/Yoke 511 68.9 36.6
ECAL 100 13.5 7.2
STT+GRAIN 8.2 1.1 0.59
STT (�ducial) 5.5 0.74 0.39
GRAIN (�ducial) 1.0 0.14 0.07

Total 619.2 83.5 44.39

Table 6.1: Number of neutrino events per spill (CC+NC) in the various detector elements for both
the FHC and RHC beam modes. The target mass for each component is also reported for context.

SAND are 0.135/ton/spill in the FHC beam and 0.072/ton/spill in the RHC beam, resulting in a
total number of events in the entire detector of about 83.5 events/spill (FHC) and 44.4 events/spill
(RHC), respectively. Tab. 5.1 summarizes the total number of inclusive neutrino events expected
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Figure 6.1: Neutrino and primary muon energy spectrum (left) and number of primary particles
exiting from the interaction vertex (right) from a sample of 100k FHC ν-Ar interactions. The FHC
beam composition is dominated by νµ. Events include both CC and NC interactions.

within a single beam spill in the various detector components for both beam modes. Most of the
interactions occur in the magnet yoke or in the ECAL due to their large masses. The total number
of events expected within the inner volume (STT+GRAIN) is around one per spill in FHC mode.
In particular, the rate of ν-Ar interactions in GRAIN is ∼ 0.14 events/spill. Considering one year
of data taking, the total number of events produced in liquid argon is 2.1 · 106 (1.2 · 106 CC) in
FHC mode and 1.0 · 106 (0.6 · 106 CC) in RHC mode.

The beam has a wide range of neutrino energies from 0.5 to 5GeV, peaked at 2.5GeV. The
neutrino energy spectrum from 100k simulated FHC ν-Ar interactions in GRAIN is shown in
Fig. 6.1a, including both charged current and neutral current events. The FHC beam composition
is dominated by νµ at 92%, while for RHC mode ν̄µ are at 90.4% (see Sec. 2.3). The momentum of
the primary muons produced at the vertex is plotted in red, showing it is peaked between 1-2GeV.
Muons carry a good fraction of the incoming neutrino energy and the rest is split among the
hadronic system produced at the vertex. The number of primary particles exiting from the vertex
is shown in Fig. 6.1b, excluding the recoiling target nucleus. The mode of the distribution is 3, but
the mean is around 6− 7 particles per event. It also shows a long tail up to 20-30 particles which
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Figure 6.2: Multiplicity and spectra of several primary particle species (p,π±,n) from a sample of
100k FHC ν-Ar interactions. The FHC beam composition is dominated by νµ. Events include
both CC and NC interactions.
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corresponds to high-energy deep inelastic scatterings, producing a large quantity of low energy
protons and neutrons. On average, the number of charged primary particles per event is 3.8 (mode
2) and the number of neutral primary particles is 2.8 (mode 1).

The multiplicity at the vertex and the momentum distributions of several primary particle
species (p,π±,n) are shown in Fig. 6.2. The average number of protons at the vertex is 2.1, which
together with 0.8 pions and 1 muons makes up the total 3.8 charged particles expected per event.
Regarding neutral particles, the most abundant species are neutrons (2) followed by other neutral
species (photons, π0) that contribute to about 0.8 particles per event.

6.2 GRAIN performance

The performance of GRAIN internal reconstruction on ν-Ar events was studied by simulating
large samples of neutrino interactions in its liquid argon volume. These simulations followed the
o�cial �ow described in Sec. 5.1, starting from DUNE �ux and the SAND detector geometry.
These simulations focused in particular on νµ charged-current interactions. Since νµ(ν̄µ)'s are the
dominant component of the DUNE beam, these interactions represent the main contribution of
signal events and therefore a good test stand for the reconstruction algorithms.

An example of νµ interaction inside GRAIN is shown in Fig. 6.3. Three primary particles are
produced in the interaction, all exiting the cryostat and crossing into the STT volume: a muon
µ−, a proton p and a charged pion π+. The complete set of images recorded by optical system
of GRAIN are shown in Fig. 6.4, divided according the physical walls in which the cameras are
placed.
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Figure 6.3: Event display of a νµ interaction in GRAIN. Three primary particles are produced in
the interaction, all exiting the cryostat and crossing into the STT volume: a muon µ− (blue track),
a proton p (black track) and a charged pion π+ (cyan track). The tracking and energy deposition
is simulated with edep-sim.

At this preliminary stage, only single neutrino events have been considered rather than full beam
spills. The primary purpose of these simulations was in fact to evaluate the performance of the
spatial reconstruction algorithms based on the optical readout (Sec. 5.2), rather than perform a
physics analysis on expected beam data. Considering a beam spill, the probability of having two
neutrino vertexes in liquid argon is extremely low given the expected rates (Sec. 6.1). However,
additional procedures would need to be developed to reject backgrounds coming from external
interactions and rock muons which are not included in the current �ow.

Apart from the absence of background tracks, these single event simulations also assume an
integration time of several hundreds of ns for the optical devices (500 ns). As a result, since
τS = 160 ns for 25-30 ppms of Xe dopant, most of the emitted light is collected by the cameras.
However, this time window may need to be reduced to avoid overlapping with too much background,
thus also reducing the quality of the images by collecting less scintillation light. The optimization
of this time window will be part of the next steps of GRAIN development and requires a general
discussion on the trigger for SAND which is beyond the purpose of this work.

The results of the following sections are therefore to be taken as studies of the spatial reconstruction
capabilities in ideal conditions of low background and high light collection.
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(b) Right cameras
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Figure 6.4: Complete set of all the 38 images collected by cameras in GRAIN for the νµ interaction
of Fig. 6.3. Three tracks are clearly visible, as well as the interaction vertex. The di�erent scaling
e�ect between left and right cameras can also be noticed.
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6.2.1 Fiducial volume

The geometrical con�guration of the cameras in GRAIN is described in Sec 5.1.1. The placement
of these cameras was guided by requiring an appropriate depth-of-�eld and �eld-of-view to best
cover the full size of GRAIN. However, neutrino events are complex non-localized light sources.
Albeit the position of the interaction vertex is important, tracks propagate in liquid argon and
the event spatially develops beyond that original point. Because of this, the vertex laying in the
�eld-of-view of a camera is a necessary but not su�cient condition for correctly imaging the event.

To gain a better understanding of the imaging capabilities of neutrino events, a sample of 15k
νµ charged-current interactions were simulated uniformly in the liquid argon volume of GRAIN.
The pre-conditions for achieving a good reconstruction for these events, in terms of number of
cameras that can provide useful images, were studied as a function of the vertex position. The
results are shown in Fig. 6.5a-c. The number of cameras for which the vertex is visible is plotted

(a) Vertex visibility vs x-coordinate (b) Vertex visibility vs y-coordinate

(c) Vertex visibility vs z-coordinate (d) GRAIN geometry

Figure 6.5: Number of cameras in which the interaction vertex appears visible, as a function of
the vertex coordinates in the local reference frame of GRAIN. The vertex is visible if it lies inside
the �eld-of-view of the camera and at least two tracks are visible (> 10 pixels) in the image.

against the three vertex coordinates individually. A vertex is assumed visible in a camera according
to two conditions: �rst, the vertex must lie in its �eld-of-view; second, at least two tracks must
be visible in the image. The two track requirement is added to ensure that the vertex projection
could potentially be obtained from their 2D intersection. A track is assumed to be visible in an
image if its truth-level projection is longer than 10 pixels, using the same threshold of the 2D fast
�tting procedure.

A feature clearly emerging from the plots is that the maximum number of cameras that can
simultaneously image the vertex is∼ 10-12. This can be understood by looking at GRAIN geometry
(Fig. 6.5d): choosing a random point in the middle of the volume, there are 4 cameras on each
side that may at best see it in their �eld-of-view. Adding a camera each from the top and bottom
brings the total to 10. Considering instead two cameras each from the top and bottom gives the
upper limit of 12, which is rare but possible.

From Fig. 6.5a, showing the dependence on the x coordinate, an accumulation of events for
which no cameras are able to image the vertex appears at the edges of GRAIN (|x| > 400mm).
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CHAPTER 6. ν-AR EVENT SAMPLES IN SAND

This is clearly due to the fact that those regions are obstructed by the cameras themselves. The
lens-sensor distance for each camera is in fact 10 cm. Starting from the elliptical endcaps, this
10 cm layer needs to be excluded from the liquid argon �ducial volume.

Moreover, an asymmetry between the downstream (z > 0) and upstream (z < 0) part of GRAIN
in the beam direction is visible in Fig. 6.5c. The vertex of events occurring close to the downstream
wall of the vessel are not imaged. These vertexes fall in the �eld-of-view of the closest cameras,
but the outgoing tracks are too short to pass the visibility requirement as they exit the cryostat.
This region is therefore excluded from the �ducial volume for the internal GRAIN reconstruction.
However, these interactions are not lost since the STT tracker acceptance is high from this region
of the cryostat, thus allowing to reconstruct them.

For the study of GRAIN reconstruction performances, a �ducial cut was selected to exclude
the layer occupied by the cameras on all walls, leaving a 5 cm dead gap from the lenses, and the
most downstream region of GRAIN. The �ducial volume is then |x| < 350mm, |y| < 550mm and
z < 150mm. However, the condition on z was relaxed when studying the overall performance of
SAND for ν-Ar interactions since those events are well covered by the STT tracker. In both cases,
removing a 15 cm layer from the side and top/bottom of GRAIN reduces its �ducial mass well
below 1 t. As anticipated in Sec. 3.4.1, this is the main reason for extending the longitudinal size
of the module to 1.5m in order to recover mass. The change will however a�ect the optical system,
which will need to be re-optimized for the longer distance, leading possibly to a di�erent dead layer.
This process will therefore be iterative, trying to satisfy both mass and imaging requirements.

Figure 6.6: Comparison between the number of charged primary 3D tracks in an event and the
number of tracks visible by the cameras. Data from the 15 k νµ CC sample with the vertex in the
�ducial volume inside GRAIN. The matrix is normalized by rows.

Fig. 6.6 shows a normalized matrix, comparing the number of charged primary tracks in an event
and the number of tracks deemed visible by the cameras for the 15 k νµ CC sample. Most CC
interactions produce between 2 and 3 charged particles at the vertex, but events with up to 10
particles are possible at DUNE energies. However, many of those particles are short and low energy,
so they are generally not visible by the cameras. Only ≲ 10% of the events with 5 or more particles
are classi�ed by the cameras as having 5 or more tracks. In the case of 3 primaries, cameras are
able to see all of them in 32% of the events and just two of them in 42% of the events. Moreover,
regardless of the number of true primaries, no visible tracks are found only in ≲ 8% of the cases.

6.2.2 Vertex and track endpoints

The determination of the 3D vertex candidate for each event exploits the stereo reconstruction
from multiple cameras described in Sec. 5.2.2. The 2D projections of the vertex are �rst identi�ed
on each image as the intersection points of the �tted tracks and then back-propagated into the
volume. For identifying a candidate, at least 2 cameras have to contain a vertex projection. This
in turn requires that at least two tracks have been reconstructed in each of those cameras, so that
their intersection point can be computed. These derived requirements strongly reduce the statistics
of events for which the vertex can be found.
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Figure 6.7: Vertex residuals from an initial sample of 15k νµ CC interactions in GRAIN, after
the �ducial volume cut and reconstruction e�ciency. The 3D plot is normalized so that each bin
represents the same volume in space.

Considering the 15k νµ CC sample previously introduced, among the ∼ 7k events in the �ducial
volume, the vertex reconstruction is successful for around ∼ 4k events. The results are reported
in Fig. 6.7 in terms of the di�erence between the position of the reconstructed 3D vertex and the
position of the true Monte Carlo vertex. These residuals are shown for each coordinate and also as
the 3D distance between the two points. The 3D plot was normalized dividing by r2 so that each
bin represents the same volume in space. All distributions appear centered in zero and symmetric,
however a small negative bias is present in the z residuals showing a preference for zreco > ztrue.
The z axis corresponds to the direction of the neutrino beam, and tracks are generally boosted
in that direction, thus biasing the determination of the z coordinate. The mean 3D residual is
2.2mm, dominated by the uncertainty in the z coordinate, while the median of the distribution is
1.4mm. This is a very good result, and it should be taken as the point resolution achievable by
GRAIN in the best case scenario.

A better estimate for the 3D reconstruction capabilities of GRAIN can be derived by considering
the endpoints of tracks in liquid argon. The 2D endpoints on the images are identi�ed by taking the
ends of each track cluster, thus avoiding a direct use of Monte Carlo truth. The use of truth-level
information is only related to the matching between the di�erent views, as no compatibility
algorithm has been developed yet. Because of this, the 2D endpoint estimates are a�ected by the
image quality and shape of the clusters. Their 3D reconstruction is therefore more representative
of GRAIN capability to image charged tracks. The residuals for the track endpoints are shown in
Fig. 6.8. In this case, the mean 3D residual between true and reconstructed endpoints is 7.2mm,
while the median of the distribution is 4.9mm. The x and y distributions are still symmetric and
centered at zero, but the x residuals have a signi�cantly larger standard deviation. This is expected
given the camera con�guration in GRAIN (Sec. 5.1.1): the x axis represents the direction of the
optical axis for the cameras placed on the elliptical sides of GRAIN. These cameras are therefore
less sensitive to the source position in the x direction. The constraint on x mostly comes from
the orthogonal set of cameras placed at the top and bottom of GRAIN, however these are not as
optimized as the others for the distance they are required to cover. As a result, the quality of those
orthogonal views is lower and the determination of the x coordinate has higher �uctuations.

Moreover, the z distribution shows a long tail for ztrue > zreco. This is due to the di�culty of
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Figure 6.8: Track endpoint residuals from an initial sample of 15k νµ CC interactions in GRAIN,
after the �ducial volume cut and reconstruction e�ciency. The 3D plot is normalized so that each
bin represents the same volume in space.

selecting the correct endpoint for each 2D track cluster. The endpoint is selected by averaging the
position of the last 5-7 pixels of the 2D cluster in the z direction. This is necessary to make the
estimate robust against thick clusters and low di�use pixels that may be present, but it naturally
introduces a bias towards zreco < ztrue as selected endpoints lie a bit inside their clusters rather
that on their edges. In addition, it is also possible that the actual endpoint is not completely
visible in the image since the end of the cluster may fade away earlier if the track is moving away
from the camera.

Track containment The position of the endpoint inside GRAIN can be used to determine
whether the track is contained in liquid argon or matching digits should be expected in the
downstream STT modules. Considering a 5 cm bu�er layer close to the vessel inner walls, all tracks
whose endpoints lie inside the bu�er layer can be labelled as not contained. This classi�cation can
be compared with truth-level information from the tracker, marking tracks as not contained if they
have associated hits in the STT. In the 15k νµ CC sample, ∼ 97% of exiting tracks are correctly

True
Reco

Contained Not contained

Not contained 247 (∼ 3%) 8269 (∼ 97%)

Contained 3301 (∼ 74%) 1186 (∼ 26%)

Table 6.2: Matrix displaying the number of tracks labelled as contained or not according to their
reconstructed endpoints and STT info, for events in the �ducial volume of GRAIN for the 15k νµ
CC sample.

labelled as not contained. However, only around ∼ 74% of tracks with no associated STT digits
are marked as being contained. This is due both to the large bu�er layer and tracks stopping inside
the cryostat, but also to tracks at large angles which are reaching only the ECAL. Nonetheless, the
purity of the reconstructed categories is close to 90%. These results are summarized in Tab. 6.2.
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Once a global SAND reconstruction will be put in place, the matching between track segments
in the STT and in GRAIN will start from the tracker and work backwards looking for best matches.
This is common practice since tracks are more well-separated downstream than close to the vertex,
on top of the higher STT spatial resolution. In any case, evaluating whether GRAIN on its own is
able to determine whether a track is stopping inside or not still represents an interesting cross-check
on the goodness of the reconstruction.

6.2.3 Track direction

The determination of the vertex of the event and the track endpoints already allows to infer the 3D
directions of each track. A crude representation of the track is in fact the segment that connects
the two points. However, such a 2-point estimation is potentially more sensitive to mistakes in
the reconstruction, especially concerning the endpoint position. A more robust way of extracting
the 3D direction can then be obtained using the output of the voxel-based stereo reconstruction.
In this case, tracks are represented by a collection of voxels in space. A 3D dimensional �t over
this clouds of voxels returns the actual shape and direction of the track, which may also not be a
straight line given the presence of the magnetic �eld. Disentangling the track direction from the
need of reconstructing the exact endpoint of the track also allow higher reconstruction e�ciency.
Imaging the endpoint is in fact a stronger requirement than looking at the bulk of the track, as
endpoints are usually close to the vessel walls and would need to be visible by two or more cameras.

An example of the estimation of the track direction using the voxel-based reconstruction is
shown in Fig. 6.9. For simplicity, instead of a direct three-dimensional �t, the 2D projections of
the track voxels in the ZY and ZX planes are �tted with a straight line. Solid lines represent the
results of these �ts, while dotted lines are the lines connecting the true Monte Carlo vertex to the
true Monte Carlo endpoint of each track in liquid argon. In addition, black markers at z > 400mm
are reconstructed digits in the �rst STT layers. Considering the ZX projection, good agreement
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Figure 6.9: Projections of the 3D reconstructed tracks of Fig. 5.12a on the ZX and ZY planes,
showing the �ts on the voxel projections (solid lines) and the Monte Carlo true line between vertex
and endpoint (dotted line). Black markers also show the reconstructed digits in the �rts layers of
the STT tracker.

is found between the Monte Carlo true direction and the �t results. Moreover, both the MC and
reconstructed direction are matching with the digits in the tracker. In this projection the rigidity
of the tracks allows to represent them well as straight lines not just inside GRAIN, but also well
into the tracker. On the other hand, in the ZY projection, while representing tracks as straight
lines in GRAIN is still acceptable, this assumption breaks down when considering the digits from
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the tracker. Since the magnetic �eld of SAND points in the x direction, tracks in this view are
curved according to their momentum. For this reason, the Monte Carlo line of the middle (green)
track does not match its corresponding STT digits. Albeit using true information, that direction
is computed using vertex and endpoint in liquid argon, thus being reasonably valid only inside
GRAIN.

The angles θzx and θzy between the true and reconstructed track directions in GRAIN are
shown in Fig. 6.10, for a sample of 1k νµ 1π1p events. This particular channel was chosen for its
simple topology, with a muon, a proton and a charged pion exiting the interaction vertex. The
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Figure 6.10: Angles between the true and reconstructed track directions in GRAIN, for the ZX
and ZY projections respectively. The solid histograms come from using the �t on the voxel-based
reconstruction, while the dotted histograms use the reconstructed vertex and endpoint.

statistics is limited due to the heavy computational requirements of the voxel-based reconstruction.
After the �ducial volume cut, around 1700 tracks are reconstructed. The solid histograms are
the distributions of θzx and θzy computed using the reconstructed direction from the �t on
the voxel-based output. On the other hand, the dotted histograms contain the same quantities
but using the reconstructed vertex and endpoint to estimate the reconstructed directions. Both
methods produce compatible results in both projections. However, using reconstructed endpoints
leads to less statistics since reconstructing an endpoint has stronger requirements that reconstructing
a piece from the middle of the track as discussed above.

The mean of the distributions is centered in zero, and the standard deviation is 5 ◦ for θzx
and 3 ◦ for θzy. The larger spread in the ZX projection is due to the worse ability of estimating
x coordinates, as already discussed when considering track endpoints. Overall, the capability of
GRAIN to determine the correct direction of the track in liquid argon is important to reconstruct
the particle momenta at the vertex, from which in turns the incoming neutrino energy is calculated.
Within SAND global event reconstruction, GRAIN is unique in being able to provide this information
for tracks that stop in liquid argon but it will also contribute in correcting and adjusting the
back-progation of the particle trajectories from the tracker.

6.3 SAND performance

Despite the richness of the information coming directly from GRAIN, a complete reconstruction
of ν-Ar interactions requires to consider the rest of SAND. Given its size, GRAIN is not able
to fully contain neutrino events and must therefore exploit the tracker and the electromagnetic
calorimeter. This is important for the determination of the incoming neutrino energy, as GRAIN
is not suitable for measuring the momenta of outgoing particles. Moreover, GRAIN also strongly
relies on the particle identi�cation abilities of the STT and ECAL so its impact is valuable only
if considered within SAND. Evaluating the reconstruction performance of events in liquid argon
requires integrating the information coming from all SAND subdetectors.

As shown in Fig. 5.1, GRAIN reconstruction is at the current stage separated from the STT and
ECAL reconstruction. The reconstruction algorithms for each subdetector are run independently
and no global �t has been developed yet. Tracks in the STT are �tted ignoring matching clusters
in the ECAL or in GRAIN. Similarly, GRAIN reconstruction does not take advantage of the STT
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digits to pre-estimate the expected tracks or vertex position. This is not optimal and improvements
are foreseen once each subdetector �t will be made by sharing information. For now, the output
of each subsystem can be only combined at the end.

A �rst attempt to combine the high-level output available from GRAIN with the corresponding
tracks and clusters in the rest of SAND has been made by using the fast reconstruction �ow
for STT and ECAL. At the current level of development, particle identi�cation is based on
Monte Carlo information. Studies on the ECAL and STT particle discrimination power via
dE/dx have been performed, but these are not present in the reconstruction. Moreover, the
fast reconstruction uses parametrizations based on the expected performance of the systems rather
than a full reconstruction algorithm. In the case of STT, for all charged particles that leave more
than 6 hits in the bending plane, their momentum and direction is smeared using the Gluckstern
parameterization [88] supplemented by a multiple scattering correction. The ECAL is instead
parametrized according to its published performance in terms of timing and energy resolution (see
Eq. 3.4 and 3.6). For GRAIN, the reconstruction �ow described previously (Sec. 5.2) is used,
resulting in three outputs: vertex position, track directions and deposited energies. These are then
used to provide the energy reconstruction of charged particles or complement it if an estimate is
already available from the tracker and/or ECAL. Details of this procedure and how it contributes
to the determination of the neutrino energy are given in Sec. 5.2.

6.3.1 Particle acceptance

The �rst thing to consider when combining information between multiple subdetectors is their
relative acceptance for particles produced in the liquid argon volume. The acceptance was studied
for di�erent particle species by simulating a sample of 100k ν-Ar interactions in GRAIN, both CC
and NC, using the DUNE FHC �ux. A �ducial volume was set as described in Sec. 6.2.1, but
without limits on the z coordinate. The thresholds chosen for particles to be detectable in each
subsystem are:

� STT: at least 6 digits in the ZY plane, in which curvature occurs. This condition guarantees
that the track could in principle be �tted to determine its momentum.

� ECAL: at least 100 keV of deposited energy in the scintillating �bers, taking into account
light attenuation. This corresponds roughly to a threshold of 1.1 photoelectrons.

� GRAIN: at least 2 cameras imaging the track for the particle to be deemed visible, and a
successful 3D endpoint reconstruction for it to be considered detected. The �rst condition
represents the best possible result achievable in GRAIN with the current geometry and
assuming a perfect reconstruction, while the second condition measures what is achieved by
the current algorithm.

The average acceptance per particles species is summarized in Tab. 6.3, showing the fraction of
detectable muons, protons, pions and neutrons in each subdetector of SAND. These detection

Particle STT GRAIN rec. GRAIN vis. ECAL

Muons (µ) 91.6% 76.3% 79.9% 97.7%
Protons (p) 13.3% 23.3% 24.7% 16.6%
Pions (π±) 42.0% 58.8% 61.9% 72.2%
Neutrons (n) 24.7% − − 75.5%

Table 6.3: Fraction of primary particles (muons, protons, charged pions and neutrons)
reconstructed in STT, GRAIN and ECAL from a 100k νµ FHC sample. For GRAIN, the fraction
of visible particles, i.e. particles that are imaged by at least two cameras, is also reported. For
neutrons, the STT threshold is ≥ 1 digits, with a deposited energy > 250 eV.

e�ciencies are also shown as a function of the particle momentum and angle with respect to the
beam in Fig. 6.11, visualizing the accessible phase space.

Since FHC means mostly νµ events, a muon is always present. They are generally boosted in the
direction of the neutrino beam, so θ < 60◦. Because of this, most muons are able to exit GRAIN and
cross into the STT, producing long tracks that also reach the ECAL. The average STT acceptance
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Figure 6.11: Detection e�ciency in STT and GRAIN for muons, protons and pions, as a function of
the particle momentum p and angle with respect to the neutrino beam θ, visualizing the accessible
phase space.

is in fact ∼ 92%, roughly uniform from low to high momentum (see Fig. 6.11a). Moreover, given
the 4π hermiticity, every muon is generally detected by the ECAL as it leaves SAND bringing its
acceptance close to 98%. The acceptance for GRAIN is instead around 76%, but visible muons
are close to 80%. This means that there is still a small margin for GRAIN reconstruction to be
improved in the future without changing the geometrical con�guration. Fig. 6.11b shows the phase
space acceptable for GRAIN. Despite the average acceptance being smaller than for STT, which is
expected to improve, the available phase space is larger and GRAIN can also access large θ angles.

Concerning protons, the STT average acceptance is instead very low (close to 13%). Protons
multiplicity can be high (up to ∼ 10) but most of them are in fact very short tracks, close to vertex
and stopping in liquid argon. Since they travel only a few cms, their tracks are often less than
10 pixels long and only 25% are visible in the images. GRAIN is able to recover most of those,
achieving an average 23% detection e�ciency. As shown in Fig. 6.11d, the momentum threshold
for detection in this scenario is 0.4GeV. This limit could be improved only by pushing GRAIN
optical readout into imaging smaller tracks. Recognizing tracks below 10 pixels in length is possible
for good quality images, but the activity in the vertex region may cause overlaps making shorter
tracks indistinguishable. However, selecting more exclusive event topologies allows to increase the
acceptance. For example, considering νµ CCQE-like events in which a muon is produced alongside
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any number of protons but vetoing the presence of pions or neutrons (0πNp0n), protons carry a
larger fraction of the original neutrino energy and up to ∼ 50% are visible in GRAIN (with ∼ 46%
being reconstructed).

Charged pions π± have lower multiplicity than protons and they are generally more energetic
so a larger fraction is detectable in the STT (∼ 42%). The fraction reconstructed in GRAIN
is around 59%, with a visible fraction of 62%. Similarly to muons, despite its currently lower
e�ciency, GRAIN covers a wider phase space including large θ and back-going pions which would
otherwise only be detected by the ECAL.

Neutrons are detected only through the signal induced from interacting in the calorimeter or
with lower probability in the STT. Neutrons do not leave tracks in GRAIN, so no attempt was made
at reconstruction inside liquid argon. However, about 11% of neutrons stop in the liquid argon
volume, so it could in principle be possible to look for isolated blips inside GRAIN. The detection
e�ciency in the ECAL is enhanced due to the large percentage of lead, which leads to an abundant
production of secondary particles in inelastic interactions. Considering the 1.1 photoelectrons
threshold, about 75% of neutrons are detected in the ECAL. Given the lower density, the STT
detection e�ciency is ∼ 25%. In this case, at least 1 or more digits are required, with a total energy
deposition > 250 eV. Overall, the combined detection e�ciency for STT/ECAL is ∼ 80%. The
neutron energy deposits are not proportional to their kinetic energy, which is then reconstructed
with the time-of-�ight technique by using the time and position of the neutron clusters and the
vertex information. This is particularly important in ν̄ events, where neutrons would otherwise be
responsible for a large fraction of missing energy.

6.3.2 Neutrino energy

The neutrino energy is reconstructed using the total momentum method. Assuming the target
nucleon to be at rest (no Fermi motion), the 4-momentum is conserved in the interaction. The
incoming neutrino 4-momentum is therefore equal to the sum of the 4-momenta of the outgoing
interaction products, which can be in principle be reconstructed in the detector.

precν =

N∑
k=1

preck (6.1)

where preck is the reconstructed 4-momentum of the k-th primary particle emerging from the
interaction vertex. The e�ectiveness of this method relies on the ability of the detector to measure
all outgoing particles. This is a�ected by experimental challenges, such as measuring well the
momenta of neutral species, but also �nal state interactions that produce a bias between the true
energy and the visible energy by smearing the outgoing topology or momenta.

In the combined analysis, the best momentum estimate is found by looking at the information
available from GRAIN, ECAL and STT for each primary particle. Considering charged particles,
several possibilities exists depending on which detector elements they were reconstructed with.
These can be divided in four groups:

� STT (+ECAL): if the particle is reconstructed by the STT, and optionally also by the
ECAL, the best estimate of its momentum is taken from the track curvature at its entrance
point in the tracker. In the fast reconstruction, this is computed using the Gluckstern
parameterization [88] and a multiple-scattering correction to smear the true momentum.
The direction is taken from the vertex to the STT entrance point. The ECAL information
is not used.

� STT + GRAIN (+ECAL): if the particle is reconstructed by the STT and GRAIN, and
optionally also by the ECAL, the momentum is computed starting from the STT estimate
and adding the energy deposited in GRAIN to correct for the energy loss between the vertex
and the entrance in the STT. The deposited energy in GRAIN is computed as a 20% smear on
the true value, given the preliminary performance on single tracks (Sec. 5.2.3). The direction
at the vertex is taken as the GRAIN reconstructed 3D direction. The ECAL information is
not used.

� GRAIN (+ECAL): if the particle is reconstructed by GRAIN, its momentum is computed
by using the 3D reconstructed direction and considering the energy deposited as the best
estimate for its kinetic energy. The underlying assumption is that the particle is stopping in
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LAr. This is not always true, leading inevitably to a bias, since for non-stopping particles
the deposited energy is in fact not proportional to the kinetic energy. If the particle is also
reconstructed by the ECAL, the cluster energy in the ECAL is added to the kinetic energy
estimate, assuming again a stopping particle. However, particles that are also exiting the
ECAL are badly reconstructed. In the future a curvature �t should be attempted using the
GRAIN reconstructed tracks and ECAL clusters for those cases.

� ECAL only: if the charged particle is reconstructed only by the ECAL, it is either a
back-going particle or a particle at large angle that is missed by GRAIN. Assuming it is
stopping, the total cluster energy is used as estimate for the kinetic energy and the direction is
taken from the vertex to the start of the ECAL cluster. For these cases, similarly to GRAIN,
the estimate can be generally bad since the ECAL alone is not meant for reconstructing
momentum of particles that are passing through. Because of this, the reconstruction quality
of particles than do not shower inside is low and most of their energy is missed. A future
improvement would be to use the time-of-�ight technique for these cases.

In this fast reconstruction, the �ow for neutral particles is di�erent. For detectable neutrons, the
kinetic energy is reconstructed via the distribution obtained by a previous performance study using
the time-of-�ight technique [52]. From that study, ∆E/Etrue < 0.2 for about 40% of neutrons and
the neutron direction is determined from the position of the STT or ECAL cluster. For other
neutral species, such as π0's and γ's, their momentum is reconstructed from those of their charged
daughters looking for associated showers in the ECAL or electron pairs in the STT.

Given the complexity of neutrino interactions, the reconstruction performance of the neutrino
energy was studied considering exclusive channels, based on selecting speci�c �nal topologies.
Selections based on the �nal topologies are common practice since the underlying interaction
mechanisms are not accessible experimentally. For this particular study, νµ interactions are divided
as a function of pion (π±) multiplicity in the �nal state. Since there is no particle identi�cation,
the selection is performed on the true Monte Carlo �nal state. Samples are built with a de�ned
number of pions (0π, 1π, 2π or > 2π), any number of protons (Np) and either zero or any number of
neutrons (0n orNn). It is common to set no conditions on the number of protons, as experimentally
many of them can go undetected so no meaningful selections are possible with data. Similarly,
samples in which neutrons are completed excluded are not realistic since they would be hard to
achieve experimentally and have been included only for comparison.

The simplest sample is νµ 0πNp0n, also known as νµ CCQE-like, in which the �nal state
particles are just a muon and one or more protons. In addition to this topological selection, only
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Figure 6.12: Neutrino energy reconstruction for a sample of νµ 0πNp0n events in the �ducial
volume of GRAIN for which the vertex reconstruction was successful. Comparison between true
and reconstructed Eν (a) and relative energy residual (b) for each event. The red dotted histogram
in (b) shows the same quantity without GRAIN energy contribution.

events in which the vertex was successfully reconstructed in the �ducial volume are considered for
the computation of the neutrino energy. This additional requirement translates to two conditions
that need to be satis�ed:
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1. The vertex reconstruction is assumed successful if the vertex is reconstructed by GRAIN
optical devices (Sec. 6.2.2) or at least two tracks are reconstructed in the STT, which allows
to back-propagate to the vertex in LAr.

2. The vertex is inside GRAIN �ducial volume, de�ned as |x| < 350mm and |y| < 550mm with
no limits on z (Sec. 6.2.1).

The performance on the reconstructed neutrino energy for these events is reported in Fig. 6.12,
showing the comparison between true and reconstructed Eν and the relative energy residual event
per event. As discussed in Sec. 6.3.1, most muons are forward-going and their momentum is
estimated via their curvature in the tracker. The other available species in this selection are protons,
which are less likely to be reconstructed. However, the requirement of a reconstructed vertex further
selects events in which at least one proton is detected either in GRAIN or STT. This reduces the
statistics from the original sample, but increases the quality of the energy reconstruction. In
particular, it cuts out events in which energetic protons are detected only by the ECAL which
would bias the reconstruction. In the end, the overall energy residual achieved with the currently
limited reconstruction is ∆Eν/Eν ≈ 2.5%.

Fig. 6.12b also shows the e�ect of the energy contribution from GRAIN to the computation
of the neutrino energy. For the same events, the red dotted histogram shows the relative energy
residual when ignoring the correction given by the energy deposited in GRAIN. In that case, the
bias increases and an accumulation of events is also seen for ∆E/E ∼ 1, which corresponds to
events for which Ereco

ν → 0 since the energy of key particles which would have been reconstructed
by GRAIN is missing.
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Figure 6.13: Relative neutrino energy residuals for samples of νµ 0π, 1π, 2π and > 2π events (with
or without neutrons) in the �ducial volume of GRAIN for which the vertex reconstruction was
successful. For visually comparing topologies with and without neutrons roughly the same event
statistics were considered, despite topologies with neutrons being more common in a typical FHC
sample.

The same plots with the neutrino energy relative residuals for samples with increasing number of
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pions (0π, 1π, 2π and > 2π) are shown in Fig. 6.13. The solid blue line represents samples with no
neutrons in the �nal state (Np0n), while the red dotted line is used for samples that allow neutrons
(NpNn). For better comparing the two distribution in each plot, a similar event statistics was
selected despite events with neutrons being more common in a typical FHC sample (especially
with increasing pion multiplicity). No increase in the bias is observed when comparing Np0n and
NpNn samples in all cases, and the spread of the distributions are similar. This is a very important
result as it shows that SAND is able to constrain well neutrons emerging from ν-Ar interactions.
This capability is mostly derived from having the liquid argon target enclosed inside a 4π ECAL
and will be unique to SAND in the Near Detector. It is therefore a key contribution from GRAIN
to ND physics, as ND-LAr will not be able to reconstruct or contain outgoing neutrons.

However, looking at increasing pion multiplicity, the missing energy bias increases with a clear
preference for Ereco

ν < Etrue
ν . For these samples, given the higher complexity of the �nal states,

the vertex reconstruction requirement no longer cuts out events in which non stopping particles
are detected only by GRAIN and/or ECAL. This is clearly visible considering the single particle
performance of the momentum reconstruction for protons and pions alone, as shown in Fig. 6.14
from the 1πNp0n sample. In the 2D plots comparing preco and ptrue, a large deviation from the

0

20

40

60

80

100

0 0.5 1 1.5 2 2.5 3 3.5 4
reco [GeV]

p
p

0

0.5

1

1.5

2

2.5

3

3.5

4

tr
ue

 [G
eV

]
p

p

0 0.5 1 1.5 2 2.5 3 3.5 4
[GeV]

p
p

0

100

200

300

400

500

# 
pr

ot
on

s

True TOT

GRAIN only

ECAL only

GRAIN + ECAL

STT only (+ECAL)

STT + GRAIN (+ECAL)

(a) Protons

0

20

40

60

80

100

120

140

160

180

200

220

0 0.5 1 1.5 2 2.5 3
reco [GeV]

π
p

0

0.5

1

1.5

2

2.5

3

tr
ue

 [G
eV

]
π

p

0 0.5 1 1.5 2 2.5 3
[GeV]

π
p

0

100

200

300

400

500# 
pi

on
s

True TOT

GRAIN only

ECAL only

GRAIN + ECAL

STT only (+ECAL)

STT + GRAIN (+ECAL)

(b) Pions

Figure 6.14: Performance of the momentum reconstruction for single particle species (protons and
pions) in the νµ 1πNp0n sample for events in the �ducial volume of GRAIN for which the vertex
reconstruction was successful. The 1D reconstructed momentum distributions are shown divided
according to the reconstruction �ow.

diagonal is visible for both protons and pions. Protons along the diagonal are reconstructed via
the STT or combining the STT with the GRAIN correction, especially at high ptrue. The diagonal
is cut at ptrue ∼ 0.5GeV, as this is the visibility threshold of short tracks (Sec. 6.3.1). The lower
portion of the diagonal is thicker because it also contains protons reconstructed only by GRAIN.
These protons lie close to the diagonal if they are stopping in liquid argon, and start to extend
gradually into the upper region (ptrue > preco) otherwise. As ptrue increases, this o�-diagonal
region is more and more populated by protons reconstructed by both GRAIN and ECAL. These
are energetic protons (up to 2.5-3GeV) which are not contained, so their deposited energy is
not proportional to their kinetic energy as discussed previously and the momentum estimate is
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wrong (preco < 0.5GeV). Another disconnected region is visible at preco → 0, spanning the whole
momentum range, representing protons that are detected only by the ECAL. This is also clear
from the 1D reconstructed momentum distributions, where protons reconstructed either by GRAIN
and/or ECAL are shifted with respect to the true momentum. Similarly, the same behavior a�ects
the pion reconstruction. In the case of pions, the o�-diagonal region is also populated by pions
contained in GRAIN but interacting in liquid argon instead of just stopping.

Since these issues are well understood, recovering the same performance of the 0π sample should
be possible. Apart from improving energy reconstruction technique themselves, such as attempting
a curvature �t between GRAIN and ECAL or using the time-of-�ight technique for ECAL clusters,
a stricter selection could also be applied. For example, requiring particles to be also detected in
the STT selects the population that lies on the diagonal and leads to a better overall energy
reconstruction. However, for pions, selecting the population reaching the STT excludes one of the
two resonant peaks that contributes to the 1π channel. Such a strict selection is not an issue for
the large event statistics at the Near site, but it would need to be studied to understand the e�ects
on the phase space of the interactions and its relevance for the analysis.

6.4 Physics case

Samples of ν-Ar interactions from GRAIN are an important asset for SAND physics goals in the
Near Detector complex. As discussed in Sec. 2.5.1, DUNE will be a systematics limited experiment
and the impact of the Near Detector will be fundamental for addressing them. One important
element for that goal is having the same target nucleus of the Far Detector at the Near site. This
has proven to be extremely valuable for other neutrino experiments and it is expected to do so
for DUNE since it allows to cancel systematic contributions between Near and Far Detector. The
primary liquid argon target will be ND-LAr, employing in principle a similar detector technology
of the Far Detector. However, ND-LAr is not able to contain neutrino interactions completely. In
particular, the momentum and sign of muons needs to be measured by another detector and no
control of neutrons is possible. Since GRAIN is not a�ected by the same systematics, it represents
an important complement to ND-LAr in light of the oscillation analysis.

The strength of GRAIN is primarily determined by its position inside SAND, as the full
potential of the tracker and the ECAL can be used to analyze ν-Ar interactions. For example, the
overall 80% neutron detection e�ciency between STT and ECAL allows to incorporate them in
the reconstruction avoiding degradation in the energy resolution. Moreover, being inside SAND
magnetic �eld, the momentum and sign of muons can be directly measured with a larger acceptance
than the forward-going fraction of ND-LAr, as the internal GRAIN reconstruction and the ECAL
guarantee coverage also for muons at large angles.

This synergy of independent measurements between the large mass of ND-LAr (67 t) with a
technology closer to the Far Detector and the smaller mass of GRAIN (1 t) in a magnetic �eld and
with di�erent systematics will certainly add robustness to the Near Detector as a whole. In general,
the contribution of GRAIN samples to the long-baseline oscillation analysis can be two-fold:

� GRAIN can provide inclusive or exclusive ν-Ar CC interaction samples from the di�erent
�avor components on the beam for direct comparisons with the Far Detector in the analysis.
However, these cannot be complete substitutes for ND-LAr due to the non-canceling detector
systematics.

� GRAIN can provide constraints on systematics for ν-Ar processes and cross-calibrations for
ND-LAr in order to better extrapolate to the Far Detector. GRAIN samples can in fact
constrain the neutrino interaction model, as well as study background processes for the
analysis (NC interactions, π0 and γ, meson decays, etc.).

As previously discussed in Sec. 3.5.3, this second contribution is related to the possibility of
directing comparing multiple nuclear targets with Ar within SAND. The best interaction model
can be selected based on comparisons to SAND data and then used in the oscillation analysis. An
important aspect for this is the availability of H samples within SAND. This allows to potentially
constrain the product between the ν-Ar cross-section and nuclear e�ects (σνxRphys) in terms of
the well-known H cross-section by comparing their respective CC inclusive samples. Additional
constraints can be obtained by comparing a complete set of kinematic variables between the
samples. A full set of variables might in fact be sensitive to potential degeneracies in the nuclear
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smearing and help resolving them. Moreover, other handles can also be provided by analyzing
di�erent exclusive topologies (such as CCQE-like, 1πNp, etc.) in both H and Ar.

Some challenges still remain to understand how much impact could GRAIN have in the oscillation
analysis. For example, studies are needed on the ability to perform particle identi�cation, which
a�ects how selections are performed to extract exclusive samples. At the same time, a background
rejection strategy needs to be developed to consider full beam spills. Despite the ongoing development
of reconstruction algorithms, both for GRAIN and the rest of SAND, and the performance studies
still needed to understand their full potential, ν-Ar samples in GRAIN are expected to provide
signi�cant physics contributions to DUNE and will prove to be a vital element of the Near Detector
complex.
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Lens-camera prototypes

The study for GRAIN optical readout has been carried out using a full Monte Carlo simulation
of neutrinos interactions, scintillation light generation and optical propagation up to the cameras.
On top of the simulation e�ort, the construction of the �rst prototype for the lens-camera and a
�rst round of warm tests has also been completed. This prototyping work is extremely important
to validate the simulations and the principles behind the optical design and test the mechanical
feasibility of the cameras and its expected performances. The lens prototypes have been produced
according to the baseline design described in Sec. 4.3.1 by GestioneSILO�, an external company
specialized in the construction of precision optics. The two plane-convex lenses have an e�ective
diameter of 50mm and a curvature radius of 80.5mm within the acceptable tolerances. The lens
material is Corning®HPFS 8655 fused silica.

The �rst preliminary tests have been performed in a warm setup using visible light, as described
in Sec. 7.1, showing good agreement between simulation and data. Planning for cold tests in liquid
argon, scheduled for 2023, is also in progress and discussed in Sec. 7.1. This second stage of tests
will involve both camera technologies, lenses and coded apertures, checking their performances in
an environment close to that of GRAIN. These results will provide valuable information for the
development of the �nal con�guration, as well as the requirements on the readout electronics for
the �nal system.

In addition to these main tests, other studies will be made in parallel to check whether
alternatives or slight variations to the baseline lens design could be feasible in liquid argon. For
example, a test of MgF2 in liquid nitrogen is planned to observe the mechanical and thermal
stability of this material. If the test is successful, its acceptable transmittance directly at 127 nm
could open up the possibility of avoiding the use of Xe-doping.

7.1 Warm setup

The initial tests were performed in a warm environment, using water as medium and an arti�cial
source of visible light (650mm laser). These conditions are distant from the �nal working environment
of the cameras, but the purpose of these preliminary tests was the validation of the optical
properties of the system and the simulations. A light-tight box was built to allow the immersion of

Figure 7.1: Experimental setup for the warm tests of the prototypes. The light source is brought
inside using an optical �ber. The lenses are immersed in water, while the CCD camera is placed
outside of the box behind a 2mm glass window. Units shown are in mm.
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the camera prototype and the light source in water. The scheme of this setup is shown in Fig. 7.1
while pictures of the system are shown in Fig. 7.2.

The light source was a 650mm laser, brought inside the box using an optical �ber. The end of
the optical �ber was open, acting as a point-like (�0.5mm) light source. The box was equipped
with mechanical supports allowing the controlled movement of the light-source, both in terms of
distance from the lenses (20 cm < a < 100 cm) and o�-axis position with respect to the camera
center (−20 cm < c < 20 cm). The mechanical supports also provided alignment between the light
source and the camera. The box was �lled with demineralized water, for a better control of the
refractive index (nW = 1.33).

(a) View inside of the test box (b) Lens assembly

(c) Flange with lens assembly and light shield

Figure 7.2: Pictures of the experimental setup, showing a view of the placement of the light source
and the lens prototype inside the box and some details of the mechanical supports designed by
Roberto Cereseto at INFN Genova.

The lens assembly was designed for gas sealing and it is equipped with two small valves, allowing to
pump gas in the volume between the two lenses. A picture of this assembly is shown in Fig. 7.2b.
It is supported by the light shield, which protects the photosensor for receiving light directly but
also allows water to �ow in between the lenses and the sensor. The cover can be shortened and
extended in order to span di�erent lens-sensor distances (10 cm < b < 20 cm). In this conditions,
the refractive index of the lens material is n = 1.45, and the e�ective focal length is f ∼ 118mm.

A Hamamatsu 24× 12mm CCD camera was used to collect images of the point-source. Since
the camera could not be placed directly in contact with water, a custom �ange was designed to
attach the CCD camera on the outside of the box protected by a 2mm glass window. Given
the small thickness, the window was assumed to be negligible for the optical performance as also
suggested by the simulations. The complete camera assembly on the internal side of the �ange is
shown in Fig. 7.2c.
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7.2 First results

The light source was imaged in several con�gurations spanning the available parameter space in
terms of lens-source distance (a), lens-sensor distance (b) and o�-axis position of the source (c). The
scanning was performed to check the depth-of-�eld and the �eld-of-view of the camera, comparing
with the performances expected by the simulation in the same conditions. For each position of
the source, the spot on the corresponding image was �tted to determine its radius and its center
in the local coordinates. The size of the luminous spot on the image is a measure of defocusing,
giving information on the location of the focal point and the depth-of-�eld of the camera. On
the other hand, the local position on the image allows to check the scaling e�ect given by the
central projection which determines the �eld-of-view of the system and also represents the basis
for the stereo reconstruction. The �rst results show very good agreement with the simulations,
thus validating them and the design of the system.

7.2.1 Depth-of-�eld

The size of the spot on the CCD camera as a function of the light source distance, for di�erent
values of the lens-sensor distance (b), is shown in Fig. 7.3. The light source was kept on the
optical axis of the camera. The behavior is similar to Fig. 4.13, but the di�erent wavelength and
medium produce a dependence that cannot be directly compared due to the di�erent focal length
and refractive indexes. However, as expected, increasing b shifts the distance at which the source

Figure 7.3: Size of the spot on the CCD camera as a function of the light-source distance, for
di�erent values of the lens-sensor distance (b). Markers are measured data points, while dotted
lines are simulated values. The reference design for liquid argon, b = 100mm, roughly corresponds
to b = 148mm in water.

is in-focus closer to the camera. Moreover, keeping b �xed, the curve rises more sharply for shorter
distances than the focal point and more slowly for longer distances. This dependence con�rms
the simulated predictions that are shown as dotted lines, validating the optical simulations. The
depth-of-�eld is identi�ed by setting a requirement on the maximum acceptable defocusing for
point-like sources. The equivalent con�guration to what was selected for liquid argon (for which
b = 10 cm) is b = 148mm, as the depth-of-�eld in this case is in the range 35-80 cm from the lenses.

7.2.2 Image projection

As discussed in Sec. 4.1.3, the position of the image point follows from a central projection of
the point-source. Because of this, the point appears to be scaled towards the center of the image
depending on its distance from the lenses. To check this e�ect, several images were collected while
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moving the source to o�-axis positions (c). The lens-sensor distance was kept at b = 135mm,
while several lens-source distances (a) were checked. Data from these measurements is shown in

Figure 7.4: O�-center spot position as a function of the source o�-axis position, for several values
of the lens-source distance (a) and �xed lens-sensor distance b = 135mm. Markers are measured
data points, while dotted lines are expected values.

Fig. 7.4, plotting the o�-center spot position against the source o�-axis position for several values
of a. The o�-center position is the 2D distance between the spot center and the image center, while
the source o�-axis position is the distance between the source and the optical axis of the camera
(which directly corresponds to the center of the image).

Given Eq. 4.6, the expected o�-center position on the image is c′ = (b/a)c. The scaling
coe�cient is constant if a and b are �xed, so the relation should be linear. Linearity is clearly
visible in the collected data points for several a values. The symmetric nature of the central
projection is also con�rmed by the behavior in case of positive or negative o�-axis shifts of the
light source. Comparing with the expected values, data is generally consistent but shows a shift
from the predicted line especially for points at large o�-axis positions. This is likely due to a
loss of the experimental alignment as the source is moved far from the optical axis, rather than a
non-uniformity in the imaging properties of the system, but it will be investigated further.

This plot also allows to con�rm the expected �eld-of-view of the camera. By considering the
maximum o�-center position on the sensor, which corresponds to its edge, the matching o�-axis
position of the source represents the edge of the �eld-of-view of the camera. These results are
therefore encouraging by showing the basic properties of the camera being consistent with the
expectations.

7.3 Future tests

The next phase of tests will take place in liquid argon, using the cryogenic facility ARTIC (Argon
Test InfrastruCture) available at the University of Genova. ARTIC is a cylindrical vacuum-insulated
cryostat with a 1.5m diameter and a maximum capacity of ∼ 1700L. ARTIC matches well the
characteristic length of GRAIN, allowing to test the cameras in similar working conditions. The
cameras will be mounted on a perforated plate and placed close to the bottom of ARTIC, thus
�lling ARTIC with the minimum amount of liquid argon necessary (∼ 150 l).

A drawing of the facility and a possible con�guration of the setup in shown in Fig. 7.5. The
exact positions of the devices are yet to be chosen, but the same setup will be used to check both
the front-facing and orthogonal complementarity of the cameras. Moreover, both the lens-based
cameras and the mask-based cameras will be tested in ARTIC in order to best manage the available
resources, sharing the same readout solutions. This will also allow to test the performance of
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Figure 7.5: Drawing of the test setup in ARTIC, showing three mounted cameras and the rail for
the movable light source system controlled from outside the cryostat.

a mixed con�guration, imaging the same source with both technologies. An example of the
mechanical model of the lens-camera for these tests is shown in Fig. 7.6b. The lens assembly
is similar to that of the warm prototype, but in this case the light shield will be �xed to the
nominal lens-sensor distance and coupled directly to the sensor board.

Eight sensor boards with a 16 × 16 SiPM matrix will be available. Four of them have been
produced using 1mm SiPMs, directly available in a monolithic 16 × 16 array by Hamamatsu
(S13615-1050N-16). The other four employ 3mm SiPMs, which are not directly available in the
right size from Hamamatsu. Nonetheless, four 8×8 arrays (S14161-3050HS-08) have been mounted
on the same board as close as possible to form a 16 × 16 matrix. One of these boards is shown
in Fig. 7.6a. The gap between the four arrays results in being only slightly bigger than the dead

(a) 16× 16 SiPM matrix (b) Lens-camera

Figure 7.6: Details of the sensor board and CAD model of the lens-camera mechanical assembly.

space between the other SiPMs. All these SiPMs are designed for the visible range, blind below
300 nm, and will require TPB deposition to be sensitive to UV wavelengths.

An ASIC board has also being designed, using 8 ALCOR chips each. These chips (see Sec. 4.3.3)
have only 32 inputs channels, so eight of them are needed for the 256 independent channels of the
sensor. Three ASIC boards of this kind will be available. The DAQ will then be handled with
FPGAs outside of the cryostat.

Regarding the light source, a staged approach has been envisioned. At the beginning, an
arti�cial UV source (∼ 180 nm) will be produced using a Hg lamp and a monochromator to select
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the wavelength of interest out of its continuous spectrum. UV light will be brought inside ARTIC
with an UV-grade optical �ber. A rail and cart system has been designed to be able to move the
position of the light source from the outside by rotating a simple handle. Once the optical system
have been cross-checked in this setting and validated with real light propagation in LAr, the second
step would be adding Xe-dopant and look for actual scintillation light due to cosmics. However,
this second phase will require the installation of an external cosmic ray tagger with scintillator
bars on top and under ARTIC and has not been �nalized yet.

The mechanical design of all supports and the movable light source have been completed and
are being produced at the mechanical workshop of INFN Genova. Similarly, the sensor matrices
and the AISC boards have been procured and are being tested at INFN Bologna. The testing
activities in ARTIC are therefore scheduled to start in 2023 and continue throughout the year.
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Conclusions

The GRAIN liquid argon target is an important component of SAND and a unique asset for DUNE.
It also represents a technologically interesting innovation in the �eld of liquid argon detectors due
to its optical readout. Studying the feasibility of a lens-based imaging system for GRAIN has been
one of the focuses of this work and has led to identifying a baseline camera design. The main
challenges for such a system were related to the nature of LAr scintillation light, starting from
its emission spectrum peaked in the VUV region (127 nm), making the availability of transparent
lens materials uncertain. Moreover, the similarity of LAr refractive index to those of common lens
materials made the design of the optical system less straightforward. The proposed solution that
overcomes these issues involves adding a small amount (25-30 ppm) of xenon in liquid argon, thus
shifting the light wavelength to 174 nm. In this way, the presence of the Xe dopant allows more
common lens materials to be used, such as UV-grade fused silica, but it also increases the photon
detection e�ciency of SiPMs, which will be used in a 2D array as the individual pixels of the
camera sensor. In addition to this, the reference con�guration is made more robust against the
uncertainty in the refractive index by using two plane-convex lenses with an internal N2 gas layer,
instead of a single bi-convex focusing lens. In this case, most of the focusing work is performed by
the inner interfaces between the gas (n = 1) and the lens material (n = 1.6), thus becoming less
dependent on the external medium. The remaining parameters of the camera are then chosen to
adapt to the O(1m) longitudinal size of GRAIN. The depth-of-�eld of each camera is optimized
between 35 cm and 80 cm, so that the entire length is covered by a pair of two front-facing cameras.
The complementarity between cameras is at the basis of their preliminary placement inside the
cryostat, with a total of 14 camera pairs on the endcaps and 5 pairs on the top/bottom walls.

In addition to the design of these cameras, another part of this work was dedicated to developing
methods to recover the 3D spatial information of the interactions from the collected images. The
study was performed using detailed C++ Monte Carlo simulations of GRAIN, which were developed
and integrated in a tool within the SAND software framework. This tool simulates the emission and
propagation of scintillation light in GRAIN up to the camera sensors, producing a set of simulated
images for each neutrino event. Moreover, a preliminary reconstruction �ow was developed from
scratch, integrating algorithms to extract features from the images and elements of projective
geometry to combine them in 3D. Images are �rst analyzed independently to search for track
projections and possibly their 2D intersections. At the current stage, the algorithm is based on
the Hough transform, multi-Otsu thresholding and DBSCAN clustering to isolate, select and �t
the tracks in each image. In the second step, the actual 3D stereo reconstruction is performed
by projecting back the 2D reconstructed objects from the multiple available views. For each
interaction in GRAIN, the �nal outputs are the reconstructed 3D tracks, the 3D vertex candidate
and potentially an estimate of the energy deposited from the collected light.

The performance of these algorithms was tested on a large sample of simulated ν-Ar events in
SAND. The goodness of the 3D reconstruction was checked by comparing reconstructed objects
with the truth-level information from the simulation. Despite the preliminary status of the
reconstruction, an average 3D vertex resolution of about 2mm was achieved, as well as a ∼ 7mm
resolution for the track endpoints. Similarly, the reconstructed track direction matches with
true information with an angular residual < 0.2◦ on average. In addition to the GRAIN only
performance, a �rst attempt was also made to combine the GRAIN outputs with the information
available from the STT tracker and the ECAL in order to reconstruct the neutrino energy. Given
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the di�erent acceptances and detection e�ciencies, the performance of the energy reconstruction
depends on the event topology and its selection. For example, considering an exclusive sample
of νµ interactions with no pions but any number of protons or neutrons (0πNpNn), the mean
neutrino energy relative residual is ∆E/Etrue ∼ 3%. In the absence of GRAIN contributions, the
same quantity raises up to 16%, showing the importance of GRAIN optical reconstruction. These
results are very encouraging as they show the potential of GRAIN in studying ν-Ar interactions,
which is expected to make an impact for the Near Detector physics goals.

Apart from the simulations, prototyping e�orts have also begun. In particular, a prototype
camera was built according to the reference design and tested in a warm setup to validate its
optical properties. These tests were successful, as the prototype showed the expected behavior
both for the �eld-of-view and the depth-of-�eld of the camera, and additional cryogenics tests are
planned for the near future.

Despite the promising results, additional developments are still needed both from the software
and hardware side. The lens con�guration will in fact be subject to change, as the size of GRAIN
is likely to increases up to 1.5m and will require a new optimized camera con�guration. Moreover,
tests are ongoing to check whether MgF2 could be used directly at 127 nm as lens material. If
these are successful, the requirement of Xe-doping could be dropped and the lens geometry might
be revisited. However, regardless of the �nal design of the optical system, its feasibility is not in
doubt. Similarly, the proposed 32×32 matrix of 2mm SiPMs for the camera sensor is not currently
available on the market but SiPM arrays with less channels and similar sizes already exist. There
is therefore reasonable con�dence that these could either be produced or a compromise could be
found with a smaller array. At the present stage, the most challenging item is the custom ASIC
needed to read out the camera sensor. Scaling the already existing cryogenics ASICs to the desired
channel multiplicity and performances will in fact require signi�cant e�orts and time.

Overall, this work has demonstrated that a lens-based imaging system in GRAIN is possible
and allows to achieve a very good reconstruction performance on neutrino interactions. As the
reconstruction algorithms improve, along with the rest of SAND, GRAIN will be able to provide
reconstructed samples of ν-Ar interactions that will be vital for constraining systematics for DUNE
and performing its long baseline oscillation analysis.
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Appendix A

Thresholding and clustering

A.1 Multi-Otsu method

Otsu's method is a standard technique in image processing and computer vision for the automatic
selection of a threshold [86]. In its simplest formulation, the method assumes an underlying
bimodal distribution for the intensity histogram of the image: a low intensity background and an
high intensity signal. The value of the threshold t that separates these two classes is determined
by minimizing the within-class variance, de�ned as a weighted sum of variances of the two classes:

σ2
w(t) = ω1(t)σ

2
1(t) + ω2(t)σ

2
2(t) (A.1)

where σ2
1(t) and σ

2
2(t) are the variances of the classes separated by t and ω1(t), ω2(t) their weights.

An image contains N pixels with intensity levels from 1 to L. Considering the number of pixels
with intensity i, denoted as ni, the probability of having intensity i in an image is given by

pi = ni/N (A.2)

In the case of bi-level thresholding, the pixels are assigned to the �rst class C1 if their intensity is
contained in [1, . . . , t] and to the second class C2 if they belong in [t + 1, . . . , L]. The weights for
the two classes are then

ω1(t) =

t∑
i=1

pi ω2(t) =

L∑
i=t+1

pi (A.3)

The mean values for these two classes can also be readily computed as

µ1(t) =
1

w1(t)

t∑
i=1

ipi µ2(t) =
1

w2(t)

L∑
i=t+1

ipi (A.4)

while the mean intensity for the whole image µT is given by

µT =

L∑
i=1

ipi = ω1(t)µ1(t) + ω2(t)µ2(t) (A.5)

It is possible to show that an equivalent condition to minimizing σ2
w(t) is maximizing the between-class

variance σ2
b (t) = σ2

T − σ2
w(t). This is computationally simpler, since σ2

b (t) depends directly on the
class means rather than the class variances.

σ2
b (t) = ω1(t) [µ1(t)− µT ]

2
+ ω2(t) [µ2(t)− µT ]

2
(A.6)

The optimal threshold is found by looping through all possible t, computing σb(t) and �nding the
t∗ that corresponds to its maximum.

This formulation can be extended for a multi-level thresholding of the image, known asmulti-Otsu
method. Assuming that there are M − 1 thresholds, {t1, t2, . . . , tM−1}, which divide the original
image into M classes: C1 for [1, . . . , t1], C2 for [t1 + 1, . . . , t2], . . . , Ck for [tk−1 + 1, . . . , tk], and
CM for [tM−1 + 1, . . . , L], the optimal thresholds {t∗1, t∗2, . . . , t∗M−1} are chosen by maximizing

σ2
b =

M∑
k=1

ωk(µk − µT )
2 (A.7)
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where

ωk(t) =
∑
i∈Ck

pi µk =
1

wk

∑
i∈Ck

ipi (A.8)

For standard image applications, three classes are assumed so σ2
b is a two-variable function and

the algorithm returns two threshold (t∗1, t
∗
2) values.

The multi-Otsu method is used for thresholding both in the 2D and 3D preliminary GRAIN
reconstruction (Sec. 5.2). In particular, it is applied before clustering on the 2D accumulator
images as well as in the 3D reconstruction to select the cloud of voxels describing each track. In
both cases, three classes are considered in the algorithm and the �nal threshold is taken as the
highest threshold found t2.

A.2 DBSCAN

DBSCAN (Density-Based Spatial Clustering of Applications with Noise) is a clustering algorithm
designed to work in the presence of noise that clusters points based on their spatial density [87][89].
The algorithm does not require to know in advance the number of clusters or their shape. DBSCAN
takes as input only three parameters: a distance metric, i.e. a de�nition of the distance between two
points, ϵ, the maximum distance that de�nes the neighborhood of any given point, and MinPts,
the minimum number of neighbors that a point needs to have to expand a cluster. For most
applications, distances are based on the Euclidian metric so only two parameters are needed. ϵ
and MinPts are typically tuned according to a priori knowledge on the data domain.

The output is built on topological information only. In particular, points are classi�ed in three
categories according to their local neighborhoods:

� Core points, if there are at least MinPts in their neighborhood (within a radius of ϵ). They
belong to and expand clusters, as their neighbors become automatically part of their cluster.
They can also be seeds for new clusters.

� Border points, if they are part of a cluster but they cannot act as seed because they do not
have a su�cient number of neighbors (MinPts) to be core points.

� Noise points. They do not have a su�cient number of neighbors and they are not neighbors
themselves of core points. These are isolated points and outliers.

The procedure is to loop through all points in the initial set, looking for core points by checking
their ϵ-neighborhood. If a core point is found, it acts as a seed for a new cluster and its neighbors
are checked next to see if they can expand it or not. If among these neighbors another core point
is found, its neighbors are added to the cluster and checked next. Iterating these steps the cluster
expands until it stops at its border points. If a point does not belong to any cluster and cannot
start its own, it is classi�ed as noise.

After applying the Hough transform (Sec. 5.2.1), DBSCAN is used alongside Otsu thresholding
to identify the local maxima in the θ-ρ space. The algorithm is applied on the set of pixels above
threshold. Once clusters are found, their centers provide the (θ, ρ) pairs for the reconstructed
tracks. The di�culty in optimizing the algorithm for this application is that DBSCAN cannot
cluster well datasets with large di�erences in densities, since the MinPts-ϵ combination cannot be
chosen appropriately for all clusters. Given the varying thickness of the tracks, they accumulate
in clusters of various sizes and their intensity can also be vastly di�erent. If MinPts-ϵ are tuned
for small clusters, the algorithm may end up splitting up large blobs in multiple clusters. On the
other hand, tuning for large clusters ends up merging together small blobs if they are too close.
The result is adding ghost tracks or averaging two real tracks.

Given these intrinsic issues, it is likely that DBSCAN may need to be changed or modi�ed with
a more customized procedure during the optimization of the 2D step. For example, the clustering
algorithm could also take directly advantage of the intensity information for each pixel, instead of
treating them equally. Adding an intensity requirements on core points could potentially avoid the
appearance of "ghost" clusters.
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