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Chapter 4

Joint Space Local Planning

4.1 Introduction

Introducing collaborative robots alongside humans in a domestic or working environment
still represents a high-level challenge. Such environments are characterized by cluttered and
continuously varying conditions due to the dynamic presence of Humans and other mobile
obstacles, which cannot only compromise the operation of the robotic system but can also
pose severe risks both for the people and the robot itself due to unexpected interactions and
impacts. Therefore the capacity of the robot to detect any change in the surrounding dynamic
environment and adapt its behavior on the fly, reacting while executing an assigned task, is a
crucial skill for the successful deployment and use of robotics in such environments.

Sample-based global planners were revealed to be more and more efficient in the motion
planning generation over the last years, and they can easily manage perception algorithms
avoiding any simplification of the environment [Görner et al., 2019]. However, their massive
computation cost prevents using these methodologies in real-time applications like the one of
interest. Furthermore, their complexity increases exponentially with the number of degrees
of freedom (DoFs), leading to the so-called curse of dimensionality [Rossini et al., 2021].

The seminal work presented in Khatib [1985] proposed a real-time collision avoidance
algorithm based on the concept of artificial potential field in which obstacle and way-points
generate a repulsive and attractive force, respectively, onto the robot end-effector. Even if this
methodology can be easily implemented, with very effective results, particularly concerning
computation time, they suffer from local minima in which the solver can easily stick. To
overcome this issue, the circular [Singh et al., 1996] and harmonic [Kim and Khosla, 1991]
potential fields were introduced, but they often generate sub-optimal solutions.
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Figure 4.1 CENTAURO robot moving through the refined whole-body optimal trajectory
computed using the proposed method.
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An alternative approach considers sample-based planners [Raghavan et al., 2020] to
generate a feasible global path offline, which is then locally refined by a gradient-based
motion planner coupled with sensors to perceive the environment in real-world applications
(i.e., perception-based planning). This way, global information will guide local refining,
ensuring global convergence and collision-free paths. These kind of problems follow a com-
mon pipeline made by three modules: perception, planning and control modules Haddadin
et al. [2017]. Previous work like Cefalo et al. [2018], and Kaldestad et al. [2014] present
a perception-based motion planning algorithm that gets information from the environment
through either a depth camera or a point cloud. The first is based on a Model Predictive
Control (MPC) able to reshape a single configuration of a robotic manipulator while accom-
plishing an orientation task with its end-effector. The second generates virtual repulsive
forces depending on the detected environment, generating a feasible trajectory in cartesian
space, thus ignoring any collision with any other manipulator link. Haddadin et al. [2010]
presented a reactive motion generator that computes velocity profiles again in cartesian space.
Kaldestad et al. [2014] presented a continuous-time constraint or cost function that can be
used in a non-linear optimization problem. However, in the case of dynamic obstacles, it
assumes the trajectories of the obstacles to be known in advance, dropping the real-world
applicability. Recently, Tulbure and Khatib [2020] presented a real-time perception and
control framework combining a global path planning algorithm for generating a collision-free
path for the end-effector with a local reactive reconfiguration of the robot using the artificial
potential fields.

A different approach has been described in Sangiovanni et al. [2018] based on a Deep
Reinforcement Learning (DRL) algorithm directly applied to a robotic manipulator. This
method takes advantage of a model-free learning approach particularly suited for really
complex robots, but the training process requires a lot of time and memory, which is often
unavailable.

This work presents a perception-based motion planner using a graph optimization that
refines an initial global trajectory by dynamically adding and removing edges and vertices
depending on the robot’s state and the environment. In this way, the planner can effectively
locally act on the global trajectory removing unnecessary constraints that do not influence the
optimization problem, reducing the size of the matrices and, consequently, the computational
cost. The main contributions are:

• Avoiding dead-ends of the solution collecting all the global information inside the
graph, providing a data structure for the optimization problem that encodes the sparsity
of the problem more intuitively;
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Figure 4.2 Block scheme of the proposed framework. Global and local refine trajectories are
shown in blue and green, respectively.

• Proposing a perception-based local planner pipeline that acts on the robot’s configura-
tion space to take advantage of the redundancies of a floating-base robot.

The problem is formulated as a Non-Linear Least Squared Optimization problem (NLLSO)
using the open-source sparse system solver “g2o” Kümmerle et al. [2011]. G2o has been
successfully applied to SLAM problems, a.k.a. graph-slam, and, more recently, to planning
problems [Rösmann et al., 2013], augmenting the concept of elastic strips [Brock and Khatib,
2002] with time information. However, this work was limited to the case of a mobile robot
moving on a plane, assuming the environment to be known without uncertainties at planning
time, skipping the perception pipeline. Another example of graph optimization applied
to online planning and control problems is presented in Zhang et al. [2021], which uses a
graph to online switch between different pivoting gait motions depending on the external
disturbances. Finally, in the proposed framework, the control module works together with
the planning module, reducing the number of variables. Figure 4.2 shows block diagram of
the proposed framework.

The chapter is organized as follows: Section 4.2 presents the problem and the main
quantities regarding the assigned task and the surrounding environment. Sections 4.3, 4.4,
and 4.5 describe the pipeline of the perception-based motion planning methodology divided
in its three modules. Experiments and results using the CENTAURO robot, are shown in
Sec. 4.6. Section 4.7 discuss the planner’s performance and some considerations for future
work.
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4.2 Problem Formulation

The study case considers a floating-base robot whose state is entirely defined by a vector
qqq ∈ Rn+6 of joint positions, containing the n actuated joints and the six non-actuated DoFs
that define the pose of the base link. The system moves in a 3-dimensional workspace W ,
populated by moving/dynamic obstacles whose position is not known a priori, executing
a task that brings the robot from a start qqqstart to a goal configuration qqqgoal. The start and
goal configurations are connected through an offline (i.e., first plan, then execute Ferrari
et al. [2017]) configuration space planner, which provides a feasible joint space trajectory
Q = ⟨qqq0,qqq1, . . . ,qqqN⟩ using a static acquisition of the environment avoiding obstacles fixed in
the current position. Further, each couple of adjacent states is equally spaced in time of a
quantity ∆tpln. When necessary, this trajectory is assigned to the robot as the initial global
path that will be locally refined online by the perception-based planner. The local planner
acts in a subspace Qpln ∈ Q having dimension Npln defined by the user such that qqqpln,0 is the
current configuration of the robot while executing the trajectory.

In this workspace, pppi ∈ SE(3) is the pose of the frame Fi rigidly attached to the i-th link
of the robot, and Vi(qqqi) ∈W is its volume occupied in the workspace. The moving obstacles
are detected through a point cloud processed with perception algorithms, which will be
described in detail. Assuming that obstacles move relatively slow and can be captured by
the perception camera, the i-th obstacle can be considered stationary in a pose pppO,i ∈ SE(3),
occupying a volume VO,i ∈W .

The considered perception-based replanning problem consists of repetitively refining
and updating the initial global path obtaining a new optimal trajectory Q∗i which takes into
account:

• collision avoidance depending on the information provided by the perception module;

• physical and kinematic constraints of the robot (i.e., joint position and velocity limits)

The optimized trajectory Q∗, having the same dimension of Q, is then given to the control
layer, which continuously replays the latest trajectory computed by the planner.

To solve the presented problem, this chapter presents a perception-based whole-body
motion planner that relies on three modules: perception, planning, and control. The first
acquires the environment through a camera and detects the position and the volume occupied
by any obstacle moving in the robot’s workspace. The planning module then uses the
information coming from the perception module to refine the original trajectory, minimizing
a cost function without violating any geometric and kinematic constraints. Finally, the control
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module manages any constraint violation or unfeasibility of the refined trajectory, which
usually occurs during the planning module’s transient time, and sends the computed reference
to the robot.

4.3 Perception Module

The perception module provides information about the surrounding environment computing
the poses and the volumes of the detected obstacles. The perception module must provide
precise information regarding the environment. However, the trade-off between precision
and computational efficiency of the perception algorithm is influenced by the parameters and
the software tools used: a dense point cloud can provide higher accuracy in the detection
process, yet it has a higher computation cost.

The section is structured in two parts: the first part presents the filtering algorithms used
to reduce the number of unnecessary points speeding up the overall process; the second
part provides the methodology for the object detection and the computation of the principal
quantities, which the planning module will later use (i.e., pppO,i and VO,i). All the algorithms
are based on the Point Cloud Library (PCL) Rusu and Cousins [2011].

4.3.1 Point Cloud Filtering

The environment is provided to the perception module through a colored point cloud perceived
by the depth camera at fsm = 30Hz, and it is transformed from camera frame to robot base
frame:

Pb =
bTTT c ·Pc (4.1)

With Pb and Pc being the same acquired point cloud in base and camera frame respectively,
and bTTT c the transformation matrix from the robot base to the camera frame. The robot is
then filtered removing all the points PPPi ∈Pb∩V (qqqi) with V (qqqi) = ∑Vi(qqqi) being the total
volume occupied by the robot in the configuration qqqi

The filtering part follows a standard pipeline that downsamples the point cloud through
a voxel filter and removes any outliers from error measurement and noise. Additionally,
a planar segmentation for ground filtering, and a series of pass-through filters to remove
the furthest points, can be added. All the filtering algorithm uses the Point Cloud Library
(PCL) Rusu and Cousins [2011].
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4.3.2 Object Detection

After the filtering process, the point cloud is ready to be processed to detect any possible
moving object and compute its pose and volume occupied. This is done through a Euclidean
cluster extraction algorithm, which efficiently divides the unorganized point cloud into
smaller parts through a Kd-Tree representation, thus significantly reducing the computational
time.1

Through this method, the algorithm extracts a set of clusters {Ci}, each containing a set
of points. A frame FO,i is then added in the center pppO,i of each cluster Ci and it is wrapped
by a bounding box whose volume will correspond to the volume occupied by the object VO,i.
The objects’ frame poses pppO,i, and the size of the bounding boxes are then provided to the
planning module.

The perception module takes 0.0115 s to complete the filtering and obstacle detection
from the input point cloud, which is well below the frequency of the camera running at 30 Hz.

4.4 Planning Module

The planning module uses the information coming from the perception module and contin-
uously refines the initial global path in the neighbor of the current executed configuration
qqqi ∈ Qpln. The idea is to adapt the set of configurations using a weighted sum model:

FFF(Qpln) =
m

∑
k=0

FFFk(Qpln) (4.2)

Q∗pln = min
Qpln

FFF(Qpln) (4.3)

with FFF(Qpln) being the local objective function, FFFk(Qpln) is the single cost/task function.
The objective functions belong to two types: constraint and tasks, formulated as piece-wise
continuous functions. The former penalizes the violation of a constraint, while tasks are
related to the global nominal trajectory. As shown in the following sections, all the objective
functions rely on a small subset of neighboring configurations of the local planned horizon.
This locality property results in a sparse system that can be encoded by a hyper-graph with
each vertex representing a robot configuration and each hyper-edge defining a constraint/task
that depends on the sub-set of vertices connecting. Additionally, the hyper-graph can store
the whole global path not affecting the computational cost since the planner acts locally on a

1for further details about how the algorithm works, please refer to https://pcl.readthedocs.io/en/latest/
cluster_extraction.html

https://pcl.readthedocs.io/en/latest/cluster_extraction.html
https://pcl.readthedocs.io/en/latest/cluster_extraction.html
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Figure 4.3 Graphical representation of a hyper-graph. The blue and green dots represent non-
active and active vertices, respectively. Adjacent vertices are connected through a velocity
edge eeevel. The double circle represents an object that defines an area of influence whose
radius is ε , and collision edges eeecoll are created with those vertices inside this area.

subset of it (see Fig. 4.3). In this way, the local planner will avoid any dead-ends because it
is guided by the global path in accomplishing the assigned robot task.

At each instant, the planner refines the initial path solving a multi-objective optimization
problem in the form of a Non-Linear Least Squared Optimization (NLLSO) problem.

4.4.1 Constraints and Tasks

The objective and penalty functions eeek(Qk) for a whole-body planner depend on a small
subset of neighbors robot states (vertices) Qk = {qqqk,0, . . . ,qqqk,m} ⊂ Qpln, and they are listed
in the following paragraphs.

Physical Constraints

Physical constraints, such as joint and velocity limits, connect one or two vertices, respec-
tively. Indeed, joint limits define a list of edges, containing the maximum and minimum
value each joint of each vertex can take, similarly to the velocity limits, which, however,
connect two adjacent vertices to compute the velocity that moves the robot among them. The
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(a) eeek,vel (b) eeek,coll

Figure 4.4 Velocity and collision error functions using different parameter values.

error functions for kinematic constraints are the following:

eeek,jnt(qqqi) =
1

exp(qqqi−qqqmin)
S + exp(qqqi−qqqmax)

S (4.4)

eeek,vel(qqqi,qqqi+1) =
1

exp(q̇qqi− q̇qqmin)
S + exp(q̇qqi− q̇qqmax)

S (4.5)

where eeek,jnt and eeek,vel are the joint and velocity limits edges with dimension n×1 associated
to the i-th vertex. The vectors qqqmin, qqqmax, q̇qqmin and q̇qqmax contain the joint and velocity limits,
and S = 10 is a constant hand-tuned exponential value (Fig. 4.4a). The joint velocity vector
is computed using the simple finite different approximation:

q̇qqi =
qqqi+1−qqqi

∆tpln
(4.6)

With dt being a fixed interval between two adjacent states and depending on the control
module’s frequency.

Collision Avoidance

Collision and self-collision avoidance are guaranteed by maintaining a safe distance between
the members of each body-pair over a defined threshold dth. The term "body-pair" denotes
every possible link-link or link-obstacle combination pair, the members of which can collide.
The distance computation is done using the Flexible Collision Library (FCL) Pan et al.
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[2012]. The library uses a robot description and a semantic robot description provided by
the URDF and SRDF files to generate a representation of the robot. The URDF contains
information about the joints and links of the robot, while the SRDF specifies a list of pairs
that the distance computation can ignore since their collision is impossible to happen or
is admitted for adjacency reasons. The robot structure has been simplified using simple
convex shapes instead of the actual meshes to speed up the distance computation. Using this
information, the library computes the minimum distance between each pair, updating the
obstacle poses and sizes using the information provided by the perception module and the
robot link poses using the configuration inside the respective vertex.

A hyper-edge connecting each vertex is generated, assuming the initial global path is safe
concerning self-collision. The edges contain a list of stationary obstacles Oi = ⟨pppO,i,VO,i⟩,
updated at the beginning of each optimization cycle, and a list of npairs object pairs sorted
depending on the distance in ascending order. The related j-th component of the error
function eeek,coll, associated to the i-th vertex, is a piece-wise continuous function in the form:

e j
k,coll(qqqi) =


(
−d j(qqqi)+dth

S

)n
d j < dth

0 d j > dth

(4.7)

with S = 0.5, and n = 2 being two function parameters, dth = 0.1m being the minimum
admissible distance between each pair, and d j(qqqi) the distance between the i-th pair.

Kinematic and Postural Constraints

Kinematic constraints force the respective contact to follow a specific Cartesian trajectory. A
kinematic constraint on the Center of Mass (CoM) stabilizes the robot, forcing the projection
of the CoM on the ground to stay inside the support polygon drawn by the active foot contacts.
The objective function is the residual error between the current pose of the j-th contact while
in the configuration qqqk, and the reference one, which is the pose of the same contact in
correspondence of the same vertex i of the global trajectory:

eee j
k(qqqi) = ppp j

i (qqqi)− ppp j
i,ref (4.8)

with ppp j
i (qqqi) and ppp j

i,ref retrieved using the forward kinematics of the robot when the robot is
in the configuration qqqi. Finally, a postural task guides the robot’s posture, preventing the
kinematic redundancy from leading to strange configurations while optimizing, trying to
keep it as similar as possible to a nominal safe one set by the user. The cost function is
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expressed the same way as the kinetic constraint with the Cartesian quantities substituted
with the configuration qqqi corresponding to the i-th vertex, and the reference qqqi,ref of the same
vertex in the global path.

Tasks

The objective functions of the tasks are formulated as simple residual errors from a reference
value:

eeek(qqqi|qqqi,qqqi+1) = ppp(qqqi|qqqi,qqqi+1)− pppref (4.9)

The objective function incorporates a position and a velocity task for the formulated problem.
The former guides the robot to follow a reference trajectory as far as no potential interference
with the environment entities are perceived. The cost function is written in (4.9) and connects
a single vertex qqqi, with ppp and pppref being the current and reference pose of the end effector
while the robot is in configuration qqqi.

Similarly, the velocity task is written as in (4.9) and connects two adjacent configurations
qqqi and qqqi+1. For this task, xxx is the velocity computed as (4.6) and xxxref = 0.

4.4.2 NLP Formulation

Once the vertices and hyperedges have been formulated, the objective function of the planning
problem follows the formulation in (4.2) and (4.3) :

FFF(Qpln) =
m

∑
k=0

eeeT
k (Qk)Ωkeeek(Qk) =

m

∑
k=0

FFFk(Qpln) (4.10)

Q∗pln = min
Qpln

FFF(Qpln) (4.11)

with Ωk being a diagonal square weight matrix having the same number of rows and columns
as the associated error function eeek(Qk). A solution to (5.28) can be found using the Levenberg-
Marquardt algorithms Press et al. [2007]. The idea is to approximate the cost function by its
first-order Taylor expansion around the current initial guess Q̃i:

eeek(Q̃k +∆Qk) = eeek(Q̃pln +∆Qpln) (4.12)

≈ eeek(Q̃pln)+ JJJk∆Qpln (4.13)

with JJJk being the tk× (n ·N) Jacobian of eeek(Qpln) evaluated in Q̃pln, and tk being the number
of elements in eeek. Substituting (4.13) in (5.28) and by defining eeek(Q̃pln) := eeek, the equation
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becomes:

FFF(Q̃pln+∆Qpln) =
m

∑
k=0

eeeT
k (Q̃pln +∆Qpln)Ωkeeek(Q̃pln +∆Qpln)

=
m

∑
k=0

eeeT
k Ωkeeek +2eeeT

k ΩkJJJk∆Qpln +∆QT
plnJJJT

k ΩkJJJk∆Qpln

= c+2bbb∆Qpln +∆QT
plnHHH∆Qpln (4.14)

with c = ∑
m
k=0 eeeT

k Ωkeeek, bbb = ∑
m
k=0 eeeT

k ΩkJJJk, and HHH = ∑
m
k=0 JJJT

k ΩkJJJk being the (n ·N)× (n ·N)

information matrix of the system (i.e., Hessian) and is sparse by construction, since the
objective functions involved depend on small subsets of neighbours states. Equation (4.14)
can be minimized in ∆Qpln equaling its derivative w.r.t. ∆Qpln to zero, and solving the linear
system:

(HHH +λ III)∆Q∗pln =−bbb (4.15)

With λ being a damping factor used to control the step size ∆Q∗pln on non-linear surfaces.
The optimal refined trajectory is then found by updating the initial guess recursively:

Q∗pln = Q̃pln +∆Q∗pln (4.16)

The optimization problem is solved using the g2o framework presented in Kümmerle et al.
[2011], iteratively executing the steps described in Eqs. (4.13), (4.14), (4.15), and (4.16).
For the application presented in this chapter, the Jacobians of the error functions in (4.14)
are numerically computed by g2o. The refined local solution Q∗pln is then used to update the
global solution Q∗. In the future, derivatives in the analytical form will be supplied to the
framework, increasing the optimization efficiency.

4.5 Control Module

The control module executes the refined trajectory Q∗ on the robot at a frequency higher than
the planning module. The planned set of configurations must be interpolated to guarantee
the feasibility of the resulting trajectory if the planner fails to comply with the constraints.
Indeed, if the environment changes rapidly between two optimization cycles, the planner
may fail to guarantee the velocity limits until the solution converges to the optimal one. In
this case, the control module shall correct this kind of implausibility by populating with
intermediate states those adjacent vertices, which are too far from each other, whenever
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required. Given the planned trajectory interpolation time ∆tpln and the controller interpolation
time ∆tctrl, the controller has to generate ri intermediate states while moving the robot from
qqqi and qqqi+1 with ri being:

ri = round
(

∆tpln

∆tctrl

)
(4.17)

and “round" is a function that rounds the argument to the smaller integer.
The planning module continuously refines the optimized planned trajectory Qi while the

control module executes the trajectory on the robot. While interpolating between qqqi and qqqi+1,
the control module checks the required speed and compares it with a threshold value:

q̇qqmin ≤ q̇qqi =
qqqi+1−qqqi

∆tctrlri
≤ q̇qqmax (4.18)

If the joint velocity in (4.18) exceeds the limit values, the number of intermediate states ri is
increased until the velocity constraint is not matched. As a consequence, the overall time
δi = ∑i ∆tctrlri to move the robot from qqqi to qqqi+1 is increased to prevent the violation of the
kinematic constraints. A graphical representation is given in Fig. 4.5, showing how the time
interval between two adjacent configurations is resized depending on the velocity constraint.
Once the number of required intermediate states is defined, the planner linearly interpolates
between them to move to the next state, computing the reference joint position qqqref. The
reference is then sent to the robot and controlled using a simple position controller.

4.6 Experiments and Results

The proposed perception-based online whole-body planner was evaluated through several
simulation studies and experimental trials on a reduced model of the CENTAURO robot.
The robot is equipped with two Intel® Realsense™ D435i depth cameras mounted on its
pelvis and head. No other external sensor has been used to perceive the environment. The
three modules of the proposed method run in parallel on two different computers. The pilot
pc has 10 Intel®Core™i9-10900K @ 3.70 GHz CPUs, with 16 GB RAM. The vision PC
mounts an NVIDIA GeForce RTX 2060 with 6 GB dedicated memory, 32 GB RAM, and 4
Inter®Core™i5-7500T @2.70 GHz. The robot is asked to accomplish two tasks: a cyclic
arm task and a locomotion task that moves the robot in an initial obstacle-free environment
from an initial location to a final position, which is 4.5 m forward. In both experiments,
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Figure 4.5 A graphical representation of how the control module acts on the interpolation of
two adjacent configurations when the velocity limits are not matched. On top, the unfeasible
condition is colored in red; Below, the resized interval of time obtained increasing ri is
colored in green.
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it is set npln = 0.05s, nctrl = 0.01s, and Npln = 25. The execution of these experiments is
collected in the accompanying video.2

4.6.1 Cyclic Arm Motion Task

In this task, the robot was requested to execute a cyclic manipulation trajectory with one of
its arms, while a human interfered with the task trajectory using an object. The objective
of this task is to demonstrate the capability of the planner to respond to the dynamically
changing interference imposed by the human by avoiding any implausibility while executing
the manipulation task. As this task involved only one of the two arms of the CENTAURO
robot, the model of the robot is reduced, enabling only the left-arm joints, keeping fixed all
the others. Thus, the robot can be considered equivalent to a 7 degrees of freedom (DoFs)
fixed-base robot arm.

One of the main difficulties when dealing with humanoid robots is the limited field of
view of perception that prevents the full coverage of the surrounding environment. For this
reason, in this task, the planner is asked to execute the arm trajectory entirely inside the
detectable workspace of the robot’s head camera.

The initial global path is computed through a configuration-space AtlasRRT* planner Jail-
let and Porta [2013], which returns a feasible joint space trajectory of 80 vertices, avoiding
any self-collision and collision with any obstacle initially in the working environment.

Concerning the weights of each error function, the collision constraints are weighted
using a factor of 1000, while all the others use a factor of 10. The kinematic task is weighted
by 1000 for the last vertex only and by 1 for the other vertices, and the start vertex is derived
from the initial robot state. In this way, the robot is forced to reach the goal configuration
every time a feasible path exists (i.e., an obstacle is not in the goal position). Body pairs are
generated for the two arms, the two front legs, the pelvis, and the torso of the robot. Results
show that the robot can always react effectively to dynamic interference, avoiding the obstacle
as far as the camera can detect its complete shape. Figure 4.6 shows the results in terms of
computation time and collects the trend of the collision constraint error function for the first
and last vertices in qpln. The computation time is more or less constant and approximately
0.02 s with more evident fluctuations when the obstacle interferes with the trajectory, and the
planner acts to avoid it. Concerning the sum of the collision errors, as expected, the error
of the last vertex fluctuates with the robot moving on the planned trajectory, refining the
latest activated vertices to avoid any implausibility that was not considered until that moment.

2https://youtu.be/qaBNzVrZtF4

https://youtu.be/qaBNzVrZtF4


4.6 Experiments and Results 99

Figure 4.6 Filtered and unfiltered computation time (top) and the sum of the collision errors
(bottom) for the cyclic arm motion experiment.

On the contrary, the error of the first vertex in Qpln keeps constant around zero, meaning
that the planner can successfully locally re-plan the trajectory, ensuring the feasibility of the
following planned configuration to be replayed.

4.6.2 Locomotion Task

The second task considers a more challenging wheeled locomotion scenario in which a
straight wheeled motion is used as the initial global path obstacles are introduced during
the execution of the task. The robot model is reduced considering the lower body of the
CENTAURO robot, thus resulting in a floating-base robot with 24 DoFs, 6 DoFs for each leg.
The steering and rolling motion are in charge of the control module, which moves the robot
consistently with the optimized trajectory.

The choice of weights is essential to define the planner’s behavior and the hierarchy of
the tasks. For this experiment, kinematic and collision constraints are weighted, multiplying
the cost function by a factor of 1000 and joint and velocity limits by 10, while the postural
task is multiplied by a factor of 1. The velocity task is weighted more on the floating
base under-actuated joints w.r.t. the actuated one (1000 vs. 1) to force the robot to avoid
obstacles using articulated motions instead of driving ones (i.e., rotate a single leg around the
obstacle instead of move around keeping the same whole-body cofiguration). Object pairs
are generated considering possible collisions between the robot’s four legs, pelvis, and torso,
plus any external obstacle interfering with the task trajectory.
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(a) (b) (c) (d)

Figure 4.7 Screenshots from the locomotion experiment. Blue and green dots are the poses
of the four wheels corresponding to an active and non-active vertex, respectively.
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Figure 4.8 time required by the local planner during the locomotion task experiment. The
raw and filtered curves are shown in light blue and red, respectively.

Screenshots of the experiments carried out with the CENTAURO robot are shown in
Fig. 4.7. An obstacle is introduced between the two legs in correspondence with the further
non-active vertices before starting the execution of the trajectory. The planner does not act
on these vertices, but it is aware of the future collision risk, and the trajectory will be refined
as soon as those vertices are activated during the execution of the global trajectory (Fig. 4.7a).
A second obstacle enters the scene from the robot’s left side while the robot starts performing
the trajectory to prove the capability of the planner to cope with dynamic obstacles, also in
the locomotion task case.

The robot successfully moves through the environment negotiating the first obstacle
by passing around it (Fig. 4.7b-4.7c) and later enlarging the support polygon to avoid the
second one (Fig. 4.7d). The computation time trend is shown in Fig. 4.8, which remains
more or less constant around a value of 0.05 s during the setting up of the experiment, with
some fluctuation during the execution of the trajectory due to the activation of the furthest
vertices in correspondence of which is placed the second obstacle. The kinematic error on
the z-axis for the four-wheel relative to the first and last active vertices in qpln is shown in
Fig. 4.9. Figure 4.10 presents the sum of all the collision errors, computed as ∑k ||eeek,coll||2,
for the same vertices. Both graphs focus on the execution phase being more affected by
the dynamic activation and deactivation of vertices and edges. Similar observations to the
cyclic arm motion task experiment can be made. The only exception occurs during the
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Figure 4.9 Kinematic error along the z-axis constraint for the four wheels during the trajectory
execution. From top to bottom: wheel front right, front left, rear right, and rear left. The red
and blue lines show the trend of the kinematic error relative to the first and last vertices in
Qpln respectively.

Figure 4.10 Sum of collision edge errors relative to the first and last vertices in Qpln for the
locomotion task experiment.
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second obstacle crossing (∼ 53 s) due to some detection issues of the camera that causes it to
temporarily collide with the obstacle with the initial part of the local trajectory. However,
considering the maximum value of the error ∼ 0.85, and reverting the collision error function
in (5.6), the resulting distance is around 0.04 m, which is below dth = 0.05m. Additionally,
a simulation using movable markers instead of the perception module has been carried out.
In this condition, the robot has precise knowledge of the surrounding environment, and the
simulation proves the effectiveness of the planning module independently of the perception
in a relatively more complex environment. The simulation can be found in the accompanying
video 3.

4.7 Conclusion

This chapter presented a novel perception-based whole body motion planner that enables
to online refine an initial global path during its execution. The method is based on the
representation of the initial trajectory as a hyper graph whose vertices and edges represent
joint configurations and constraints/tasks respectively, encoding the sparsity of the problem
in a more intuitive way. The main advantage of the method relies on the possibility to locally
activate and deactivate vertices and edges profoundly decreasing the computational time,
without losing global information of the trajectory. Additionally, the configuration space
planner can take advantage of the high redundancy of the robot. Simulation and experiments
on the CENTAURO robot proved the effectiveness of the proposed method applied to a
complex robotic platform executing a locomotion task in a varying environment populated
by moving obstacles.

Despite the results obtained, the computational cost can be further reduced by inves-
tigating the possibility to run in parallel several planners generating a trajectory for each
kinematic chain of the robot and later merging them together in the control module. In this
way, the planning frequency can be increased enabling to negotiate more dynamic obstacles.

Another improvement is related on the management of the constraints in order to avoid
any violations as much as possible. A possible solution would be to investigate the use of the
Augmented Lagrangian Method Nocedal and Wright [2006] that will additionally improve
the convergence rate and reduce the ill-conditioning that affects the problem particularly
when a new edge is activated starting from a position that strongly violates the constraints
(i.e., high value of the error function).

3https://youtu.be/qaBNzVrZtF4

https://youtu.be/qaBNzVrZtF4
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Lastly, the application of the proposed planner to a dynamically consistent multi-contact
will be of interest, focusing in particular on the stability problem, thus including dynamic
constraints. Additionally, the robustness of the perception pipeline and estimation methods
for moving obstacles should be investigated.
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Chapter 5

Contact Space Local Planning

5.1 Introduction

The problem of replanning a global trajectory for a humanoid robot can be solved by acting
on the stepping and contact locations to avoid dynamic obstacles that can interfere with the
pre-planned trajectory. Furthermore, the contact sequence must consider any unforeseen dis-
turbance force to prevent the robot from falling, especially during the execution of an acyclic
multi-contact trajectory. In this case, the state vector’s dimension is reduced considering each
contact’s pose, improving the planner’s performance. However, this reduction in the space
dimension completely ignores all the kinematics constraints of the robot, such as collision
avoidance, which must be addressed using heuristics.

From a broader perspective, the contact sequence and the compliant whole-body trajectory
can be adjusted by implementing an architecture composed of three layers [Koolen et al.,
2016], [Romualdi et al., 2022]: contact sequence generator, simplified model controller, and
whole-body controller. The contact sequence generator layer provides a discrete sequence of
contact poses and timings [Kanoulas et al., 2018], [Caron and Pham, 2016] that will be used
as a reference by the downstream layers. The simplified model controller generates CoM and
contacts trajectories using the contact sequence as a reference for an MPC problem able to
react to external disturbances guaranteeing stable and reliable locomotion. The whole-body

controller maps the Cartesian and forced references to the robot’s joint space in terms of
joint position, velocity, and torques. In the proposed architecture, the loop is closed between
the robot state and the simplified model controller (MPC), as well as between the robot’s
perception and the contact sequence generator (contact space local planner), as shown in
Fig. 5.1. The contact space local planner, in the same way as the joint space local planner
described in the previous Chapter, perceives the obstacle positions using the embedded
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Offline Planner Contact Space Local Planner

Model Predictive ControllerContact
Sequence
Generator

Perception
Module

Simplified
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Controller
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Figure 5.1 Block diagram of the propose contact space local planner and MPC. A contact
sequence computed offline (blue), is used as nominal trajectory computed once in a static
environment. The contact space local planner (red) adjust the initial sequence depending on
the obstacles (yellow spheres) perceived by the perception module. The adjusted solution is
provided by the contact sequence generator to the MPC (green) that computes a CoM and
contact trajectory starting from the measured robot state and eventually refining the contact
position in the neighborhood of the reference contact solution. A whole-body controller
(yellow) maps the solution to the robot’s motor torques.
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camera system and adjusts the contact sequence to avoid any unfeasibility. Instead, the MPC
senses any external disturbance using the proprioceptive measures and reacts by changing the
contact position in the neighborhood of the references from the contact sequence generator.
In this way, it is possible to achieve robust locomotion, aware of any possible collision with
moving obstacles populating the environment, which represents a problem never faced in
MPCs for the high non-convexity of this kind of constraint that prevents them from an online
application.

The previous work on the simplified model controller is broadly divided into two ap-
proaches. The first uses the TO with the whole-body dynamics, obtaining beautiful and
realistic motions [Ahn et al., 2021; Diehl et al., 2006; Mastalli et al., 2020; Ruscelli et al.,
2022] but with a prohibitive high computation time that prevents their online application.
Recently, Galliker et al. [2022] presented some promising results on an MPC based on the
whole-body dynamics of a biped robot, obtained by reducing the time horizon through a
Hybrid Zero-Dynamics that provides a good guess of the robot state at the final time in a
reasonable amount of time. However, the approach has been validated on a 4 DoFs biped
robot, which highly simplifies the complex dynamics of a complete humanoid. On the other
hand, there exists a variety of robot dynamic simplifications that enhance the performance
of the trajectory planning algorithm relying on specific assumptions. By proving that the
variation of the angular momentum is close to zero [Herr and Popovic, 2008], emerged
approaches using the LIPM [Kajita and Tani, 1991], [Englsberger et al., 2011], and the
DCM [Englsberger et al., 2015] as a plausible simplification of the complex robot dynamics,
but none of these approaches considers the momentum of the robot. Another common ap-
proach is to simplify the robot motion with the CoM dynamics, using equations that link the
variation of the linear and angular momentum with the joint position and force constraints, in
the so-called centroidal dynamics [Orin et al., 2013], [Dai et al., 2014], [García et al., 2021].
Usually, this approach assumes a constant zero angular momentum variation [Romualdi et al.,
2022], tracked by a specific upper-body task that can result in strange and possibly dangerous
motions. The SRBD further simplifies the CD that assumes constant inertia and adds an
orientation variable. Even if this model is particularly suited for quadrupeds, whose mass is
concentrated in the torso with a negligible mass on the legs [Ding et al., 2019], this model
allows the control of the robot orientation, avoiding the unpredictable motions deriving from
the angular momentum task. Recently, García et al. [2021] enhanced the CD by adding an
orientation variable, one of the first SRBD implementations of a biped robot.

Despite the impressive advancement of online trajectory planning for biped locomotion,
all the previous work presenting an online implementation focus on the generation of cyclic
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walking trajectories without considering any change in the surrounding environment, which
is assumed to be known during the execution of the task. Collision avoidance is a highly
non-linear and non-convex constraint whose inclusion in the optimization problem drastically
under-performs the solver, which may even fail to find a solution due to local minima. This
last chapter contributes to the current state-of-art by proposing a modular framework where a
classic MPC trajectory generator, SRBD-based, is accompanied by the contact space local
planner that optimizes a multi-contact acyclic gait sequence. Thus, the proposed approach
tackles two fundamental problems that are not addressed in the previous works:

• Consider the collision avoidance w.r.t. moving obstacles whose position is measured
by the embedded camera system following the same approach used in Sec. 4.3.

• Generate online multi-contact acyclic trajectories refining a nominal solution computed
offline.

This chapter is structured as follows: Sec. 5.2 describes the main quantities (i.e., variables
and constraints) used to adjust the nominal contact sequence depending on the measured
position of the moving obstacles. The SRBD, compliant with the optimized contact sequence,
is computed following the MPC formulation introduced in Sec. 5.3. Finally, the proposed
approach is validated in a set of simulations described in Sec. 5.5. A discussion about the
results obtained and some possible future works are listed in Sec. 5.6.

5.2 Contact Sequence Planner

This Section introduces the optimization-based planners used to adjust the contact positions
considering the position of the moving obstacles populating the environment. The robotic
system moves in a 3-dimensional workspace W continuously establishing and breaking
contacts, driving its body through contact forces WWW c,i exerted in specific contact locations
pppi ∈ SE(3). Each end-effector allowed to interact with the environment is associated with a
frame Fi oriented in a way that the z-axis coincides with the normal to the contact surface.
The path connecting the start and goal configurations comes from the offline sample-based
planner introduced in Chapter 3, which provides a contact sequence C = ⟨ccc0,ccc1, . . . ,cccN⟩. A
contact occurs at a specific time t ∈ [ti, ti+1] with ti and ti+1 being the starting and finishing
times correspondent to the contact ccci and ccci+1. Two contacts ccci, ccc j are adjacent if they
are referred to the same end-effector Fi = F j and if they occur in correspondence of two
next instant of time, meaning that they are the start and goal swing pose of the contact Fi
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starting at ti. The workspace is populated by relatively slow obstacles that can be considered
stationary at the current time in a pose pppO, j ∈ SE(3), occupying a volume VO, j ∈W .

The considered contact sequence planner consists of repetitively adjusting the offline
planned contact sequence generating a new optimal trajectory C∗ when a moving obstacle
interfere with the nominal feasible trajectory. The optimized trajectory C∗ has the same
dimension as C, meaning that the planner is not in charge of adding or removing contacts.
Furthermore, the gait sequence and timing adaptation is, so far, out of the scope of this
planner, which acts by adjusting the contact positions only. At each iteration, the planner
solves the same optimization problem defined in Section 4.4:

FFF(C) =
m

∑
k=0

FFFk(C) (5.1)

C∗ = min
C

FFF(C) (5.2)

with

FFFk(C) = FFFk(Ck) = eeek(Ck)
T

ΩΩΩkeeek(Ck) (5.3)

with each vertex defined by a contact pose ccci ∈C. Also, in the contact space planner, we
take advantage of the sparsity of the problem deriving from the local nature of the problem.
Indeed, objective and penalty functions eeek(Ck) depends on a small subset of neighbors
vertices Ck = {ccck,0, . . . ,ccck,M} ∈C, and they are listed in the following paragraphs.

5.2.1 Relative Distance Constraint

One of the most critical constraints for the feasibility of the adjusted contact sequence C∗

is the relative distance constraint. Indeed, reducing the optimization state space to consider
only the contact positions and timing results in a loss of information regarding the robot state,
e.g., the joint and link positions. Thus, it is essential to bound the contacts’ relative distance
to avoid long, kinematically unfeasible contact transitions and close contacts that can lead to
a self-collision Di Carlo et al. [2018].

The NLLSO problem requires the formulation of constraints as piece-wise continuous
objective functions, whose violation is penalized by a rapid increase of the cost function.
Thus, the relative distance constraint is formulated as follows:

eeek,RD(ccci,ccci+1) =
1

exp(dddrel,i−dddmin)S + exp(dddrel,i−dddmax)
S (5.4)
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where eeek,RD is the relative distance edge with dimension 3×1 associated to the i-th vertex,
dddrel,i is the relative distance between ccci and ccci+1 expressed in the local frame Fi:

dddref,i = RRRi · (ccci+1− ccci) (5.5)

with RRRi being the rotation matrix from the inertial frame to the local frame Fi. The relative
distance is bounded between dddmin and dddmax, and S = 10 is a constant hand-tuned exponential
value (4.4a).

5.2.2 Collision Avoidance

The collision avoidance constraint is formulated similarly as in Section 4.4.1. The related
edge computes the distance between the associated i-th vertex and the j-th obstacle which is
assumed to be stationary at the current planner iteration:

e j
k,coll(ccci, pppO, j) =


(−d(ccci,pppO, j)+dth

S

)n
d < dth

0 d > dth

(5.6)

with e j
k,coll(ccci, pppO, j) being the j-th element of the j× 1 collision edge eeek,coll related with

the absolute distance d(ccci, pppO, j) between the i-th vertex and the j-th obstacle. The edge
activates every time the distance goes below a user-defined threshold dth = 0.2m, avoiding
the computation of useless distances between the contacts and far obstacles.

5.2.3 Contact Height Constraint

An important aspect when dealing with the optimization of the contact poses is guaranteeing
that they occur in correspondence with a contact surface. Indeed, the solution of the local
planner may move the contacts far away from a surface to avoid unfeasibilities. Of course,
the planner should be aware of this since contact forces derive from the robot’s interaction
with the environment. Thus, a contact height constraint is formulated as a simple parabolic
function whose minimum corresponds to the contact point. Assuming that the normal-to-the-
surface of each element in the nominal contact sequence does not change, we can project the
end-effector to the plane perpendicular to the normal, whose origin is the nominal contact
position. This is done by minimizing the distance between the end-effector and its projection
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on the plane mentioned above:

eeek(ccci) = ((ccci− pppS,i) ·−→n )2 (5.7)

with pppS,i being the origin of the normal, and −→n the normal to the plane. The assumption
of unchanged normal-to-the-surface is valid when the robot moves on large surfaces such
as walls or ground that are characterized by a constant normal on each point of the surface.
However, this assumption is not suited if the robot has to establish a contact with smaller
objects or convex shapes. The extension of this constraint to more generic surfaces is part of
future works.

5.3 Simplified Model Controller

The contact sequence generator provides a contact trajectory optimized on the most recent
position of static and moving obstacles that may interfere with the robot’s motion. The
simplified model control implements a control law that generates feasible contact forces,
location, and CoM trajectory compliant with the planned nominal contact sequence. The
control problem is formulated as an MPC, considering the SRBD as a model simplification to
match the computational cost requirements for an online implementation. The SRBD reduces
the robot’s whole-body motion to the dynamics of the CoM only, assuming constant inertia
III computed with the robot in a nominal standing configuration. The resulting dynamics
reduces considering the CoM position rrr(t) ∈ R3, the contact position ccc(t) ∈ R3 and the
contact forces WWW (t) ∈ R3. The single rigid body orientation is assumed to coincide with the
base frame orientation ooo(t) ∈ SO(3) expressed in quaternions, with the base frame being
rigidly attached to the torso of the robot. In this way, it is possible to simplify the mapping
from the joint velocities q̇qq to the centroidal orientation, assuming that most of this rotation is
given by the torso motion. For the sake of brevity, all the time-dependent quantities will be
written without the independent variable t and are assumed to be continuous functions unless
differently specified. Thus, the SRBD equations of motion can be written as follows:ṖPP = m(r̈rr+ggg) = ∑

Nc
i=0 ∑

Nv
j=0WWW (i, j)

L̇LL = IIIω̇ωω + IIIωωω×ωωω = ∑
Nc
i=0 ∑

Nv
j=0[(ccc

(i, j)− rrr)×WWW (i, j)]
(5.8)

The above equation model a surface contact with Nv contact points around the contact link,
hence the force contact vector WWW (i, j) is a vector of pure forces referred to the i-th contact and
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Figure 5.2 Single Rigid Body Dynamics (SRBD) of the humanoid robot Draco3

j-th vertex expressed in the inertial frame. PPP and LLL are the linear and angular momentum
respectively. Usually, a rectangular-shaped contact is modeled using four points, one on
each vertex, and twenty-four variables define the two surface contacts. However, to further
simplify the SRBD, the feet have been modeled with two non-parallel line contacts (Fig. 5.2).
The drawback is that this simplification prevents the generation of the momentum along the
axis passing through the two points, with a consequent loss of controllability in a single
stance. Placing the contact point onto two non-parallel lines mitigate this effect, which
becomes negligible in the double support phases. The MPC generates feasible trajectories
directly deriving from the choice of the cost function and the constraints of the non-linear
optimal control problem. The position, velocity, and acceleration terms can be collected by
defining the vectors of the generalized coordinates:

πππ =
[
rrrT oooT cccT

]T
(5.9)

ννν =
[
ṙrrT ωωωT ċccT

]T
(5.10)

ααα =
[
r̈rrT ω̇ωω

T c̈ccT
]T

(5.11)

where the vector ccc, ċcc, and c̈cc concatenate all the Nc ·Nv contact positions, velocities, and
accelerations. Being ooo = [εεεT η ], with εεε ∈ R3 and η ∈ R, the so-called quaternion propaga-
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tion [Graf, 2008] that links ωωω with ȯoo is given by:

ȯoo =
[1

2
ωωω, 0

]
◦ooo (5.12)

The symbol ◦ is used to denote the quaternion product:

o1 ◦o2 =
[
η1εεε2 +η2εεε1 +S×(εεε1)εεε2, η1η2− εεε

T
1 εεε2
]

(5.13)

with ooo1 and ooo2 being two quaternions, and S× a skew-symmetric matrix such that S×(aaa)bbb =

aaa× bbb. The optimal control problem requires the definition of cost terms and constraints
equation, listed in the following paragraphs, as well as the choice of the states xxx and controls
uuu:

xxx =
[
πππT νννT

]T
(5.14)

uuu =
[
αααT WWW T

]T
(5.15)

with WWW being the vector of all the Nc ·Nv contact forces.

5.3.1 Cost Terms

The cost function is made by several components whose minimization makes the robot
behavior converge to the desired one. Each cost term is weighted to give more importance
to the specific attitudes of the robot (i.e., minimizing the forces can be more important than
keeping a constant CoM height), and fine yet intuitive tuning is required to approach different
locomotion problems.

CoM Height

If not otherwise advised, a naive solution for the CoM and contact forces that respect the
equations of motion in (5.8) is the free-falling single rigid body whose contacts do not exert
any force. For this reason, tracking a reference CoM height above the contacts is essential to
guarantee the robot’s balance. The CoM height task is formulated as follows:

ψCoM,z = ∥r̂z− rz∥2
ΛCoM,z

(5.16)

where ΛCoM,z is a scalar weight value to track the reference value r̂z.
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Contact Tracking

The robot locomotion naturally emerges from the MPC solution by tracking the contact
sequence from the contact planner. Indeed, the optimal control problem generates a CoM
trajectory in the optimization time window to track the nominal contact trajectory while
keeping stability, even if a reference CoM trajectory is not injected in the optimization
problem. The contact tracking term is split into two terms to track the references on the x-y
and z-axis differently:

ψccc =
Nc

∑
i=0

Nv

∑
j=0

[∥∥∥ccc(i, j)x,y,ref− ccc(i, j)x,y

∥∥∥2

Λcccx,y

+
∥∥∥c(i, j)z,ref− c(i, j)z

∥∥∥2

Λcz

]
(5.17)

with cccx,y,ref and cz,ref being the reference values on the x-y and z axis, respectively, and
Wcccx,y <Wcz being the weights of the two cost terms. By weighing less the x-y components of
the tracking terms, the MPC can autonomously adjust the contact location in the neighborhood
of the nominal ones. This strategy is beneficial to react to an external disturbance and avoid
the fall, but also to re-arrange the contact location optimally depending on the robot’s dynamic
state. Indeed, the contact sequence coming from the contact space planner is aware of the
surrounding moving obstacles, but it is based on heuristics that do not consider the robot’s
whole-body motion. Thus, the nominal contact sequence can be intended as a high-level
initial guess that draws a feasible path avoiding any unpredicted and undesirable interaction
with the environment. The MPC acts on a lower level deciding where to take the following
steps locally and analyzing the robot’s state during the execution of the loco-manipulation
task. Of course, this approach does not guarantee collision safeness, but fine-tuning and a
proper selection of the heuristics can mitigate the possibility that a collision may happen. On
the z-axis, instead, we want the contact to track a specific user-defined trajectory to avoid
any early or late contact occurrence.

Given two adjacent contact of the same end-effector Fi, the reference trajectory on
the x-y axis is computed tracing a line that goes from the start to the goal pose, while the
reference on the z-axis is defined as a half-period sine function).

Regularization Terms

To reduce the rate of change of the CoM position rrr and velocity ṙrr, and minimize the exerted
contact force WWW (i, j) of each contact, and the rotation velocity of the base ωωω that can generate
undesirable differences in the robot inertia, three regularization terms are added to the cost
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function in the form:

ψreg = ∥r̈rr∥2
Λr̈rr

+
i=Nc

∑
i=0

j=Nv

∑
j=0

∥∥∥WWW (i, j)
∥∥∥2

Λ
FFF(i, j)

+∥ωωω∥2
Λωωω

(5.18)

5.3.2 Constraints

Constraints include a list of inequality constraints that bounds the contact forces and relative
positions during both the contact and fly phase and equality constraints to follow the desired
SRBD.

Force Constraints

Contact forces are bounded to match the surface friction characteristics using the non-linear
friction cone. The force should stay inside a non-linear cone to guarantee a safe contact.
The cone’s height depends on the normal component exerted, and the angle depends on the
static friction coefficient µs. Assuming a uniform static friction coefficient, the constraint is
formalized as follows:

∥WWW t∥ ≤ µs ∥WWW n∥ (5.19)

000≤WWW n (5.20)

with WWW n =WWWn̄nn being the contact force component parallel to the surface normal unit vector
n̂nn, and WWW t =WWW −WWW n the tangential component. The unilaterality condition of the contact
force in (5.20) is a direct condition emerging from the friction cone constraint in (5.19).
However, the linear approximation of the friction cone with four vectors drawing a pyramid
around it is still a good approximation, with some benefits regarding the computational cost.
The non-linear constrain in Eq. (5.19), is then reduced to four linear inequalities

−Ŵx ≤ µsŴz

Ŵx ≤−µsŴz

−Ŵy ≤ µsŴz

Ŵy ≤−µsŴz

0≤ Ŵz

(5.21)

with Ŵx, Ŵy, and Ŵz being the x, y, and z component of the contact force expressed in local
frame Fi. Equation (5.21) can be expressed in matrix form, collecting all the force terms on
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the left-hand side:
−1 0 −µs

1 0 µs

0 −1 −µs

0 1 µs

0 0 −1


Ŵ (i, j)

x

Ŵ (i, j)
y

Ŵ (i, j)
z

= fff cŴWW
(i, j)

= fff cRRR(i, j)TWWW (i, j) ≤ 0005×1 (5.22)

Further, the force must be bound to zero when the contact is non-active since the contact
is not able to exert any force, and this is done by bounding the contact force between null
values during the flying phases.

WWW (i, j) = 0 if ccc(i, j) is non-active (5.23)

Contact Contraints

Modeling a surface contact with two or more point contacts requires a constraint that fixes
the relative distance for this point because they belong to the same rigid body. This is done
by setting the relative velocity between the vertices belonging to the same contact to zero:

ċcc(i, j)− ċcc(i,k) = 000 (5.24)

with i = (0, . . . ,Nc), j = (0, . . . ,Nv), and k = ( j, . . . ,Nv), thus resulting in a set of
Nc · (Nv−1)! constraints. Additionally, in a dual way w.r.t. the force constraints, the contact
velocity must be zero during the contact phases.

ċcc(i, j) = 0 if ccc(i, j) is active (5.25)

When dealing with surface contacts modeled with a set of pure forces applied on specific
vertices, their relative distance must be kept constant. For each pair of vertices in the same
contact, the relative velocity is constrained by the following expression:
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Double Integrator

The double integrator constraint defines the relation between ẋxx and uuu and can be expressed
through the following state-space representation:

ẋxx = fff (xxx,uuu) =

[
000 ŜSS

000 000

]
xxx+ fff quat(xxx)+

[
000 000
EEE 000

]
uuu (5.26)

with the selection matrix ŜSS is given by:

ŜSS =
[
EEE3×dim(ννν) 0004×dim(ννν) EEE(3·Nc·Nv)×dim(ννν)

]T
(5.27)

with EEE being the identity matrix, and the term fff quat(xxx) computed as in (5.12). Finally, forces
and accelerations are related through the forward SRBD in (5.8). The differential equation
in (5.26) is solved using the Runge-Kutta method.

5.4 MPC Formulation

By combining the cost terms in Sec. 5.3.1 and the constraints in Sec. 5.3.2, this Section
introduces the non-linear optimization problem whose solution gives the output of the MPC
controller. The Optimal Control Problem (OCP) has been solved using a Direct Multiple
Shooting (DMS) method Betts [2010] using the Receding Horizon Principle Mayne and
Michalska [1990] assuming a fixed size prediction time window T = 1.5s discretized on
N = 20 time interval, equally spaced by a constant sample time dt = T/N = 0.075ms.

The MPC formulation is obtained by summing the cost terms in (5.16), (5.17), and (5.18).

xxx∗,uuu∗ = min
xxx,uuu

∫ T

0
ψdt = min

xxx,uuu

∫ T

0

[
ψCoM +ψccc +ψreg

]
dt (5.28)
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Moreover, the OCP is formulated as follows:

min
xxx,uuu

∫ T

0
ψdt (5.29a)

s.t.

ẋxx− fff (xxx,uuu) = 0 (5.29b)

fff cRRR(i, j)TWWW (i, j) ≤ 0 (5.29c)

ċcc(i, j)− ċcc(i,k) = 0 ∀i = [0,Nc], j = [0,Nv],k = [ j,Nv] (5.29d)ċcc(i, j) = 0 if ccc(i, j) is active

WWW (i, j) = 0 if ccc(i, j) is non-active
(5.29e)

The Direct Multiple Shooting discretizes the continuous OCP into N shooting intervals to
solve the resulting Non-Linear Program (NLP) efficiently. The shooting intervals discretize
the original problem into a grid of N+1 states xxxk, and N controls uuuk, respectively denoted as:

xxxk =
[
πππT

k νννT
k

]T
(5.30)

uuuk =
[
αααT WWW T

]T
(5.31)

Furthermore, we assume a piece-wise constant control parametrization along each shooting
interval. The discrete N +1 states are collected in the state vector XXX :

XXX =
[
xxxT

0 xxxT
1 . . . xxxT

N

]T
(5.32)

and the N control are collected in the control vector UUU :

UUU =
[
uuuT

0 uuuT
1 . . . uuuT

N−1

]T
(5.33)
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A discrete form of the OCP in (5.29) results in the following NLP problem:

min
XXX ,UUU

ψ = min
XXX ,UUU

N

∑
k=0

ψk (5.34a)

s.t.

xxxk+1 = xxxk + fff k(xxxk,uuukkk)dt (5.34b)

xxxk+1− x̃xxk = 0 (5.34c)

fff cRRR(i, j)T
k WWW (i, j)

k ≤ 0 (5.34d)

ċcc(i, j)k − ċcc(i,k)k = 0 ∀i = [0,Nc], j = [0,Nv],k = [ j,Nv] (5.34e)ċcc(i, j)k = 0 if ccc(i, j)k is active

WWW (i, j)
k = 0 if ccc(i, j)k is non-active

(5.34f)

Compared to the continuous case, the discrete DMS requires the extra condition in (5.34c),
called continuity condition. Indeed, the OCP solves contemporary for all the N time segments.
This constraint guarantees that the propagation (integration) of the state xxxk from tk to tk+1 =

tk + dt, evaluated at the final time tk+1, coincides with the initial state value xxxk+1 of the
adjacent segment from tk+1 to tk+2, guaranteeing that the two segments join at the boundaries.

5.5 Results

The optimal control problem is created and managed using the Horizon framework presented
in Ruscelli et al. [2022], and the MA57 Duff [2004] and IPOPT Wächter and Biegler [2006]
libraries are used to solve the non-linear problem in (5.29) to plan a walking trajectory
while a moving spherical obstacle enters the scene. The MPC has been tested in classical
walking scenarios to validate its performance. The simulations include an unperturbed and
disturbed forward walk in which the robot is pushed frontward during the execution of the
planned trajectory. Finally, the Contact Space Local planner and the MPC are joined, working
together to avoid a moving spherical obstacle that suddenly enters the scene and interferes
with the nominal trajectory. In all the simulated scenarios, the MPC references are linearly
interpolated to match the control layer frequency, which runs at 800Hz. The Cartesian and
force references from the MPC solution are converted in robot motor torques using the WBC
presented in Ahn et al. [2021]. At each iteration, the method solves a QP problem finding the
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optimal joint accelerations and contact forces that satisfy the assigned tasks.

min
q̈qq,WWW

wwwrrr
∥∥JJJiq̈qq+ J̇JJi ˙̄qqq− r̈rrd

∥∥2 (5.35a)

Nc

∑
i=0

Nv

∑
j=0

wwwccc(i, j)

∥∥∥JJJiq̈qq+ J̇JJi ˙̄qqq− c̈cc(i, j)d

∥∥∥2
(5.35b)

wwwWWW ∥WWW d−WWW∥2 (5.35c)

λλλ q̈qq ∥q̈qq∥2 +λλλWWW ∥WWW∥2 (5.35d)

s.t.

SSSu(AAAq̈qq+bbb+ggg− JJJT
c WWW ) = 000 (5.35e)

fff cRRR(i, j)WWW (i, j) ≤ 0 (5.35f)

q̈qqmin ≤ q̈qq≤ q̈qqmax (5.35g)

τττmin ≤ SSSa(AAAq̈qq+bbb+ggg− JJJT
c WWW )≤ τττmax (5.35h)

The quadratic costs in (5.35a), (5.35b), and (5.35c) describe the task space acceleration
objectives for the CoM and contacts and the contact force objectives respectively, with ˙̄qqq
being the measured joint velocity, r̈rrd and c̈cc(i, j)d the task space desired values, and WWW d the
desired contact forces from the MPC solution. Equation (5.35e) enforces the floating base
dynamics with SSSu being a selection matrix extracting the first six rows of the mass, Coriolis
and gravity matrices expressed as AAA, bbb, and ggg respectively. Friction cones are enforced by
Eq. (5.35f), while (5.35g), and (5.35h) limit the joint accelerations and torques with SSSa being
the selection matrix extracting the actuated part of the robot dynamics (i.e., the last n rows).
Once the QP solution q̈qq∗ and WWW ∗ are obtained, the optimal joint torque command can be
obtained using:

τττ
cmd = SSSa(AAAq̈qq∗+bbb+ggg− JJJT

c WWW ∗) (5.36)

Computing qqq∗ and q̇qq∗ from q̈qq∗ using the integration scheme in Jorgensen et al. [2020], we
then compute the torque input for each joint as:

τττ
joint = τττ

cmd + kkkp(qqq∗− q̄qq)+ kkkd(q̇qq∗− ˙̄qqq) (5.37)

At this stage, the offline global planner presented in Chapter 3 is not used to generate
complex acyclic multi-contact trajectories, but a naive forward and equally spaced walking
sequence is used as a nominal global solution. Additionally, the gait timing is defined as
alternating double and single stances distributed along the N +1 nodes to guarantee a more
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Figure 5.3 Graphical representation of the gait sequence and timing for the walking simu-
lations carried out on the DRACO 3 humanoid robot. The blue dots represent the receding
horizon nodes, and the blue areas show the contact timing for the left (LF) and right (RF)
feet. The red and green areas represent double and single stance zones, respectively

stable walk. Specifically, the robot has to take two steps in the given time horizon length T

by:

• Standing on two feet for the first two nodes.

• Taking a step with the left foot for the next eight nodes.

• Transiting between the left and right step, passing through a two-nodes double stance.

• Taking a step with the right foot for the last eight nodes.

A graphical representation of the gait sequence and timing is given in Fig. 5.3.
The simulations are carried out on the DRACO 3 robot built at the Human Centered

Robotics Laboratory at the University of Texas at Austin Bang et al. [2022]. DRACO 3 is
a biped humanoid robot 1.35 m tall and 39 kg heavy with 25 DoF, six for each limb, and
one neck pitch joint to actuate the Multisense S7 mounted on its head. DRACO 3 has been
designed with the legs’ proximal actuation achieved bearing a cable-based drive system,
which makes the SRBD a suitable model simplification.

Simulation was using the PyBullet dynamic environment on a desktop PC mounting an
Intel® CoreTM i7-9700K Octacore CPU @ 3.60GHz, an NVIDIA GeForce GTX 1650, and a
memory of 16 GB.

5.5.1 Walking Simulations

The proposed controller has been first tested in the simplest scenario in which the robot
has to take six steps forward, both in an unperturbed and a perturbed scenario. For these
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(a)

(b)

Figure 5.4 MPC solution in the unperturbed forward walking scenario. Side 5.4a and top
view 5.4b
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(a)

(b)

Figure 5.5 MPC solution in the forward walking scenario while perturbing the robot with an
external force. Side 5.5a and top view 5.5b
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simulations, starting from the current configuration, the controller generates six 20 cm steps
keeping the same step width of 15 cm. Using these footsteps as a reference, the MPC solves
the optimal control problem in (5.29) by taking two steps in the receding time window T .
Results are shown in Fig. 5.4. Despite the non-linearity and non-convexity deriving from
the SRBD constraint, the proposed MPC can find a feasible solution simply relying on the
reference contact trajectory without suffering the local minimum problem. This is also
possible thanks to the flexibility given to the MPC to slightly change the contact location to
match the dynamic requirement of the robot.

Further, the methodology was revealed to be robust and reliable even in the case of
relatively external strong disturbances acting on the robot during the execution of the planned
motion. Specifically, the robot has been pushed two times with a force of a magnitude
approximately equal to 100 N (i.e., 2.5 the total mass of the robot) exerted for 0.1 s. The
robustness of the control method has been tested in the most stressful condition pushing the
robot during the single support phases. Referring to Fig. 5.5, the external force has been
applied in correspondence with the CoM accelerations during the first step with the right foot
and the last step with the left foot. To reject the disturbance and to avoid a certain fall, the
MPC adjusts the stepping location moving the foot in the direction of the applied force. At
the same time, the MPC decelerates the CoM motion after stepping on the adjusted contact
location to recover the tracking of the nominal contact sequence on the next step with the left
foot. In both the unperturbed and perturbed cases, the MPC takes around 40ms to evaluate
its output, with a computation time well below the threshold of the 75ms.

5.5.2 Dynamic Obstacle Avoidance

This second scenario joins the contact space local planner with the MPC to generate robust
and reliable whole-body trajectories for biped locomotion in an environment with dynamic
obstacles. The presented simulation is a proof-of-concept, carried out in an austere environ-
ment with one spherical obstacle with a radius of 30 cm entering the scene and perturbing the
nominal trajectory during its execution. Screenshots of the simulation are collected in Fig. 5.6.
At t = 2s (Fig. 5.6b), during the execution of the second step, the obstacle starts moving and
in two seconds stops in the middle of the nominal contact sequence (Fig. 5.6c). The contact
space local planner instantaneously reacts by adjusting the feet’ position to walk around the
obstacle. The optimized contacts are sent to the MPC, which is in charge of solving the CoM
dynamics tracking the new contact references, generating a feasible trajectory to accomplish
the task, even in the presence of the moving obstacle (Figs. 5.6d, 5.6e). The final solution,
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(a) t = 0 (b) t = 2 (c) t = 4 (d) t = 7 (e) t = 12

Figure 5.6 Screenshots of the simulations carried out in the dynamic obstacle avoidance
scenario

obtained when the obstacle reaches the final position in front of the robot, is shown in
Fig. 5.7. As expected, the highest contact error tracking occurs right before stepping around
the obstacles since the contact space local planner rapidly adjusts the reference nominal
sequence reacting to the new unfeasibility.

Observing the computational time in Fig. 5.8, we can conclude that the contact space
local planner is far faster than its counterpart, the joint space local planner, solving on an
average in 0.46ms against the 70ms of the locomotion task described in Sec. 4.6. This allows
the implementation of this local planner in the most inner control loop, which usually runs
around 1kHz. Further, the MPC average solution time (55ms) is well below the threshold of
the 75ms set by the optimal control problem parameters and does not show evident fluctuation
during the motion of the obstacle, occurring around t = 7s.

5.6 Conclusions and Future Work

This last chapter proposed an online planning strategy that executes and adjusts a general and
offline planned acyclic multi-contact trajectory depending on the state of the surrounding
dynamic environment perceived through the embedded vision system. Differently from
Chapter 4, the proposed approach solves locally a graph optimization whose vertices are
contact positions. This approach drastically reduces the state space dimension, improving
the performances of the local planner w.r.t. the joint space local planner. The resulting
re-planned contact sequence is then provided to an MPC module that generates whole-body
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(a)

(b)

Figure 5.7 MPC solution in the forward walking scenario avoiding a moving spherical
obstacle entering the scene during the execution of the nominal trajectory. Side 5.5a and top
view 5.5b
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(a)

(b)

Figure 5.8 Solution time required by the MPC (5.8a) and the contact space local planner
(5.8b)
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trajectories through a model simplification that lightens the computational cost guaranteeing
that the algorithm is online implementable. In the end, a WBC maps the Cartesian and
force references to the motor torques references that are sent to the robot and tracked by
the joint torque controller. By closing the loop on the robot state, the MPC strategy reacts
to external disturbances (i.e., unpredicted interaction forces) acting on the robot during the
execution of the re-planned trajectory that may lead to failure. Combined with the local
space local planner, the robot can also avoid static and moving obstacles that can interfere
with the planned nominal trajectory using the embedded perception system without heaving
on the computational efficiency of the OCP algorithm. Simulations were carried out on the
humanoid robot DRACO 3, testing the MPC strategy alone, generating a perturbed walking
whole-body trajectory, and coupled with the contact space local planner to avoid a moving
obstacle interfering with the nominal trajectory during the execution of the task. In both
cases, the offline acyclic multi-contact planner has been replaced with a more straightforward
footstep generator that provides the online planning layer with a trivial cyclic, equally spaced
step sequence.

Future work will focus on connecting the offline and online planners, advancing the
current state-of-art to the online planning of multi-contact trajectories in cluttered and
complex environments. Currently, the contact space local planner is acting on the contact
positions only, while the gait timing is unchanged from the nominal offline computed
trajectory. However, augmenting the hyper-graph vertices to include the time of occurrence
of each contact, depending on the dynamic state of the robot and environment, will enable
the planner to change the gait sequence allowing a theoretical infinite motion. Additionally,
considering time as a variable will allow the definition of new objective functions, such
as minimizing the trajectory execution time, which is particularly appealing in modern
applications. This vertex augmentation is not straightforward and will require a deeper
investigation of the constraints used by the contact space local planner to guarantee a safe
transition between adjacent stances, even when the local planner adjusts the gait sequence.

The simplified model used by the MPC module should also be further investigated to
relax the strong assumption of constant inertia throughout the receding horizon. A solution
can be obtained by updating the robot’s inertia every time a new robot state is measured
before solving the OCP, which will remain constant for the whole time horizon. Another
possibility consists of using a learning model that maps the end-effector positions (i.e. hands
and feet positions) to the inertia of the robot, similar to the approach adopted by Ahn et al.
[2021]. In this way, the solver will be aware of the inertia changes depending on the contact
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positions and on the upper-body configuration getting closer to a Centroidal Dynamics model,
which is a reduced and not simplified model of the robot’s whole-body dynamics.
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Chapter 6

Conclusions

This thesis presented a framework for the generation and adjustment of acyclic multi-contact
trajectories that enhances the locomotion capabilities of a humanoid robot allowing the
establishment of contacts with the upper body. The framework works offline and online on
two layers linked by a global nominal solution. Specifically, the offline layer generates a
complete multi-contact trajectory using a contact space sample-based planner and considers
the environment as static. The reduction of the configuration space dimension by considering
the contacts as leaves of the sample-based planner’s search tree leads to the problem of
posture generation, which has been solved by using the NSPG presented in Chapter 2.
Indeed, collision with the ambient, self-collisions, and equilibrium are constraints to be
considered when generating a posture projected onto the planned contacts, with the risk
of invalidating the sampled state if a feasible configuration cannot be found. Furthermore,
adjacent configurations, with slight differences from one another, should be preferred to
minimize avoidable motions during the transition between two consecutive stances. The
NSPG generates whole-body robot configurations compliant with the geometric and dynamic
constraints by exploiting the null-space of the robot, which is used to locally correct its
posture around a nominal configuration generated starting from the history of previously
computed feasible postures. For its specific characteristics, the NSPG has been designed to
be used coupled with footstep or a more general contact planner such as the one presented in
this thesis, which concludes the first part.

The offline multi-contact planner, presented in Chapter 3, explores the space of the
contacts allowed to interact with the environment to generate a sequence of stances able to
move the robot to a goal region defined by the user. From the planned set of contacts, a
discrete set of configurations is generated through the NSPG and interpolated, generating a
continuous motion. The planned global trajectory is then provided to the online layer, which
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is in charge of executing the planned trajectory and contemporary adjusting it depending on
changes in the environment, a typical condition of realistic working and domestic scenarios
addressed in this thesis. The online refinement of the nominal global trajectory has been
carried out both in the joint and contact space, using the embedded perception system
of the robot to detect moving obstacles interfering with the locomotion task. The online
optimization represents the planning problem as a graph optimization and solving an NLLSO
that finds an optimal solution trading off the defined constraints. This way of representing
the optimization structure, as pointed out in Chapter 4, gives a more intuitive representation
of the sparsity of the problem and informs the solver about how the variables are related,
lightening the computational cost of the process. Further, an MPC-based algorithm generates
new whole-body motions compliant with the optimized contact sequence in contact space
local planning. In this way, as proved in simulation, by closing the control loop on the
robot’s state, the online layer generates robust and stable trajectories that can react to external
disturbances (i.e., unpredicted contact forces) while avoiding obstacles by reshaping the
contact sequence. This modular approach separates environment collision avoidance from
motion generation, lightening the optimal control problem. This solution makes the online
generation of acyclic multi-contact trajectories aware of environmental and robot changes,
which is still an open problem given the high non-linearity and non-convexity of collision
avoidance constraints that may lead to a failure of the optimal control problem.

The novelty of the proposed approach is in merging sample-based and optimization-based
planning techniques, which take advantage of the complementary characteristics of the two
approaches. This method allows complex acyclic multi-contact trajectories to be planned
and adjusted online, splitting the challenging problem into more treatable sub-problems.
This thesis contributes to the wide state-of-art of motion planning algorithms by tackling the
problem of moving a humanoid robot in complex and dynamic environments.

Despite the promising results obtained in each component, a complete implementation of
the framework still needs to be completed. Indeed, splitting and treating the problem in several
sub-problems makes the synchronization and communication of each unit block difficult.
Further, the execution of multi-contact trajectories has been revealed to be complicated even
in the condition of static environments, and extra care must be spent on designing a robust
control logic. For these reasons, merging the offline and online planning and control layers
is material for future work. Additionally, the simplified SRBD used in the optimal control
problem may reveal to be not sufficiently accurate to model complex motions that involve
the significant rotations of the robot, as the one saw during the experiments carried out with
COMAN+ in Chapter 3 when passing from the biped to quadruped configuration. For this
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kind of complex task, the simplified model may be replaced by the centroidal dynamics,
which results in a reduced but complete representation of the robot. Alternatively, the upper
body motion can be considered with learning methods that relate the contact positions to the
inertia in the optimal control problem. Although these complexities, the online planning and
execution of human-like motions in challenging environments will represent the core of my
next research, starting from the results obtained so far and shown in the previous chapters.


